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Editor's Notes 

This issue concludes the 1992 calendar year. I would like to express my appreciation and thanks to the 
associate editors who contributed to a successful year. Hank korth solicited the invited database survey papers, 
T'tmos Sellis and Amit Sheth took care of the invited database research centers reports, and Marianne Winslett has 
been writing the section on database funding opportunities. I would also like to thank Leon Zhao, Abhirup Chat- 
terjee and Rakesh Chandra for their administrative help in preparing this year's issues for publication. 

Following the Chair's message, there is an announcement of the new Moscow ACM SIGMOD Chapter. I 
urge the readers to provide the help requested by Leonid Kalinichenko. 

The first paper in the articles section is "On Global Multidatabase Query Optimization" by Hongjun Lu, 
Beng-Chin Ooi and Cheng-Hian Goh. The authors have extended the existing model for distributed query optimi- 
zation to operate in a multidatabase context. The paper also outlines the design of a multidatabase query optim- 
izer. The next paper, "A Supplement to Sampling-Based Methods for Query Size Estimation in a Database Sys- 
tem" by Yibei Ling and Wei Sun, points out that if summary information of data such as mean and variance are 
maintained during updates, unnecessary computation, sampling errors and overhead during sampling can be 
minimized. The third article, "Current Research on Real-T'tme Databases" by Ozgur Ulosoy, discusses the m a i n  

problems and basic approaches taken in designing Real-Trine Database Systems (RTDBS). The design approaches 
have been categorized into two groups based on the strictness of the timing conditions associated with transac- 
tions. The next paper, "Locking Protocols for Concurrency Control in Real-Tinae Database Systems" by S.L.Hung 
and K.Y. Lain, presents a concurrency control protocol (H2PL) which is a hybrid of the Basic Two Phase Locking 
(2PL) and Restart Based Locking (R2PL). Performance results comparing H2PL with the other protocols are also 
presented. The last paper, "A Complex Benchmark for Logic Programming and Deductive Databases, or Who 
Can Beat the N-Queens ?" by Wemer Kiesling, proposes the N-Quuens problem as a challenging benchnmrk tar- 
get. The author presents his algorithm and performance results and invites everyone to beat it[ 

The bibliography section has an annotated bibliography by John F. Roddick. It covers current published 
research that deals with the handling of changing schemas in database systems. 

The section on Database Research Centers covers database research activities in Australia The first reports 
is on Database Research at CITRI by Ron Sacks-Davis and Kotagiri Ramamohanamo. The main areas of research 
are hypermedia systems, document databases and deductive databases. Database Research at the Queensland 
University of Technology is presented by M.P.Papazoglon, M. McLoughlin, E. Lindsay and S. Willie. Current 
research include technology transfer from AI and Distributed AI to muficJa!abase systems. The last reixxt is on 
,L~tabase research at La Trobe University by John Zeleznikow. The primary focus of their" research is on the 
development of intelligent database systems, including the use of role based and ease-based reasoning and their 
integration. 

In the section on Database Funding, Marianne Winslett report describes recent events in the US that may 
have an effect on database funding. News on NSF Conferences and requests for proposals are also included. 
Regarding this section, the coverage until now has been on U.S. database research funding exclusively. This is due 
to lack of information about other sources. Consequently, we solicit information about intefzafional funding 
opportunities. 

The issue is concluded as usual with announcements and caU-for-papers. 

I wish all readers a happy and productive new year! 

ABe Segev " ~  
October 1992 
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Chai r ' s  Message 

The terms of the current elected SIGMOD officers (chair, vice chair, and treasurer) will end at 
the end of June 1993. The terms of all appointed SIGMOD positions (chair's advisory committee and 
SIGMOD RECORD editorial staff) end at the same time. An election for a new set of SIGMOD 
officers will be held in the spring; and the elected chair will appoint the chair's advisory committee 
and the editorial staff of SIGMOD RECORD. David DeWitt has agreed to serve as Nominating Com- 
mittee Chair to put together a late of candidates for the upcoming election. 

The following annual SIGMOD financial summary was prepared by Michael Carey, SIGMOD 
Treasurer. 

During ACM fiscal year 1992 (FY-92), which ended on June 30th, the total revenue for SIG- 
MOD was $246,927. The major revenue sources were SIGMOD clues and income from conferences 
that SIGMOD sponsored and co-sponsored. Other sources of SIGMOD income included our Institu- 
tional Sponsors, listed in the front of each SIGMOD Record issue, non-member SIGMOD Record sub- 
scriptions, and sales of conference proceedings. Our total expenses for FY-92 came to $246,259. The 
bulk of these expenses was the cost of running conferences, the cost of producing and distributing the 
quarterly issues of SIGMOD Record (including the SIGMOD conference proceedings), and our annual 
contribution to the ACM budget. As a result, SIGMOD ended the fiscal year with a whopping net 
surplus of $668 (i.e., we achieved our goal of not making money in FY-92). This leR us with a fund 
balance of $133,098 as of June 30, 1992. As of that date, SIGMOD had a total of 3,837 members. 

Thank you. 
Sincerely, 

Won Kim 
October 1992 

SIGMOD RECORD, Vol. 21, No. 4, December 1992 3 



Moscow ACM SIGMOD Chapter Established: 
We Solicit Contact and Assistance From the West 

The Moscow ACM SIGMOD Chapter has just been 
formed. Its goals which attempt to address the diffi- 
cult situation faced by the Moscow database commu- 
nity, include: 

• Improve scientific contacts between the Moscow 
and worldwide database communities. 

• Collect and disseminate relevant technical publi- 
cations to the Moscow database and broader com- 
puter science community. 

• Contribute to technical development through 
support of lectures, professional development 
seminars and technical briefings. 

• Advance database technology and improve tech- 
nical interchange through conferences and work- 
shops in Russia. 

The current situation in Russia far from favorable 
for science and education. Following the recent ma- 
jor political changes, researchers gained academic free- 
doms lost decadesago. However, in early 1992, shortly 
after the Iron Curtain came down, the Economic Cur- 
tain went up. This new Curtain, resulting from recent 
economic reforms, promises to be more impermeable 
then the Iron Curtain. Just two facts. First, due to a 
lack of hard currency, all research institutes and uni- 
versities were forced to cancel all external journal sub- 
scriptious. Second, it is now impossible for researchers 
to leave the country to participate in conferences or 
exchange programs. There is no funds for travel out- 
side the CIS (e.g., a ticket on Aeroflot Moscow-New 
York-Moscow costs approximately 20 monthly salaries 
of a senior researcher, SIGMOD conference fees cost 
approximately). We have had almost no contact with 
you, our western scientific colleagues. The Economic 
Curtain threatens to continue our isolation and pro- 
long our difficulties in contributing to science and tech- 
nology and to the positive development of our coun- 
try. We have no idea how long these circumstances 
will persist. A conventional estimate is one or more 
generations. 

The Moscow ACM SIGMOD Chapter is attempt- 
ing to serve as a bridge across the new barriers. Its 
goals are directed towards a "Technical Development 
Program" primarily intended on improving contacts 
to scientists and literature. By this letter, we ask 
you, the ACM SIGMOD Community, for some modest 
assistance which we would appreciate, possibly more 
than might realize. We would greatly appreciate: 

1. Contributions to the Moscow ACM SIGMOD 
Chapter Library. In Russia, we have little 
database literature. We have begun a collection 
that we hope will become one of the best in the 
country and be available to the Moscow database 
and broader computer science community. 

Many of you have on your shelves, books and jour- 
nals that you no longer need or refer to. These 
publications might be valuable to scientists here. 

If your university or research laboratory dis- 
tributed its technical memos, could you please in- 
clude the ACM SIGMOD Chapter Library on the 
mailing list to receive all technical reports. The 
address is below as is an e-mail address if you 
have any questions. 

Our needs for the library include but is not 
limited to monographs in computer science, 
ACM periodicals (e.g., ACM Computing surveys, 
TODS, TOIS, TOPLAS, and Newsletters of SIG- 
DOC, SIGIR, SIGPLAN, SIGSOFT, SIGLINK, 
SIGARCH, SIGCSE), related IEEE periodicals, 
conference and workshop proceedings, technical 
reports, and publications of standards bodies. 

2. Assistance with an Annual ACM SIGMOD Work- 
shop in Russia (or the former USSR). 

We wish to organize a high quality event in spe- 
cific research areas. We ask for volunteers from 
the West for the role of program committee chair- 
man to organize together with us the ACM SIG- 
MOD Workshop 1993 in Russia. 

3. Lecturers in Russia from the West. For scientists 
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visiting Kussia we propose to organize their meet- 
ings and lectures for the database community in 
Moscow. 

4. Technical interaction. We can help researchers 
willing to interact with the Russian researchers 
in the database area (in such directions as 
OODBMS, heterogeneous multidatabase interop- 
erability, multi-media databases, persistent pro- 
grarnming languages, database theory research 
and others) to establish necessary contacts. 

We would greatly appreciate a small amount of your 
time to help the Moscow ACM SIGMOD Chapter ac- 
tivity, to scan your shelves, include us on your mailing 
list, to contact us, or even to consider crossing visiting 
our country. We look forward to hearing from you. 

Please contact us using the following: 

Leonid A. Kalinichenko, 
Chairman of the Moscow ACM SIGMOD Chapter 

mail: Institute for the Problems of Informatics 
Russian Academy of Sciences 
Vavilov Street, 30/6, 117900, V-334, 
Moscow, Russia 

e-mail: leonidk@ipian 15.ipian.msk.su 
phone: 7 (095) 2372031 (office), 

7 (095) 3349116 (home) 

fax: 7 (095) 3107050 

The Moscow ACM SIGMOD Chapter Library is lo- 
cated at the Institute for the Problems of Informatics 
of the Russian Academy of Sciences. For literature 
contribution use, please, the same address as above. 
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S c h e m a  Evo lut ion  in Database  S y s t e m s  - 
An Annotated Bibl iography 

John F. Roddick 

School of Computer and Information Science, 
University of South Australia, 

The Levels, SA 5095, South Australia 

Roddick@UniSA.edu.AU 

Abstract 

Schema Evolution is the ability of a database 
system to respond to changes in the real world 
by allowing the schema to evolve. In many 
systems this property also implies a retaining 
of past  states of the schema. This latter 
property is necessary if data recorded during 
the lifetime of one version of the schema is not 
to be made obsolete as the schema changes. 
This annota ted  bibl iography investigates 
current published research with respect to the 
handling of changing schemas in database 
systems. 

Introduction 

Most da tabase  sys tems at some time or 
another require a change to their schema, due 
to either changes in the real world, a change 
in the application requirements or mistakes 
dur ing systems analysis or design. When 
these changes occur database systems must 
provide  schema manipulat ion tools with 
which the database administrator can modify 
the database.  In many systems available 
c o m m e r c i a l l y  h o w e v e r ,  the d a t a b a s e  
administrator must  also make decisions on 
whe the r  the data  a l ready  held in the 
database is valid given the new schema. In 
m a n y  cases  data  is e i ther  de l e t ed  
unnecessar i ly ,  mis lead ing ly  left in the 
database or the schema is made unnecessarily 
complicated by  the retention of obsolete 
attributes. 

As an example, consider a salary relation 
which holds the following fields: 

Staff Id Position Code Salary 

21677 G55 $33,000 

21678 G56 $37,000 

21680 A05 $45,500 

21683 A09 $65,400 

21687 G51 $32,000 

Suppose also that the position codes currently 
extant are to be replaced with new codes based 
on new domains, for example, a position code 
based entirely on a domain  of four-digit  
numeric integers. 

The database administrator  has significant 
problems arising from the retention of the 
current data such as: 

i .  

i i .  

is the posit ion code at tr ibute to be 
defined as a lphanumeric  despite  the 
new position codes being numeric? 

is another field required to store the old 
codes, if so for how long do we retain 
this field? 

iii .  what  abou t  pos i t ion  histories and 
retired employees? 

This is one of the simpler cases for which a 
change to the schema, in this case simply a 
domain change for an attribute, has resulted 
in semantic problems for the extant data. In 
cases like this it is clear that if the schema 
could evolve we could retain the old data as 
being applicable to an old schema definition 
a.nd store new data under  a new schema 
de f in i t i on .  More  c o m p l e x  schema  
reorganisations (the deletion of a relation or 
an amendmen t  to the class lattice) are 
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accompanied by more severe schema evolution 
problems. 

Over the last few years research has started 
to investigate this problem and this 
bibliography looks at some of this work. Most 
of the works included here have an associated 
annotation. The work has been categorised 
broadly into three areas: 

i. Those dealing with the relational 
model or its derivatives such as the NF 2 
model; 

ii. Those approaching schema evolution 
from an object-oriented perspective; 

iii .  Other  misce l laneous  work not 
categorised easily above. 

Within each area the work is arranged 
alphabetically by first author. Every effort 
has been made to include all relevant research 
work in this area but inevitably some work 
will have been overlooked. For this we ask 
the readers forbearance. 

The file pub/bib/se .bib containing these 
references can be obtained by anonymous ftp 
from lux. levels .unisa .edu.au. The 

author would welcome relevant additions 

which will be added to the file. 

Schema Evolution and the Relational 

Data Model 

Andany, J., Leonard, M. and Palisser, C. (1991) 
:Management of schema evolution in 
databases, 17th International Conference 
on Very Large Data Bases (VLDB), pp. 161- 
170. 

cubic metaphor to the understanding of the 
complexities associated with schema 
evolut ion in o rde r  to present  a 
comprehensive TODM. A discussion of 
schema change activities and their affect 
on the preservation of existing data and 
the circumstances that require an update to 
the application is given. The last section is 
a discussion of emerging issues proposed by 
the research so far in schema evolution and 
discusses in more detail a few of the papers 
listed here. 

Clifford, J. and Croker, A. (1987) : The 
historical relational data model (HRDM) 
and algebra based on lifespans, 3rd IEEE 
In te rna t iona l  Confe rence  on Data 
E n g i n e e r i n g ,  Los Angeles, CA, IEEE 
Computer Society Press, pp. 528-537. 

This paper presents an algebra based 
around the idea that database objects, both 
data and schema, have defined periods of 

,applicability. An historical relational 
data model (HDRM) is proposed as an 
extension to the relational data model. 

Dadam, P. and Teuhola, J. (1987) : Managing 
schema versions in a time-versioned non- 
first-normal-form relational database. 
Technical  Report  87.01.001, IBM 
Heidelberg Scientific Center, Germany. 

Dadam, P. and Teuhola, J. (1987) : Managing 
schema versions in a time-versioned non- 
first-normal-form relational database, 
Datenbanksysteme in Buro, Technik und 
Wissenschaft, Darmstadt, West Germany, 
Springer-Verlag, pp. 161-179, in German. 

These papers propose mechanisms for the 
incorporation of schema evolution into NF 2 
databases. A number of types of schema 
changes are examined and implementation 
proposals suggested. See also Ariav (1991) 
for a discussion on this paper. 

Ariav, G. (1991) : Temporally oriented data 
definitions: managing schema evolution in 
temporally oriented databases, Data and 
Knowledge Engineering, Vol. 6, pp. 451-467. 

This paper looks at a number of important 
issues pertaining to Temporally Oriented 
Data Definition (TODD). In particular, 
the author builds on previous temporal 
data modelling research and applies his 

Marinos, L., Papazoglou, M. P. and Norrie, M. 
(1988) : Towards the design of an integrated 
environment for distributed databases, in 
Parallel Processing and Applications. E. 
Chiricozzi and A. D'Amico (ed.), Elsevier 
Science Publishers B.V. (North-Holland), 
pp. 283-288. 

The primary aim of this paper is to present 
the design issues for the INTENT 
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distributed DBMS. The system is based 
around an Extended Semantic Data Model 
or ESDM which in turn is based on RM/T. 
While much of the paper deals with 
DDBMS issues, also discussed are questions 
relating to schema evolution within a 
distributed architecture. 

McKenzie, E. and Snodgrass, R. (1987) : 
Scheme evolution and the relational 
algebra. Technica l  Repor t  87-003, 
Depa r tmen t  of Compute r  Science, 
University of North Carolina, Chapel 
Hill, NC. 

McKenzie, E. and Snodgrass, R. (1990) : 
Schema evolution and the relational 
algebra, Information Systems, Vol. 15, No. 
2, pp. 207-232. 

These papers extend the work done on 
temporal databases by the authors and 
presents a query and update algebra for 
databases with temporal and schema 
evolution support. The latter is regarded 
as incorporat ing the schema with 
transaction-time support. The position is 
taken that valid-time schema support is 
not required. The schema is considered as a 
set of attributes making up relations and a 
class indicating the level of temporal 
suppor t  applicable to the relation 
(snapshot ,  his torical ,  rol lback or 
temporal). An algebraic language is 
defined using denotational semantics 
which subsumes the power of the 
relational algebra or any other arbitrary 
historical algebra. See also Ariav (1991) 
for a fuller discussion on this work. 

Narayanaswamy, K. and Bapa Rao, K.V. 
(1988) : An incremental mechanism for 
schema evolution in engineering domains, 
4th International Conference on Data 
E n g i n e e r i n g ,  Los Angeles, CA, IEEE 
Computer Society Press, pp. 294-301. 

Discusses instance inheritance as a 
mechanism for allowing the evolution of a 
class into a family of related instances, ie. 
versions. A has-version attribute is added 
to an attribute to link it with all of its 
versions. 
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Orlowska, M. E. and Ewald, C. A. (1992) : 
Schema evolution - the design and 
integration of fact-based schemata, in  
Research and Practical Issues in Databases, 
Proceedings of the 3rd Australian Database 
C o n f e r e n c e .  B. Srinivasan and J. 
Zeleznikow (ed.), LaTrobe University, 
World Scientific, pp. 306-320. 

Orlowska, M. E. and Ewaid, C. A. (1991) : 
Meta-level updates : the evolution of fact- 
based schemata. Tech.Rep. 211, Key Centre 
for Software Technology, Department of 
C o m p u t e r  Science, Univers i ty  of 
Queensland. 

These papers view schema integration as a 
schema evolut ion process, ie. the 
integration of two or more schemas is 
effected by choosing one and applying the 
facts held in the others. The first paper 
investigates the semantics of fact addition, 
the second those of fact update and 
deletion. 

Roddick, J. F. (1991) : Dynamically changing 
schemas within database models, 
Australian Computer |ournal, Vol. 23, No. 
3, pp. 105-109. 

In this paper  schema evolution is 
considered the meta-database analogue of 
temporal support in relational databases. 
It is investigated with particular reference 
to the semantics of null values, its effect on 
integrity constraints and its impact on 
query languages. 

Takahashi, J. (1990) : Hybrid relations for 
database schema evolution, 14th Annual 
International Computer Software and  
Applications Conference, Chicago, IL, IEEE 
Computer Society Press, pp. 465-470. 

Schema Evolution within the Object- 
Oriented Paradigm 

Banerjee, J., Chou, H.-T., Garza, J. F., Kim, W., 
Woelk, D. and Ballou, N. (1987) : Data 
model issues for object-oriented 
applications, ACM Transactions on Office 
Information Systems, Vol. 5, No. 1, pp. 3- 
26. 
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Banerjee, J., Chou, H.-T., Kim, H. J. and Korth, 
H. F. (1986) : Schema evolution in object- 
oriented persistent databases, 6 t h 
advanced database symposium, Tokyo, pp. 
23-31. 

Banerjee, J., Chou, H.-T., Kim, H. J. and Korth, 
H.  F. ( 1987 )  : S e m a n t i c s  and 
implementation of schema evolution in 
object-oriented databases, A(~M SIGMOD 
conference, SIGMOD Record, Vol. 16, No. 3, 
pp. 311-322. 

These papers and others, Chou and Kim 
(1988), Kim and Chou (1988), Kim, Garza, 
Ballou and Woelk (1990), Kim, Banerjee, 
Chou and Garza (1990), discuss schema 
evolution within the ORION prototype 
OODBS to varying extents; Banerjee, Chou, 
Kim and Korth (1987) being the most 
extensive. In these papers they define first 
a set of constraints (invariants) to maintain 
consistency under schema modification in 
the same way as integrity constraints are 
specified for data. Where this does not 
specify exactly what should happen in a 
given circumstance a set of rules are 
invoked to choose between choices. The 
a l lowable  modi f ica t ions  are then 
presented in a schema change taxonomy 
and examples of the implementation are 
shown. 

Beech, D. and Mahbod, B. (1988) : Generalised 
version control in an Object-oriented 
database ,  4th IEEE In t e rna t iona l  
Conference on Data Eni~ineerinl~, Los 

v 

Angeles, CA, IEEE Computer Society Press, 
pp. 14-22. 

This paper discusses versioning within an 
Engineering domain and presents a flexible 
method of version control through the 
introduction of generic instances as a 
representative of all of the versions of that 
object. An application can reference either 
a specific instance of an object, to get a 
particular version, or its generic instance to 
obtain the latest version. 

Bjornerstedt, A. and Hulten, C. (1989) : Version 
control in an object-oriented architecture, in 
Object-Oriented Concepts, Databases and 
Applications. W. Kim and F. Lochovsky 
(ed.), Addison-Wesley/ACM Press, pp. 
451-485. 

Discusses version control in general terms 
and within the context of the AVANCE 
object management system. The discussion 
is d iv ided  into vers ioning at the 
application level, to provide historical 
support, and at system level to provide 
transaction and concurrency control. 

Chou, H. and Kim, W. (1988) : Versions and 
change notification in an object-oriented 
database system, 25th ACM/IEEE Design 
Automation Conference. 

See notes under Banerjee, Chou, Kim and 
Korth (1987). 

Christodoulakis, D., Soupos, P. and Goutas, S. 
(1989) : Adaptive DB schema evolution via 
cons tra ined  re la t ionsh ips ,  I E E E 
International Workshop on Tools for 
Artificial Intelligence. Architectures, 
Languages and Algorithms, Fairfax, VA, 
IEEE Computer Science Press, pp. 393-398. 

Gibbs, S.J., Tsichritzis, D., Casais, E., 
Nierstrasz, O.M. and Pintado, X. (1990) : 
Class management for software 
communities, Communications of the ACM, 
Vol. 33, No. 9, pp. 90-103. 

This is primarily a review paper which 
discusses issues in collaborative object- 
oriented software development. It presents 
(among other things) considerations 
relating to class evolution including some of 
the difficulties and design decisions 
concerning class versioning. 

Kim, W. and Chou, H.-T. (1988) : Versions of 
schema for object-oriented databases, A CM 
SIGMOD Int. Conf. Very Large DataBases, 
Los Angeles, CA, pp. 148-59. 

Kim, W., Garza, J.F., Baliou, N. and Woelk, 
D. (1990) : Architecture of the ORION 
next-generation database system, I E E E 
Transactions on Knowledge Engineering, 
Vol. 2, No. 1, pp. 109-124. 
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Kim, W., Banerjee, J., Chou, H.-T. and Garza, 
J.F. (1990) : Object-oriented database 
support for CAD, Computer Aided Design, 
Vol. 22, No. 8, pp. 469-479. 

See notes under Banerjee, Chou, Kim and 
Korth (1987). 

Lerner, B. S. and Haberrnann, A. N. (1990) : 
Beyond schema evolution to database 
r~arganisation, S IGPLAN Notices, Vol. 25, 
No. 10, pp. 67-76. 

The OTGen environment explained in this 
paper aims to take schema evolution a step 
further and presents an approach capable 
of r~organising the database. This is done 
by maintaining a class table which is used 
to map between versions of a database. 

Nguyen, G. T. and Rieu, D. (1989) : Schema 
change propagation in object-oriented 
databases, Information Proceedings 89. 

v 

Proc. IF IP  11th World C o m p u t e r  
Conference .  San Francisco, CA, North- 
Holland, pp. 815-820. 

Nguyen, G.T. and Rieu, D. (1989) : Schema 
evolution in object-oriented datebase 
systems, Data and Knowledge Engineering, 
Vol. 4, No. 1, pp. 43-67. 

A review of the support for schema 
evolution within the Cadb, Encore, 
GemStone, Orion and Sherpa systems is 
given and a dynamic classification 
proposal for propagating schema changes is 
discussed based around the idea of relevant 
classes (classes of semantically connected 
instances (see also other work by the 
authors on Cadb)). 

Osborn, S. L. (1989) : The role of polymorphism 
in schema evolution in an object-oriented 
database, IEEE Transactions on Knowledge 
and Data Engineering. Vol. 1, No. 3, pp. 
310-317. 

This work accommodates schema evolution 
by developing an algebra which exploits 
polymorphism. In particular the algebra 
supports restructuring caused by the 
decomposition (aggregation) of an attribute 
and the addition of subclasses to an 
aggregate class in a generalisation 
hierarchy. 

Penney, D.J. and Stein, J. (1987) : Class 
modification in the GemStone object- 
oriented DBMS, SIGPLAN Notices (Proc 
OOPSLA '87), Vol. 22, No. 12, pp. 111-117. 

The GemStone approach to schema 
evolution explained in this paper adopts 
the approach of converting existing 
instances to the new class version rather 
than the late conversion (convert data 
when required) method used by Banerjee et 
al. (1986, 1987) and Skarra and Zdonik 
(1986). The advantage of simplicity for 
this method is compared with the 
flexibility of the other methods. 

Skarra, A.H. and Zdonik, S.B. (1986) : The 
management of changing types in an object- 
oriented database, SIGPLAN Notices (Proc 
OOPSLA '86), Vol. 21, No. 11, pp. 48.3-495. 

Skarra, A.H. and Zdonik, S.B. (1987) : Type 
evolution in an object-oriented database, in 
Research direction in object-oriented 
programming. B. Shriver (ed.), Cambridge, 
MA, MIT Press, pp. 393-416. 

These papers look at the evolution of types 
as a mechanism for allowing multiple 
version viewing of data. Programs are able 
to use a view of the data that is applicable 
to the version of the program and data is 
able to be held in the form that was extant 
when it was last updated.  This is 
achieved by employing filters between the 
old instances and the methods that expect 
new versions of the class. 

Tan, L. and Katayama, T. (1989) : Meta 
operations for type managemenf in object- 
oriented databases - a lazy mechanism for 
schema evolution, First Internat ional  
Conference on Deductive and Object- 
Oriented Databases, DOOD89, Kyoto, 
Japan, North-Holland, pp. 241-258. 

Under the GemStone system (Penney and 
Stein (1987) all instances are converted to 
the new version immediately. Under the 
Orion system, Banerjee et al. (1986, 1987) 
and that of Skarra and Zdonik (1986) the 
data remains in the form extant at the time 
of last update. In this paper a mechanism 
of lazy evaluation (of a type similar to 
that of functional languages) is employed 
to alleviate the problems caused by a type 
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change by de laying  the physical  
modification of the instance until it is 
accessed. 

Miscel laneous  Schema Evolution 
Research  

Laine, H., Maanavilja, O. and Peltola, E. 
(1979) : Grammatical database model, 
Information Systems, Vol. 4, pp. 257-267. 

This paper presents a database model 
based around a temporally sensitive 
Assertion Expression Language. The 
temporal aspect of the model is extended to 
the schema also and thus the model 
possesses a schema capable of modification 
over time. 

Roddick, J. F. (1992) : SQL/SE - A Query 
Language Extension for Databases 
Supporting Schema Evolution, S I G M O D  
Record, Vol. 21, No. 3. 

This work presents an extension to SQL to 
handle some of the functionality provided 
by schema evolut ion in relational 
databases. In particular the paper looks 
a t :  

i. completed relations and the problems 
of retrieving all data over all time; 

ii. the problems presented by null values; 
iii.  dual time line support (ie. both 

historical and rollback support); 
iv. the modifications that may be 

necessary to query language output. 

Ventrone, V. and Heiler, S. (1991) : Semantic 
heterogeneity as a result of domain 
evolution, SIGMOD Record, Vol. 20, No. 4, 
pp. 16-20. 

The paper  discusses the problems 
specifically caused by changes in the 
domain of an attribute and its consequences 
for the interpretat ion of the data. 
Examples of situations where domain 
changes necessitate application program 
a m e n d m e n t s  are given and the 
characteristics of a possible solution are 
proposed. 
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School of InformAtion Systems, 

Queensland University of Technology, 
GPO Box 2434, Brisbane, QLD 4001, Australia 

1 Introduction 

The advances which culminate in the next generation 
of information systems will not come from any single 
area within the field of information technology. Sys- 
tems such as expert systems, multi-media systems, 
distributed systems and database systems have ma- 
tured to the point that while further enhancements are 
desirable the most promising opportunity for techno- 
logical advancement comes from their integration into 
a seamless whole. 

In response to these far reaching needs the School 
of Information Systems at the Queensland University 
of Technology is involved in pioneering research in the 
field under the auspices of its Research Centre for the 
study of Intelligent and Cooperative Information Sys- 
tems (ICIS). 

The focus in ICIS concentrates on the long-term 
objectives of developing generic technology to support 
the next generation of information systems which will 
be able to access, synthesize and reason about large 
volumes of distributed information. Clearly, the chal- 
lenges posed by ICIS research are great and a number 
of currently disjoint technologies, rather than a single 
technology, are called on to contribute to its evolution. 
Two of the primary technologies are database systems 
and applied AI. AI can contribute knowledge represen- 
tation and reasoning techniques on one hand and dis- 
tributed/cooperative problem solving in a multi-agent 
environment on the other. We are currently investigat- 
ing the technology transfer from AI and Distributed 
AI (DAI) to multidatabase systems. 

In addressing these issues researchers at the ICIS 
Research Centre at QUT are pursuing several projects. 
The main project being undertaken plans to develop 
an environment for distributed data and knowledge 
management. This project is exploring innovative 
multidatabase architectures and to date has involved 
two prototype systems: KOM (Knowledge-Oriented 
Model) and Consultant-C. In an attempt to make such 
systems more flexible an.d powerful, a second project 
is considering the benefits of using reflective modeling 
techniques when developing intelligent and coopera, 

tive systems. 
The problem of discovering the meaning of the in- 

formation stored in a database is being studied in 
a project on analyzing the semantics of conceptual 
schemas. This too ties in with aspects of the first 
project, in particular the interaction of intelligent 
agents. 

The problems of distributed knowledge access are 
not restricted to structured textual or numeric data. 
One of the projects within the Centre is exploring dis- 
tributed access to multimedia information with a par- 
ticular application to the provision of teaching mate- 
rials across campuses. 

The results of the ICIS Research Centre's work are 
being tested in a real world environment through a 
collaborative research venture with the Queensland 
Department of Primary Industries (QDPI). This part- 
nership aims to produce generic tools and technologies 
which can be utilized by QDPI in its role as a provider 
of agricultural expertise. 

2 A n  I n t e r o p e r a b l e  E n v i r o n m e n t  f o r  
t h e  M a n a g e m e n t  o f  D i s t r i b u t e d  

D a t a  a n d  K n o w l e d g e  

This project concerns itself with the various issues un- 
derlying the interoperability layer of multidatabase 
systems and focuses on the application of object.- 
oriented technology to achieve database interoper- 
ation. The overall objective of the project is to 
provide efficient and transparent interoperability be- 
tween heterogeneous databases systems. The compo- 
nent databases in this multidatabase network com- 
prise object-oriented and record-based data sources. 
In the latter case we use relational databases, and file 
records or blobs (binary large objects) - required for 
multimedia data - augmented by additional software 
modules to support complex objects. 

The project advocates a two-staged approach to ad- 
vanced interoperability. A generic multidatabase ar- 
chitecture is currently under development under the 
object-oriented paradigm to achieve relatively low- 
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level interoperability, then this architecture is further 
enhanced and extended/refined to provide a suite of 
knowledge-based tools to promote a more intelligent 
form of interoperation, viz. cooperation, among com- 
ponent databases. To this end the following two types 
of multidatabase architectures [1], [2] are investigated 
in sequence: 

1. Po in t - to -po la r  Archi tec ture :  This architec- 
ture borrows from the concept of loosely feder- 
ated schema architectures as referred to in the 
literature (cf. Sheth and Larson, ACM Com- 
puting Surveys 1990). Each federation user in 
this architecture administers his own federated 
schema which is not a global schema but em- 
braces a somewhat global view of data (via the 
use of import/export schemas) to support global 
applications viewing and operating on parts of 
it. Federated schemas in this architecture over- 
lap to a great extent with local (i.e. component) 
schemas in which case translation, decomposition 
and construction become a local function. More- 
over, as federated schemas may essentially cover 
the same data, but employ different data mod- 
els and/or different schemas, the same applica- 
tion may still be implemented at each site. There 
is no canonical query language as such and the 
network related part may then be no more than 
a remote database access. 

In this architecture the command and data trans- 
lation protocol for the local component is just 
that provided by the local DBMS. Those involv- 
ing remote databases are controlled by the re- 
quirements of the local modeling semantics. Data 
construction is divided into data translation in 
conformance with the local data model, followed 
by the actual data composition which conforms 
remote data to the query originating data model 
and which is also implemented using the local 
DBMS functionality. 

The application environment of interest to us at- 
tempts to introduce an interoperable layer be- 
tween heterogeneous complex-object databases 
distributed in an autonomous fashion. We cur- 
rently use the ONTOS/C++ system as our 
benchmark for object-oriented DBMS while it is 
anticipated that a UniSQL implementation will 
follow. For our purposes we assume that com- 
plex objects are implemented using object refer- 
ences. There are two cases currently under inves- 
tigation. The first is where the complex objects 
are retrieved using relational joins based on for- 
eign keys; the second is where the complex ob- 
jects are materialized in the C-F+ environment 

. 

after the use of accessor functions on binary large 
objects. 

Coopera t ive  Archi tec ture :  This architec- 
ture is based on an extension of object-oriented 
database technology, which focuses on the need to 
integrate data and knowledge processing, as well 
as the data and knowledge itself. In this archi- 
tecture distributed Knowledge-Based (or Intelli- 
gent) Information Agents (KBIAs) cooperate to 
satisfy any application request. In this context, 
existing component databases are wrapped with 
an information agent layer and thus made able to 
converse with one another, while new applications 
may be developed around the information agent 
programming metaphor [3]. Agent wrappers pro- 
vide increased intelligence and virtual homogene- 
ity - by adapting to heterogeneous databases - 
as well as ease of inter-agent communication and 
increased modularity. 

KBIAs are computerized assistants performing 
complicated information-intensive tasks with or 
without human intervention and guidance. Each 
agent may support a clearly discernible work task 
or job function, automating what it can and 
working synergistically with other agents by ex- 
changing information, expertise, and negotiat- 
ing on how to solve parts of the common ob- 
jective. KBIAs form a decentralized network of 
loosely coupled cooperating information process- 
ing agents. Both control, knowledge and data are 
logically and spatially distributed: there is nei- 
ther global control nor global data storage and 
no information agent has a global view of the 
modeled problem domain or global view of the 
activities carried out in the system. Rather, each 
information agent has a local perception that in- 
cludes information about only a-relatively nar- 
row subset of the tasks to be collectively per- 
formed. The requirement for loose coupling guar- 
antees that each individual information agent can 
spend most of its life-cycle in processing computa- 
tional activities rather than communicating with 
other such information agents. Agents will re- 
quest and acquire resources (e.g., data, knowl- 
edge, and processing) without knowing precisely 
which resources are required or how to acquire 
them. These resources will be orchestrated to 
achieve the desired result. One scenario under 
investigation is where a subrequest cannot be sat- 
isfied by a local database and a local KBIA, it is 
then forwarded to another agent for decomposi- 
tion and processing. During this process the DAI 
concepts of delegation, negotiation and contract- 
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ing are used. 

We are currently investigating the technology 
transfer from AI and Distributed AI (DAI) to 
multidatabase systems. In particular, the follow- 
ing issues are researched: 

• Knowledge Representation and Reasoning: 
The design of a network comprising a set of 
KBIAs for the purposes of advanced inter- 
operability requires novel and complex data 
management constructs and sophisticated 
data/knowledge modeling formalisms which 
promote expressiveness, generality and ease 
of use. This suggests the use of a knowledge- 
oriented model, as opposed to a data model, 
which provides a conceptual and computa- 
tional scheme which can be implemented us- 
ing object-oriented/knowledge-based tech- 
nology. These requirements suggest a deep 
synthesis Of knowledge representation tech- 
niques with object-oriented data modeling 
facilities. A currently available minimal pro- 
totype uses knowledge objects to encapsu- 
late both local state data and knowledge 
(attributes) and the operations which may 
be performed on them. These objects con- 
veniently support the imperative paradigm 
for conventional operations on objects and 
a rule-based paradigm for reasoning pur- 
poses in a structured and uniform manner. 
One promising approach to this problem is 
a further enhancement of KOM via the use 
of knowledge-level reflection to improve the 
problem solving capabilities of KBIAs. Fur- 
ther details on this can be found in the next 
projection description. 

s Negotiation and Delegation: Negotiation is 
often proposed in DAI research as a scheme 
for resolving conflicts arising between con- 
currently executing knowledge processes, i.e. 
agents, and for exchange of information. 
Typically negotiation involves some common 
universe of discourse, a discernible set of 
goals, some disparate information or knowl- 
edge and a protocol for inter-agent commu- 
nication. On the other hand, delegation is 
another mechanism for information sharing 
in DAI predominantly used by actor sys- 
tems. Delegation provides a mechanism for 
code sharing in that computations may be 
passed from one. agent (or an actor as in the 
Hewitt model) to another to continue pro- 
cessing. 

These concepts allow the individual KBIAs 
to provide the facilities for responding to 
complicated requests by generating logical- 
level KBIA schemas, on an as needed ba- 
sis, and by decomposing tasks into subtasks 
and allocating them to appropriate KBIAs 
for execution. The techniques used present 
certain similarities with work in heteroge- 
neous distributed database technology which 
uses view mapping mechanisms for integra- 
tion/interoperation of disparate data sources 
and also work on distributed query process- 
ing. 

[1] M.P.Papagoglou "Knowledge-Driven Distributed 
Information Systems", 14th Computer Software 0 Ap- 
plications Conference: COMPSA C-90, Chicago, Oct. 
1990, pp. 671-079. 
[2] M.P.Papazoglou, B.I.Blum, J.G.Hughes "An Ex- 
pert System-like Architecture for Integrating Dis- 
parate Information Sources" 95th Hawaii lnt'l Conf. 
o n  System Sciences: HICSS-9~, Koloa, Hawaii, Jan- 
uary 1992, vol. 1, pp. 600-610. 
[3] M.P.Papazoglou, S. Laufmann, T..K.SeUIS "An Or- 
ganizational Framework for Cooperating Intelligent 
Information Systems", Int'! Journal of Intelligent 
Cooperative Information Systems: IJICIS , vol.1, no.l, 
March 1992, pp. 169-203. 
[4] H.Bentley, L.Dunn, D.Edmond, M.McLoughlin, 
M.P.Papazoglou, N.Russel "Distributed database In- 
teroperability", Working Paper, ICIS-WP~ DD01-92, 
August 1992. 

3 Integrat ing  D a t a  and Knowledge  in 
a Reflective Object-Oriented Frame- 
WO r k  

The aim of this project is to develop a concep- 
tual modeling environment for uniformly representing 
data/knowledge and knowledge reflection. Knowledge 
reflection (or introspection) is used here to imply the 
modeling of tasks that require a self-representation 
of a knowledge system's own object-level problera- 
solving. This reflective modeling environment builds 
upon a tight integration of knowledge based and 
database technologies based on the object-oriented 
paradigm. 

The proposed modeling environment will entail a 
conceptual model to support persistent domain knowl- 
edge, express the semantics of both data and knowl- 
edge and provide linguistic facilities for querying and 
manipulating this body of knowledge. 

One of the important missions of this type of reflec- 
tive modeling environment is to support better infor- 
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mation access and let users exploit this kind of infor- 
mation at a decision making level by: 

providing high-level intelligent tools that give 
users insights into the contents of an information sys- 
tem by extracting knowledge from data 

- accelerating the decision-making process involved 
in producing more meaningful information after it has 
been retrieved by selectively fusing and correlating in- 
formation from different but related sources 

The result of this project (from a practical per- 
spective) will be an open environment with exten- 
sible interfaces to expert database systems. Al- 
though, it is anticipated that this modeling environ- 
ment will be used for developing a wide range of com- 
plex information-intensive applications, it can also be 
used for integrating existing expert system shells and 
database systems. 
[1] E.Lindsay, B.Thompson "Consultant-C Reference 
Manual", DPI Information Series, 1991. 
[2] M.P.Papazoglou, J.Zeleznikow "The Next Gener- 
ation of Information Systems - from Data to Knowl- 
edge" Lecture Notes in Artificial Intelligence voi. 611, 
Springer Verlag, 1992. 
[3] D. Edmond, E. Lindsay, M. McLoughlin, M.P. Pa- 
pazoglou, J. Reye, G. Stewart "The Provision of Infor- 
mation Services in a Distributed Heterogeneous Sys- 
tem: An Application of Integrated Data/Knowledge 
Management.", Working Paper, ICIS-WP# KR01-92, 
1992. 
[4] M. McLoughlin,"Interpreting Deduction Rules 
Declaratively", submitted. 

4 A n a l y z i n g  t h e  S e m a n t i c s  o f  
D a t a b a s e  S c h e m a s  

Knowledge of the internal structure of conceptual 
schemas is critical to our ability to understand how 
their underlying data repositories are organized. It is 
widely accepted that in non-trivial situations schemas 
(or data intensions) convey more information than a 
user is able to comprehend. Moreover, schemas rep- 
resent implicit information, such as constraints, ex- 
plicit and/or implicit structural or semantic relation- 
ships which exist between types, or attributes and 
so forth which cannot be deduced directly from a 
mere inspection of their textual specification. This 
results in a vast amount of factual information about 
a schema which is not readily available from its defini- 
tion. This is especially true with object-oriented data 
bases where such problems are greatly aggravated by 
the fact that users are also assumed to be familiar with 
an extensive schema library which contains predefined 
schema types. 

This project investigates several techniques for 
simplifying the process of complex schema analysis 
and for querying schema semantics in object-oriented 
databases. We are currently, studying ways of assist- 
ing users in obtaining intensional information via the 
use of a linguistic facility which has as its main aim 
to unravel the semantics of object-oriented database 
schemas. We have proposed and partially developed 
techniques and language constructs for analyzing and 
retrieving not only the actual data values of objects 
in an object-base but also knowledge (intensional in- 
formation) regarding the problem domain modeled 
by object-oriented database schemas. More specifi- 
cally, our approach concentrates on delineating query- 
ing techniques for learning about the intensional as- 
pects of data and for analyzing the structure and se- 
mantics of data intensions so as to obtain valuable 
information which under normal circumstances is lost 
or misinterpreted. Intensional querying is very impor- 
tant in clarifying issues prior to decision making. 

The types of intensional queries that we use im- 
pact heavily the data and knowledge representation 
schemes employed by their underlying information 
system. The use of an expressive data representation 
and reasoning component would permit users to ac- 
cess information about the structure of the database, 
shifting a significant portion of the workload from the 
user to the system itself. For these reasons we used 
an early prototype version of the expert database sys- 
tem we discussed in the previous section, called KOM 
(for Knowledge-Oriented Model), as an experimental 
vehicle for developing intensional queries. 

This technique is also very useful for the process 
of schema analysis when determining several types 
of interdependencies among schema items in object- 
oriented multidatabase systems in terms of their se- 
mantic context. To this end, we use a classifica- 
tion scheme based on knowledge derived in a semi- 
automated fashion from explicit or implicit structural 
and semantic inter-schema linkages between analyzed 
component database schema items [4]- 
[1] M.P.Papazoglou "Unraveling the Semantics of Con- 
ceptual Schemas", Communications off A CCM, forth- 
coming. 
[2] M.P.Papazoglou, P.O.Bobbie "Intelligent Infor- 
mation Systems for Improving Decision Making", 
Information Systems, forthcoming. 
[3] M.P.Papazoglou, P.O.Bobbie, C.Hoffmann "Active 
Information Systems in Support of Decision Making", 
24th Hawaii Int'i Conf. on System Sciences: HICSS- 
91, vol. 3, Koloa Hawaii, Jan. 1991, pp.~407-416. 
[4] J. Yang, M. P. Papazoglou, "Knowledge-Based 
Schema Analysis in a Multi-Database Framework", 
in Procs. Database Expert Systems and Applications 
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(DEXA)-91, Berlin, August 1991. 

5 M u l t i - P l a t f o r m  D a t a b a s e  f o r  M u l t i -  
m e d i a  E n t i t i e s  

Despite the increasing interest in and availability of 
systems which support heterogeneous resources such 
as traditional databases, photographic and graphical 
images, video and sound, a number of problems in 
their use have been identified where further research 
is justified. The project group has singled out the 
following major problem areas for investigation: 

• ways of supporting dynamic changes to link or- 
ganization in hypermedia systems particularly 
where the classification or organizational struc- 
ture changes over time, 

• methods for intelligently supporting both linked 
and direct queries to allow the user the option of 
exploratory searching or direct query capabilities 
among heterogeneous data repositories and 

• investigation of paradigms which support visual 
searching of image databases as well as textual 
materials. 

Work by this group complements and expands upon 
research in other ICIS areas particularly in relation to 
problems inherent in storage and intelligent retrieval 
of binary large objects. 

The multi-platform database for multimedia enti- 
ties project is investigating methods for the integra- 
tion of storage, retrieval and queries for large infor- 
mation bases distributed over LAN and WAN net- 
works incorporating diverse equipment and software. 
Of particular interest are the multimedia aspects of 
such integration. During 1992-93 this work focuses on 
the problem of access to information used in teach- 
ing information technology which is distributed over 
the University's VAX-Pathworks network and the Fac- 
ulty's Unix networks. A longer term project looks 
at access methodologies which would enable searching 
across information in text, image, sound and video 
formats. 

The current phase of this project will prototype 
a distributed database of course material images and 
text across platforms in use in the Faculty of Informa- 
tion Technology at QUT as an extension to previous 
research work [1], [21. The access goal is to provide 
conceptual linkages whicb facilitate use in both linear 
or non-linear (hypermedia) form in addition to index- 
ing for staff and students. 

[1] S. Willie, C. Cifuentes and E. Knight. 1991. "Take- 
away Courseware: What are the Benefits?". Interac- 
tive Learning International, vol. 7, pp. 227-241. 
[2] S. Willie, "Takeaway Learning Resources for Infor- 
mation Technology Courses', in Education and Soci- 
ety, R. Aiken (ed), Information Processing 199~, Vol 
II. Elsevier Science Publishers B.V.(North-Hoiland). 
[3] J. Chan and S. Willie "Preliminary Investigation of 
Imaging Storage and Retrieval Methods for a Library 
Application." Working Paper, ICIS-WP# MM01-92, 
1992. 

6 A p p l i c a t i o n  o f  I C I S  T e c h n o l o g y  

Every year the Queensland Department of Primary 
Industries collects, processes and stores information 
on factors affecting the major crops, livestock, fish- 
eries, water reserves and forests. The size of QDPI's 
data resource is increasing rapidly, making it much 
more difficult to present information to producers in 
a meaningful context and easily usable form. 

To address these and related problems QDPI and 
QUT are jointly investigating the applicability of tech- 
nology being developed in the aforementioned ICIS 
projects. The applications being served in this work 
require the ability to integrate a variety of differ- 
ent types of information stored in interconnected 
data/knowledge bases and multi-media resources. 

The range of resources to be handled in this context 
includes documents with text and illustrations, data 
in relational database systems, mathematical models, 
collections of photographic slides, videos detailing pro- 
cedures and practices as well as human experts and 
experts systems. All of these information resources 
may be available locally or remotely through a vari- 
ety of communications media. The task to is to apply 
the ICIS paradigm. This will involve encapsulation of 
these resources in some intelligent framework thereby 
allowing them to cooperate in solving a variety of ap- 
plication problems (cf. section-2). Clearly, it will be 
necessary for these entities to cooperate differently un- 
der different circumstances. In this case the use of 
knowledge level reflection will allow the system flexi- 
bly to choose among alternative strategies for, access 
to, and presentation of, information (eft section-3). 
[1] E.Lindsay, D.Schoorl "Regional Information Net.- 
work - a discussion paper", DPI Information Series 
QI91023, DPI, 1992. 
[2] E.Lindsay, M.McLoughlin, M.P.Papazoglou "Ex- 
pert Decision and Knowledge Systems - A QDPI/QUT 
joint venture", Technical Report TK-QQ01-92, 1992. 
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