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ABSTRACT
We argue that accessing the transitive closure of relationsbips is an important component of both databases and knowledge
representation systems in Artificial Intelligence. The demands for efficient access and management of large relationships motivate the
need for explicitly storing the transitive closure in a compressed and local way, while allowing updates to the base relation to be
propagated incrementally. We present a transitive closure compression technique, based on labeling spanning trees with numeric
intervals, and provide both analytical and empirical evidence of its efficacy, including a proof of optimality.

1. OVERVlEW

2. MOTlVATION

The significance of transitive relationships has long been
acknowledged in varied fields. Recently, database researchers
have recognized its utility in querying databases - in fact, it
has been argued that transitivity is the dominant form of
recursion that is of practical utility [2,24,27].
After briefly
reviewing the motivation for managing large transitive
relationships in databases, we present a second application
arex the management and use of subclass (IS-A) hierarchies
in knowledge representation systems. After considering the
(conflicting) demands of efficient access, update, and storage,
we argue that the usual techniques based on graph
management are not adequate for managing and querying large
transitive binary relationships, and propose a new technique
for encoding such information. In Section 3, we present an
algorithm for computing such an encoding, and show that it
produces optimal results in a certain subclass of possible
trees for the graph of the
encodings - ones based on eg
relationship.
We present both analytical and empirical
evidence of its efficacy. Incremental update algorithms are
briefly discussed in Section 4. In Section 5 we compare our
approach with altemative techniques that have appeared in the
literature. We conclude with some final remarks in Section 6.
Some proofs and other details have been omitted for lack of
space. These can be found in [4].

The computation of transitive relationships has been
recognized as a sufficiently useful operation for it to have
been included as an operator in a variety of query languages,
based on both the relational and other data models
[2,11,19,21.271.
A general technique for speeding up query
processing in the presemce of large amounts of data, even in
the absence of such transitivity
operator, is view
materialization
[7,14].
Frequently accessed views are
computed once and stored so that future queries can be
answered directly, by look up, from such materialized views,
instead of computing them on-the-fly. For the same reason,
the problem of managing views which are the transitive
closure of some relationship is of considerable interest, not
withstanding recent progress on efficient algorithms for
computing
transitive
relationships
=mY
[1,3,6,15,16,22.,29].
2.1 Transitivity

In Knowledge

Representation

Semantic networks and frame systems are among the most
popdar techniques for representing and reasoning with
knowledge in Artiicial Intelligence [9]. Systems based on
these techniques allow concepts to be organized into sub&ass
hierarchies (often known as “IS-A
hierarchies”),
with
“inheritance”
(the transitive traversal of such hierarchies)
being a key component of their reasoning algorithms1
More recently, knowledge representation systems such as KLONE [lo] and its successors (e.g., [8,20,23,26])
have
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introduced compositional languages for defining concepts,
where a concept is subsumed by another (belong under each
other in the subclass hierarchy) by ‘virtue of their definition:
“all things whose children are doctors” is automatically more
general than “all things whose children are eye-surgeons”, if
doctors subsume eye-surgeons. Computing the subsumption
relationship between a new concept and previously known
ones is the key inference made by such “terminologic
logics”; in the process of making such computations, a
frequent operation is finding out whether two previously
known concepts are in the “subsumed by” relation. This
relationship is therefore precomputed, cached as a hierarchy,
and must be managed efficiently.

Similarly, the predecessor list of a node is the list of all no&s
that can reach this node by traversing arcs of the graph, and
the immediate predecessor list of a node is the list of all nodes
that have a direct arc to the specified node. We concentrate
on relations that correspond to acyclic graphs. However, the
techniques presented in this paper can also be extended to
cyclic graphs by collapsing strongly connected components
into one node.
The generic compression scheme considered in this paper is
range compression. The basic i&a is to assign numbers to
nodes so that instead of individually listing all nodes within a
certain range of values in a successor list, the range is
recorded. This form of compression is often used, for
example, in citing references in technical literature. However,
the way numbers appear in citations, this fortunate situation
does not occur very often (see Section 2 of this paper, for
instance). Our endeavor is to develop node numbering
techniques that yield maximum compression. We do so by
covering the graph with one or more spanning trees, and using
the trees to generate node numbers.

The space of concepts in a knowledge base can easily become
quite large (an airplane, for example, may have close to
100,000 different kinds of parts - concepts), and must
therefore be managed as a database, as in [30]. Questions
about the transitive closure of the IS-A relationship, given
their importance and frequency, must be answered by a
technique more efficient than simple pointer chasing in the
underlying data structure, the current approach.

We motivate our compression scheme by 6rst considering the
simple case when the original graph is a directed tree with
arcs from parents to children, and then present the scheme for
acyclic graphs.

2.2 Approaches to Management of Transitive Relationships
Binary relationships can be represented as directed graphs,
which at least in the case of the above knowledge
representation systems are acyclic. We have already argued
that in both the case of large databases and knowledge bases it
will be desirable to avoid the run-time computation of the
transitive closure. This suggests that we materialize the
However, the technique for storing
transitive closure.
materialized transitive closure must satisfy a number of
conflicting requirements: storage camrot be used profligately,
especially in main memory; look-up must be efficient, at least
in the average case; in the case of large relations, the
information will reside on secondary storage, and hence we
need to minimiie I/O traflic; updates (at least additions) to the
base relation are not infrequent, so the incremental cost of
adding new no&s and relationships should be less than
recomputing the transitive closure.

3.1 Directed Trees
Number each node to reflect its relative position in a postorder
traversal of the tree. The number of a node will be called its
postorder number.
Now, assign to each node in the tree, an index consisting of
the lowest postorder number among its descendents2. For
simplicity, we assume that every node can reach itself, so that
the index associated with a leaf no& is the same as the
postorder mrmber of the no&.
Lemma 1. Let the postorder number of node a be j, and let
the index associated with a be i. There exists a direct path
from node a to some other no& b with the postorder number
kiffi<k<
j.

These desiderata make unacceptable the obvious approaches
for maintaining the transitive closure, such as linked lists or
arrays of descendants, or 2dimensional Boolean arrays, since
the addition of all transitively derivable relationships can
increase the number of edges in the graph from O(n) to
O(n’). Therefore, some compressed and local representation
is needed. We now present such a compression scheme,
which has been motivated by the technique for encoding trees,
suggested by Schubert et. al. in [28].

We thus have a compression scheme for trees that requires
O(n) storage, only a constant factor (twice) the storage for the
tree itself, to store the transitive closure and can answer
reachability queries with only one range comparison.
Consider, for example, the tree shown in Figure 3.1. The
index and postorder number associated with nodes are shown
as intervals. The first entry in an interval is the index and the
second the postorder number. It can be immediately
concluded that node b can reach h since the postorder number
of h, which is 2, is contained in the interval [1,4] associated
with b. However, node d cannot reach h, since the interval
[6,7] associated with d does not contain 2.

3. THE COMPRESSION SCHJWE
A binary relation,
including
a “source”
field and
“destination” field defined over the same domain corresponds
to a graph with a no& for each distinct value of the source
and destination fields and a directed arc for each tuple in the
relation. The successor list of a node is the list of all nodes
that are reachable from the specified node by traversing arcs
of the graph. and the immediate successor list of a node is the
list of all nodes to which the specified no& has a direct arc.
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For the case of trees, this scheme is idatical to [B], wherein an intuval
consisting 12 the prmrdcs nomher of rhea node and the highcat preorder
number among its d-dents
is assaciate.d with a node

U.11

Consider, for example, the directed acyclic graph shown in
Figure 3.2. Tree arcs have been indicated by solid arrows,
and non-tree arcs by dashed arrows. The tree interval
associated with no& d is [6.7]. It inherits the non-tree
interval [1,4] through the non-tree arc (d, b). It also inherits
L31 through (d.e). Lll
through (d.g). and WI through
(d,h). but these intervals are subsumed by [1.4]. Thus, only
two intervals, [6,7] and [1.4]. are associated with d. The
non-tree interval [1.4] is inherited by a in tum, through the
tree arc (a,d), but is subsumed by the tree interval [1,8]
associated with a. Node a also inherits [ l,l] through the
non-tree arc (a.g). but this interval is also subsumed by the
me interval [1.8].

LX21

Figure 3.1. Compressed transitive closure for a tree
32 Directed Acyclic Graphs
We now generalize the above scheme for the case of a
directed acyclic graph. We assume that the graph consists of
only one connected component; disjoint components can be
hooked together by creating a virtual root no&.

One can conclude that node d can reach h, since h’s postorder
munber 2 is contained in one of the intervals ([lf)
associated
with d. However, d cannot reach a, since a’s postorder
number 8 is not contained in any of the intervals. associated
with d.

The compression scheme works as follows:
Find a spanning tree T for the given graph G. We call
T the tree-cover of G.
Assign postorder mrmbers and indices to the no&s of T
as outlined in the Section 3.1. Thus, at the end of this
step, an interval [i,jJ would be associated with each
node, such that j is the postorder number of the node
and i the lowest postorder number among its
descendents.
Examine all the nodes of G in the reverse topological
order. At each node p. do the following processing:
- For every arc (p,q), add all the intervals associated
with the node q to the intervals associated with the
node p.
- At the time of adding an interval to the interval set
associated with a node, if one interval is subsumed
by another, discard the subsumed interval. That is,
if the two intervals [il.iz] and ljt.j2 ] are such that
iI S jt and is 2 ja. then discard [ir.j,].

Optimum Tree-Cover
Nodes of a given graph can be covered by more than one
spanning tree. However, all tree covers are not equally good.

4

Figure 3.3. Two different tree-covers for the same graph
Consider, for example, the two different tree covers shown for
the graph in Figure 3.3. The tree cover shown in Figure
3.3(a) requires n2 + n + 1 intervals to represent the
reachability information in the graph, whereas the optimal
spatming tree cover, shown in Figure 3.3(b), requires only 3n
intervals, reducing storage from being O(n2) to being O(n).
We now present an algorithm for finding the “optimum”
tree-cover.

At each node now, there is a unique interval that encapsulates
reachability information for the nodes that can be reached by
following the tree arcs starting from this node.3 We will refer
to this interval as the tree interval. In addition, there are
intervals associated with a node that encapsulate reachability
information for the nodes that can be reached by following
one or more non-tree arcs starting from this node. We will
refer to such intervals as non-tree intervals.

Lll

Let us first define optima@ in this context. Each interval
associated with a node causes one extra unit of storage in the
compressed closure. It also causes additional effort at the
time of look-up. Let each interval associated with a node
place a unit weight on the node. The optimization problem
then reduces to finding a tree-cover that results in minimum
weight summed over all the nodes. The minimum weight
obviously will result in minimum storage. If we assume
uniform probability for reachability query between any two
nodes. then this criterion is optimum Erom the average time
viewpoint also.

LQI

Figure 3.2. Compressed transitive closure for a DAG

3. AtreeatcinGlamnthatisalsoin?‘.
is not in T.

If a node has two intervals associated such that one interval
subsumes the other. then the subsumed interval can be deleted.
That is, if a node has associated intervals [il,jl],
[i2.j2], with
illi21j21jl.
then only the irst of the two intervals need be
counted. Such interval subsumption is taken into account in
what follows.

Anon-tme.ncinGismucthat
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It may also happen that a node has associated with it two
intervals [il,jl],
[i2.j2], with i2 = j,+l.
In this case, one
would think that a single interval [i Ir j,] would suffice. Such
adjacent interval merging can cause problems as discussed
later on. Two adjacent intervals count as two intervals for
purposes of the following algorithm, lemmas, and theorem.

level at which a node j exists that does not follow the rules of
Algl.
That is, T contains an arc (il.~~ but there is a
predecessor i2 of i such that size@ed(i2)) > sixe(pred(il)).
Transform T into T such that the arc (ir J) is deleted and arc
(i2,J is added. This change will cause a change in the
number of intervals associated with the predecessors of j.

Here is the algorithm that obtains the optimum tree-cover for a
given directed acyclic graph G:

Let us represent by Ii the set consisting of i, and its
predecessors in G not also predecessors of i2, and by I2 the
set consisting of i2 and its predecessors in G who are also not
By Lemma 2, the tree interval
the predecessors of il.
associated with j will now be inherited by all nodes in It as a
non-tree interval, but will no longer have to be inherited by
nodes in Z2. Since size(pred(i2)) > size(pred(i,)), in the
absence of interval subsumption, this change causes a net
reduction in the total cardinality of interval sets associated
with nodes.

Algl (Optimum

tree-cover):

Topologically sort G,
Assume that all nodes with no predecessors are
connected to a virtual level 0 root.
For every node j in G. in topological order, do:
Repeat for each incoming arc pair (iI&. (i2,J:
if size(pred(it)) > sixe(pred(i2)) then
delete (i2,j)
else
delete (i,j)
For every ik immediate predecessor of j
pdo’) := C&l u pm%),

Let us now consider the effect of interval subsumption. Two
things can go wrong in the presence of interval subsumption:
Fist, the number of intervals associated with nodes in Ia may
not decrease since the tree interval of j which was inherited
due to the non-tree arc (i2,j) was already subsumed by some
interval [u,v] associated with some node Lz in I2 (see Figure
3.4). For this to happen, we claim that i2 must also be a
predecessor of il in T and hence camiot belong to 12. By
Lemma 3, there must be a path consisting solely of tree arcs
from v to j. and this path goes through the no& i, as (i , ,j) is
the tree arc coming into j in T. If v is same as T2. we are
done. Otherwise, there must be a path consisting of tree and
non-tree arcs from ;a to v along which the interval [u,v] was
inherited as non-tree interval. In that case also, iz is a
predecessor of il.

In the algorithm above, pred(j), is the set of all predecessors
of node j. and is incrementally computed. There is a tree arc
to each node from the immediate predecessor that has the
largest pred() set.
Lemma 2. If a node j has two incoming arcs (i,j). (i2.j). of
which (il,J is included in the tree-cover, then only those
predecessors of iI that are not predecessors of i2 will have to
inherit the tree interval associated with j,
PROOF. Obviously, i, will have to inherit j’s tree interval.
Any predecessor of il will also have to inherit this interval
unless it is subsumed by some other interval associated with
them. The way intervals are constructed, j’s tree interval will
be automatically subsumed by the tree interval associated with
i2. Any predecessor of i2, therefore, does not have to inherit
i’s tree interval.
Lemma 3. If an interval [il,i2] subsumes another interval
b 1,jz], then there is path from i2 to jz consisting solely of
tree arcs.

Figure 3.4. i, cannot belong to Ia

PROOF. The interval [il,i2]
represents a subtree of the
spanning tree T such that its root is i, and i, is the smallest
postorder number of any of its children. Similarly, the
interval [il,j2]
represents a subtree of the spanning tree T
such that its root is j2 and jr is the smallest postorder number
of any of its children. Since [il,i2] subsumes ur,j2], we
have it I j, and i2 2 j,. Therefore, the subtree rooted at j2
is contained in the subtree rooted at i2, and there is a path
consisting of tree arcs from ia to j,.

Second, the number of intervals associated with nodes in It
may not increase as the intervals inherited from j are
subsumed by the intervals already present with nodes in I,.
First of all, the non-tree intervals inherited from j are not
changed since by the very nature of the compression scheme,
non-tree intervals are inherited along both tree and non-tree
arcs. The only remaining question is whether the tree interval
associated with j can be subsumed by an interval associated
with a node it in It in T (see Figure 3.5). The answer again
is no, since in that case the subtree rooted at j must be
contained in the subtree rooted at 7, or a node reachable from
:
l1 and there would be a path consisting solely of tree arcs
from this node to i2. Thus, 7, would also be a predecessor of
i2.

Theorem 1. Algl gives the optimum tree-cover in the sense
that the total number intervals associated with nodes (summed
over all nodes) is minimum.
PROOF. Suppose there is another tree-cover T which is
strictly better but does not follow from Alg 1. Topologically
sort T. Starting from the lowest level (leaf-level), find the 6rst
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Figure 3.5. 7, cannot belong to It
The above transformation is recursively applied to all nodes in
the graph till T is transformed into a tree cover that is at least
as good as T and follows the rules of Algl. Hence Proved.

~.......................rn...........................~

Figure 3.6. A bipartite graph with a large compressed closure
has a maximum value of (n+1)2/4 for n = 2m+l.

Note that the complexity of computing the compressed
transitive closure of a graph is the same as the computation of
its transitive closure. However, compression is a one-time
activity. and once the compressed closure has been obtained, it
can be repeatedly used to efficiently answer queries.

The worst cases seem to occur when a large number of nodes
have the same set of immediate successors. However, in such
a single common node can be created as an
-=,
intermediary as shown in Figure 3.7, and the same information
can be stored in just (m+2) + 2(n-m-1) = 2n-m intervals,
which is O(n).

Storage Requirement
Algl
minimizes
the storage required for storing the
compressed closure. We now examine how much storage is
required for the compressed closure if the optimum tree cover
generated by Algl is used for compression. There is a tree
interval associated with every node in the graph. The number
of non-tree intervals associated with a graph is given by the
following lemma:

4
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Lemma 4. The number of non-tree intervals associated with a
no& i equals the cardinality of the node set N;, where N1
consists of all no&s j such that
i. there is a path from i to j containing one or more nontree arcs, and
ii. there is no k E NI such that there is path consisting
solely of tree arcs from k to j.

Flgure 3.7. A similar bipartite graph with a small compressed
closure
The creation of such “meaningful”
bundles of objects is the
whole essence of constructing inheritance hierarchies, and we
do not expect worst case graphs to arise in the applications
envisaged. Experience with Lassie, a classification-based
software retrieval system [12]. supports this belief.

PROOF. In absence of interval subsumption, a path from i to
j containing one or more non-tree arcs propagates j% tree
interval to i. We need not consider the non-tree intervals
associated with j, since j must have inherited this interval
from some other node I along a path from j to I that contains
one or more non-tree arcs, but then this is a subpath of the
pathfromitoI.

We empirically investigate the average case behavior in
Section 3.3. Before that, we look at some improvements that
are possible.
Improvements
The number of intervals associated with a node can be
reduced by merging adjacent intervals, that is, if the two
intervals [i,,i2] and ul.j2 ] are such that ji = i, + 1. then
create one [iI. j2] corresponding to these two intervals. It now
becomes possible to generate overlapping intervals: merge
two intervals.
[il,i2]
im [il,i21. if
and hdd
il 5 j, I i2 I j,.

If there is a path from a node k to j consisting solely of tree
arcs, then the tree interval of j is subsumed by the tree
interval associated with k. Since k is in Ni. the h‘ee interval of
k is inherited by i and will subsume the tree interval of j.
Hence proved.
The total storage requirement can now be obtained by
summing the number of non-tree intervals over all the nodes,
and depends on the nature of the graph. Obtaining a closed
form formula for the total storage requirement in terms of
suitably defined graph characteristics is an interesting open
problem. In the worst case, the storage required for the
compressed closure can be O(n2), as in the case of a bipartite
graph shown in Figure 3.6.
One interval will be associated with
nodes and one of the top nodes. m+l
with each of the remaining n-m-l
number of intervals required, therefore,

. . . . n-m
1
1
I
‘,

Such merging can sometimes result in significant reduction in
storage requirement. For example, in Figure 3.6. the m nontree intervals associated with n-m-l
top nodes can be
collapsed into a single interval, bringing the total number of
intervals required down to (m+l) + 2(n-m-1) = h-m-1.
which is again 0 (n).
merging of adjacent intervals is orderUnfortunately,
dependent. Consider, for example. the following two graphs
that are structurally
equivalent, but lead to different
compressions depending on how the children are ordered:

each of the m bottom
intervals are associated
top nodes. The total
is (m+l)(n-m),
which
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Figure 3.8. Order dependence in adjacent interval merging
No intend is merged in the 6rst case. However, if the order
of c and d were. interchanged, the non-tree interval [1.2]
inherited through the non-tree arc (d,b) can be merged with
the tree interval [3.3] of the node. Fiimg
an optimum
ordering of no& numbers to maximize the benefits of interval
merging appears to be a combinatorial problem. We have
omitted the merging of the intervals in Algl to be able to
present a class of labelings for which Algl is optimal. In
actual use, one may obtain tree cover using Algl and then
merge adjacent intervals whenever encountered.

-I/
10

full transitive closure
-

.-

1

2

4

6

8

10

Out-degree

Figure 3.9. Storage required for a 1000 node graph as a
function of average degree
certain degree. the size of the closure increases slower than
the size of the graph. and a dip is observed in the relative sire
of the closure.

3.3 Performance Evaluation
In this section we present the results of simulation experiments
performed to evaluate empirically the effectiveness of the
proposed compression technique. The effectiveness has been
measured in terms of the storage required for storing the
transitive closure with and without compression. The total
storage required was computed as the number of successors at
each no& for the original and transitive closure graphs. For
the compressed transitive closure, in the simplest scheme, one
has to store both end-points for every range interval. One
may do better, for example, by storing the ranges separately
and pointers to ranges at the nodes. We have computed the
storage required for the compressed closure as twice the
number of intervals required at each node to obtain baseline
performance measure for the compression scheme.

The size of the compressed closure also rises at first, though
less so than the size of the full transitive closure. As more
and more arcs are added, however, a deeper, less branchy tree
can be found to cover the graph. Most successors of a node
can he reached solely through tree arcs. Paths through nontree arcs result in intervals that are mostly subsumed.
Consequently, the size of the compressed closure actually
begins to decrease as the degree of the graph is increased.
This decrease contrasts with the increasing size of the original
graph. Eventually the size of the compressed closure becomes
even less than the size of the original graph itself.
That the compressed closure requires less storage than even
the original graph may appear surprising at first. A graph of
high degree has many “redundant” arcs whose removal does
not affect the reachability information in the graph. The
compressed closure avoids the extra storage required for these
redundant arcs, resulting in less storage overall.

Following [l]. synthetic graphs were used as data sets in
performance experiments. Two primary parameters define a
database that can be represented as a graph: the average
degree of a node and the number of nodes. We considered
datasets with the average out-degree specified. The rationale
for the choice of these parameters has been discussed at length
in [l]. Experiments were run for various combiitions
of
degrees and sizes, but we present here only the representative
trends.

It can be argued that when the transitive closure includes most
arcs in tbe graph, one should store the inverse, storing tuples
only for sourcedestination pairs between which a path cannot
be found in the graph In the case of a directed acyclic graph
the maximum number of arcs in the graph is exactly half the
total possible. When we say that most of the possible arcs
have been includeed, we mean that the total number of arcs in
the closure is close to 1%n2. If a topological ordering of the
graph is stored as well, then one can use the topological
ordering to identify the lAn2 arcs that are possible according to
this ordering. However, such a scheme makes incremental
updates more complex as the topological sort may also have to
be increm~tally updated. In spite of this practical diificulty
with inverse closures, we measured the size of the inverse
closure with respect to a particular topological sort and
obtained the results shown in Figure 3.10.

Figure 3.9 shows the storage requirement for the transitive
closure of a random 1000 node graph as the degree of the
graph is varied. The storage requirement is plotted as a
multiple of the size of the original graph. Initially, as the
degree of the graph is increased from 1 to 2 to 3, the size of
the transitive closure increases rapidly as new paths are found
to nodes that previously were unreachable. (A degree 1 graph
is likely to consist of several unconnected components).
Further increases in the degree do not increase the size of the
closure as much, since most of the nodes are already reachable
and addition of more arcs only establishes alternate paths to
already reachable nodes. We found that of the 495.000
possible arcs in a 1000 node acyclic graph, 442.000 were
already present in the closure of graph of degree 4. The size
of the graph itself increases linearly with degree. Beyond a

The sire of the inverse closure falls rapidly as the degree of
the graph is increased, and relative to the size of the graph, it
falls even more rapidly. However, the size of the compressed
closure stays well below that of the inverse closure, and
decreases at a rate comparable to the inverse closure for high
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Total number of intervals in the compressed closure
Figure 3.12. Frequency distribution of total number of
intervals in the compressed closure of all
possible 8-node acyclic graphs

Cut-degree
Figure 3.10. Storage required for a 1000 node graph as a
function of average degree

4. INCREMENTAL UPDATES’

degrees.

While assigning postorder numbers to nodes, it is not
necessary to choose contiguous numbers; one can leave gaps
between numbers and the compression scheme presented in
Section 3 would still work correctly. The initial gap could be
&temined
by dividing the range of integers that can be
accommodated in one word by the number of nodes in the
graph:‘. Figure 4.1 shows the intervals assigned to nodes in
the graph given in Figure 3.2, where the gap between numbers
is now 10 rather than 1.

Figures 3.9 and 3.10 showed that the transitive closure of a
graph can be compressed to a small fraction of its size by
using the techniques presented in this paper. Figure 3.11
measures tbis compression for graphs with different numbers
of nodes while the degree is kept fixed at 2. Storage
requirement is again plotted as a multiple of the storage
required for the original relation. Figure 3.11 clearly shows
that. for these random graphs, the size of the compressed
closure increases slower than the size of the full closure as the
size of the graph is increased, giving better compression for
larger graphs.

100
full transitive closure
/

-1
Storage
ratio

Figure 4.1. Compressed transitive
postorder numbers
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closure
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gaps in

The incremental update algorithms presented below exploit
gaps in the postorder numbers assigned to nodes. In the
following discussion. we assume that all the postorder
numbers currently in use are maintained in a sorted list L.
50

100

200

500

4.1 Additions

Number of Nodes in the Graph

Addition of a tree arc

Figure 3.11. Storage required for a degree 2 graph as a
ftmction of number of nodes
We also performed a sensitivity experiment in which
generated all possible directed acyclic graphs of 8 nodes
computed the size of compressed closure in nnmber
The result in Figure 3.12 demonstrates
intervals.
infrequency of worst-case graphs.

Consider a new node i connected by a new arc (i,j) to an
existing node i. Let the postorder number of i be n2 and that
of its immediate child with smallest postorder rmmber be nr
(nl is taken to he one less than the lower range of the interval
associated with i, if i is a leaf node). Find the two postorder
munbers between nr and n2 that have already been assigned
and have the largest difference. Let these be ii1 and ii2.

we
and
of
the

The above experiments were performed without adjacent
intemd merging. We finally performed experiments in all
cases to assess the benefits of interval merging. We found the
additional compression obtained was rather small, usually less
than 5%.

4. Only~briefsketchdtbei&ispraa&here.
found in [4].
5. Alwnrtively,
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FIlaherdcuilsmaybe

one could use real numbera instead of intqcrs.

Assign to j the postorder number n = (n,+n2)2 and the
interval [;i,+l, n]. Also, add n to L. No update is required in
the intervals associated with any other no& of the graph.

understanding that nodes numbered 21 through 25 are not
reachable from h. x will now inherit the interval [11,25]
instead of [11.20] from h. Now when z is added, and if it is
assigned a postorder number between 21 and 25. no update is
required in both of its predecessors e and x, making hierarchy
refinement a constant time operation.

For example, in the graph of Fig. 4.1, the addition of node x
and the tree arc (b.x) results in the postorder number 35 and
the interval [31,35] to be assigned to node x. Similarly, the
addition of node y and the tree arc (c.y) results in the
postorder munber 45 and the interval [41.45] to be assigned to
y. No change is required in any other part of the graph.

What if empty numbers run out
It is possible that when a new no& j and the tree arc (i,j) is
being added, there is no empty postorder number available for
j. However, nodes can be remunbered to create a gap so that
j can be assigned a postorder number. Simply go left (or right
whichever is shorter in the number of intermediate nodes) of
the postorder number of i in t, and find the first hole.
Suitably renumber all the intermediate numbers. Record this
set of intermediate numbers as a set S of tuples of the form
<oZdmm, new-.
Now make a scan over all the nodes of
the graph. If any okfnum appears in any of the intervals,
replace oldrum by newnum.

The case where the newly added no& j is connected to more
than one existing node is treated as an addition of a tree arc
followed by an addition of a non-tree arc.
Addition of a non-tree arc
If a non-tree arc (i,j) is added Tom the node i to no& j, the
intervals associated with j will have to be added to node i and
all of its predecessors.
If the list of immediate predecessors is also maintained with
each node, this propagation can be performed quite efficiently.
Moreover. at the time of adding an interval to a node, if the
new interval is subsumed by an interval already associated
with the node, this interval need not be added. If no new
interval is added to a node, the effect need not be propagated
to the predecessors of this node.

4.2 Deletions
Deletion of a tree arc
Assume that the deleted arc is (i,j) and I is currently the
largest postorder number in L. Take the subtree rooted at j
and make it a child of the virtual mot. Remunber the nodes
in the subtee. assigning them numbers > 1. (The postorder
munber of the virtual root is fixed at +).
Update tree
intervals associated with the nodes in this subtree, but preserve
non-tree intervals.

If the predecessor list is not available with the nodes, then a
scan over all the nodes would be necessary. At every no& n.
it must be checked if the node i can be reached from n; if yes,
the intervals associated with j must be added to n.

In the rest of the graph, modify any non-tree intervals that
have old postorder numbers with new postorder numbers.
Furthermore, if any of the tree predecessors of j had a nontree arc coming into node k of the subtree rooted at j. they
should now inherit the intervals associated with k.
Deletion of a non-tree arc

1
LiOl

There is no change to the sparming tree of the graph. Perform
a traversal of all the nodes in the reverse topological order,
recomputing the non-tree intervals.

[11,201

Figure 4.2. Compressed transitive closure after additions

Deletion has special properties in AI concept hierarchies nodes are “deleted” to be ignored, but the subset relationships
between remaining nodes is unchanged, and no update is
required to the compressed closure.

The addition of the non-tree arc (x,h) in our running example
will cause the interval [11,20] associated with h to be
inherited by x and the predecessors of x. However, [ 11,201 is
subsumed by the interval [1,4] associated with b and hence no
new interval is added to b. a or d. The resulting compressed
storage structure is shown in Fig. 4.2.

Finally, note that the incremental update algorithms presented
in this section do not preserve the optimality of the tree-cover,
and it may be prudent to develop a new tree-cover after
sufficient update activity.

A further optimization is possible that can avoid propagation
of updates to predecessors for certain kinds of additions. In
the case of concept hierarchies in AI systems, when a new
no& is added and connected to existing nodes, the
reachability set of the existing no&s is unchanged (except that
some nodes may now reach this new node also). Such
updates frequently take place while “refining.” a hierarchy.
An example of such an update in Figure 4.2 would be the
creation of no& z and arcs (e,z), (x,z), and (z,h). To handle
such updates, one can provide an additional gap beyond the
postorder number in the tree interval associated with a node.
Thus, h’s interval could have been made [11,25], with the

5. RELATED WORK
A technique for encoding reachability information in a
hierarchy (tree) was proposed Schubert et. al. in [28], wherein
an interval consisting of the preorder number of the node and
the highest preorder number among its descendents is
associated with a node. The same technique was also
proposed, independently. by O’Keefe in [25], also to apply
only in the case of a tree. For the simple case of tree, our
technique is identical to this technique. Schubert et al
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generalized their scheme somewhat to work for the case of
overlapping hierarchies (n0s general directed acyclic graphs).
Each hierarchy is treated independently and nodes are assigned
intervals separately for each hierarchy. Thus, each node is
assigned as many intervals as the number of hierarchies, and
intervals associated with a no& are differentiated by tagging
them with the corresponding hierarchy identifiers. Hierarchies
are taken as given: the decomposition of a graph into
hierarchies is not addressed. Incremental updates were also
not considered.
A transitive closure compression technique based on chain
decomposition of graphs was proposed in [18]. Each node is
indexed with a chain number, and its sequence number in the
chain. At each node, one need store only the earliest node in
a chain (the one with the lowest sequence number) that csn be
reached from it, and deduce that later nodes in the chain are
reachable6.
Theorem 2. For any graph G, its transitive closure can be
compressed using postorder numbers on a tree cover to require
storage less than or equal to the storage required by the best
chain compression possible without chain reduction.
In other words, given any good chain cover, without
reduction, we can do at least as well with our scheme. (See
[4] for proof). On the other hand, there clearly are cases
where a tree cover does significantly better than a chain cover.
Consider, for example, a tree. As we saw in Section 3, 0 (n)
storage suffices to maintain closure in an n node tree.
Sign&a&y
greater storage would be required by any chain
compression technique.
Tree-like data structures that have a low amortixed cost for
incremental updates of transitive closure have been developed
in [17]. However, this scheme is not targetted towards
compression and requires more storage than the complete
transitive closure.
Recently, a technique has been proposed to compute the
greatest lower bound (and least upper bound) in a lattice
efficiently
[5].
While
compressed transitive
closure
techniques, such as those presented in this paper, can be used
for these lattice problems to advantage, further study is
required to de&mine whether any of the ideas in [5] can be
applied to our problem.

nodes are also successors. Our method for obtaining the
SplUhg tree is optimal in that it minimixes the total storage
required to store the compressed closure under certain
reasonable conditions.
We empirically
demonstrated the
effectiveness of the proposed compression technique on a
variety of graphs, and that in some cases, the storage required
for the compressed closure can become even less than the
storage required for the original relation. We also presented
incremental algorithms that allow updates to the base relation
to propagate to the materialized closure without having to
recompute the whole closure.
The techniques prese-nted in this paper may provide the basic
buikling
blocks for efficient implementation
of future
deductive and knowledge base systems. With the compressed
closure, answering a transitive closure query in a deductive
database system reduces to a lookup instead of a graph
traversal. Indeed, we are planning to incorporate these
techniques in prototype systems based on a-extended
relational algebra [2]. These techniques are also useful for
efficient propagation of inherited values and properties, and
will be central to an implementation of the INCINERATE data
model [19], in which the concept of inheritance is introduced
in the relational data model. Similarly, we can use these
compression techniques for the computation of subsumption,
disjointness, least common ancestors, and other properties in
frame-based knowledge representation systems. CLASSIC [8],
a new knowledge representation system being developed in
our laboratory, has separated the maintenance of subclass
relationships into an abstract data type. that maintains the IS-A
graph and encapsulates the technique for managing this data
structure efficiently. We plan to use the techniques presented
in this paper for tbis purpose.
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