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Objects reside in a heap, with a designated set of root objects.
The heap is stored on disk, with pages brought into primary
memory ss needed. Not all objects are treated ss stable; instead the set of roots is partitioned into stable and volatile
roots, and an object is stable only if it is accessible from one
of the stable roots.
Computations in our system run as atomic transactions [ll].
Objects are created and modified by transactions; an object
becomes stable if a pointer to it is placed in an existing stable
object by a transaction that commits. Storage for an object
is reclaimed automatically by the system when the object is
no longer accessible from any of the roots. In addition, a
recovery system ensures that stable objects survive failures:
modifications performed by aborted transactions are undone,
while modifications performed by committed transactions are
guaranteed to survive both system crashes and media failures.
Garbage collection of a stable heap causes problems because
a garbage collector typically moves and modifies objects. Objects are moved during compaction to improve locality of reference and reduce fragmentation, thus improving paging performance. Most collection methods also modify objects in an
effort to reduce the amount of additional storage needed by
the collector itself.
The movement and modification of objects during garbage
collection leads to two problems. First, a system crash after
the start of collection but before enough of the reorganized
heap reaches the disk can leave the disk in an inconsistent
state, making it impossible to recover using the usual algorithms for recovery from a system crash. Second, collecting
a stable heap requires coordination with the recovery system:
objects have to be found on disk by the recovery system even
though their locations change during a collection, and some of
the roots for collection might be in information managed by
the recovery system.
A collection algorithm that solves these problems is called
an atomic garbage collector. We present an algorithm for
atomic collection with the following features: it is based on
copying collection, it requires no extra storage beyond the
storage required for copying collection, and collections can
occur while transactions are in progress. We also discuss how
the recovery system must be changed to coordinate with the
garbage collector.
With minor modifications, the algorithms in this paper can
be used in systems with nested and distributed transactions,
such as Argus [17] and Camelot [25]. (In fact, they are based
on algorithms originally designed for the Argus system [14].)
To simplify our presentation, however, we assume in the rest
of the paper that transactions are not nested and that the
system consists of a single site.

Abstract:
Modern database systems use transactions to
achieve a high degree of fault-tolerance.
Many modern pro
gramming languages and systems provide garbage collected
heap storage, which frees the programmer from the job of
explicitly deallocating storage. In this paper we describe integrated garbage collection and recovery algorithms for managing a stable heap in which accessible objects survive both
system crashes and media failures.
A garbage collector typically both moves and modifies objects which can lead to problems when the heap is stable because a system crash after the start of collection but before
enough of the reorganized heap reaches the disk can leave the
disk in an inconsistent state. Furthermore, collection has to be
coordinated with the recovery system. We present a collection
algorithm and recovery system that solves these problems.
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Introduction

A recent trend in database systems and programming languages has been to combine the features of the two types of
systems. Modern database systems use transactions to achieve
a high degree of fault-tolerance.
Many modern programming
languages and systems provide garbage collected heap storage,
which frees the programmer from the job of explicitly deallo
eating storage. Relatively few systems, however, support both
fault-tolerance and garbage collection. In this paper we describe integrated garbage collection and recovery algorithms
for managing a stable heap in which accessible objects survive
both system crashes and media failures.
Database recovery systems make it easier to write faulttolerant programs, since a large class of errors is handled automatically by the system. Similarly, automatic heap management enhances reliability, since errors due to explicit deallocation (e.g., dangling references and storage leaks) cannot occur.
When the two are combined, reliable programs should be even
easier to write. Stable heap management could be useful in
object-oriented database systems (e.g., [3, 19, 29, 301) and in
programming systems with persistent storage (e.g., [l, 2, 11).
Our model of a stable heap is essentially a single-level store.
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There are several other papers on providing fault-tolerant
heap storage. Earlier work on Argus [23] treats all crashes
as media failures; as a result, recovery from a system failure
is relatively slow, particularly for large databases. PS-Algol
[2] uses a less general transaction model, and also does not
permit garbage collection to occur while transactions are in
progress. Other work (e.g., [21, 271) does not incorporate any
notion of transactions and does not provide recovery from media failures.
The next section describes the system model and introduces
background material. Section 3 describes our atomic garbage
collection algorithm. Section 4 describes the interactions with
the recovery system. In Sections 3 and 4 we assume that all
objects are stable; in Section 5 we relax this assumption, and
describe how storage is managed for a mixed heap containing both stable and volatile objects. In the last section we
summarize our results and discuss future work.

2

System

the recovery system must also maintain redo information
on a stable storage device. A stable storage device [I51 avoids
the loss of information despite failure with very high probability. Typically a recovery system keeps its log on stable storage
to avoid storing the redo information more than once.
SO

2.1

Failure

Model

There are two kinds of crashes: system crashes and media
failure. System crashes occur as a result of a software failure
(e.g., inconsistent data structures in the operating system)
or hardware failure (e.g., power failures). We assume that
when the system crashes, bad information is not written to
the disk. Main memory is lost in a system crash; the disk and
log survive. The recovery system uses the disk together with
the log to recover the stable state in virtual memory.
A media failure occurs when information on disk is lost. For
simplicity we assume that no usable information on disk survives a media failure. Only the log on stable storage survives.
The recovery system recovers the entire stable state from the
log.

Model

The context for our algorithms is a system in which computations run as atomic transactions and storage consists of a
stable heap. Transactions are serializable and total. Serializability means that when transactions are executed concurrently, the effect will be as if they were run sequentially in
some order. Totality means that a transaction is all or nothing, i.e., it completes entirely and commiis or it aborts and is
guaranteed to have no effect. A single transaction can create,
modify and observe multiple objects.
The stable heap consists of a set of roots and all the objects
accessible from them. Some roots are stable and the rest are
volatile. The stable state is the part of the heap that must
survive crashes; it consists of all objects accessible from the
stable roots. The volahle stale does not survive crashes; it
consists of all objects accessible from the volatile roots that
are not also accessible from a stable root, e.g., local objects
of procedure invocations, objects created by actions that have
not yet completed, and global objects that do not have to
survive crashes.
The programmer sees one heap containing both stable and
volatile objects. He can store pointers to stable objects in
volatile objects, and can make volatile objects stable by storing pointers to them in an object that is already stable. An
object becomes stable when the transaction that makes it accessible from a previously stable object commits. llansactions share a single address space that contains all objects,
both shared global objects and objects local to a single transaction. Thus, the programmer does not need to deal with
moving objects between secondary storage and a transaction’s
local memory, or with distinguishing between local and global
objects.
The recovery system handles recovery from transaction
aborts and from crashes. It maintains information, typically
organized as a log, to undo the effects of aborted transactions
and to redo the effects of committed transactions. While the
system is up and running, the stable heap resides in virtual
memory. We view virtual memory as using main memory as
a cache for a slower backing store on disk. Main memory is
volatile, so the recovery system has to control the movement
of pages between main memory and disk to ensure that the
information on the disk together with the log can be used to
recover after a crash. The disk is non-volatile but not stable,

2.2

Assumptions

Several assumptions are made in this paper about the hardware and operating system of the machine for which the recovery system is designed.
The design is for a standard architecture, a general purpose register machine with virtual memory (e.g., a VAX’).
No special-purpose hardware to support the recovery system
or garbage collection is assumed.
We assume that the operating system provides primitives
that give a program control dver the paging of its virtual
memory. Primitives are needed to pin and unpin pages of
virtual memory, and to tell the system to write a specific page
of virtual memory to the backing store. A pinned page cannot be written to its place on the backing store until it is
unpinned. Pinning primitives are used for buffer management
by database systems [12] and in other transaction systems that
tie recovery to virtual memory [9, 261.
We also assume that the operating system preserves the
backing store for virtual memory after a crash and allows it
to be accessed. Some operating systems, e.g., Multics [7] and
Mach [24], satisfy this requirement by allowing files to be directly mapped into the virtual address space of a process. Such
a file could be used for the backing store of a stable heap.
Finally we make some technical assumptions about the implementation of objects. Objects consist of a descriptor and a
body. The descriptor identifies the type and the length of the
object; the body contains the object’s value including pointers to other objects. We assume that the descriptor is large
enough to contain a pointer, that it does not span pages of
virtual memory, and the collector can distinguish a valid descriptor value from a pointer. One bit of the descriptor can
be used to distinguish it from a pointer. Note that there is
no restriction on the size of object bodies. These assumptions are common for heaps containing variable-sized objects
implemented on standard architectures.
‘VAX
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Garbage

Collection

The garbage collection of a stable heap causes the problems
discussed in the introduction:
a crash after the start of collection but before enough of the reorganized heap reaches the
backing store leaves the backing store in an inconsistent state,
and collection requires coordination with the recovery system.
A collection algorithm that solves the crash problem and is coordinated with the recovery system is called an atomic garbage
collector. In this section we deal with the crash problem; in
Section 4 we will discuss how to coordinate collections with
recovery.
Garbage collection techniques can be classified according
to whether they are real-time or stop-the-world.
A real-time
collector works in parallel with the program using the heap:
steps of the collection are interleaved with program steps. A
stop-the-world collector runs when a program needs to reclaim
storage in its heap. While a stop-the-world collector is working, the program is suspended.
In this paper we consider only stop-the-world collection.
Making a stop-the-world collector atomic seems easier than
making a real-time collector atomic. Furthermore, a stop-theworld collector is reasonable for systems with small heaps and
no hard real-time constraints. A real-time collector is needed
for large heaps, since otherwise the delays associated with collection are prohibitive. We are currently studying how to make
real-time collection atomic.
We consider only copying collection [20, 10, 41. Copying
collection is better suited to virtual memory than other collection techniques such as mark, sweep, and compact [5]. It
requires fewer traversals of the accessible objects; each traversal involves extra paging overhead. Copying collection also
increases locality of reference by moving objects that access
each other closer together.
In this section we make the simplifying assumption that
the heap contains only stable objects. We begin with a brief
review of copying collection and show how a crash during collection might leave the backing store in an inconsistent state.
Then we present an atomic collector based on copying collection that solves the crash problem.

3.1

Copying

Garbage

______________

______________
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From-apace

To-apace

1.a: Root Object is Copied

From-space

I

To-space

1.b: To-space is Scanned

From-apace

I
I

To-space

1.~: Forwarding Pointers Preserve Sharing
Figure 1: Example of Copying Garbage Collection

from-space. As each such pointer is found, it is dereferenced
to find the from-space object it references. If the from-space
object has a forwarding pointer, that object has already been
copied to to-space, so the pointer in tespace is changed to
point to the to-space copy. If there is no forwarding pointer,
the object is copied to t-space, a forwarding pointer is left
behind, and the pointer in to-space is updated to point to
the copy. A collection ends when the scan pointer is equal to
the allocation pointer. At that point all of to-space has been
scanned, and all of the accessible objects have been copied to
and compacted in t-space. Then the roles of from-space and
t-space are reversed and the program proceeds.

Collection

In a system that uses copying garbage collection, the address
space is divided into two semispaces: from-space and to-space
[lo, 41. The program allocates all new objects in from-space
until the memory in from-space is exhausted or the paging
behavior of the program needs to be improved. At that point,
a collection is initiated.
During a collection, all accessible objects are copied from
from-space to to-space. As each object is copied, a forwarding
pointer is inserted in its from-space copy. The purpose of forwarding pointers is to preserve sharing in the object structure
and prevent an object from being copied more than once into
to-space.
The collector uses two pointers to to-space for bookkeeping
during the collection. The allocation pointer points to the
next to-space cell to be allocated. The scan pointer points to
the next to-space cell to scan. At the beginning of a collection
the allocation and scan pointers both point to the beginning
of to-space.
The first step of a collection is to copy the root objects to tospace. Then to-space is scanned sequentially for pointers into

An example of copying collection can be seen in Figure 1.
In Figure 1.a object A, the root object, is copied to to-space.
A forwarding pointer is placed in the from-space copy of object A. Then to-space is scanned sequentially for pointers into
from-space. Pointers to objects B and C are found in object
A. Objects B and C are copied to to-space to the next free
locations in Figure 1.b. As the sequential scan of tospace
continues, a pointer to object C is found in object B. The
forwarding pointer in object C indicates that it has already
been copied, so object B is updated to point to object C in
Figure l.c.
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Figure 2: Lost Object Descriptor
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Figure 3: Lost Forwarding Pointer

3.2

Solution

As illustrated in the last section, a crash after the start of
collection but before enough of the reorganized heap reaches
disk can leave the disk in an inconsistent state. Our approach
is to ensure that only crashes that occur when a collection is
in progress can cause inconsistencies of this sort. The normal
recovery algorithms are used if a crash occurs during normal
operation.
A special recovery algorithm is used if a crash
occurs in the middle of a collection.
We can tell after a crash whether the crash occurred during
a collection by keeping a flag on non-volatile storage. The
flag can be set whenever a collection starts, and reset when
the collection completes. If the flag is true after a crash, the
crash occurred during a collection. To ensure that only crashes
during a collection can cause problems, we require all dirty
pages of virtual memory that contain accessible stable objects
to be written to the backing store before the flag is reset. This
ensures that the addresses and descriptors in the heap on disk
are once again consistent.
Using this approach, the simplest method for atomic
garbage collection would be to treat a crash during a collection as a media failure. Then any algorithm could be used for
collection. However, the relative cost of recovery from a crash
during a collection compared to the cost of recovery at other
times would be quite high. Recovery from a media failure requires that the whole log be scanned, whereas the system is
tuned to make recovery from system crashes as short as pas
sible. The expected cost for recovery would depend on the
fraction of time spent collecting. If that fraction were low
enough, then the simple method might be acceptable. Otherwise, an atomic collector that allows fast recovery from a
system crash needs to be devised. For such a collector to be
viable, the extra costs it imposes for collection need to be kept
to a minimum. The remainder of this section deals with such
a collector.
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from-space and pages 1 and 2 of to-space had been written to
the backing store, but before page 3 of from-space had been
written. The forwarding pointer for object C has been lost
even though the object has already been copied to to-space.

Crashes

To understand why copying collection is not atomic, consider
what happens if a crash occurs in the middle of a collection.
The pages of virtual memory are paged in and out of the
physical memory according to the way the graph of accessible
objects is traced and copied. A crash can easily leave the
contents of the backing store in an inconsistent state. The
following two examples show the two kinds of problems that
can occur as a result of a crash in the midst of a collection
and that need to be prevented by an atomic collector.
Figure 2 shows an example in which object descriptors are
lost. Figure 2.a shows an object copied from from-space to tospace; a forwarding pointer was placed in the from-space copy.
The forwarding pointer takes the place of the object descrip
tor. The page of from-space on which the old object version
resides is then written to disk. Figure 2.b shows what hap
pens if the system crashes before the new version in to-space
reaches the disk. The backing store will not contain a valid
version of the object after the crash. The object descriptor of
the object has been overwritten with the forwarding pointer,
and is not available on the backing store for from-space. Neither is it available on the backing store for tospace.
The second example, illustrated in Figure 3, shows why the
pointers on the backing store for to-space cannot be used for
recovery after a crash. If an object is copied, but its forwarding
pointer does not survive the crash, then recovering on the basis
of information already copied to to-space would not preserve
the sharing in the graph of accessible objects. Suppose the
collection illustrated in Figure 1 were interrupted by a crash
after objects A, B, and C had been copied to to-space, but
before the pointer to object C from object B had been replaced
by a t-space pointer. Figure 1.b shows virtual memory just
before the crash. Figure 3 shows a possible state of the backing
store after the crash. The crash occurred after pages 1 and 2 of

3.3.1

Possible

Approaches

This section presents a progression of ideas each of which
makes copying collection atomic. These ideas simplify the explanation of the actual algorithm and show that the algorithm
is correct. The motivation for the ideas is: since the object
descriptors are the only information overwritten in from-space
during copying collection, reconstructing the object descrip
tors repairs the inconsistencies caused by collection.
The first idea is to allocate an extra cell per object to hold
the forwarding pointer so that no essential information is overwritten during a collection. After a crash no work is required
to restore the object descriptors. The cost of this method is
the extra cell per object. For a heap with many small objects,
this could be a large space overhead. Furthermore, the density
of objects per page is decreased, which increases the virtual
memory working set.
The extra cell can be avoided at the cost of extra computation. A write-ahead log [ll] can be used to record changes to
from-space as object descriptors are overwritten with forwarding pointers. The log is an undo log. For each object copied,
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a pair of values is entered in the log, the first giving a fromspace address of the descriptor and the second, the original
contents of the descriptor. Write-ahead logging requires that
the from-space page on which the object descriptor resides be
pinned in physical memory until the log record recording the
change is written to the log. The write-ahead log can simply
be recorded on disk rather than stable storage, since its storage need not be any more fault-tolerant than the non-volatile
memory used for the backing store.
After a crash during a collection, the backing store for tospace is discarded. To recover, the undo records in the log
are used to restore the object descriptors in from-space. This
restores from-space to its state just before the collection.
The write-ahead log requires no extra storage in virtual
memory to make copying collection atomic. However, extra
disk storage is still required for the log. In addition, time
is spent pinning pages, copying descriptors into the log, and
writing the log to disk.
The final idea reduces the extra storage and time required
to make copying collection atomic. It is baaed on the following observation: to-space can be used as a write-ahead log for
from-space. Instead of recording descriptors in a log during
collection, we use the copies of the descriptors written in tospace. Thus, we eliminate the space cost of the log, and the
time spent constructing log records and writing the log to disk.
The details are presented below.
3.3.2

Atomic

Copying

Garbage

Collection

The basic step of a copying collector involves copying an object from from-space to to-space. This is the step in which our
atomic copying collection differs from plain copying collection.
We describe the copying step in detail, and then present the
full algorithm, including recovery from crashes that occur during a collection.
Copying
Step.
The copying step of our atomic collector
works as follows. First, the page in from-space on which
the object to be copied resides is pinned in physical memory. Then, the object is copied to t-space and a forwarding
pointer is put in the object in from-space, overwriting its descriptor. The from-space page of a copied object is unpinned
after the tespace page to which the object was copied reaches
the disk.
The copying step uses the write-ahead log principle; t+
space is being used as a write-ahead log for from-space. Pinning the from-space page prevents the problem of lost object
descriptors, ensuring that there is always a valid copy of an
object’s descriptor on the backing store: if a from-space page
on disk contains a forwarding pointer for an object, the tospace copy of the object will also be on disk and will contain
a valid descriptor.
The Collection
Algorithm.
lection algorithm.

Now we describe the full col-

1. Write all dirty pages of from-space on which stable objects
reside to disk.
2. Record that garbage collection is in progress.
3. Use copying collection substituting
scribed above.

the copying step de-
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4. Record bookkeeping information
system.

required by the recovery

5. Write all dirty pages of to-space to the disk.
6. Record that the collection has completed, and reverse the
roles of from-space and to-space.
The first step ensures that all stable objects are in a consistent state on the backing store for from-space at the outset
of the collection. This reduces the interaction between the
garbage collector and the recovery system. If the step were
omitted, the recovery system would need to reconstruct the
portions of from-space that had not reached the backing store
before the beginning of the collection before it could undo the
damage caused by the collection.
In step 2 the indication that a collection is in progress can
be recorded on any medium that survives system crashes, including the backing store of virtual memory. This indication
must be physically recorded on its medium before the collection begins. In the event of a crash, this notifies the system
that it needs to use its special algorithm for recovery during
a collection.
The bookkeeping information in step 4 coordinates the collector with the recovery system. It relates virtual addresses
before the collection to the corresponding addresses after the
collection. It is discussed in section 4.
Flushing all dirty pages of to-space to the backing store in
step 5 ensures that all stable objects are in a consistent state
on the backing store for to-space. Note that flushing is not
required for dirty from-space pages; from-space pages are not
needed by the recovery system once the collection completes.
The Crash Recovery
Algorithm.
The simplest way to
recover from a crash that occurs during a collection would
be to use to-space as an undo log. To do this, the recovery algorithm traverses the stable state in from-space starting
with the stable root. During the traversal, every time a forwarding pointer is encountered in place of a descriptor, it is
dereferenced to retrieve the descriptor from to-space, and the
original descriptor is returned to from-space. When the whole
stable state has been traversed, all dirty pages of from-space
are written to the backing store, the storage for tespace is released, and the collection is restarted. This solution requires
the stable state to be traversed twice, once to restore the descriptors and once to collect. Alternatively, the restoration of
object descriptors and the collection could be carried out in
one traversal if objects are copied to a fresh copy of to-space.
The observation that copying collection is deterministic is
the key to designing a more efficient algorithm.
Since the
from-space reconstructed using tespace as an undo log is
identical to the original from-space, the twspace produced by
restarting the collection is identical to the original to-space.
This means that the restoration of object descriptors and the
copying algorithm can be carried out in one traversal and that
the copy of tc+space can be reused.
Like the collector, the algorithm for recovery uses two pointers to tespace for bookkeeping: a reconstrucGon pointer and
a scan pointer. The reconstruction pointer points to the next
to-space cell in which an object will be reconstructed. Recovery uses the reconstruction pointer in the same way the
collector uses the allocation pointer: when an object is reconstructed in to-space, the reconstruction pointer is increased

according to the object’s size. At the beginning of recovery,
both pointers point to the beginning of to-space.
Here is the algorithm. First, the stable root is reconstructed
in to-space. It is reconstructed on the basis of the contents
of the descriptor cell of its from-space copy according to the
method described below. Then to-space is scanned sequentially for pointers into from-space starting with the reconstructed stable root. As each pointer to from-space is processed, the object to which it points is reconstructed based on
the contents of the cell holding its descriptor in from-space.
The restarted collection and the recovery of the stable state is
complete when the scan pointer is equal to the reconstruction
pointer. At that point all of to-space has been scanned, and
all of the accessible stable objects have been reconstructed in
tospace.
When processing the pointer to an object in from-space,
including the pointer to the stable root, the action taken
depends on the contents of the descriptor cell to which the
pointer points. There are three cases (only the first two can
apply to the stable root):

From-space

4.a: Backing Store After Crash
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1. The cell contains a descriptor. The object’s descriptor
was not overwritten on the backing store; use the copying
step of the atomic garbage collector to copy the object to
to-space.
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a.

I

From-apace

I

To-space

4.b: Root Object is Reconstructed

2. The cell contains a forwarding pointer equal to the reconstruction pointer. Thus, the pointer being processed
points to an object that has not yet been reconstructed
during recovery. The location of the object in tospace
from the original collection and the next location to which
the recovery algorithm would copy an object are identical. It is also the location of the object’s descriptor in
tospace. Reconstruct the object in to-space using its descriptor in to-space and its body from from-space.

I

From-space

3. The cell contains a forwarding pointer whose value is less
than the reconstruction pointer. Thus, the cell is a forwarding pointer to an object that has already been reconstructed during recovery. Replace the from-space pointer
by the forwarding pointer.

I

To-apace

4.c: case 2

Suppose the collection pictured earlier in Figure 1 were
atomic and interrupted by a crash. Figure 1-c shows a possible state for virtual memory just before the crash. Figure 4
shows how recovery works for this example. Figure 4.a shows
a possible state for the backing store after the crash. The crash
occurred after pages 1 and 2 of from-space and page 1 of to
space had been written to the backing store, but before page
3 of from-space or page 2 of tospace had been written. Note
that the state pictured in Figure 4.a is one that could be pro
duced by the atomic copying collector. Both objects whose
descriptors have been overwritten with a forwarding pointer
in from-space (A and B) have survived in to-space. The forwarding pointer for object C can not have overwritten the
descriptor for object C on the backing store for from-space,
because object C has not been written to the backing store
for to-space.
Recovery starts with the reconstruction of the root object
in to-space in Figure 4.b. The root object is an example of
case 2 from the algorithm; its descriptor in from-space has a
forwarding pointer to the next place to which an object would
be copied in to-space (the first location of t-space).
The
descriptor of the root object is taken from to-space, and its
body is recopied from from-space to to-space.

From-space

I

To-space

4.d: Case 1

From-space

I

To-space

4.e: Case 3
Figure 4: Recovery Example
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Continuing with Figure 4.b, to-space is scanned sequentially
for pointers into from-space starting with the newly reconstructed root object.
The first such pointer is a pointer to
object B in from-space. Object B is another example of case 2
from the algorithm; its descriptor in from-space has a forwarding pointer to the next place to which an object would
be copied in to-space. Thus, the object has not yet been reconstructed during recovery. It is reconstructed in to-space using
the descriptor from to-space and its body from from-space.
The result is pictured in Figure 4.~.
Continuing the scan of to-space for pointers into from-space
in Figure 4.c, a pointer to object C is found. Object C is an
example of case 1 from the algorithm; the descriptor for object
C is on the backing store for from-space. It is copied as is from
from-space to to-space. The result is pictured in Figure 4.d.
The next pointer into from-space from to-space is the
pointer to object C in object B. This is an example of case 3.
Object C is an object that has already been reconstructed by
the recovery algorithm; the forwarding pointer in from-space
points to an area of to-space that has already been reconstructed. The result is pictured in Figure 4.e, at which point
the algorithm completes.
For case 2, a tempting “optimization”
would be to recover
the body of an object from to-space. This would not work.
The tospace body might have been scanned before the crash,
after which it would contain pointers to the to-space copies of
objects. If the pages containing those to-space copies were not
written to disk before the crash, some objects in from-space
might never be reconstructed in to-space. *his can be seen
in Figure 4.a. If the “optimization”
were tried on the root
object, object C would never be recopied to tospace.
We stated an assumption in Section 2 that object descrip
tors be big enough to hold a pointer. Our atomic garbage collector depends on that assumption. The forwarding pointer
cannot overwrite any memory location in the from-space copy
of the object; it can only overwrite a location whose contents
could be recovered from tospace after a crash. Object bodies
in tespace change as the pointers in the objects are scanned.
If part of the object body in from-space were overwritten by
a forwarding pointer, that part of the body could not be re
covered from tospace after a crash. But object descriptors
are not changed in to-space after being copied, so they are an
appropriate place for the forwarding pointers.
3.3.3

Discussion

Atomic copying collection is more costly than normal copying
collection. Below we discuss the added costs.
The added costs are proportional to the number of stable
objects. In the worst case, every object being copied resides on
a page of from-space that has not yet been pinned, and there
is one page pinned (and unpinned) for every object copied.
Thus, pin and unpin operations should be fast. A possible
implementation follows. The pin operation sets a bit in the
page or frame table; the unpin operation resets the bit. Keep
ing track of the pinning is a little more complicated.
The
atomic collector keeps a list of pinned from-space pages for
each to-space page to which objects are being copied. To
avoid conflicts of unpinning a page of from-space when it is
pinned on behalf of more than one to-space page, it also keeps
a counter for each pinned from-space page that counts the
number of to-space pages for which the from-space page has
been pinned. The atomic collector calls a primitive of the vir-

tual memory system to notify the system that a to-space page
has to be written to the backing store. The virtual memory
system notifies the collector when the page has actually been
written by setting a flag. The collector checks the flag when
it is ready to write the next page of to-space to the backing
store. The collector decrements by one the counter for each
from-space page in the list for a to-space page that has reached
the backing store. If the counter for a from-space page is 0,
the page is unpinned.
We did not specify in our description of the copying step
when to-space pages are written to disk. The timing of these
writes effects the performance of the algorithm. Each page of
to-space could be written to disk when it has been filled with
copied objects. However, this is not necessary, and could result
in extra disk writes. A better approach would be to delay
writing each to-space page to disk until the page has been
scanned, since pointers on the page will be updated during
scanning. Then each page of to-space would be written to
disk just once.
Using this second approach, the atomic collector requires
more main memory than the normal collector. With enough
memory, the collector can pin all the from-space pages that
need to be pinned for a to-space page until the to-space page
has been scanned and its pointers updated. If there is too
little memory, the atomic collector might need to write a page
of to-space more than once. Successive collections increase
locality of reference so the amount of extra memory should be
small.
Several authors [8, 22, 61 have suggested that the order in
which the collector copies objects to to-space affects locality
of reference. The atomic collector can copy objects in any
order as long as the order is chosen deterministically and the
recovery algorithm reconstructs objects in the same order.

4

Coordinating

With

Recovery

The recovery system handles recovery from transaction aborts
and from crashes. It maintains information, typically organized as a log, to undo the effects of aborted transactions and
to redo the effects of committed transactions. In this section,
we assume for simplicity that this information is stored as redo
records, which record the new values of objects, and as undo
records, which store the old values of objects.2
This section describes the interactions of atomic garbage
collection with the recovery system. There are three areas of
interest: the collector must run at a time that does not interfere with the recovery system, it must take care to account for
modifications made by active transactions (transactions that
have started but have not yet either committed or aborted),
and it must inform the recovery system about new addresses
for objects that it moves. These issues are discussed below.
The first issue involves the timing of collection. There are
times at which a collection cannot occur. Each transaction is
a sequence of elementary actions that read and update individual objects. An update action updates an object and its
corresponding undo or redo information. A collection in the
middle of an update action might see the wrong value for the
object or miss a root for collection in the recovery informa2Distributed
systems complicate
matters slightly, since the recovery
-i.e., in the middle
system must cope with transac tiona that areprepared
of two-phase commit - after a crash. The discussion below applies with
minor modifications
to distributed
systems; see [14] for details.
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tion. This could lead to the inadvertent collection of accessible
objects.
To ensure proper timing, we require that the recovery system be in an action-puiescenl state at the start of collection.
The system is action-quiescent when no elementary action is
in progress. Since the elementary actions are short, the collection is not significantly delayed. Note that the collector
can run while there are active transactions. This is desirable,
because waiting for all active transactions to terminate would
either take a long time or would disrupt the system (if we
forced all active transactions to abort).
The second issue arises because the collector runs while
transactions are active: the collector must be careful to account for the modifications made by active transactions to
ensure that no objects are lost. For example, suppose a stable
object A contains a pointer to object B, and that B is not
accessible from any other object. Now suppose that a transaction T modifies A to point instead to some object C. If T
aborts, the pointer to B should be restored, while if T commits, the pointer to C should be installed permanently, and B
becomes garbage. Suppose a collection takes place after T has
modified A, but before it commits or aborts. If T modified A
directly, and the collector does not look at the recovery data
(the undo record), the storage for B will be reclaimed. If T
then aborts, there is no way to restore the heap to its original
state. Similarly, if T’s modification is kept separately from A
(in a redo record) and the collector does not look at this recovery data, the storage for C will be reclaimed; if T commits
later, we will have a problem.
To solve this problem, the collector must use the information in undo and redo records for active transactions in determining which objects are accessible. An object must be
considered accessible if (1) it is directly accessible from the
stable root; (2) it is directly accessible from an undo or redo
record for an active transaction that has modified some other
accessible object; or (3) it is accessible from some other accessible object. If the recovery information is organized as a log,
the records for active transactions are used as roots for collection, in addition to the usual roots. If objects are updated
directly, so the latest redo record for an object is identical to
the state of the object in the heap, then the redo records can
be ignored.
Reading the log during collection to find the records for
active transactions can be expensive. We can avoid the expense by storing the recovery records needed by the collector
in the heap. For example, the Argus system [17, 181 stores
each object as a header that contains pointers to a committed
version and a current version; if the transaction that wrote the
current version commits, the committed version is replaced by
the current version, while if the transaction aborts, the current
version is discarded. As the collector traces the graph of objects, it will naturally find all objects accessible from both the
old state and the new state of a modified object. Notice that
keeping recovery records in the heap introduces additional collection overhead. A recovery record for a transaction will become garbage after the transaction completes, thus requiring
more frequent collections of the heap. This problem can be
solved by dividing the heap into stable and volatile areas, as
discussed in Section 5, and keeping the recovery records in the
volatile area.
The third interaction involves the addresses of objects and
affects recovery for both system crashes and media failures.
The recovery system stores addresses of objects for two rea-

sons: first, if an undo or redo record is recorded for an object,
the object’s address must also be recorded so the object can be
found upon recovery to apply the undo or redo record; second,
the undo and redo records themselves may contain pointers to
other objects. Since the collector moves objects, some mechanism is needed for translating the addresses maintained by
the recovery system when a collection occurs.
Part of the problem has already been solved for system
crashes. To solve the timing problem, we required that the sys
tern be in an action-quiescent state when collection starts. Recall that the first step of atomic garbage collection is to write
all dirty pages of from-space to disk; given that the system is
action-quiescent, this is essentially an action-consistent checkpoint [13]. This checkpoint guarantees that no redo records for
modifications made before the checkpoint need to be examined
after a crash. However, undo records written before the checkpoint may still be needed. We need to record some bookkeep
ing information to allow the addresses in these undo records
to be translated from from-space addresses to the corresponding to-space addresses. This is the bookkeeping information
mentioned in the description of atomic garbage collection.
The media failure problem requires more information. After
a media failure, the redo records in the log must be used to
reconstruct the state of the heap. Because the addresses of
objects change during every collection, a single object might
have many different addresses associated with it in the log, and
two different objects might have the same address at different
points in time. Thus, the recovery system must have some
way to uniquely identify objects.
We suggest two approaches for dealing with the above problems. The first and simplest approach uses a single mechanism
for both system crashes and media failures. It records a complete translation map in the log: whenever the collector copies
an object from from-space to to-space, it records the address
translation. Notice that this is more than enough bookkeeping information to handle system crashes since all addresses
in undo records can be translated using the complete map.
In addition, the full address map allows the recovery system
to uniquely identify objects after a media failure. The cost
for this approach is incurred during collection: a translation
record must be written for each accessible object, which may
result in substantial overhead.
The second approach uses separate mechanisms for system
crashes and media failure. To deal with system crashes we
can construct a partial translation map that records the address translations only for the addresses contained in the undo
records that might be needed after a crash. In this case, the
amount of bookkeeping information needed should be relatively small, and depends on the number of transactions active at the time of the collection. To deal with media failure, we can assign each object a unique identifier (UID), and
record that identifier along with the address of the object in
log records. After a media failure, the UIDs are used in place
of the addresses to reconstruct the object graph. The expense
of this approach is incurred during normal operation: writing
log records is more expensive. When the value of an object is
logged, each pointer contained in it must be augmented with
the UID of the object that the pointer refers to.
The basic issue in choosing between the two approaches is a
tradeoff between extra time spent during collection and higher
overhead during normal operation. Further work is needed to
evaluate the trade-offs among these and other approaches.
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5

Managing

a Mixed

Heap

additions join the AS. An object ceases being accessible when
it is no longer accessible from a stable object. These objects
are deleted from the AS by collecting the stable area.
As the potentially stable objects are detected, values are
also recorded for them in the log. These log records are specially marked to enable the recovery system to determine after
a crash which objects were newly stable.

The atomic collection algorithm presented above assumes that
the whole heap is stable; therefore every collection haz to be
atomic. In reality volatile and stable objects coexist on the
heap. Furthermore, volatile objects are likely to live shorter
lives than stable ones. Since atomic collections are more expensive than normal collections, we would like to avoid the
cost of an atomic collection when reclaiming storage used by
volatile objects.
This section presents a method for organizing and collecting
a mixed heap. The heap is divided into two areas whose address spaces are disjoint: the volatile area and the stable area.
All objects are created in the volatile area. Objects that become stable are copied to the stable area at an appropriate
time. The volatile area can be collected independently of the
stable area and without requiring the collection to be atomic.
Since garbage collection of the volatile area is not atomic,
the contents of the volatile area cannot be relied on after a
crash. Therefore we assume that the disk storage for the
volatile area is discarded after a crash, and recovery is performed using the log and the disk storage for the stable area.
Newly stable objects, objects that became stable in the volatile
area and might not have been copied to the stable area before
the crash, must be recovered solely from the log.
Partitioning the heap require-s solutions to four problems:
determining which modifications to objects in the volatile
area need to be logged; deciding which objects to move from
the volatile area to the stable area and when to move them;
garbage collecting the volatile area; and garbage collecting the
stable area. We discuss these four problems below.

5.1

Determining

What

5.2

Moving

Objects

to the Stable Area

We could move an object from the volatile area to the stable area as soon as it becomes accessible from a stable object
(even though the transaction that made it accessible by modifying a stable object has not yet committed), or we could wait
until some later point. Since the transaction that made the
object accessible could abort, moving the object as soon as it
becomes accessible could cause more garbage to accumulate
in the stable area. This will cause atomic garbage collection
of the stable area to occur more frequently.
To reduce the amount of garbage in the stable area, we
will move an object to the stable area only after the transaction that made it accessible commits. Since moving an object
requires copying it and updating any pointers to it, it makes
sense to move objects to the stable area when the volatile area
is garbage-collected, as discussed in the next section.
We could use the AS to determine which objects are candidates for being moved to the stable area. However, we also
need to find and update all pointers in the stable area to these
objects when they are moved. Thus, we maintain a separate
data structure, the Stable Pointer Sel (SPS), which contains
all objects in the stable area whose committed versions contain pointers to objects in the volatile area. (The SPS could
contain other objects as well, but it is guaranteed to contain
at least these objects.) Potential additions to the SPS can
be collected as an action’s modifications to stable objects are
recorded in the log. When an action commits, its potential
additions join the SPS.
The objects to be moved from the volatile area to the stable area are determined as follows. We scan the committed
vemion of each object in the SPS, looking for pointers to the
volatile area. (If an active transaction has modified the object
since the transaction that entered it in the SPS committed, it
may be necessary to use the undo record for the active transaction to find the committed version of the object.) Each
such pointer refers to an object that must be moved. For each
object that needs to be moved, we scan its committed version, looking again for pointers to objects in the volatile area.
Again, each such pointer refers to an object that must be
moved. We continue this process, effectively taking the transitive closure of the objects accessible from the stable area
through committed versions.

to Log

Modifications to objects in the stable area should always be
logged. However, modifications to objects in the volatile area
usually do not need to be logged, since if the objects are not
accessible from a stable root they do not need to survive a
crash. To minimize the overhead of logging, it is important to
avoid logging modifications when possible.
We use a mechanism developed by Oki [23] to decide which
objects in the volatile area are accessible from objects in the
stable area, and therefore need to have their modifications
logged. An object in the volatile area can become accessible
from a stable root only if an object that is already accessible
from a stable root has been modified to contain a pointer to
the object in the volatile area. We maintain an Accessibility
Set (AS) of objects in the volatile area that are accessible from
a stable root. The AS contains at least all objects that are
accessible from a stable root by a path of pointers involving
only committed versions of objects; a newly accessible object
that is accessible only through the new version of an object
modified by an active transaction will be added to the AS by
the time the transaction commits.
Maintaining the AS requires procedures for determining
when an object becomes accessible and must be inserted into
the AS, and when an object can be deleted. Objects can become accessible only as a result of a modification to an object
that is already accessible. Modifications to accessible objects
must be recorded in the log before the modifying transaction
commits to ensure that they survive crashes. Thus, potential
additions to the AS can be noticed as the modifications are
recorded in the log. When a transaction commits its potential

5.3

Collecting

the Volatile

Area

The volatile area can be garbage collected at any time. Copying collection is used. The steps taken at a collection are:
1. The stable objects in the volatile area are moved to the
stable area. These objects are found as discussed in the
previous subsection. As each object to be moved is found,
it is copied to the next available location in the stable
area. As is usual for copying garbage collection, a forwarding pointer is inserted in the copy in the volatile area
of each object that is moved. In addition, the pointer to
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the object in the stable object that was used to find it (either an object in the SPS or an object that was already
moved) is updated to refer to the object’s new location
in the stable area. If an object has already been moved
when a pointer from a stable object is followed to it, the
forwarding pointer left in the object is used to update the
pointer in the stable object.

After a crash, recovery is performed using the log and the disk
storage for the stable area. Since newly stable objects might
have been in the volatile area and not yet copied to the stable
area before the crash, these objects must be recovered solely
from the log. These objects are recognized during recovery
by the mark in their log records. Storage for these objects is
reallocated in the stable area during recovery and a map is
constructed in the volatile area during recovery to relate their
addresses before the crash to their reallocated locations. This
map is used when processing the redo records for other objects
that contain pointers to them.
The scheme for managing the mixed heap is similar to generation baaed garbage collection [22,28, 161. In those methods
the heap is divided according to the age of objects whereas the
heap is divided here according to accessibility from a set of stable roots. The method described here for dividing the heap is
easily adapted to allow a generation scavenging collector [28]
in the volatile area.

2. The volatile area is garbage collected. The usual roots
for garbage collection are augmented by all pointers from
new versions of objects in the stable area to objects in the
volatile area. These pointers can be found in redo records
for active transactions, or be keeping track of a Modified
Object Set for each transaction, as is done in Argus [23].
Updating pointers in stable objects in step 1 does not require coordination with the recovery system. The values for
these objects can be recovered from the log if the system
crashes. We discuss recovery briefly in Section 5.5.
Garbage collection of the volatile area is the appropriate
time to move newly stable objects from the volatile area to the
stable area since they have to be copied anyway. Moving the
newly stable objects at an earlier time such as commit would
incur a heavy run-time overhead during normal processing:
a forwarding pointer would have to be left in every moved
object, and every access to an object during normal processing
would require a check to make sure that it did not contain a
forwarding pointer. This is not a problem at garbage collection
because all pointers to the newly stable objects are updated
during collection to point directly to the copy made in the
stable area.

5.4

Collecting

Discussion

6

Conclusions

In this paper we have suggested the integration of transactions and automatic garbage collection. We have presented
an algorithm for atomic collection with the following features:
it is baaed on copying collection, it requires no extra storage
beyond the storage required for copying collection, and collections can occur while transactions are in progress. We also
discussed how the recovery system must be changed to coordinate with the garbage collector and how to manage storage
on a heap with both stable and volatile objects.
We are currently working on algorithms for real-time, incremental, and concurrent atomic collection that will be suitable
for collecting large stable heaps.

the Stable Area

Two allocation pointers are maintained for the stable area.
One is the real allocation pointer that shows exactly where
the next object would be allocated. The second ensures that
there is enough space in the stable area for all of the newly
stable objects in the volatile area: it is updated as potentially
stable objects are found when writing to the log; if there is
not enough space, the stable area is collected. The stable area
may also be collected to improve paging performance.
The collection of the stable area must be atomic. It also
requires an accompanying collection of the volatile area. The
volatile collection follows the stable collection so that pointers
in the volatile area pointing to the stable area are updated
correctly. The following steps are taken:
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