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ABSTRACT

This report summarizes discussions that took place in
the context of a Dagstuhl seminar' to explore the emerg-
ing paradigm of Al-native databases designed to sup-
port agentic workflows and Retrieval-Augmented Gen-
eration (RAG) by integrating Large Language Models
(LLMs) with robust database abstractions. The central
synthesis of the Dagstuhl discussions is the necessary
evolution of databases from passive vector stores into
active data-native agentic harnesses that orchestrate Al
reasoning and task-centric execution. A recurring lesson
across keynotes and working groups is that achieving
mission-critical reliability requires integrating Al primi-
tives, such as embeddings, model inference, and seman-
tic operators, as first-class citizens while maintaining
traditional database guarantees like transactional consis-
tency, explainability, and cost-aware optimization. This
transition necessitates a structured approach to agent mem-
ory (spanning episodic, semantic, and procedural scales)
and a shift toward adaptive, iterative execution mod-
els that go beyond static query planning to accommo-
date the stochastic nature of foundation models. There
is a community consensus that reliability, responsibil-
ity, and security (specifically addressing compositional
leakage) must be treated as end-to-end concerns sup-
ported by holistic benchmarks that evaluate the entire
quality chain from retrieval to autonomous action.

1. INTRODUCTION

The recent advancements in Al have brought us pow-
erful foundation models, most notably Large Language
Models (LLMs). LLMs offer powerful semantic inter-
faces that engage all types of users, including agents,
through simple natural language and intuitive reasoning,
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Figure 1: Workshop Seminar Participants

enabling them to complete tasks of varying complexities
across data of different modalities ranging from text to
images and videos. However, LLMs are not data sys-
tems; they do not inherently provide database abstrac-
tions, namely, correctness guarantees, transactional up-
dates and consistency, cost-aware execution, and perfor-
mance optimization. In addition to incurring costly pro-
cesses and incoherent results that are detrimental to en-
terprises and individuals, overlooking database abstrac-
tions in the deployment of LLMs and Agents constitutes
a major missed opportunity. Our core vision is to build a
unified approach for database-backed LLMs and Agents
that power the reliable and secure completion of trans-
actional and analytical tasks across multimodal data.
For half a century, database systems have thrived on a
clean declarative bargain: users declare what they want,
and the system computes it efficiently while ensuring
reliability. While initially sidestepping these principles,
successive waves of "database alternatives", from object-
oriented databases to early NoSQL systems, reintroduced
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core database functionality as challenges in correctness,
scalability, and manageability emerged. We propose the
same exercise for LLMs and Agents.

Al now enables new capabilities, most notably nat-
ural language as a true interface to data systems, and
introduces new execution paradigms driven by agentic,
speculative, and task-oriented computation. Since fu-
ture agents will operate directly on enterprise data sys-
tems, embedding Al into core business processes be-
comes necessary. Agentic systems require more context,
more tokens, and continuous access to memory. Infras-
tructure is shifting toward larger memory footprints and
architectures optimized for retrieval and context-heavy
inference, both functionalities that databases excel at.
DBMSs have an unprecedented opportunity to make Al
models and their derived representations (e.g., embed-
dings) first-class data, integrating Al operators into a
principled Al-native data management framework.

By shifting from simple query processing to task-centric
execution, while retaining classical systems’ guarantees,
DB-backed AI will enable deep, trustworthy analysis
across modalities without sacrificing correctness, effi-
ciency, or control. A significant system difference lies in
the translation of tasks into actions: whereas traditional
query processing mostly follows a static compilation ap-
proach, query optimization, which first creates a query
execution plan that is subsequently executed to fulfill
tasks, is adaptive and iterative. The planning typically
involves Al methods, yielding query plan fragments that
include operators, of which relational algebra operators
are just a small subset. Novel operators include model
selection and inference or (on-the-fly) model training.
Operator scheduling can iterate over multiple operators
and alternative plan fragments (e.g., LLMs, proxy mod-
els, embedding-based filtering, and regular expression
evaluation can be active on semantic text filtering) to
adaptively optimize. Optimization targets beyond la-
tency include monetary cost, reliability, and explainabil-
ity. Furthermore, modern Al systems engage users via
sustained, context-rich exchanges that capture evolving
intent and personal state; this depth of interaction neces-
sitates rethinking system design with privacy and secu-
rity as foundational principles shaping how data is cap-
tured, stored, and processed across models and memory.

2. KEYNOTES

2.1 From Passive Stores to Active Platforms

A recurring theme across the keynotes is the transi-
tion of the database from a simple recipient of queries to
an active participant in agentic planning. Carsten Bin-
nig and Yannis Papakonstantinou argue that Al-native
databases must act as "systems of record" and "multi-
modal query planners". By integrating LLM planning
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directly with traditional engines, as seen in systems like
CAESURA, databases can mitigate the "relational taxes"
of complex query writing while aiming for near-perfect
correctness in mapping natural language to executable
actions. In this view, the database is no longer just where
data lives; it is the infrastructure that ensures agents re-
main grounded, consistent, and efficient.

2.2 Architectural Evolution

The technical consensus among the experts is that vec-
tor search should not be a "bolt-on" solution but must be
deeply integrated into existing database internals. This
is achieved in two ways: Integrated Storage and In-
dexing. Peter Boncz and Harsha Vardhan Simhadri demon-
strate that leveraging columnar storage (e.g., PDX) and
composable graph-based libraries (e.g., DiskANNv3) al-
lows standard databases like PostgreSQL or SQLite to
outperform specialized vector stores in cost, recall sta-
bility, and SIMD-driven performance; Complex Seman-
tic Operations. Beyond simple search, Jeffrey Xu Yu
and Xiaofang Zhou highlight that the infrastructure must
support native similarity joins and multi-vector retrieval
through structures like GEM. This enables the seamless
integration of structured and unstructured data, which is
essential for the "long-haul" analytics required by enter-
prise RAG and agentic workloads.

2.3 Stochasticity vs Guarantees

A critical tension identified in the keynotes is the con-
flict between the stochastic, non-deterministic nature of
LLMs and the rigid precision required by mission-critical
systems. Georgia Koutrika notes that integrating LLMs
into data engines breaks traditional cost models and in-
troduces significant accuracy challenges, particularly in
value-linking for text-to-SQL tasks. To counter this,
Karima Echihabi advocates for "search with guarantees,"
noting that high-stakes applications in finance and health-
care cannot rely on approximate results. Systems like
Hercules and Elpis prove that efficient, exact search
is possible, suggesting that the "data-native agentic" vi-
sion must prioritize verifiable quality as a first-class cit-
izen alongside raw performance.

3.  WORKING GROUPS

3.1 Interfaces and Abstractions

There is a "missing middle" between high-level nat-
ural language intent and low-level executable Al primi-
tives, as traditional query languages like SQL were not
designed to handle the ambiguity of NL or the stochas-
tic nature of foundation models. Without structured ab-
stractions, agentic workflows remain ad-hoc; a layered
approach is required to provide high accessibility for
users while maintaining precision for complex data tasks.
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Research Questions: What should a "Logical/LLM Query
Language" (LQL) look like to capture task decomposi-
tion, tool use, and side effects while remaining portable
across platforms? How can we make SQL declarative
again for vector search, removing the need for users to
manually tune quality/cost parameters?

3.2 Platforms and Engines

Existing data systems act as passive stores rather than
active participants in reasoning, failing to optimize across
the iterative loops and diverse data types (vector, graph,
relational) inherent in agentic workloads. Moving data
between specialized tools incurs a "data tax" and pre-
vents joint optimization of latency, monetary cost, and
accuracy, which are critical for enterprise-scale Al
Research Questions: How can optimizers reason jointly
over model choice, operator ordering, and semantic caching
to meet user-defined accuracy and budget targets? What
would a vector indexing library for databases look like?

3.3 Agentic Memory and Transactions

Long-term agent memory is often limited to flat chat
histories that lack the structure needed for navigation,
navigation-specific views, or policy-driven forgetting.
Memory represents an agent’s identity and institutional
knowledge; without structured memory and new trans-
actional models, agents cannot maintain state or avoid
contradicting prior commitments.

Research Questions: What data model and algebra sup-
port the nuances of episodic, semantic, and memory across
collaborating agents? How must ACID semantics evolve
to support "what-if" updates, speculative isolation, and
frequent rollbacks in agent workflows?

3.4 Reliability and Responsibility

Uncertainty propagates through Al pipelines yet cur-
rent systems lack the frameworks to quantify, explain,
or mitigate these risks end-to-end. For mission-critical
applications, systems must be predictable and fair.
Research Questions: How can we move from static
explanation traces to interactive, natural-language inter-
faces that allow users to debug complex agentic reason-
ing? What mechanisms are needed to estimate and prop-
agate confidence intervals throughout a pipeline involv-
ing multiple interacting models?

3.5 Security and Privacy

Agentic systems face "compositional leakage," where
sensitive information is revealed through the correlation
of multi-turn interactions, semantic embeddings, and shared
memory. Traditional security mechanisms like RBAC
and encryption do not account for intent leakage or the
dynamic permissions required for autonomous agents
delegating tasks to sub-agents.
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Research Questions: Can we develop formal threat mod-
els that capture agent properties like multi-turn intent
exposure and workflow-level leakage? How can "the
right to be forgotten" be enforced consistently across
learned representations, vector indices, and artifacts?

3.6 Evaluation and Benchmarking

Existing benchmarks are fragmented and narrowly fo-
cused on static vector search performance (QPS/recall)
rather than the end-to-end quality of multi-step retrieval-
to-action chains. Without holistic benchmarks, the com-
munity cannot fairly compare system performance or
identify architectures to improve task-level outcomes.
Research Questions: What are the right metrics for
evaluating semantic accuracy beyond simple geometric
proximity? How can we design a sustainable, community-
driven benchmark that captures the interleaved read/write
patterns of agentic memory?

4. LIGHTNING TALKS
4.1 Efficiency and Pruning

A core technical theme involves refining the efficiency
of high-dimensional retrieval to support real-time agen-
tic interactions. Researchers such as Themis Palpanas,
Gautam Das, and Cecilia Aguerrebere highlight the need
for scalable vector search through methods like random
projections and ranked retrieval. A critical observation
made by Leonardo Kuffo is the importance of minimiz-
ing "wasted effort" on irrelevant vectors, suggesting that
the next generation of data-native systems must be as
much about semantic pruning as about retrieval.

4.2 Data Quality and Semantic Operations

The success of agentic systems is fundamentally tied
to the quality of the data and the expressivity of query
operators. Lukasz Golab emphasizes that data quality
remains a prerequisite for effective RAG and agentic
reasoning. Furthermore, the evolution of query inter-
faces must support complex logic beyond simple simi-
larity; for instance, Senjuti Basu Roy advocates for LLM-
powered set queries that allow agents to reason over
groups of entities rather than individual records. This
is echoed by the work of Martin Hentschel and Max
Heimel, who contrast one-shot model capabilities with
the practical "reality" of evolving agentic performance.

4.3 Agents as Collaborative Partners

The final thematic pillar focuses on the conceptual
role of the agent and the lifecycle of its development.
Essam Mansour characterizes agentic systems as "brain
partners," shifting the focus toward a symbiotic relation-
ship between the user and the data engine. Supporting
this vision requires: Rapid Experimentation: Arun
Kumar identifies the need for specialized engineering
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platforms that allow developers to iterate quickly on agent
designs and retrieval pipelines; Trust and Uncertainty
Management: As Xiaohui Yu notes, the interaction layer
must explicitly account for uncertainty, ensuring that
the system builds trust by communicating its confidence
levels and reasoning limits to the user.

5. PANEL DISCUSSION

The panel, titled Impact of Al on Research Methods in
Data Management, was moderated by Wolfgang Lehner
(TU Dresden) and featured Lei Chen (HKUST), Rainer
Lange (German Science and Humanities Council / Wis-

senschaftsrat), Xiaosong Ma (MBZUAI Abu Dhabi), Sharad

Mehrotra (UC, Irvine), Aditya Parameswaran (UC, Berke-
ley), and Nesime Tatbul (MIT / Intel).

The panel shed light on the impact of Al on the re-
search life cycle, from problem definition to hypothesis
generation, experiment design, and paper writing. Will
Al act as an accelerator, e.g., by summarizing related
work? Will Al change the way we conduct research,
putting the researcher in the role of a conductor orches-
trating tools? Will Al transform our research into an "in-
dustrial" setting, where problems, solutions, and their
experimental and analytical validations are performed
automatically at scale?

6. FUTURE DIRECTIONS

Research. We see five major priorities for academia and
industry to work together productively to drive progress:
Cross-cutting realistic benchmarks. New benchmarks
are needed to evaluate key building blocks of agentic
workflows (e.g., multimodal retrieval, agent memory)
and end-to-end task quality across the full workflow. A
jointly designed benchmark spanning all six areas rep-
resented by the workshop breakout groups stands out as
an important challenge. Partnerships with domain sci-
entists in biomedicine, materials science, climate, can
extend these benchmarks to settings where correctness
has real consequences;

Ensemble-informed evaluation. Measure each agent com-
ponent’s marginal quality gain against its coordination
cost in addition to accuracy;

Contributing to existing ecosystems. Optimizer-aware
retrieval backends, cost-model extensions, and memory
modules integrated into already-used frameworks will

have far greater impact than isolated prototypes. Open-source
infrastructure lowers barriers for developers and researchers;

Formalizing pain points. Concepts like "semantic join
cost," "context staleness," "memory eviction under im-
portance constraints,” and "retrieval plan equivalence"
need crisp definitions and tractable solutions, grounded
by industrial workload traces;

Improving database internals. Database vendors hold

non
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decades of operational data on query workloads, index
usage, and optimizer decisions; academic groups bring
RL, cost-model learning, and adaptive optimization. Joint
work on learned query optimization, agent-driven index
selection, and autonomous scheduling can yield systems
that are both principled and deployable.

Education. When agents generate code, execute queries,
and orchestrate workflows, the human role shifts from
implementation to design, governance, and evaluation.
Curricula must follow: New courses on data systems
for agents (retrieval architectures, memory, context en-
gineering, polystore processing), enterprise agentic sys-
tems (semantic grounding, governance, multi-agent co-
ordination), and agent evaluation (tracing, provenance,
quality attribution); Adapting existing courses: database
courses add agent-friendly interfaces and multi-objective
optimization; Al courses add structured memory, knowl-
edge graph integration, and provenance-aware evalua-
tion; Industry partnerships: guest lectures, internships
at agent-platform companies, and capstone projects on
real automation scenarios produce graduates who under-
stand deployment; Cross-venue tutorials at SIGMOD,
VLDB and NeurIPS, ICLR to bridge gaps.

Industry. The rapid scaling of Al agents across enter-
prise and scientific domains, evidenced by new agent-
native features from major vendors like Oracle, Microsoft,
and Databricks, is currently hindered by a data bottle-
neck. Most current production implementations depend
on ad-hoc, imperative infrastructure (e.g., Python-based
orchestration) that lacks the formal reliability of database
systems, often utilizing vector libraries with no well-
defined semantics, prioritizing raw performance over the
durability, replication, and checkpointing required for
mission-critical applications. This gap necessitates an
evolution toward active database "harnesses" that treat
Al primitives as first-class citizens. Furthermore, as cur-
rent agent memory remains a "significantly underdevel-
oped" layer largely restricted to flat chat histories, there
is a critical need for structured semantics and procedu-
ral memory models, and a revision of traditional ACID
semantics to support stochastic "what-if" branches and
mitigate compositional security leakages inherent in multi-
turn agentic workflows.

Careers. Agentic Al is creating new roles: agent en-
gineers, memory system engineers, observability engi-
neers, and semantic grounding engineers. Each requires
a blend of data management, Al, and software engineer-
ing: a memory system engineer must understand stor-
age, caching, transactions, and how agents accumulate
knowledge over time. For junior faculty, agent-native
data management presents open problems across sys-
tems, theory, and applications.
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