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Welcome to ACM SIGMOD Record’s series of interviews with distinguished members of the database community. 
Today I'm joined by Anthony K.H. Tung, Professor of Computer Science at the National University of Singapore, 
where he is also the AI lead at the NUS Artificial Intelligence Institute and Director of the NUS-Google Joint Research 
and Innovation Center. Among other honors, his work with the Apache SINGA team has been recognized with the 
2024 ACM SIGMOD Systems Award. Anthony, welcome!
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Thank you, Jag, for having me. 

Anthony, just to kick things off, I want to talk a little bit 
about your technical contributions and your remarkable 
research trajectory. Would it be fair to characterize 
your work in three main buckets, in roughly 
chronological order? At least, that is the way I think 
about your work. First, index structures and access 
methods. Second, the application of these, particularly 
to data mining and multimedia. And third, the 
application of data methods to AI. Would you say a little 
more about any of these three areas, or about particular 
successes? 

Before I move into the three areas, let me put a bit of a 
caveat on the chronological order: they actually do not 
have any chronological order. In fact, I work in these 
three areas in parallel, in all three directions, because 
they are essentially very related to each other. Behind 
that there is a certain philosophy, which is harmony 
without conformity. I view my research like a bottom-
up clustering. At the bottom they are separated, but as 
they move up they all belong to the area of data 
management, which is what SIGMOD is about. 
In fact, the first piece of work I did, in my master's, was 
about using association mining to predict which buffer 
pages should be swapped out and which pages should 
be swapped in, by looking at what is being accessed and 
predicting which pages are nearby and will be coming 
next. In that sense, it amuses me that it was actually a 
type of AI for databases, which is what we are doing 
now, but back then we called it data mining for 
databases. 
Going back to these three buckets. Indexing is a matter 
of defining certain similarity measures and finding out 
what is similar and what is not similar. One of the things 
that inspired me came from biology: we shotgun 
biological sequences into smaller pieces and then 
assemble them to figure out what the sequence actually 
is. So in our case, we look at how we take sequences, 
trees and graphs, and shotgun them into small pieces, so 
that the similar small pieces are grouped together in the 
inverted index. And during retrieval, you can retrieve 
those structures that have many small pieces in 
common, with a guarantee on edit distance. In that 
sense, I am also doing harmony without conformity: we 
are ensuring that the smaller pieces can eventually 
gather together to form what we want. 
Similarly, when we were doing data mining, one of the 
methods we used is something called semi-lazy 
learning. It is between lazy and eager learning, meaning 
that we do not construct a fixed model right from the 
start. When you have something to predict, I start by 
looking around with techniques like KNN. But instead 
of just taking the KNN and doing a simple counting for 

the prediction, we take that data and construct a model 
— for trajectories, we construct Markov models — 
which allows us to dynamically create different small 
models in order to make better predictions. The intuition 
there, again, is the same. If you construct a big model 
right from the start, you are tied to the big model. But a 
lot of the time, if you want things to be dynamic, you 
want to focus on searching for the right data to form 
your model at any time. That is relevant to AI nowadays, 
because people are starting to do embeddings and to use 
RAG to pull out relevant documents and then interpret 
things on the fly by feeding them into the LLM. 
Moving forward, again, the AI applications we do 
nowadays are related to things like half-truths, anomaly 
detection, or even time series generation. Again, the 
focus there is doing things on the fly, and we also focus 
on the small things. Half-truths, for example, means that 
if you are given a certain set of information, all of it true, 
but there is certain missing information which will 
tweak the viewpoint, then we want to find out what the 
missing pieces are that make it a half-truth. In that sense, 
that is also a way of looking at small pieces of 
information and trying to assemble them together to 
form the bigger picture. 
So yes, there are three buckets of work that I am doing, 
but actually they have a single direction, which is to do 
harmony without conformity. In other words, a bottom-
up clustering of things, where you move up to look for 
commonality, and move down to look at the individual 
pieces and how they fit in. 

You have a substantial presence in other communities, 
such as data mining and multimedia, while I think of you 
primarily as a database researcher. Now, if you think 
about our field compared to other areas in CS, database 
researchers tend to be very community-centric, with 
very few publications in other venues or presence in 
other sub-communities. And you are probably an outlier 
in terms of having interests in other communities. Can 
you tell us more about this? 

I didn't plan this. By temperament, by nature, I tend to 
like to explore. Even as young as seven or eight years 
old, I would take out my sister's books — she is four 
years older than me — and read those. I learned 
computer programming as a child, by myself. I tend to 
wander into sports. I read a lot. And everything I do, I 
do out of pure interest and fun. For example, hitting a 
table tennis ball against the wall, or hitting a football 
against the wall: those are all things I do for fun, like 
reading philosophy and history. And when it comes to 
research, I also find it really fun. Later in life, I read a 
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book called Flow1, which refers to that state of doing 
things you like. 
Because research is my hobby, I do not mind wandering 
up the trees — up the clustering trees — and to me all 
the different areas belong to the area of data processing. 
If you move up high enough, they are all common to me. 
The other thing is the way I work with my students. I 
want them to have the freedom to enjoy their research 
as much as I do. So typically I set them a grand 
challenge, and as long as they are trying to solve this 
grand challenge, they can move anywhere within the 
field that I can understand. If I cannot understand, I try 
to get them to explain it to me, so that I can 
communicate in their language. And as things go, these 
students start to move into areas that are outside my 
zone. It is related, but they move out to publish in other 
conferences, and I just work with them on those things. 

It has the side effect that when students leave me, they 
already have their own direction. While they enjoy a 
certain overlap with my research area, they also have 
their own direction. And while they are working with 
me, because different students have a different focus on 
the same problem, they tend to learn from each other as 
well. So that is how it came about that I moved into 
different areas. Even recently, I moved into VIS, which 
is about designing visualization interfaces to 
communicate things. 

One thing that you have often talked about is moving up 
and down between fields, or between ways of thinking. 
For example, you talk about analogies, and about 
mathematics and proofs. Can you explain the way you 
think about this a little more? 

Just now I mentioned that I take biology's method of 
sequencing DNA — shotgunning it and then 
reconstructing it — and I use that method to inspire me 
to come up with a shotgun-and-assemble method for 
complex structures. This is what I mean by analogy. If 
you have different areas of research and you do a 
bottom-up clustering, at some point in time they will be 
merged into similar clusters. And if you move up, the 
bigger cluster tends to generalize things. They 
generalize in such a way that they might not be 

 
1 Csikszentmihalyi, M. Flow: The Psychology of Optimal 

Experience. HarperCollins, 2008. 

mathematically related, but they are analogically 
related. 
For example, one typical analogy is people saying that 
the Earth moves around the Sun just like electrons move 
around the nucleus of an atom. They are not actually 
100% related, at least not based on our perception of the 
universe, but they can inspire us to make hypotheses. A 
lot of the time when I do research, I come up with the 
hypothesis first, before I move back to do the actual 
algorithm or the actual mathematics. In that sense, I 
manage to jump between different areas, because I 
move up high enough, and then when I see some 
potential reason to believe that they share the same 
principle, I go down there and use it to solve some 
problems. 
Moving from generalities to specific things, one of your 
projects is Diversity News, which has received a lot of 
press attention because of how it combats 
misinformation, which, of course, everybody is very 
worried about. Can you tell us a little bit about that 
project and the public reaction to it? 

Diversity News is a way we devised to try to combat 
misinformation. But what we are not trying to do is to 
tell people, okay, this is wrong and this is true. Because 
we realize that sometimes what is true is unverifiable, 
unless you go down personally to see things. In fact, if 
we look at history, they always say that the winner is the 
one who writes the history. And let's not even talk about 
the digital age: even back then, the winner was the one 
who wrote the history, and of course they tend to write 
good things about themselves. So even in history books 
there could be a certain amount of misinformation that 
we can never verify. 
By the same principle, Diversity News tries to give 
different viewpoints to the reader. We are not saying 
which ones are correct or wrong, but getting people to 
compare these different viewpoints, so that their 
dimensionality of looking at things can move higher. 
The idea here is this: with AI becoming so prominent, 
the amount of misinformation that is going to be 
generated is going to be like a big flood. In a big flood, 
of course, you can try to build a lot of dams, a lot of 
blockages, to stop the flood from reaching people. But I 
think it is a war that we are losing, because you can't 
force things to stop. What we can do is give Diversity 
News to these people, which becomes a safety jacket for 
them to wear, so that they stay afloat in this flood of 
misinformation and try to learn to swim. 
We have not released this system for external use yet, 
but internally our users separated into three groups. One 

The	best	way	to	convert	from	
research	to	practical	impact	is	
to	do	it	right	from	the	start.	
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group liked it, so they started exploring the Diversity  
News — and the system actually gives them the reason 
why the items are diversified, what exactly was said that 
makes them diversified — and they love it. The second 
group found things too complicated: I want to read the 
news, let me judge for myself, don't try to educate me, 
don't waste my time. And interestingly, there is a third 
group, who do not really use the Diversity News 
features, but who commented that just because they 
know this feature is there, their way of looking at news 
is actually different. They keep in mind that, because of 
this, there could be other, diversified news. So 
behaviorally there is not much change, but epistemically 
they do have a certain change. 

Moving on, you direct a lab that is supported by Google. 
Presumably this involves some translational work in 
addition to pure academic research. How do you move 
from research to practical impact? How do you think 
about this? 

For me, I personally always try to start from the 
practical application first and work backwards. The best 
way to convert from research to practical impact is to do 
it right from the start: you start from the practical impact 
and work backwards, and do the research. Then there is 
no need to do anything to try to translate it afterwards. 
For the Google-NUS lab, one of the directions I am 
pushing is to shorten the time from research to 
translation. Presently, after we do research, it takes 
around four to five years to get into books. Then the 
books get adopted in some classroom where the students 
learn to use them, and then the students graduate and 
maybe use whatever method we have in industry. So it 
takes maybe one generation for our research to be used 
somewhere. But with AI coming, whatever research we 
do could quickly be outdated in two years' time, and so 
it will never reach the students. 
So what we are doing is trying to adopt AI systems that 
quickly link people together to do translational research 
or cross-disciplinary research. And we are developing 
certain AI factories to quickly put these ideas into boxes, 
so that students can implement them into AI boxes, or 
quick prototypes, and apply them in real systems. In that 
sense, there is also an integration of education with 
research now, because at a certain point education is no 
longer about just learning from books and then waiting 
until you get a job before you really apply them. You 
are directly trying to solve some problem, and then you 
go backwards and look for the content in order to solve 
the problem. And that is our way of accelerating this 
pipeline of going from research to translation. 

Talking more about translation, you have a startup 
company called Just In Time AI. Can you tell us a little 
bit about that? 

It is a new experience — again, like I said, I like to try 
new things in life. At this age, I think it is interesting to 
try to set up a company and see what it is like to do some 
industrial work. Just In Time AI is actually a spin-off, 
and I am a technical advisor to it. 
One of the main things I am worried about is that AI is 
becoming so resource-intensive that a lot of the smaller 
companies, for example, the SMEs in Singapore, cannot 
afford to adopt AI, and they get left behind. So Just In 
Time hopes that we can provide AI deployment for 
them, just in time, to help them. These AI boxes are 
downsized: right-sized intelligence. The argument here 
is that AI need not always be a large model in order to 
be useful in a company. 
We want to make sure that it is cheap enough, and also 
that the boxes are plug and play, meaning that we try to 
make them intelligent enough that a domain user can 
customize them without paying for expensive AI-
trained people. Again, in Singapore we have a lack of 
AI personnel. So the concept of a lean AI, I think, is very 
useful if we can have a box that automatically adjusts to 
what the user wants. 
The latest product we have is called TS AutoBox, which 
stands for Time Series AutoBox, meaning that the box 
focuses on time series, which is something we feel is 
challenging for users to use, and yet very useful. Time 
series has this particular property that it is very hard to 
verify whether the time series is correct or wrong. If you 
generate an image, or you send text, all of these have 
semantic meaning. But if you show a time series, trying 
to understand it is something very difficult, so you want 
to do that for the user. On time series, we do anomaly 
detection, forecasting and generation. 
With the proper AI tooling, we hope that when the box 
is given to the user, by inputting the tasks they want to 
do and some domain knowledge, it can automatically be 
adapted for manufacturing, for finance, for health, or for 
whatever domain they want, because since AI is 
intelligent enough, it should help the user adapt to that. 
The hope is that these people get a feel for what AI can 
do, and from there they can scale up their operations so 
that they can adopt AI from end to end. 

Moving on from technical subjects to others, you are 
reputed to be a very talented singer, and in particular, I 
believe you often sing with your students. Can you speak 
about the connections that singing generates for you? 

Actually, just to be honest, most of the time I sing by 
myself. When I sing alone and I have the time, I can 
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spend three or four hours. Just like all the other interests 
I have had since I was young, when I love something I 
don't mind doing it alone, and time just flies by. 
I have so many songs that I can imitate different singers, 
having different feelings. Those things are my way of 
experiencing more about life, things that I wouldn't 
experience as Anthony. There are so many different 
possibilities. Singing is also a form of exercise for me, 
because you have to know how to coordinate things, and 
it is also a meditation, because you have to be aware of 
all your body rhythms, your breathing, everything. And 
sometimes singing actually helps me to think of 
research ideas, because when your mind is relaxed, a lot 
of things come to you. 

It gives me a philosophy for life, just like an analogy: 
the right beat, the right strength, the right time. Just like 
just in time. And that actually helps me a lot in my work: 
am I doing it at the right pace, at the right time? Of 
course, I do sing with my students. I think it is the best 
form of communication through music, without 
language, and of course I hope that inspires them to 
think of new research ideas that we can work on together 
as well. So that is the connection that comes about. 

You have been doing a lot of public outreach in 
Singapore about AI. Can you speak a little bit about 
your experience doing that? 

One of the reasons I was picked, especially for the 
Chinese channel, is that they were looking for 
Singaporeans who speak Chinese and who have 
experience doing research in AI. So I was often 
approached for that. 
There are two things I learned. One is that when you 
need to talk to a general audience, you have to not talk 
technically, but use a lot of analogies. So my study of 
things like Chinese philosophy and Chinese history 
helps a lot, because the moment you pick some example, 
they understand it. And so there was good feedback on 
that. The general audience doesn't need to know the 
technical detail. They know what to expect, they know 
roughly what it is about, and then they can make 
decisions based on those things. 
The other interesting thing is that the reporters often see 
other things, and when they ask me questions, they tell 

me things that I do not know about what is happening 
outside. And that is really good. So it is a learning 
process: aside from me going to the public and telling 
them what I know, I am also learning more about the 
outside world. 

You are recognized as a philosopher by many of your 
friends, and you are particularly well-read in 
Confucianism. Your webpage has a number of 
philosophical quotes. Given all of this, is there anything 
that you would like to share more broadly with the DB 
community? 

I think all of us who have a PhD can be considered 
philosophers in some way, because PhD stands for 
Doctor of Philosophy. My particular interest in 
philosophy arrived naturally. If you ask me now what 
philosophy is, it is actually moving up to the highest part 
of the clustering, where it generalizes a lot of things in 
life. And a lot of the time it is useful because whenever 
you feel that you are trapped, philosophy helps you to 
find a way to look at things so that you feel better. 
Let me give an example of the philosophical concept of 
duality. It means that for every action there is a reaction. 
Another way you can look at it is: anything that helps 
you will also trap you, and anything that traps you will 
also help you. So duality is very useful for me in that 
sense, for example to understand the world. When we 
try to communicate with each other, we set up a 
language, and we define something called happiness. 
Happiness becomes an object, something that everyone 
wants to have. And then happiness, because it is an 
object, gets associated with beautiful cars, or a lot of 
money, and, for others, of course, with a peaceful life, 
etc. A lot of the time, then, when we try to chase after 
happiness and we don't get what we think is happiness, 
we become unhappy. So that is the duality principle, and 
it is actually something that is captured in all forms of 
philosophy: Confucianism has it, Taoism has it, and 
Buddhism has it. 
People often think I am well-read in Confucianism, 
because I tend to want to explain these things in 
Confucian terms, because they are much easier and 
more adaptable for anyone to understand, compared to 
Taoism and Buddhism. On this concept of duality, 
Confucius says that if you want to believe 100% of what 
is in books, then you might as well not read books at all. 
So it actually gives you a sense of the duality that things 
are uncertain. And these things cut across everything. 
Because of that, I have a very strong interest in the role 
of language and how it affects our thinking in our life. 
And I understand now that language is actually just a 
tool for us to communicate the analog signal in our brain 
by converting it into a discrete signal — a word — and 
then converting it back on the other side. Because of 

[A]nything	that	helps	you	will	
also	trap	you,	and	anything	
that	traps	you	will	also	help	

you.	
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this, it is a lossy encoding, and we shouldn't use a lossy 
encoding to model our world. We have to be more 
humble, in the sense that the word that is described to us 
through language might not be 100% accurate. And that 
actually gives me a better detachment from language, 
and you feel happier, whether in your work life or in any 
other part of the things that you face. 

Just to close this out, I want to ask you what you would 
like to be remembered for, what you hope to achieve, 
your big picture vision. 

My big picture vision is that, of course, everyone wants 
to leave something behind. So I want to invent 
something, to do something that has societal impact in 
the future. And my view of society is that it is separated 
into three parts: technology is one pillar, governance is 
one pillar, and culture is one pillar. Now, technology we 

can do, and governance we can set, but culture is the one 
that controls whether things will work or not. And 
culture cannot be changed overnight. You need to adapt 
the technology and the governance to nudge the culture. 
So my big wish is that I can develop systems that 
somehow — like Diversity News — can nudge people 
to grow with AI, because the more powerful AI is, the 
more human potential is needed to drive the AI and to 
look at things from a higher-dimensional viewpoint. So 
essentially, I hope to have systems that can help me to 
do that, and affect culture, if not now, then maybe 100 
years down the road. 

Thank you so much, Anthony. It has been a real pleasure 
learning a little bit about your work, and about the deep 
way in which you think. 

Thank you, Jag.
 

SIGMOD Record, September 2026 (Vol. 55, No. 3) 33


