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Motivation: Modern data analytical workloads — from
graph processing to machine learning — have evolved
significantly, increasingly combining JOIN with addi-
tional relational-algebra operators and aggregate func-
tions (e.g., PROJECT and COUNT). Traditionally, database
query processing has been dominated by discrete, logic-
based primitives such as for-loops [9, 10, 13], tree de-
compositions [4], and data partitioning [6, 8], which are
fundamentally combinatorial. However, the landscape
changes when examining graph analytics, where alge-
braic algorithms — which treat query processing as a
series of high-dimensional tensor or matrix operations —
have achieved strictly lower theoretical complexity than
the best-known combinatorial counterparts. Fast ma-
trix multiplication (FMM) bridges this gap. As mod-
ern data systems increasingly integrate dedicated linear
algebra kernels (e.g., for ML), repurposing these opti-
mized algebraic engines for classical query processing
offers immense potential. This drives the core insight
of our research: a comprehensive exploration of FMM
within database query engines, bringing the theoretical
power of algebraic techniques to practical data systems.

Challenges: Integrating FMM into general-purpose
data systems presents distinct hurdles. Algebraically,
two n X n matrices can be multiplied in O(n*) time,
where w < 2.371552 is the exponent of matrix mul-
tiplication [14]. Translating this theoretical power to
database queries faces four primary challenges. (1)
Structural complexity: The MM problem naturally
translates to a JOIN-PROJECT operator over two tables,
whereas practical database queries are often much more
complicated than this simple structure. (2) Domain
sparsity: The complexity of MM is measured by the
matrix dimension size n, but practical databases usu-
ally operate over very large, sparse domain sizes that do
not benefit from applying FMM directly. (3) Implemen-
tation complexity: While classic cubic MM algorithms
are heavily optimized in mature system kernels, theoret-
ically faster algebraic versions, such as Strassen-like al-
gorithms [11, 15], remain under-exploited because they
rely on additive inverses and complex recursive mecha-
nisms. (4) Cost modeling: Achieving practical adoption
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requires a heterogeneous cost model that can capture
both traditional query processing methods and MM op-
erators, allowing the optimizer to dynamically find an
appropriate fusion of these two distinct approaches.

Our Approach: To harness FMM, we explore its appli-
cation through two techniques. The first technique fuses
FMM with the combinatorial approach by appropri-
ately partitioning data into “dense” and “sparse” parts,
so that the combinatorial approach handles the sparse
parts where intermediate query results are bounded,
while FMM handles the dense parts where attribute do-
mains are limited. The second technique extends MM
to multi-table environments by treating it as an oper-
ator that iteratively removes join attributes [5]. As an
example, the following SQL query finds all starting and
ending nodes for length-three paths in a directed graph:

CREATE VIEW RS AS

SELECT R.u as u, S.v as v

FROM Graph AS R JOIN Graph AS S ON R.v = S.u);
SELECT RS.u, T.v

FROM RS JOIN Graph AS T ON RS.v = T.u;

There are a few exciting theoretical results we achieved
so far: (1) the first FMM-powered algorithm that pro-
cesses arbitrary Boolean queries over a database of N
tuples in O(N“SUPW) time [7], where w-subw is the w-
submodular width of the input query; and (2) the first
FMM-powered algorithm that processes arbitrary join-
project queries [5], demonstrating a polynomial speedup
over existing combinatorial algorithms. Building on the
progress in Boolean query processing, FMM can also
effectively accelerate other tasks, such as approximate
counting [1, 2, 12]. Complementing this enormous theo-
retical progress, we are actively working on implement-
ing FMM-powered algorithms for query processing [3].
Open Questions: While FMM offers exciting theoretical
guarantees, several frontiers remain in both theory and
practice: How can we develop universal algorithms that
achieve smooth, parameterized behavior with respect to
w? How can we extend FMM to accommodate database
queries with complex predicates? And how can we bal-
ance the algorithmic speedups of FMM against practical
hardware and implementation overheads?
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