Reminiscences on Influential Papers

This issue’s contributors chose fundamental papers on
supporting analytical queries in databases, efficient suf-
fix trees, and frequent pattern mining. Enjoy reading!

While I will keep inviting members of the data man-
agement community, and neighboring communities, to
contribute to this column, I also welcome unsolicited
contributions. Please contact me if you are interested.
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Jim Gray, Adam Bosworth, Andrew Layman, and
Hamid Pirahesh.

Data Cube: A Relational Aggregation Opera-
tor Generalizing Group-By, Cross-Tab, and Sub-
Total.

In Proceedings of IEEE International Conference on
Data Engineering (ICDE), 1996.

The “CUBE paper” [12] is outstanding in multiple
ways, which makes it my personal choice for the most
influential paper. First of all, in my opinion, the paper
marked a starting point for adding constructs to the
SQL language tailored to specific application scenarios.
At the time of publication, Data Warehouses and OLAP
were major topics, and this paper emphasized the sig-
nificance of using database systems beyond traditional
OLTP workloads. Thus, this paper can be considered a
symbol for a completely new line of research on support-
ing analytics in database systems as a first-class citizen.

Secondly, the “CUBE paper” triggered numerous sub-
sequent research activities. In the small, it was the nu-
cleus for the presently existing significant body of work
on efficient implementation of multiple grouping com-
binations with a minimal number of scans. Moreover,
the concept of a “CUBE” was extended in many ways -
from iceberg cubes to closed cubes, to quotient cubes. . .
plus ROLLUP and GROUPING SETS on the language
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level. In the large, the “CUBE” was tantamount to “an-
alytics use cases” and was therefore used to motivate a
plethora of algorithmic and system-level improvements
of database engines. This paper is a true symbol of what
modern “data systems” are mostly used for nowadays.

Finally, the paper is also interesting from a method-
ological perspective. Rumor has it that the original
manuscript was rejected multiple times by major database
conferences before being accepted by ICDE. In fact, the
writing consists mostly of SQL language extensions and
an informal definition of their semantics, lacking algo-
rithmic details and experimental evaluation. Underly-
ing this - and this is something reviewers most likely
failed to fully grasp - is a concept that has established
the paper as a reference point in the field of database
analytics. Thus, this case teaches that the value of a pa-
per may lie not only in the evident technical content but
also in the brilliant ideas behind its textual representa-
tion, which may generate significant mid- and long-term
impact on database research.

Essam Mansour
Concordia University, Montreal, Canada
essam.mansour@concordia.ca

Amol Ghoting and Konstantin Makarychev.

Serial and Parallel Methods for I/0 Efficient
Suffiz Tree Construction.

In Proceedings of the ACM International Conference
on Management of Data (SIGMOD), 2009.

The suffix tree was solved in theory long before it
became practical. Ukkonen’s algorithm builds it in lin-
ear time [22], then degrades badly once the tree out-
grows main memory. That happens early: a suffix tree
is more than an order of magnitude larger than the
string it indexes. The human genome is roughly 2.6
billion symbols; its suffix tree occupies around 67GB.
The field worked around this with methods that still
assumed the string fit in memory [19]. In 2009, Amol
Ghoting and Konstantin Makarychev published Wave-
Front [10], and a companion paper ran it on an IBM
Blue Gene [9]. PWaveFront indexed the entire human
genome in 15 minutes on 1024 CPUs. Shortly after-
wards I joined KAUST as a postdoc to lead a string
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analytics project on cloud and supercomputing infras-
tructure. WaveFront was the baseline we had to beat.

Its contribution was to stop partitioning the input and
start partitioning the output. Earlier out-of-core meth-
ods split the string, built partial structures, and paid
for a merging phase that generated random I/O and re-
sisted parallelization. WaveFront kept the whole string
and split the tree instead, using variable-length prefixes
so that each sub-tree fit in the available memory. It
then read the string strictly in sequential order, which
on the disks of the day was about an order of magni-
tude cheaper than random access. Because each sub-
tree was independent and nothing had to be merged,
the algorithm parallelized cleanly. That is what made
the Blue Gene result possible. The paper moved suffix
tree construction out of the algorithms literature and
into systems, and it set the bar that everyone after it
had to clear.

We did not set out to beat that bar. We set out to
find its structural limitation, which is a different ob-
jective and produces different work. Amol’s code was
not available, so Amin Allam reimplemented WaveFront
from the paper. That decision mattered more than we
expected. Running someone else’s binary gives you a
number. Rebuilding their algorithm gives you their de-
sign constraints.

What we found came from an angle nobody was re-
porting. Every paper in the area compared construction
time. Earlier work of mine on energy-aware algorithms
had trained me to look at memory first. Internally,
WaveFront resembles a block nested loop join and re-
quires two buffers, and at the setting the paper recom-
mends those buffers occupy roughly half of the available
memory. Everything left over holds the sub-tree. Less
memory for the tree means smaller sub-trees, therefore
more of them, therefore more scans of the string and
more of the tiling overhead the authors themselves iden-
tified. So we did not tune WaveFront. We designed a
different algorithm around a single read-ahead buffer,
and we let the processing arrays share space with the
sub-tree area instead of reserving their own.

It took about a year to draw level. We matched the
baseline. That was the good news. I record it as a com-
pliment: WaveFront held off a year of focused work by
three people. Panos Kalnis let that year happen. He
had a postdoc and a PhD student with nothing pub-
lishable and an objective he had agreed to, which was
to understand the baseline rather than to produce a pa-
per. I have supervised students since, and I understand
better now what that costs a group leader.

Then we met to decide whether to continue. I still re-
member the shape of the question Panos asked. Why is
the split between the buffer and the tree static? A suffix
tree is unbalanced. As construction descends, branches
terminate and fewer paths stay active. The memory
does not have to stay where it was. We held the buffer
at a fixed size and recomputed, at every iteration, how
many symbols each still-active path could prefetch. As
areas went inactive, the range grew. In the code the
change was close to a single line. In the results it was
decisive: 46% to 240% faster than a static range, and
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the gain widened as the strings got longer.

We called it ERA (Elastic Range [16]). It indexed
the human genome in 19 minutes on an ordinary eight-
core desktop, and in 8.3 minutes on a sixteen-node com-
modity cluster, against 15 minutes on 1024 Blue Gene
CPUs. ERA became the foundation of a string analyt-
ics program at KAUST: RACE for discovering repeats
in very long sequences [17], ACME for extracting fre-
quent patterns in parallel [20], and StarDB, a DBMS
for strings [21].

The lesson I carry from this is not about suffix trees,
and it is addressed to anyone who leads a group. The
objective you set determines the work you get. Set it
to a paper and you will get a delta on somebody else’s
algorithm. Set it to understanding why the strongest
existing method stops where it does, and you may get a
year with nothing to show, followed by something worth
having. That second choice only works if you trust your
team through the empty part of it. Amin’s reimple-
mentation is what made the limitation visible. Panos’s
question is what made the fix findable. Neither would
have arrived if the objective had been the next submis-
sion.

Arijit Khan
Bowling Green State University, Ohio, USA
arijitk@bgsu.edu

Jiawei Han, Jian Pei, and Yiwen Yin.

Mining Frequent Patterns without Candidate Gen-
eration.

In Proceedings of the ACM International Conference
on Management of Data (SIGMOD), 2000.

Frequent pattern mining became a cornerstone of data
mining in the early 1990s, powering applications such
as market basket analysis, cross selling, and customer
segmentation. The seminal 1993 SIGMOD paper by
Agrawal, Imielinski, and Swami introduced the prob-
lem of mining association rules [2], and the 1994 VLDB
paper by Agrawal and Srikant formalized the Apriori al-
gorithm [3], which exploited the anti-monotonicity prop-
erty that all subsets of a frequent itemset must them-
selves be frequent. Apriori’s level-wise candidate gen-
eration and pruning made large-scale rule mining fea-
sible, but its reliance on generating and testing vast
numbers of candidates remained costly, particularly in
dense datasets with prolific or long patterns. Against
this backdrop, the SIGMOD 2000 paper “Mining Fre-
quent Patterns without Candidate Generation” by Han,
Pei, and Yin marked a decisive breakthrough [13]. Their
FP-tree compressed transaction databases into a com-
pact prefix-tree with only two scans, and the FP-growth
algorithm replaced candidate generation with a recur-
sive pattern-fragment growth strategy that mines con-
ditional pattern bases and builds conditional FP-trees.
This divide-and-conquer formulation eliminated the ex-
ponential blow-up inherent in Apriori-style methods, yield-
ing an approach that was both conceptually elegant and
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empirically shown to be an order of magnitude faster on
large, real-world datasets.

When I began my PhD, the 2000 SIGMOD paper by
Han, Pei, and Yin was one of the first research works
that deeply shaped my thinking. I was fascinated by
how the FP-tree compressed a large transactional database
into a compact structure and how FP-growth avoided
the combinatorial explosion of candidate generation. To
truly internalize the method, I reimplemented the entire
FP-tree construction and mining code myself, rather
than relying on existing implementations. This exer-
cise gave me a profound appreciation of the algorithm’s
elegance and efficiency, and it became the foundation
for my own work on proximity pattern mining in large
graphs [14]. In that project, I adapted the FP-tree idea
into a probabilistic FP-growth (pFP) framework, us-
ing it to mine proximity patterns defined by label co-
occurrences in graph neighborhoods. The conceptual
bridge was clear: just as FP-growth transformed fre-
quent itemset mining by eliminating candidate genera-
tion, my work sought to extend its principles to graphs,
where proximity patterns blur the boundary between
itemsets and structures.

The methodological shift introduced in the 2000 SIG-
MOD paper by Han, Pei, and Yin firmly established the
pattern-growth paradigm and inspired a broad wave of
follow-up research [1]. Subsequent work extended the
idea into sequential pattern mining, most notably Pre-
fixSpan [18], as well as into closed and maximal itemset
mining that reduced redundancy in discovered results
[11, 23]. The pattern-growth philosophy, that is, mining
by recursive extension rather than candidate generate-
and-test, proved influential in graph and substructure
mining, where candidate explosion had long been a bot-
tleneck, and later motivated scalable, depth-first algo-
rithms for mining complex structures in networks, e.g.,
gSpan [24]. FP-Growth’s efficiency and scalability also
made it adaptable to distributed big data frameworks
such as MapReduce and Spark, ensuring its relevance in
modern large-scale analytics [15].

Twenty-five years on, the pattern-growth idea that
once tamed candidate explosion in transactional databases
continues to resurface wherever discovering structure in
data matters. Recommendation engines and feature-
extraction pipelines still lean on frequent pattern discov-
ery to learn user preferences and expose latent structure
[8]. A newer generation of work fuses pattern mining
directly with neural models and explainable Al, using
patterns mined from a network’s own internal represen-
tations to make black-box predictions interpretable [5,
6, 7]. Pattern mining has also moved upstream, into
how vector representations are built in the first place:
discriminating frequent patterns mined from graphs now
serve as the very features of supervised graph embed-
dings, turning mined patterns into interpretable vec-
tor representations rather than post hoc explanations
of them [4]. To me, this progression, from taming can-
didate explosion in transactional databases to shaping
the vector representations at the heart of modern ma-
chine learning, is the clearest sign that Han, Pei, and
Yin’s 2000 SIGMOD paper did not just solve a prob-
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lem of its era. It gave the field a way of thinking about
pattern discovery that keeps finding new problems to
solve.
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