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ABSTRACT

Machine learning generates large amounts of models that
should be managed by sound data management prac-
tices. In particular, we should be able to query these
models using expressive, declarative query languages.
In this paper, which is based on a keynote we delivered
at PODS 2026, we introduce this new kind of database
querying, mainly by surveying existing ideas and point-
ing at research challenges. We also briefly foray into the
querying of program code and query expressions.

1 Introduction

Machine learning (ML) has become ubiquitous in
science and engineering, and in our society as a
whole. Worldwide, millions of ML models are being
generated and made available. Within enterprises
or data science research projects, large numbers of
models are trained, tested, deployed, and archived.
Here, “ML model” should not only be understood
in the sense of very large models. Indeed, while
large foundation models are nowadays applied to
solve almost any task, small models trained on spe-
cific tasks remain valuable precisely because they
are small, efficient, and reliable.

Our main thesis in this paper is that models are
data too; they are to be managed like other valu-
able data. In particular, since declarative querying
is a core purpose of most data systems, we should be
able to query ML models. To help understand what
this even means, we will offer here a taxonomy of
model querying (Section 3). However, first, we will
take a step back and review earlier work on query-
ing models, broadly construed (Section 2). Then in
Section 4, we present some of our recent results on
SQL’s potential as a model-query language.

2 Some history

The term “model” has many different meanings: one
could say it is one of the most overloaded terms in
science.
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e In statistics, a model describes populations, or
a family of probability distributions or random
variables.

e In computer graphics, a model is a geometrical
data structure. In software engineering and
formal verification, a model is an abstraction
of a complex system.

e In databases, the term model management has
been used for a broad research program that
considers database schemas as the primary ob-
jects of interest [7].

e Generally, the term model can also refer to a
solution to a problem, or a computer program
implementing such a solution, as well as a com-
puter program for a simulation.

e In ML, a model is a representation of a func-
tion, or a family of functions parameterized by
weights (a hypothesis space).

e In mathematical logic (model theory), a model
is a logical data structure, essentially a database
instance albeit possibly infinite.

e Again in databases, we use the term data model
(such as the relational model) to refer to a
logical formalism providing a schema language
and a query language.

Our main thesis formulated in the Introduction
could thus be formulated using three different mean-
ings of the term as follows:

We need a logical data model for ML
models, treated as models (data instances).

When we think of models in the sense of pro-
gram code, the slogan “models are data too” trans-
lates to treating program code as data. More than
twenty years ago, the Lowell database research self-
assessment [1] already stated:



“We would like to see code become a first-
class citizen of the DBMS.”

It is probably fair to say that this has not happened
yet; in Section 5 we will briefly review approaches
in the software engineering community to searching
or querying code.

However, in the field of databases, a prominent
form of program code is found in the form of ex-
pressions in a declarative query language. Inter-
estingly, storing query expressions as data can be
traced more than forty years back, to “QUEL as
a datatype” [53]. In that proposal, Stonebraker et
al. not only consider storing query expressions as
attribute values, but also consider retrieving said
expressions, upon which they are executed as a dy-
namic subquery. However, they did not consider the
syntactic manipulation of stored query expressions.

In the past, we have worked on providing logical
data models and theoretical foundations for QUEL
as a datatype, including syntactic manipulation of
query expressions within queries. We characterized
the expressive power of reflective programming in
the relational algebra [56]; we designed static type-
checking for query languages that incorporate query
rewriting and dynamic query evaluation [42]; and
extended SQL/XML with dynamic evaluation of
query expression trees stored as XML [58, 57].

We maintain hope that some of the above re-
search can percolate into practice. An interesting
revival of query expressions that can be stored and
dynamically evaluated are the so-called “SQL higher-
order lambda functions” in the context of in-database
machine learning [50]. In-database machine learn-
ing will fit in the taxonomy that we propose in the
next section.

3 A taxonomy of model querying

We present a rough taxonomy of model querying, fo-
cusing mostly now on ML models, in four broad cat-
egories: (1) Administrative; (2) Applicative; (3) Be-
havioral; and (4) Looking Inside.

3.1 Administrative model querying

In this category we find systems that can manage
ML models and keep track of the processes around
them. This includes training and finetuning, keep-
ing track of training data, deploying models on op-
erational data, storing dates, creators, project info,
and other metadata. Popular ML platforms such as
MLflow are a good example of such systems.
Another class of systems that we put in this cat-
egory are model zoos (also called model lakes [44]),
exemplified by HuggingFace. These are huge repos-
itories containing millions of models, making the
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model weights available in a variety of popular for-
mats. Along with the models, metadata, as well as
training data, can be stored as well.

The difference between ML platforms and model
zoos is disappearing as the latter now also offer host-
ing and deployment. As for the model-query facili-
ties offered by this category of “administrative” sys-
tems: these are typically limited to text search and
filtering based on metadata. There is interesting
work on better metadata management practices in
this context, e.g., [32].

An interesting spin on the idea of models as data
is that of model retrieval in weight spaces such as
the Model Atlas [22]. These are datasets where ev-
ery model (say, neural networks) is a single data
point, given by the vector of its weights. Weight
spaces [20] allow proximity queries, or going further,
mining for structural patterns, predicting properties
of models, or even allow the training of metamodels
that generate models!

3.2 Applicative model-querying

By applicative querying of models, we mean that
(already trained) models can be called as functions,
i.e., applied to inputs from the database. (In ML
parlance, applying a model to an input is called
inferencing.) These calls can be integrated within
a complex query over a database containing models
as well as ordinary data. Note that QUEL as a
datatype (Section 2) fits in this category too!

Applicative model-querying fits in the larger and
long-standing field of Declarative ML, where the
aim is to support the steps of the ML lifecycle di-
rectly in the data system [36, 9]. At present, sup-
port for executing ML models over relational data
has become commonplace in modern database sys-
tems.

An active research direction in this field is to ex-
press model inferencing (or even model training) di-
rectly in SQL, or in variants of SQL, possibly ex-
tended or appropriately adapted [35, 60, 49, 51, 27].
These are complex queries over the model weights
as well as the input data (or training data), both
stored in relations in the database. To support this
efficiently, novel query processing techniques have
been developed [28, 24, 2, 43].

A special case of applicative model-querying is to
use a model for filtering data, known as ML filters
or (when the models are LLMs) also “semantic” fil-
ters. In recent work [52] we explored how knowledge
about the behavior of the function represented by
the model can help speed up an ML filter. This
brings us to our next category.
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3.3 Behavioral model-querying

Typically, an ML model represents a function f :
R? — R” on vectors of real (or rational, or floating-
point) numbers. In our previous category of ap-
plicative model-querying, we can invoke this func-
tion f to inputs that are either explicitly given, are
in the database, or are returned by subqueries. Still,
in any execution of an applicative model query, f
will be invoked on only a finite number of inputs.
In contrast, in behavioral model-querying, we want

to ask about properties the function as a whole. Let
us see some examples.

Robustness Is f robust around given input a?
Formally, for some given thresholds e and §,
does Va(|(x — a)] < § = |f(x) — f(a)| < ¢)
hold?

Counterfactuals Going further on this, suppose
one gets an unexpected output for f(a), how
far away from a do we have to look for a differ-
ent output? Formally, we look for a distance
¢ such that f is not d-robust around a, but is
¢’-robust for all 6’ < § — 7, for some stability
threshold 7.

Boundedness Think of speed limits or power lim-
its for a self-driving car, such as the property
that Va f(x) < 120.

Monotonicity We may want to ask whether a func-
tion f : R — R is monotone, i.e., whether
Vo Vo (r) < 9 = f(z1) < f(z2)) holds.

Sensitivity We may want to verify whether or not
a function f : R? — R is insensitive to its sec-
ond argument, i.e., whether VaVyVvz |f(z,y) —
f(z,2)] < € holds for some given threshold e.

Querying an infinite table Assume a classifier
model, representing a function f : R — {0,1}. We
can think of f as an infinite table with d numerical
columns. We would like to be able to query this
infinite table just like an ordinary table.

For example, in supervised link prediction, nodes
of a social network may be represented by vectors
in R*. Then f(a,b), for vectors a and b, models
whether the nodes may be linked, so d = 8. Now
asking whether a and b are connected through a
common friend, amounts to asking whether

Jx(f(a,z) =1A f(x,b) =1)

holds, effectively doing a self-join on the infinite ta-
ble.

In the field of interpretable ML [48, 41|, a myr-
iad of different properties are investigated that are
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considered desirable for models learned from data.
This is a huge area [8] with a focus on extracting
explanations from models and their outputs (with
mixed success, e.g., [38]). Another focus is to mod-
ify the learning algorithm so as to guarantee the
desired property, e.g., [11, 17]. This then also links
into another huge area known as neuro-symbolic AI
[39].

In this context, logicians are looking at logical
languages in which the desiderata themselves can
be expressed declaratively [34]. Insofar as a sin-
gle model can be thought of as data, such logical
languages do fit the conception of a “model-query
language”.

There is a natural overlap between logics for model
interpretability and the field of automated reason-
ing and knowledge compilation [37]. This field then
has natural ties with automated verification. In-
deed, answering an interpretability query about a
model amounts to verifying the model for the de-
sired property. There is much recent work on ver-
ifying neural network models, e.g., [3, 30, 33, 10].
Algorithms can involve diverse techniques, notably,
from linear optimization [46, 26, 55] or from con-
straint satisfaction [12, for decision trees].

3.4 Looking inside: Beyond model-agnostic
querying

Using a popular term that originates in explain-
able AI [47], behavioral model-querying is model-
agnostic: it treats the model as a black-box rep-
resentation of a function f. In our view, a true
model-query language should be able to go beyond
this. Indeed, a standard query language can look in-
side the data, decomposing and joining tables using
the operations of the relational algebra and more.

Similarly, a model-query language should be able
to look inside the models. A good example is neural
network pruning: retrieving the neurons that give
a weak signal (given by some threshold €) on all
inputs from some test dataset [21].

SQOL as aa model-query language We have actually
encountered looking inside models when we talked
about supporting applicative model querying inside
the query language (Section 3.2). Indeed, at least
conceptually, SQL can quite readily be used for
model querying.

Consider a neural network with d inputs, one hid-
den layer of n neurons, and p outputs [16]. The edge
weights are given by a d x n matrix and an n x d
matrix. The biases are given by an n x 1 matrix and
a p x 1 matrix. Activations can be assumed to be
fixed, e.g., ReLU for hidden layers, and the identity
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or softmax for the output layer.
We now observe that any matrix M, or any dataset
D, can be modeled as relations:

M (row, column, value)

D(inputid, row, value)

Under this view, inference and backpropagation, as
well as many other queries, like the pruning query
above, are readily expressed in SQL. To make this
efficient in practice, extensions to the language and
query processor are typically needed; see the refer-
ences in Section 3.2. In the “toy case” of models
representing univariate functions f : R — R, or
small MNIST-like models, however, this even works
nicely out of the box: we can compute definite inte-
grals, test for boundedness or monotonicity, check
sensitivity, and so on [15].

Boolean models In this paper we are mostly think-
ing of numeric ML models, in particular, deep neu-
ral nets. For boolean models, representing boolean
functions, we must definitely mention the proposal
Q-DT-FOIL [5], also presented by Marcelo Arenas
in his keynote at PODS 2024. This is a query lan-
guage for boolean decision trees which can explicitly
quantify over the nodes of the tree. This language
has an exemplary design and fully qualifies as a true
(boolean) model-query language.

4 SQL can verify neural networks

We just saw that, at least conceptually, SQL can
serve as a model-query language. But how expres-
sive is it, say, for behavioral querying? A useful
benchmark to assess this is the FO(R, f): first-
order logic over the reals, with a function symbol
f for the function under consideration. We have al-
ready seen examples of formulas in FO(R, f), namely,
all the formulas we gave in the example list in Sec-
tion 3.3. The distinguishing feature of FO(R, f)
is that quantifiers range over the whole of R, i.e.,
the entirety of the real numbers. In contrast, an
SQL query can only work with numbers stored in
the database relations, or numbers computed from
these numbers through subqueries.

Actually, already the linear-arithmetic fragment
of FO(R, f), denoted here by FO(Ryy, f), is already
very useful. It is indeed the standard logic in neural
network verification [3]. We will refer to FO(Riin, f)
informally as “black-box logic”. Crucially, black-box
logic is effective in the following sense. Assume a
given function f to be queried is itself definable
using linear real arithmetic constraints (often ab-
breviated as LRA). Then the answer Q(f) of any
FO(Rjin, f) query @ to f can be effectively com-
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puted by LRA constraint solving. LRA constraint
solving is an active area, exemplified by the popular
solver Z3.

This is relevant to our setting, since the func-
tion f represented by a feedforward neural network
with ReLU activations is piecewise linear and thus
is indeed LRA-definable. Consequently, black-box
logic is an effective model-query language. There
is an important caveat, however, that makes this
challenging to implement efficiently: the polyhedral
complex induced by f has size exponential in the
depth of the network. So, the LRA solver has to
face an exponential set of LRA constraints. Another
challenge is that we would like to allow universal
as well as existential quantifiers in the FO(Ryiy, f)
formula. While linear programming is polynomial-
time solvable, this corresponds to the case without
alternation of quantifiers. Solving with quantifier
alternation is exponential in the alternation depth.

With the above caveat, we can now present a
strong expressiveness result for SQL as a model-
query language:

Theorem ([18]). SQL can express every FO(Ri, f)
query over feedforward ReL U-networks of fixed depth.

Note that this result assumes the depth is fixed
and known to the SQL query, but does not as-
sume any bound on the width of the hidden layers.
A high-level overview of how this theorem can be
proven proceeds in three steps:

Step 1: Piecewise linear functions We are
given a relation M containing the weights of a net-
work N representing a function fy : R — R. (In
reality there are several weight and bias relations,
but we keep this outline simple.) We know that
fn is piecewise linear and thus there exists an LRA
formula y(z1,...,xg,y) defining the input-output
relation of this function. The first step of the proof
consists of agreeing on a way to encode LRA for-
mulas in relations, and constructing a view in SQL
over input relation M that constructs this relation
Y@L, Ty Y).

Step 2: Formula replacement We are given
an FO(Ryiy, f) query formula . This formula con-
tains subformulas of the form v = f(uy,...,uq), for
different occurrences of variables uq,...,uq,v. The
second step consists of replacing each such subfor-
mula by a copy of the view expression y(z1, ..., Z4,Yy),
appropriately adapted to work over the variables
ULy vy Ugy V.

Step 3: LRA constraint solving We are now
left with a pure, quantified, LRA formula, encoded
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into a relational structure. The Ferrante—Rackoff al-
gorithm [14] is a classical algorithm for elimination
of quantifiers in an LRA formula. The third step
consists of showing that this algorithm can indeed
be simulated in SQL. The resulting quantifier-free
formula can now be readily evaluated to obtain the
desired query result.

Extending the above theorem to remove the fixed-
depth assumption, even if we can now use recursive
SQL, is an open problem [19].

Constraint query languages Around the turn of the
last century, the querying of data defined by real
arithmetic constraints was intensively investigated
under the name “constraint query languages” [25,
29, 6]. The language FO(R, f) can be seen as a re-
vival of constraint query languages in the new light
of model querying.

5 Concluding Remarks

Our goal with this paper is to draw attention to
a new class of complex analytical queries, where
models are treated as “intensional” data, along with
the normal “extensional” data. Many questions re-
main. What is the right logical data model for
model querying? How can we address different model
architectures, notably, Transformers? And, of course,
we need query processing strategies.

We also touched briefly upon data mining in model
z00s. We believe this can be an area of fruitful inter-
action between databases and ML: querying model
z00s, performing joins in model zoos, and so on.

Finally, we stress again the old idea of query-
ing code: program code as a kind of models that
should be treated as data. In this direction, the soft-
ware engineering community has mostly focused on
code search, typically through regular expressions
[13], clone search [23], and mining for patterns in
code [45, 4]. Yet, there are a number of interesting
proposals that can be thought of as steps towards
declarative query languages for code [31, 40]. Also
in this area we believe database researchers can have
much to contribute.
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