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SIGMOD has established the annual SIGMOD Jim Gray Doctoral Dissertation Award to recognize excellent
research by doctoral candidates in the database field. Recipients of the award are the following:

= 2006 Winner: Gerome Miklau. Honorable Mentions: Marcelo Arenas and Yanlei Diao

= 2007 Winner: Boon Thau Loo. Honorable Mentions: Xifeng Yan and Martin Theobald

= 2008 Winner: Ariel Fuxman. Honorable Mentions: Cong Yu and Nilesh Dalvi

= 2009 Winner: Daniel Abadi. Honorable Mentions: Bee-Chung Chen and Ashwin Machanavajjhala

= 2010 Winner: Christopher Ré. Honorable Mentions: Soumyadeb Mitra and Fabian Suchanek

= 2011 Winner: Stratos Idreos. Honorable Mentions: Todd Green and Karl Schnaitterz

= 2012 Winner: Ryan Johnson. Honorable Mention: Bogdan Alexe

= 2013 Winner: Sudipto Das, Honorable Mention: Herodotos Herodotou and Wenchao Zhou

= 2014 Winners: Aditya Parameswaran and Andy Pavlo.

= 2015 Winner: Alexander Thomson. Honorable Mentions: Marina Drosou and Karthik Ramachandra

= 2016 Winner: Paris Koutris. Honorable Mentions: Pinar Tozun and Alvin Cheung

= 2017 Winner: Peter Bailis. Honorable Mention: Immanuel Trummer

= 2018 Winner: Viktor Leis. Honorable Mention: Luis Galarraga and Yongjoo Park

= 2019 Winner: Joy Arulraj. Honorable Mention: Bas Ketsman

= 2020 Winner: Jose Faleiro. Honorable Mention: Silu Huang

= 2021 Winner: Huanchen Zhang, Honorable Mentions: Erfan Zamanian, Maximilian Schleich, and Natacha
Crooks

= 2022 Winner: Chenggang Wu, Honorable Mentions: Pingcheng Ruan and Kexin Rong

= 2023 Winner: Supun Nakandala, Honorable Mentions: Benjamin Hilprecht and Zongheng Yang

SIGMOD Record, June 2026 (Vol. 55, No. 2) 3



= 2024 Winner: Daniel Kang, Honorable Mentions: Wei Dong, Jialin Ding, and Yisu Remy Wang

= 2025 Winner: Peng Li, Honorable Mentions: Xuanhue Zhou, Aecio Santos, and Meghdad Kurmanji

= 2026 Winners: Hangdong Zhao and Wenqi Jiang, Honorable Mentions: Kyle Deeds, Arnab Phani, and
Manuel Schénberger

A complete list of all SIGMOD Awards is available at: https://sigmod.org/sigmod-awards/
[Last updated: June 15, 2026]
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Editor’s Notes

Welcome to the June 2026 issue of the ACM SIGMOD Record!

This issue starts with the Database Principles column featuring an article by Hidders and Murlak on
the topic of schemas for graph data. In the context of schemas coming to graph data, as they came to
relational and hierarchical data in the past, this article aims to help both researchers and practition-
ers navigate the landscape of graph-schema proposals. The authors consider the topic from the per-
spective of practically relevant open problems, covering schema solutions for labeled property
graphs and RDF graphs. The article presents schema languages PG-Schema, ShEx and SHACL, surveys
their main applications, and outlines promising directions of future work.

The Surveys column presents an article by Dong and colleagues on data-quality awareness. The au-
thors track the transition from traditional data management to big-data environments and, ulti-
mately, to data-science systems, pointing out how increasing data scale, complexity, and usage pro-
gressively reshape data-quality concerns. The survey aims to allow for more thorough understanding
of emerging data-quality challenges and quality-awareness techniques in data science-systems.

The Reminiscences on Influential Papers column, edited by Pinar T6zlin, features contributions by
Torsten Grust, Wenjie Zhang, and Viktor Sanca.

The Advice to Mid-Career Researchers column presents a contribution by Felix Naumann. The reflec-
tions shared in the article focus on the author’s approach to PhD advising. The article outlines the
meeting structure of the researcher’s team, cites the relevant experiences and suggestions from pre-
vious publications in this SIGMOD Record column, goes into depth into the features of individual
meeting types, and concludes with general recommendations for effective PhD student meetings.

The DBrainstorming column, whose goal is to discuss new and potentially controversial ideas that
might be of interest and benefit to the research community, features an article by Sigiang Luo pre-
senting the idea of intelligent big-data stores. The author considers the question of whether it is pos-
sible to develop autonomous storage agents that could address broader demand from non-database
experts in near future, exemplified by needs of contemporary Al workflows. The article outlines the
expected components of the storage-agent design, argues that the storage challenges can be ad-
dressed via a unified key-value store framework capable of automatically building and updating data
structures with respect to workload changes, and outlines potential next steps.

The Distinguished Profiles column presents an interview with Lei Chen, Chaired Professor in Data
Science and Analytics at the Hong Kong University of Science and Technology (HKUST) Guangzhou
and at the Department of Computer Science and Engineering at HKUST. Lei is a fellow of the ACM and
of the IEEE; he currently serves as the Dean of the Information Hub and Director of the Big Data
Institute at HKUST Guangzhou. In the interview, Lei talks about key technical accomplishments that
have arisen from his research, and shares his thoughts about the future of the database-research
community in the presence of Al. He discusses his experience with managing students, and talks
about the challenges and satisfactions in his leadership roles at HKUST. Lei further outlines his ideas
on interdisciplinarity under his leadership, as well as on promoting database research in previously
underrepresented areas of the world. A segment of the interview is devoted to the role of running in
his life. The interview closes with Lei talking about his personal goals and about how he would like
his work to be remembered.
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The Industry Perspectives column features an article by Yuanyuan Tian on the realities and trends of
query optimization in the wild. The author reviews the past and present of query optimization in
production systems from the industrial perspective, and identifies the challenges that they face to-
day. The article then highlights pragmatic trends that are gaining momentum in the industry, arguing
for a path toward a more dynamic, holistic, and adaptable future for query optimization in practice.

The Reports column presents an article by Fang and colleagues reporting on the 2nd LLM+Graph
workshop, which was co-located with the VLDB 2025 conference in London. The workshop was ded-
icated to advancing algorithms and systems that bridge LLMs, graph-data management, and graph
machine learning for practical applications. The article discusses the key research directions, chal-
lenges, and innovative solutions presented by the workshop participants.

The Open Forum column features an article by Bhowmick and Bonnet that focuses on the authors’
experience with redesigning the organization of the VLDB 2025 demonstration track with the aims
of improving scalability and review quality. The authors provide details of the redesign, discuss feed-
back collected after the fact from AEs, and share their reflections and recommendations on preserv-
ing fairness, consistency, and integrity of the review process.

The issue closes with the Announcements column, which presents two announcements by the ACM
SIGMOD Executive Committee. The first announcement shares the winners of the SIGMOD Awards
for 2026. The second announcement introduces a new model for accepting nominations for SIGMOD
awards, underscoring that awards help in recognizing excellence, celebrate dedication, and highlight
role models capable of inspiring the next generation of researchers. The announcement calls on the
community to submit award nominations, and encourages early nominations.

On behalf of the SIGMOD Record Editorial board, I hope that you enjoy reading the June 2026 issue
of the SIGMOD Record!

Your submissions to the SIGMOD Record are welcome via the submission site:
https://mc.manuscriptcentral.com/sigmodrecord

Prior to submission, please read the Editorial Policy on the SIGMOD Record’s website:
https://sigmodrecord.org/sigmod-record-editorial-policy/

Rada Chirkova
June 2026
Past SIGMOD Record Editors:

Yanlei Diao (2014-2019) loana Manolescu (2009-2013) Alexandros Labrinidis (2007-2009)
Mario Nascimento (2005-2007)  Ling Liu (2000-2004) Michael Franklin (1996-2000)
Jennifer Widom (1995-1996) Arie Segev (1989-1995) Margaret H. Dunham (1986-1988)
Jon D. Clark (1984-1985) Thomas J. Cook (1981-1983) Douglas S. Kerr (1976-1978)
Randall Rustin (1974-1975) Daniel O’Connell (1971-1973) Harrison R. Morse (1969)
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Schemas for graph data

Jan Hidders
Birkbeck, University of London, UK
j-hidders@bbk.ac.uk

ABSTRACT

Schemas are coming to property graphs. We compare
and contrast the main contender, PG-SCHEMA, with
the established schema languages for RDF graphs, ShEx
and SHACL. We provide concise abstractions of the lan-
guages, suitable for formal analysis, and review their
main application areas, focusing on the big questions.

Wer fremde Sprachen nicht kennt,
weifl nichts von seiner eigenen.
— J. W. Goethe

1 Introduction

Graph data is everywhere. Knowledge graphs power
search engines and question-answering systems; prop-
erty graph databases underpin fraud detection, rec-
ommendation engines, and network analysis; RDF
stores serve as the backbone of the Semantic Web
and of large-scale scientific knowledge bases [81].
Graph data is also, however, a lot of things. The
term covers a wide range of data models, query lan-
guages, and tool ecosystems, and navigating this
diversity is increasingly a challenge for researchers
and practitioners alike. In this survey we focus on
the two most prominent graph data models: prop-
erty graphs (also known as labelled property graphs,
or LPG) and RDF graphs.

Schemas are coming to graph data, just as they
came to relational data and, later, to hierarchical
formats such as XML and JSON. The pattern recurs
because schemas turn out to be useful in a striking
variety of data management tasks: validation, query
optimisation, data exchange, schema discovery, and
more. For property graphs, a prominent contender
for the role of standard schema language is PG-
SCHEMA [8], the subject of Section 2. For RDF, two
languages dominate: ShEx [73] and SHACL [60],
both covered in Section 3. Other schema languages
for graph data exist, such as OWL [92], but these

*Supported by NCN grant 2018/30,/E/ST6,/00042.
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three are the ones with the broadest adoption and
the richest body of theoretical results.

Graph data has some characteristics that make
it uniquely interesting from a schema perspective.
Graph schemas sit closer to conceptual models than
their relational counterparts: the structure of a prop-
erty graph or an RDF graph often reflects the do-
main directly, without the indirection of normalisa-
tion and foreign keys. This makes schemas both
easier to write and easier to learn automatically
from data. Schema discovery—inferring a schema
from an existing, schema-less graph—is a task that
makes limited sense for relational data, where for-
eign keys are meaningless without prior schema in-
formation. For graph data this is very different, and
Section 4.4 reviews the growing body of work on it.

The perspective we bring to this survey is that of
theoreticians interested in practically relevant open
problems. We are primarily interested in property
graphs, but we spend considerable time on the RDF
world, because we believe that truly understanding
one way of doing things is impossible without seeing
other ways. The comparison is not only illuminat-
ing in itself: it also opens up questions of interoper-
ability, identifies opportunities for cross-fertilisation
of techniques, and helps explain why two commu-
nities working on closely related problems have ar-
rived at designs that differ in interesting ways. We
present the three schema languages concisely and
in parallel, survey their main applications in Sec-
tions 4.1-4.4, and close in Section 5 with our view
of the most promising directions ahead.

2 Schemas for property graphs

While the property graph world has not yet set-
tled on a schema language, a prominent contender
is PG-SCHEMA [8,9], a 2023 community proposal
by the Property Graph Schema Working Group of
the Graph Data Council (previously known as the
Linked Data Benchmark Council). It was designed
by academics and practitioners, with liaisons to ISO’s



working group for database languages known as
ISO/IEC JTC1 SC32 WG3, and is being used as a
basis for extending the GQL graph query language
standard [55] (see also [31,37,38]). It draws in-
spiration from many sources, including the work of
Bonifati et al. [20] and some aspects of the RDF
shape language ShEx [73] (unlike an earlier proposal
ProGS [84], modelled after SHACL [60]). In what
follows we recall the property graph data model, il-
lustrate the core of PG-SCHEMA by an example,
present a concise abstraction of PG-SCHEMA, and
discuss the status of schemas in GQL and Neo4j.

2.1 Property graph data model

We assume countable sets £, K, and V of labels,
property names (keys), and property values, respec-
tively. A record with keys from K and values from V
is a finite-domain partial function o: K — V map-
ping keys to values. Records o1 and o2 are compat-
ible if 01 (k) = 02(k) for all k € dom(o1) N dom(oz).
For compatible records o; and os, we let 01 U og
be the only record with domain dom(o;) U dom(o2)
such that (01 U 02)(k) = o;(k) for all k € dom(o;)
and i = 1,2. We write |o| for the size of the domain
of record 0 and R for the set of all records.

The notion of a property graph is formalized as a
tuple G = (N, E, p, \, 7) where:

e N is a finite set of nodes;

e F is a finite set of edges such that NN E = ();

p: E — (N x N) is a total function mapping
edges to pairs of endpoints (source and target);

A: (NUE) — 2% is a total function mapping
nodes and edges to finite sets of labels (includ-
ing the empty set 0);

m:(NUE)— R is a total function mapping
nodes and edges to records collecting all their
properties (key-value pairs).

Figure 1 shows a property graph G = (N, E, p, A, )
with N = {uy,ug,us,us} and E = {e1, ea}.

2.2 PG-Schema by example

PG-SCHEMA is language for specifying property
graph schemas, called graph types, by means of node
and edge types expressed in a sublanguage called
PG-TyPEs, as well as integrity constraints in a sub-
language called PG-KEYS. Consider the conceptual
graph schema shown in Figure 2 as an ERD-like dia-
gram. The branching generalisation arch decorated
with | means that each customer is either a person
or a company. Figure 3 shows an implementation
in PG-SCHEMA as a graph type customerGraph with

8

node types person, company, customer, and account,
edge type owns, and three integrity constraints.

A node type specifies possible contents (combi-
nations of labels and properties): a node of type
person has label Person, a property name of type
STRING, and possibly dob of type DATE. By default,
types are closed, in the sense that no additional la-
bels or properties are allowed (e.g., uy in Figure 1
is not a node of type person). We can change this,
independently for labels and properties, using the
keyword OPEN; e.g., the node type
(person_op: Person OPEN {name STRING,

dob DATE OPTIONAL, OPEN})
allows additional labels and additional properties.

PG-ScHEMA allows building more complex types
from simpler ones by means of type union | and
type combination & For example, a node of type
customer must have label Customer and property
since of type DATE, as well as either all labels and
properties prescribed by type person or all labels
and properties prescribed by type company. In Fig-
ure 1, only u; is a node of type customer.

Edge types specify profiles of edges, which com-
prise the content of the edge itself as well as the
contents of its endpoints. For instance, an edge of
type owns must have label Owns and property since
of type DATE, and must lead from a node of type
customer to a node of type account. In Figure 1, e;
is an edge of type owns, but es is not.

The keyword STRICT indicates that in a graph of
type customerGraph, each node and edge must con-
form to one of the defined types. The other alterna-
tive is LOOSE, which indicates that nodes and edges
might not conform to any of the defined types.

Integrity constraints, on the other hand, must
hold regardless of whether the graph type is STRICT
or LOOSE. There are three basic kinds. EXCLUSIVE
constraints ensure that indicated values never re-
peat for objects within a specified scope. For in-
stance, in a graph of type customerGraph, all nodes
of type account must have different values of the
iban property. MANDATORY constraints ensure that
at least one specified object exists for each object
within a specified scope. In our running example,
each node of type account must have at least one
incoming edge of type owns. Dually, SINGLETON con-
straints ensure that at most one specified object ex-
ists for each object within a specified scope. In our
example, each node of type customer has at most
one outgoing edge of type owns. These are special
cases of AT LEAST k and AT MOST k constraints, which
are also supported in PG-SCHEMA.

We note that PG-KEYS relies on a host query
language that is intentionally left unspecified, but a
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ul( Person, Customer ]

name: ’Jan Kowalski’
since: 27.05.97

| Company )

€2

u3 f Person 1
name: ’Jan Jansen’
dob: 27.05.97
U4
Account |

name: ’Kowalski & Sons’

tin: ’826009065° since: 11.11.19

iban: 94 0000 0000 1977 1341 1345 2342° I

Figure 1: A property graph.

name STRING
tin STRING

since DATE

| Person 1

name STRING
dob DATE OPTIONAL

Account |
L iban STRING PK |

Figure 2: A conceptual graph schema.

CREATE GRAPH TYPE customerGraph STRICT {
(person: Person
{name STRING, dob DATE OPTIONAL}),
(company: Company
{name STRING, tin STRING}),
(customer: Customer & (person|company)
{since DATE}),
(account: Account {iban STRING}),
(:customer) -[owns: Owns {since DATE}]->
(:account),
FOR (a:account) EXCLUSIVE a.iban,
FOR (a:account) MANDATORY () -[:owns]->(a),
FOR (c:customer) SINGLETON (c)-[:owns]l->()

Figure 3: A PG-ScHEMA graph type.

concrete formalism based on two-way regular path
queries was proposed in [3].

In Appendix A we provide a concise abstraction
of PG-SCHEMA, loosely based on [3,25]. It is opti-
mised for theoretical analysis, not usability: it pre-
serves the expressive power and succinctness (de-
spite the minimalistic syntax) but disregards some
convenient syntactic constructs such as optional prop-
erties or multiple predicates in a single record (ex-
pressible using type unions and combination).

2.3 Schemas in GQL and Neo4]J

At the time that GQL formally became an ISO stan-
dard in April 2024 it already contained some of the
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features of PG-Schema. In particular it follows the
approach of defining a schema as a set of node types
and edge types, along with some additional schema
constraints. What it does not contain are the op-
erators from PG-Schema to construct new types,
i.e., the & and the | operators. It also does not
contain the spectrum of open and closed types that
PG-Schema offers, but only completely closed types
or completely open types where nothing is required
and all properties are allowed.

At the time of writing, there are proposals being
completed in the ISO working group to add limited
PG-Keys key constraints for node types and edge
types to the schema language of GQL. These are
restricted in that their target is defined by a single
simple node type or edge type, and that the key for
a node type must be a subset of the properties of the
node, and the key for an edge type is limited to the
subset of the properties of the edge and the incident
nodes. It would allow for example the declarations:

CONSTRAINT robot_model_uniq
FOR (n:Robot)
REQUIRE (n.factory, n.serial) IS UNIQUE,

CONSTRAINT works_for_key
FOR (src:Empl)-[e:WORKS_FOR]->(dst:0rg)
REQUIRE (src, e.role, dst) IS KEY

Since the beginning of 2026 Neo4J has introduced
the notion of graph type as a preview feature, which
acts as a schema and comprises node and edges
types along with constraints. In particular it adds
the types of keys that are also being proposed for
GQL in the ISO working group, but excludes the
incident nodes from edge keys.

3 Schemas for RDF graphs

The RDF validation landscape is dominated by two
languages: ShEx [73], inspired by XML Schema [40]
and RelaxNG [26], and adopted by the Wikidata
project, and SHACL [60], the W3C recommenda-
tion based on earlier SPIN [59] and closely con-
nected to description logics [11], which are the back-
bone of the Web Ontology Language OWL [92]. We
present ShEx and SHACL following the steps we
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made for PG-SCHEMA, aiming to highlight differ-
ences and similarities. We rely on existing compar-
ative studies [3,4], which offer more insight.

3.1 RDF data model
An RDF graph G is a finite subset of

(IRIs U Blanks) x IRIs x (IRIs U Blanks U Literals)

where IRIs, Literals and Blanks are three countable
sets of IRIs, literal data values, and blank nodes,
respectively. For a triple (u,p,v) € G, we call u its
subject, p its predicate, and v its object. We write
Nodes(G) for the set of all w € IRIsUBlanksULiterals
such that G contains a triple (u,p,v) with w = u
or w = v. We think of a triple (u,p,v) as an edge
from node u to node v with label p.

The role of Literals in RDF graphs and property
values V in property graphs is analogous: they are
simple constants (like numbers or strings) that can
be explicitly used in queries. However, in RDF
graphs, connections between nodes and literals con-
tribute to the topology of the graph which affects
how queries and schemas are formulated.

The roles of IRIs and Blanks are more subtle. Un-
like property graphs, RDF graphs do not distin-
guish between syntactic ingredients of data (labels,
property keys) and elements of the data domain
(nodes): in the same RDF graph an IRI can be
an edge label (when used as a predicate) and a
node (when used as an object or subject). Instead,
RDF graphs distinguish between anonymous ele-
ments (Blanks) and syntactically referenceable el-
ements (IRls), whereas in property graphs all nodes
are anonymous. There is a partial analogy between
these distinctions. Both IRIs in RDF and labels
and property keys in property graphs can be syn-
tactically used in queries (like Literals and property
values), whereas Blanks and property graph nodes
cannot. The difference is that IRIs are elements of
the data domain and variables in queries can range
over them, whereas for labels and keys in property
graphs this is not the case.

RDF graphs do not support isolated nodes, labels
over nodes, properties over edges, and multiple la-
bels over edges. However, they naturally support
multi-value properties and properties over predi-
cates, which are not supported in property graphs.

Each of the data models is sufficiently rich to em-
ulate the other, but there is no canonical way of do-
ing this and different ways affect differently the for-
mulation of queries and schemas. Figure 4 shows an
RDF graph corresponding roughly to the property
graph from Figure 1. Classes of entities are repre-
sented by rdf:type-edges (abbreviated as a) leading
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to nodes representing the classes. Representing the
missing since property would require reifying the
owns relationship (modelling it using nodes rather
than edges), which we prefer not to do in this ex-
ample. Note also that Jan Jansen and Jan Kowalski
are two-hops apart in the RDF graph, via the literal
27.05.97, while they are not connected at all in the
property graph in Figure 1.

These differences motivate diverse interoperabil-
ity efforts. Amazon Neptune’s OneGraph [63] and
MilleniumDB’s domain graphs [90] aim to provide
general data models capturing both RDF and LPG,
which makes them attractive for data consumers
striving to be ready for any data that might come.
Common graphs [3] are a minimalistic, yet usable,
data model that seamlessly embeds into both RDF
and LPG, which is useful for data producers aiming
to cater simultaneously to consumers expecting dif-
ferent data, and for researchers aiming to compare
RDF and LPG formalisms on levelled ground. RDF
1.2 [52,58], based on RDF* [50], makes a step to-
wards LPG by improving support for adding meta-
data to relationships and distinguishing multiple in-
stances of the same relationships, akin to edge prop-
erties and edge identity offered by LPG.

3.2 ShEx and SHACL by example

ShEx and SHACL are based on shapes, which are
analogues of node types in PG-SCHEMA, but of-
fer much more expressive power, obviating the need
for separate integrity constraints. The validation
process is guided by shape maps (ShEx) or target
declarations (SHACL), which specify which graph
nodes should conform to which shapes. The overall
behaviour is similar to that of PG-SCHEMA’s LOOSE
graph types, in which node and edge types are put
to actual work by integrity constraints.

Figure 5 shows a ShEx implementation of the
conceptual schema from Figure 2, in the compact
ShExC syntax. It defines 4 shapes corresponding
to the 4 conceptual classes, and an additional shape
:IbanS, used to enforce the primary key constraint:
the value of the :iban property in elements of shape
:AccountS is an element of shape :IbanS, and each
element of shape : IbanS has at most one :iban-edge,
coming from an element of shape :AccountS. We
use EXTRA a to allow additional a edges; without it,
the definition of :CustomerS would be contradictory.
The shape map at the bottom of the figure indicates
that nodes of the four classes should conform to the
corresponding shapes.

The :IbanS shape includes an additional format
check, as an example of user-defined checks sup-
ported in ShEx. In PG-SCHEMA this functional-
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27.05.97

’Jan Kowalski’

7826009065

:Customer

a :iban
(:Account }«——{ :PL94000000001977134113452342 }———> 794 0000 0000 1977 1341 1345 2342’

Figure 4: A small customer RDF graph.

:PersonS EXTRA a {
a [ :Person ] ;
:name xsd:string ;
:dob xsd:date 7 }
:CompanyS EXTRA a {
a [ :Company ] ;
:name xsd:string ;
:tin xsd:string }
:CustomerS (Q@:PersonS OR @:CompanyS) AND EXTRA a {
a [ :Customer ] ;
:since xsd:date ;
:owns @:AccountS ? }
:AccountS {
a [ :Account ];
:iban @:IbanS ;
~:owns @:CustomerS + }
:IbanS xsd:string /~[A-21{2}[0-91{26}$/ AND {
~:iban @:AccountS }
{FOCUS a :Person}@:PersonS,
{FOCUS a :Company}@:CompanyS$,
{FOCUS a :Customer}@:CustomerS,
{FOCUS a :Account}@:AccountS

Figure 5: A ShEx schema and a shape map.

ity is delegated to PG-KEYS, and ultimately to
the host query language. A recent work postulates
adding such checks to PG-TYPES [89].

The main semantic difference with the graph type
in Figure 3 is that the ShEx schema is open: it disre-
gards nodes that are not covered by the shape map,
as well as edges over unmentioned predicates. For
instance, an element of shape :PersonS may have an
outgoing :tin-edge, because the definition of this
shape does not mention the :tin predicate. We can
change this by declaring :PersonS as CLOSED, but
it affects only outgoing edges, and makes the def-
inition of :CustomerS contradictory: to accommo-
date the additional edges required by :CustomerS
we need to explicitly allow them in :PersonS and
for similar reasons also in :Companys. This is dif-
ferent from PG-SCHEMA, where closed types can
be extended and combined. A recent extension of
ShEx addresses this shortcoming [16]. Fully closing
a ShEx schema by requiring that each node is of one
of the specified shapes, as in PG-SCHEMA’s STRICT
graph types, is also impossible because shape maps
can only refer to constants and subjects or objects
of specific predicates.

Figure 6 shows an equivalent schema in SHACL.
While the syntax is different (a SHACL schema is
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a set of RDF triples, shown here in the Turtle syn-
tax), conceptually the schema is similar: shape def-
initions specify outgoing and incoming edges (with
cardinalities), using data types and shape references
to specify the other endpoint. Target declarations,
such as sh:targetClass :Person, specify nodes to be
validated against the shape in question. Similarly to
shape maps, they can only indicate constants and
objects or subjects of specific predicates. In par-
ticular, one cannot declare all nodes in the graph
as targets, which is why SHACL schemas cannot
mimic PG-SCHEMA’s STRICT graph types, either.

The real differences between ShEx and SHACL
lie in features that go beyond what is necessary
to express ER-like conceptual schemas. SHACL
allows talking about nodes reachable via complex
paths specified using regular expressions defining
sequences of predicates. Up to some discrepancies
between data models [14], SHACL shapes have the
same expressive power as concepts definable in the
description logic ALCOZQ,¢, [22], extended with
two additional features explored in [15]: the ability
to compare the sets of nodes reachable via paths
specified with two different regular expressions, and
the ability to express that a node has no outgoing
edges over predicates from outside of a given set.
In curious contrast, ShEx uses regular expressions
to specify node neighbourhoods seen as multisets
of RDF triples. (This inspired PG-SCHEMA to use
star-free regular expressions for defining sets of la-
bels and properties.) Moreover, ShEx shape defi-
nitions may be recursive, which enables unbounded
exploration of the graph and makes up for the lack
of complex paths. We discuss recursion in detail in
the following section.

In Appendix B we present faithful abstractions of
ShEx and SHACL, closely following [3,4]. We omit
SPARQL-based constraints, which constitute the
SHACL-SPARQL extension of the SHACL Core.
Similarly to PG-KEYS, these constraints involve ar-
bitrary SPARQL queries interpreted as a “violation
detectors”.
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:PersonShape a sh:NodeShape ;
sh:targetClass :Person ;
sh:property [

sh:path rdf:type ;

sh:hasValue :Person ] ;
sh:property [

sh:path :name ;

sh:datatype xsd:string ;

sh:minCount 1 ;

sh:maxCount 1 ] ;
sh:property [

sh:path :dob ;

sh:datatype xsd:date ;

sh:maxCount 1 ]

:CompanyShape a sh:NodeShape ;
sh:targetClass :Company ;
sh:property [

sh:path rdf:type ;
sh:hasValue :Company ] ;
sh:property [
sh:path :name ;
sh:datatype xsd:string ;
sh:minCount 1 ;
sh:maxCount 1 ] ;
sh:property [
sh:path :tin ;
sh:datatype xsd:string ;
sh:minCount 1 ;
sh:maxCount 1 ] .

:CustomerShape a sh:NodeShape ;
sh:targetClass :Customer ;
sh:property [

sh:path rdf:type ;

sh:hasValue :Customer ] ;
sh:targetSubjects0f :owns ;
sh:or ( :PersonShape :CompanyShape ) ;
sh:property [

sh:path :since ;

sh:datatype xsd:date ;

sh:minCount 1 ;

sh:maxCount 1 ] ;
sh:property [

sh:path :owns ;

sh:node :AccountShape ;

sh:maxCount 1 ]

:AccountShape a sh:NodeShape ;
sh:targetClass :Account ;
sh:property [

sh:path rdf:type ;
sh:hasValue :Account ] ;
sh:property [
sh:path :iban
sh:minCount 1
sh:maxCount 1 ] ;
sh:property [
sh:path [ sh:inversePath :owns ] ;
sh:minCount 1 ]

:IbanShape a sh:NodeShape ;
sh:targetObjects0f :iban ;
sh:datatype xsd:string ;
sh:pattern "~ [A-Z]1{2}[0-91{26}8" ;
sh:property [

sh:path [ sh:inversePath :iban ] ;
sh:node :AccountShape ;
sh:maxCount 1 ]

H
H

Figure 6: A SHACL schema.

3.3 Recursive schemas

In the schema in Fig. 5, the definition of :Accounts
contains references to :IbanS and :CustomerS, which
refer back to :AccountS. Schemas like this are called
recursive.

The semantics of recursive schemas is defined in
terms of shape assignments, which are binary re-
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lations describing interpretations of shape names
used in the schema over a given graph by associat-
ing them with graph nodes (and constants from the
schema). The semantics of a shape definition under
a shape assignment « is obtained by interpreting
shape references according to «, rather then unrav-
elling their definitions. For example, if o associates
shape name :AccountS with :PL94...42, :IbanS with
’PL94...42°, and :CustomerS with :JanKowalski and
:Kowalski&Sons, then the semantics of the definition
of :AccountS under « in the RDF graph in Figure 4
includes :PL94. . .42.

A shape assignment « is supported if the inter-
pretation of each shape name under « is the same
as the semantics of its definition under a. The as-
signment « described above is not supported, be-
cause the interpretation of :CustomerS under « in-
cludes :Kowalski&Sons, whereas the semantics of the
definition of :CustomerS under « does not (due to
the missing :since edge). In the non-recursive case
there is exactly one supported assignment, but for
recursive schemas there might be many or none.

While the SHACL standard leaves the semantics
of recursive schemas unspecified, research literature
has considered several possibilities. The first se-
mantics proposed for recursive SHACL is the sup-
ported model semantics (SuMS) [29]. A graph G
conforms to a schema S under SuMS, if there is
a supported shape assignment that associates each
shape name in S with all graph nodes and constants
indicated by target declarations for this shape. More
refined proposals mirror classical logic-programming
paradigms: the stable models semantics (SMS) [7]
aims to eliminate self-justification, and the well-
founded semantics (WFS) [67] identifies a single
canonical shape assignment in a three-valued set-
ting, where it might be unknown whether a shape
is assigned to a state or not. SuMS, SMS and
WF'S can be recovered in a uniform way using the
framework of approximation fixpoint theory [13].
As long as negation is used in a controlled, strat-
ified way, both SMS and WFS coincide with the
familiar least fixed point semantics (LFP), which
interprets the schema bottom-up by fixing the least
supported assignment for each stratum, given an
already fixed interpretation of shapes from lower
strata (see e.g. [4]). Over non-recursive schemas,
all the above semantics coincide and agree with the
one described in Appendix B.

In contrast to SHACL, ShEx fully embracea re-
cursion from its outset, but it adopts the dual, great-
est fixpoint semantics (GFP) [17]. This might come
as a surprise, because declarative formalisms typi-
cally favour LFP, but the schema in Figure 5 reveals
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the reasons for this decision. Since the schema uses
no negation, we can put all shapes into the same
stratum. The LFP and GFP semantics are then
given simply by the least and greatest supported as-
signments, respectively. Over every RDF graph, un-
der the least supported assignment both :Accounts
and :IbanS are interpreted as empty. Indeed, the
emptiness of either justifies the emptiness of the
other: each shape requires an edge to a node of the
other shape, which is impossible if the other shape
is empty. In consequence, also :CustomerS must be
empty. Under GFP, on the other hand, the schema
correctly implements the conceptual schema from
Figure 2, showing that the coinductive formulation
comes naturally.

The SHACL schema in Figure 6 is not recursive,
since we removed the references to :CustomerShape

and :IbanShape from :AccountShape. Instead, we
set subjects of :owns as targets for :CustomerShape
and objects of :iban as targets for :IbanShape. This
is slightly more restrictive than the ShEx schema,
but still less restrictive than the conceptual schema
(which we cannot fully enforce anyway, due to the
inherently open nature of SHACL and ShEx).

The idea of removing shape references in favour
of more complicated target declarations or shape
maps is also one of the underlying principles of
PG-ScHEMA that allows forgoing recursion: PG-
SCHEMA uses type references only to facilitate mod-
ular descriptions of possible contents of nodes and
edges, which is not where recursion would be useful.

If a future version of the SHACL standard adopts
LFP or any of its generalizations to unstratified
schemas, natural ways of writing schemas in ShEx
and SHACL will continue to differ. In terms of ex-
pressive power, however, large fragments of ShEx
and SHACL will coincide [4], owing to the well-
known duality between LFP and GFP.

4 Applications of graph schemas

Schemas are so ubiquitous in data management that
a thorough overview of their applications would take
a weighty tome. For this short survey we pick four
areas we find most inspiring.

4.1 Validation

The raison d’étre of schemas is validation, be it for
the purpose of supporting business logic, ensuring
system security, or monitoring compliance with ex-
ternal regulations: given a graph and a schema, we
need to check if the graph conforms to the schema.

The complexity of validation is relatively well un-
derstood for the three graph schema languages dis-
cussed here. Table 1 gives an overview of relevant
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results. Recall that data complexity is the complex-
ity of the problem for a fixed schema, expressed in
terms of the size of the input graph, whereas com-
bined complexity concerns the dependence of the
total size of the schema and the graph.

For SHACL, the sole source of intractability is
recursion and the validation problem is intractable
only if an expensive semantics is chosen (SuMS or
SMS), which should be taken into account in the
ongoing discussions on standardizing the semantics
of recursive SHACL.

For ShEx, SuMS also increases the complexity,
but validity is intractable in combined complexity
already for non-recursive schemas, as it subsumes
the membership problem for Parikh images of reg-
ular languages [61]. The fragment without Boolean
connectives is NP-complete [86].

The situation is similar for PG-SCHEMA, except
that instead of the Parikh image we need to deal
with sets of letters occurring in words from a regu-
lar language, which is also intractable in combined
complexity. It is the price we pay for the concise-
ness of regular expressions. Every node or edge type
can be rewritten into a union of exponentially many
basic types, which specify labels and properties di-
rectly, without using type references and type oper-
ators |, & For unions of basic types the combined
complexity of validation is polynomial [25].

Discussing the computational complexity of PG-
KEYS is problematic because they are defined rel-
ative to a host query language and both the scope
and the value of a constraint can be specified us-
ing an arbitrarily complex query. However, under
mild assumptions on the host language, satisfied by
Cypher and GQL, each PG-KEYS constraint can be
rewritten into a single linear-size query [9].

Validation of RDF data is supported by multiple
engines [91], drawing upon a growing stream of sys-
tems research [6, 28, 36,56,93]. Yet, a recent user
study [57] registers dissatisfaction with the perfor-
mance and expressive power offered by these en-
gines, along with clearly voiced demand for recur-
sive shapes in SHACL and support for RDF 1.2 and
property graphs, which we put forward as an indi-
cation of the relevant directions for future work.

Native support for validation in property graph
databases is limited [8]. PG-SCHEMA has not been
implemented yet, except for limited support offered
by rudof [62], a Rust library covering multiple data
formats and schema languages. A fully-fledged im-
plementation will require dealing with the theoreti-
cal intractability, exploiting the huge parallelization
potential, and handling incremental and batch val-
idation. A major research problem is to identify
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Table 1: Complexity of validation
Schema language Data Comb. Ref.

PG-ScHEMA (except PG-KEYs) P NP [25]

SHACL (LFP/GFP) P P [7]
SHACL (WFS) P P [67]
SHACL (SuMS) NP NP |29
SHACL (SMS) NP NP [7]
ShEx (LFP/GFP) P PY |4

ShEx (SuMS) NP NPYF  [4]

concrete classes of constraints offering satisfactory
balance between complexity and expressive power,
adequate for the main use cases.

4.2 Optimization

From the point of view of a data processing system,
a schema is a valuable source of information about
the processed data that can be exploited to opti-
mize tasks such as querying or validation. This can
be done by static analysis, which consists in exam-
ining and manipulating objects such as queries or
schemas without actually executing them.

For example, Schmidt et al. [82] use tuple- and
equality-generating dependencies (TGDs and EGDs)
to optimize SPARQL queries, taking the semantic
query optimization approach, consisting in gener-
ating queries equivalent over a database that sat-
isfies a set of integrity constraints and picking the
most efficient one using a cost model. Abbas et
al. [2] optimize join orders in SPARQL queries using
selectivity estimations obtained by analysing ShEx
shapes. Rabbani et al. [76] enrich SHACL shapes
with statistics collected from data, so that they can
be used to provide more accurate cardinality esti-
mations. Thapa and Giese [88] propose a confluent
system of query rewriting rules that ensure equiva-
lence under bag semantics modulo a SHACL schema
and can be used to simplify SPARQL queries.

A classical static analysis problem is query con-
tainment. In the presence of a schema, we are inter-
ested only in containment over database instances
that conform to the schema, which means we will
be getting more positive answers, typically allowing
for more aggressive optimization. For graph data
this problem is largely unexplored. Abbas et al. [1]
investigate containment for fragments of SPARQL
under ShEx schemas without Boolean connectives.
Gutierrez-Basulto et al. [48] study the containment
of conjunctive regular path queries (CRPQs) in the
presence of schemas expressed in description log-
ics (DLs), exploiting the connection between query
containment modulo schema and query entailment
[24]. Given how close schema languages and DLs
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are, the existing body of work on query entailment
can serve as a valuable source of techniques for
query containment modulo schema, with an impor-
tant caveat: in the DL community query entail-
ment is usually considered over unrestricted (finite
or infinite) models [23, 32,41, 42, 53, 65, 66, 69, 80],
whereas we are most interested in containment over
finite database instances. Recently, however, en-
tailment over finite models has also seen significant
progress [30,43-45,47,54].

Also data validation can be simplified if we al-
ready know that the data conforms to some schema.
For instance, using schema containment we can iden-
tify validation tasks that can be skipped entirely,
because validity is always implied. This problem
was studied for SHACL [64, 70-72] by exploiting
connections with description logics, monadic second-
order logic, and p-calculus: it is undecidable under
SuMS and SMS already for relatively simple frag-
ments but decidable fragments (dependent on the
semantics) have been identified. For ShEx, only
a triply exponential upper bound for the fragment
without Boolean connectives [87] is known.

4.3 Interoperability

Graph schemas can play a crucial role in specify-
ing queries, transformations, and mappings between
different graph data models. They can be used to
generate these, or help with specifying them by al-
lowing static analysis and type inference. We briefly
review the work that has been done on this.

In 2013, Barcelo et al. presented [12], a paper that
studies the data exchange problem between graph
databases, with mappings between two schemas ex-
pressed as tuple-generating dependencies based on
several extensions of Regular Path Queries. They
studied the complexity of problems such as comput-
ing universal solutions and query answering. The
work is RDF-inspired, but it assumes a generic graph
model with no specific schema language.

Francis and Libkin [39] study the same problems
in a setting closer to LPG: the data model is ex-
tended with values, and queries formulate condi-
tions over these values and navigate through them.

To express extensions of property graphs with en-
tity links and other types of data transformations
for LPG, Shimomuro et al. introduced Graph Gen-
erating Dependencies (GGDs) [85]. These are a
class of tuple- and equality-generating dependencies
extended with conditions using distance functions.

The problem of statically typing queries such as
RPQs over graphs with schemas that have some
similarity to ShEx schemas was already studied in
2015 by Colazzo and Sartiani in [27]. More recently,
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the problem of statically analysing and typing graph
transformations in the context of a graph schema is
addressed by Boneva et al. in [18]. This paper con-
siders a simple data transformation language based
on datalog rules extended with RPQs and Skolem
functions for controlled node creation, and studies
problems such as query containment in the context
of simple property graph schemas.

A similar transformation language is investigated
by Bonifati et al. [21], but here the rules are based
on the more powerful GPC, the Graph Pattern Cal-
culus [31], and the focus is on determining if a set of
such rules always results in a valid property graph
where each property contains a single value.

Recently, Hausler et al. [51] proposed an approach
to semi-automatically generate LPG transformations
for the purpose of schema evolution in the context
of information system development. Interestingly,
it also includes a simple method to generate a basic
PG-SCHEMA, in case this does not already exist.

In the RDF setting, the problem of formulating
and statically analysing RDF transformations and
updates arises naturally, since SPARQL supports
both. Seifer et al. [83] study the problem of infer-
ring a SHACL schema for the result of a SPARQL
CONSTRUCT query, given that the input conforms
to a certain SHACL schema. The problem of typing
RDF updates in the context of SHACL schemas was
studied by Ahmetaj et al [5]. For transformations
from RDF to other data formats, like XML and
JSON, it was shown in 2014 by Prud’hommeaux et
al. [74] that the ShEx language can be readily ex-
tended to express these, but there is no subsequent
work investigating their static analysis.

There has been work that for the sake of interop-
erability investigated mappings from RDF* graphs
to LPG graphs and vice versa. For example, Hartig
[49] proposed mappings that allow RDF* graphs to
be accessed in an LPG setting, and vice versa. Sim-
ilar work by Angles et al. [10] focuses on mappings,
both schema independent and schema dependent,
from RDF to LPG, and it investigates formally as
well as experimentally whether these mappings are
scalable and preserve the semantics and informa-
tion. This type of work was continued by Rabbani
et al. in [75], where newer schema languages such
as SHACL and PG-Schema are considered, and it
is investigated if it is hard to incrementally update
the schemas and the mappings.

4.4 Data exploration

In both the LPG setting and the RDF setting it
is not uncommon that users are confronted with
large graphs that come without a graph schema.
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Since a schema helps with both understanding the
contents of such graphs and efficiently storing them,
an important challenge is the automated and semi-
automated generation of schemas for such graphs.

For the RDF setting an overview of the state-of-
the-art and research challenges were presented by
Rabbani et al. in [77]. They identified two major
challenges: (1) the problem of scalability and (2)
the problem of spurious data leading to not find-
ing the appropriate shapes. The authors addressed
these problems later in [78,79], where they present
QSE-Ezxact, a file-based exact algorithm and QSE-
Approx, a SPARQL-based approximate algorithm
that uses sampling to increase scalability. The con-
sidered shapes are relatively simple: for a node of
a certain type they can describe its properties and
their types (literal type or class types) and cardi-
nalities (lower bound and/or upper bound).

The ShEx-based approach sheXer was presented
by Fernandez-Alvarez et al. [34]. It iterates over
all the triples in an RDF graph and while doing so
(1) generates shape candidates and (2) votes for, or
against, candidates already generated. It explicitly
also aims to generate shapes that refer to each other.
In [78] sheXer is compared to QSE, concluding that
it scales less well. However, after this a variation of
sheXer was proposed in [33] which aims to improve
scalability by slicing the graph into smaller sub-
graphs, determining a schema for each subgraph,
and then combining these. In a recent paper it was
extended to generate SHACL shapes [35].

While the approaches above are designed largely
from scratch, others attempt to leverage existing
mining and learning techniques. SHACLearner [68]
is based on existing open-path rule learner algo-
rithms that learn rules based on linear paths. The
shapes it can find are limited (although it does com-
bine linear paths into trees) and it can only specify
lower bounds for cardinalities. In other respects it
is more general, as it can deal with longer paths. In
[78] it is shown to compare unfavourably to the QSE
algorithms in scalability for the shapes that both
approaches can extract. Another approach was pre-
sented by Groz et al. in [46], and is based on a
Grammatical Inference Framework that is founded
on techniques for learning formal languages from
examples. It combines this with techniques such as
clustering nodes based on a certain notion of simu-
lation, which allows it to find simple ShEx shapes,
including recursive relationships between them.

Finally, in the LPG setting there is only one ap-
proach, called Disco-PG, which was presented by
Bonifati et al. [19]. Its core algorithm is based
on hierarchical clustering using a Gaussian Mixture
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Model, and it focuses on finding node types. It ex-
plicitly does not look at edge types or cardinality
constraints, and so in that sense is less ambitious
than the approaches in the RDF setting.

5 Where to now?

The coexistence of the LPG and RDF worlds is,
from a practical standpoint, a challenge that de-
serves more attention than it has received. Data
producers must commit to an ecosystem early, and
consumers must follow or invest in translation. In-
teroperability tools are therefore genuinely useful,
and efforts such as Amazon Neptune’s OneGraph
and MillenniumDB’s domain graphs are encourag-
ing. Common schema languages such as CoGSL [3],
which embed cleanly into both data models, are a
promising direction: if schemas can be written once
and interpreted in either world, many of the fric-
tion costs of the two-world situation are reduced.
Pushing this agenda further—both in terms of lan-
guage design and tool support—seems to us one of
the most impactful near-term directions.

The two-world reality is, however, also a research
opportunity. The LPG and RDF communities have
largely developed in parallel, and each has mathe-
matical tools and conceptual frameworks that the
other lacks or has only partially adopted. The con-
nection between SHACL and DLs, for instance, has
already transferred productively to the LPG set-
ting in the study of static analysis. This kind of
cross-fertilisation is unlikely to be exhausted. More
broadly, it is worth asking which classical schema
topics from the relational and XML worlds carry
over to graph data—schema mappings, normalisa-
tion, constraint implication, type inference for trans-
formations—and which of those are not only practi-
cally relevant but also mathematically interesting in
the graph setting. Graph data’s direct representa-
tion of connections, bypassing the foreign-key indi-
rection of relational schemas, affects these problems
in ways that are not yet well understood.

A recurring design question in all three languages
surveyed here is whether schema constraints should
be expressed in a purpose-built controlled language
or whether they should be backed by an injected
query language. Both approaches have real merit.
A controlled language can be efficiently compiled,
statically analysed, and understood at a glance; it
gives the engine something it can reason about. An
injected query language, as in PG-KEYS or SHACL-
SPARQL, offers expressive power that no fixed lan-
guage can match and allows constraint authoring to
reuse existing query skills. The tension is genuine,
and neither pole is clearly superior across all use
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cases. Understanding when each is appropriate—
and whether hybrid designs can capture the best of
both—remains an open question.

Cutting across all three languages is the ques-
tion of what graph schemas are ultimately for. The
LPG tradition, with its emphasis on closed types,
tight typing of nodes and edges, and integration
with query compilation, treats schemas primarily
as a tool for the database engine. The RDF shape
tradition, with its open-world defaults and whole-
graph inclusions, treats schemas at least as much as
a tool for the user: documenting the intended struc-
ture of a knowledge graph, guiding data entry, and
supporting exploration. These are not just stylistic
differences; they lead to genuinely different design
choices, and the added expressive power of whole-
graph shapes is mostly useful to humans, since ma-
chines cannot exploit it algorithmically without pay-
ing a high cost. It is worth being explicit about
which perspective a schema language is serving, and
to what degree the two perspectives can be recon-
ciled in a single design.

Finally, there is the more specific question of how
to apportion expressive power between types and
constraints within a single language. In principle,
types can be subsumed by constraints: anything a
node type expresses can be restated as a constraint,
so the type layer is not strictly necessary. But types
serve a purpose that constraints cannot easily repli-
cate. The ideal is to capture as much structural
information as possible in a controlled sublanguage
that engines can compile and users can read at a
glance, reserving the constraint layer for business
logic that is too specific or relational. The question
of where to draw that line is not settled. The cur-
rent balance in PG-SCHEMA—moderately expres-
sive types via PG-TYPES, plus a query-backed con-
straint sublanguage via PG-KEYs—is a considered
position, but it is legitimate to ask whether the type
layer should be richer, or the constraint layer more
restricted. The analogy with SQL is sobering: com-
plex check constraints exist in the standard, are im-
plemented by few engines, and are used by fewer
users still. Whether graph databases will follow the
same path, or whether the structural flexibility of
graphs makes rich constraints more useful in prac-
tice, is an open and important question.
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Appendix A: PG-Schema abstractly

We assume countable sets N and £ of node and edge
type names, with £, N, € pairwise disjoint.
Queries in the host query language are evalu-
ated over typed property graphs, which are defined
just like property graphs, except that their labelling
functions map nodes to finite subsets of £LUN and
edges to finite subsets £L U E. An n-ary query @
is a function that maps a typed property graph
G = (N, E,p,\,m) to asubset Q(G) of (NUEUV)™.
PG-TYPES node types v and edge types n are
defined by the following grammar, with £ € £, k €
K,7e€eT,seNandtec&:

v ¢ {k:7}y *» {x}|s|viv | vkv
ni=@)-lwl->W) [t nln | n&n

PG-KEY constraints have the following forms:

FOR P AT LEAST k Q,

FOR P AT MOST k Q,

FOR P EXCLUSIVE Q,
where k is a non-negative integer, P is a unary scope
query, and @ is an (1 + n)-ary descriptor query for
some positive integer n.

A graph type S = (N, E, A, K) consists of a finite
set N of node type declarations of the form s : v
where s € N and v is a PG-TYPES node type, a fi-
nite set E of edge type declarations of the form ¢ : n
where ¢t € £ and 7 is a PG-TYPES edge type, a finite
set A C N UE of abstract type names, and a finite
set K of PG-KEYS constraints. Each declaration
in N and F uses a different type name. Whenever
N contains a declaration s: v, we say s is declared
in S and write v$ for v. Similarly, if E contains a
declaration t: n, we say t is declared in S and write
ne for n. We assume that each type name occur-
ring anywhere in S is declared, and that type dec-
larations are not cyclic; that is, IV does not contain
80: V0, 811 V1, -+, Sp—1: Vp—1 such that s(; ;1) mod n
occurs in v; for all 4, and similarly for edge types.

The abstract semantics of node and edge types
in graph type S (Table 2) is defined in terms of
contents and profiles. A content is a pair (L,r) €
2¢ x R. We write C for the set of all contents.
A profile is a triple of contents. The combination
of contents ¢; = (L1,01) and ¢o = (Lo,02) with
compatible 07 and o5 is

01&82 = (L1 UL2,01 UOQ).

The combination of profiles is performed component-
wise: for &1 = (c1, ¢, ¢f) and ¢ = (co, b, ) we let

G &y = (c1&co, cy &ch,cl&chy).

The concrete semantics of node and edge types in
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Table 2: Semantics of PG-TYPES.

v v cc

{3 0,0
¢ E{E}?%)}

{k:7} (0, {k = w}) |w € [7]}

* {(r,0)|LCcL

{*} {@,r)|reRr}

s [v71°

vl ve [11]° U []°

v &y {Cl &co ‘ c1 € [Vﬂ]s,(ﬁg S [VQHS}
7 [n]S ccxcxcC

w1) -l ->ws3) [n]® x [1.]® x [vs]®

t [7]°

m | 72 [m]® U [n2]°

M &2 {c1&c, ‘ o € [m]®, e € [2]°}

graph type S over G = (N, E, p, A\, ) is defined as
Vg = {ue N |entg(u) € [[1/]]‘5},
[1]2 = {e € E|prfc(e) € [0]°}

where cntg(z) = (A(x),m(x)) for z € N U E, and
priz(e) = (cntg(u), cntg(e), entg(v)) for e € E with
p(e) = (u,v). A node u in G conforms to a node
type v in S if u € [¥]g. Similarly, an edge e in G
conforms to an edge type 1 in S if e € [n]2.

The satisfaction of PG-KEYS constraints of the
three kinds described above over a typed property
graph G = (N, E, p, A\, ) is defined by the following
conditions, respectively:

o for all a € P(G), there are at least k tuples
(c1,...,¢n) such that (a,c1,...,cn) € Q(G);

e for all a € P(G), there are at most k tuples
(¢1,...,¢pn) such that (a,cq,...,cn) € Q(G);

cn) € (NUEUV)™ there is at
- ¢n) € Q(G).

For a property graph G = (N, E,p,\,7) and a
graph type S = (N°, ES, A5, KS), let

A (v) = A(v) U {se NS |ve [[5]]‘2;} ,
M(e)=Me)U{te ES|ee[t]}

forv € N, e € E, and let G5 = (N, E,p,\%, 7).
We say that G loosely conforms to S if G° satisfies
each constraint in K°; G strictly conforms to S if
it loosely conforms to S, each node in G conforms
to a node type in S, and each edge in G conforms
to an edge type in S.

e for all (cq,...,
most one a € P(G) s. t. (a,cq, ..
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Appendix B: SHACL and ShEx abstractly

We fix a countable set Names of shape names and
a finite set T of value types, with each t € T inter-
preted as [t] C IRIs U Literals U Blanks.

A shape catalogue is a finite set C of shape dec-
larations of the form s: ¢ where s € Names is a
shape name and ¢ is a shape; each declaration in a
catalogue uses a different name. A schema is a pair
S = (C, M) where C is a shape catalogue and M is
a finite set of shape inclusions of the form ¢ C ¢'.
In SHACL and ShEx, left-hand side shapes in shape
inclusions must come from a restricted class of se-
lectors, which has important consequences for the
expressive power. If the shape catalogue of S con-
tains a declaration s: p, we say s is declared in S
and write ¢% for . We assume that all shape names
used in S are declared and write Names(S) for the
set of all shape names declared in S.

SHACL shapes ¢ and path expressions w are given
by the following grammar, with ¢ € IRIs U Literals,
teT,Q Can IRIs, p € IRIs, n € N, s € Names:

pu=1 T val(c) [ tp(t) | s =@ ©Ap oV
32" | eq(m,p) | disj(m,p) | closed(Q)

Ti=¢|p p |m-w|wUT 7

We call a schema recursive if the catalogue con-
tains declarations sg: @g, S1: @1, -+ Sn—1: Pn—1
such that s(;11) moa n OCcurs in ¢; for all ¢, and non-
recursive otherwise. The semantics [¢]5 of a shape
¢ in a non-recursive schema S on graph G is de-
fined in Table 3, by recursion on the structure of
v and the implicit structure of shape references in
the catalogue of S. In the table, [7]¢ denotes the
set of nodes accessible in G from v by a sequence
of edges whose labels match the path expression ;
the minus in p~ indicates that the edge is traversed
backwards.

SHACL selectors are restricted SHACL shapes,
defined by the grammar

sel=val(c) | 32p. T | 32~ T

where p € IRIs and ¢ € IRIs U Literals.

ShEx shapes ¢ and triple expressions e are given
by the following grammar, with ¢ € IRIs U Literals,
t €T, s € Names, p € IRIs, and R, Q Cgy IRIs:

=L | T val(c) [ tp(t) s | ¢ | @Ap @V
{etr {etra
e—¢ py | p .pleselelele

The semantics [¢]§ of a ShEx shape ¢ in a non-
recursive schema S on graph G is defined by recur-
sion in Table 3 with Neighg’Q(v) denoting the set
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Table 3: Semantics of shapes.

© [¢]§ € Nodes(G) U Const(S)
1 0
T Nodes(G) U Const(S)

val(c) {c}
tp(t) [t]

s [e512
-1 (Nodes(g) U Const(S)) \ [1]
prVer  [elg Ulee]d

prAhp2  elg nle2]d

e (e PRI B> )
closed(Q) {v | [p]¢ =0 for allp € IRIs\ Q}
eq(m,p) iv [x]7 = [pI5}

disi(m,p)  {v | [«]§ N [p[§ = 0}

{e}RQ {v] Neigth ) € [elg}

{e}R {v] Neighg“RIS )€ lelS}

of edges (v,p,v") € G outgoing from v with p € Q
and inverses (v,p~,v’) of edges (v/,p,v) € G in-
coming to v with p € R, and [e]§ denoting the
family of sets of edges and inverses of edges from
G matched by e, defined recursively as follows. Ex-
pression € matches (). Expressions p.p and p~.p
match singletons {(u,p,w)} and {(u,p~,w)} such
that w € [p]S. Expression e |e; matches sets
matched by e; and sets matched by es. Expres-
sion ej ;es; matches sets that can be expressed as
a union of two disjoint sets F; and F, matched
by e; and es, respectively. Expression e* matches
sets that can be expressed as a union of arbitrarily
many disjoint sets matching e. As usual, we use et
as shorthand for e;e*.

ShEz selectors are notational variants of SHACL
selectors, defined by the grammar

sel == val(c) {(pT)+}@7{p} {(pi'T)Jr}{p}v@

where p € IRIs and ¢ € IRIs U Literals.

A graph G conforms to a non-recursive schema S
if [¢]g C[¢']$ for each shape inclusion ¢ C¢’ in S.

A shape assignment for S and G is a binary re-
lation ov C Names(S) x (Nodes(G) U Const(S)). Let
a(s) = {v|(s,v) € a} and define [[gp]]ga just like
[¢]g in Table 3, except that [s]g , = a(s). We call
a supported if a(s) = [¢5]3 , for all s € Names(S).
We say G conforms to S under SuMS, if there is a
supported shape assignment « for § and G such that
ﬂgpﬂga - [[go']]‘aa for each shape inclusion ¢ C ¢’ in
S. Given a stratification X, ..., %,, conformance
under LFP and GFP is defined by considering re-
strictions of S to o U...%; for i =0,1,...,n [4].
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ABSTRACT

In this paper, we present a comprehensive review of the
evolution of data quality awareness from traditional data
management systems to modern data-driven ML systems,
which are integral to data science. We synthesize the ex-
isting literature, highlighting the quality challenges and
techniques that have evolved from traditional data manage-
ment to data science, including Big Data and ML fields. As
data science systems support a wide range of activities, our
focus in this paper lies specifically in the analytics aspect
driven by ML. We use the cause-and-effect connection
between the quality challenges of ML and those of Big
Data to allow a more thorough understanding of emerging
DQ challenges and the related quality awareness techniques
in data science systems. To the best of our knowledge, our
paper is the first to provide a review of DQ awareness
spanning traditional and emergent data science systems.

1 INTRODUCTION

The rapid evolution of data science (DS) systems has fun-
damentally shifted how data is processed and analyzed.
Driven by the convergence of Big Data—distinguished
by its scale, speed, and complexity—and Machine Learn-
ing (ML), these systems operate as end-to-end pipelines
where models are learned from data to automate decision-
making. These systems, which handle massive datasets and
complex models, rely on data quality (DQ) to ensure reli-
able performance. In this context, DQ awareness—which
encompasses defining quality goals via dimensions and met-
rics, systematically assessing their state to understand their
impact, and dynamically adapting processes to improve
data quality—becomes critical.

While recent research admits the value of traditional
DQ frameworks, directly applying them to DS systems
is difficult. This requires moving from traditional quality
dimensions, like accuracy and completeness, to the new
quality criteria for modern DS systems.

Motivated by the growing importance of DQ awareness
in modern DS systems, this paper traces the transition
across three evolving paradigms: from Traditional Data
Management (schema-driven systems designed for struc-
tured, transactional processing across both centralized and
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traditional distributed environments), to Big Data environ-
ments (distributed ecosystems engineered for extreme Vol-
ume, Velocity, and Variety), and ultimately to DS Systems
(analytical architectures that integrate Big Data infrastruc-
ture with ML pipelines for predictive decision-making).
This journey highlights how increasing data scale, complex-
ity, and usage progressively reshape DQ concerns, where
DQ awareness perspectives are determined by the dominant
quality concerns of each system. In traditional data manage-
ment systems, the singular focus on meeting the needs of
immediate users often oversimplified the complexity of DQ
issues. In a Big Data context, DQ issues are multiplying due
to (i) very large datasets that go beyond the scale assumed
by traditional DQ methods, (ii) different types of data that
existing quality dimensions and evaluation methods cannot
handle, and (iii) real-time, evolving data that may alter data
characteristics and derived insights. These DQ issues result
in two main challenge areas, as identified by Saha and
Srivastava [101]: (i) discovering data quality semantics and
performing data repairing in Big Data environments; and
(i1) managing the trade-off between accuracy and efficiency
across different computing models. This emphasizes the
increased complexity of big DQ dimensions, leading to
new DQ techniques supported by Big Data platforms.

The ability to extract value from Big Data largely relies
on data analytics, where ML plays a central role along-
side business intelligence, data visualization, and statistical
analysis. In this survey paper, we focus on ML, which is
considered as the core of the Big Data revolution [19, 92].
This synergy between Big Data and ML allows DS to trans-
form Big Data into insights, decisions, and predictions.
However, the complex configurations of the datasets used
in DS systems and the diverse backgrounds of ML practi-
tioners introduce new DQ issues, such as the propagation of
errors and biases across ML pipelines, and pose challenges
in managing their impact on model training, evaluation,
and downstream decisions.

Despite the rich literature on DQ in both Big Data [18,
19], and ML [95], and studies on their integration [77, 92],
there is still a gap in exploring the interplay between DQ
issues and the unique challenges arising from linking ML
and Big Data within data science systems. Unlike prior
surveys that treat Big Data and ML quality in isolation, the
explicit goal of our study is to map the compounding cause-
and-effect relationships at their intersection. To this end,
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this paper makes the following contributions: (1) We take
readers on a journey through the evolution of DQ awareness
from traditional systems to data science. We focus on ML
pipelines as a key component of DS systems and emphasize
the critical heritage from Big Data and traditional data
management, including quality awareness techniques, for
navigating emerging DQ challenges in ML pipelines. (2) We
highlight emerging DQ challenges and new opportunities,
based on the cause-and-effect intersection between Big
Data and ML challenges, as depicted in Figure 2. (3) We
provide an extension of existing classifications of DQ
dimensions and techniques for ML pipelines (Table 1),
linking them to specific pipeline stages. (4) We identify
key research gaps and future opportunities, including the
emerging dual role of LLMs in data quality.

The structure of this survey mirrors the cumulative rather
than substitutive evolution of DQ challenges. We organize
the remaining sections to highlight this "inheritance" rela-
tionship: Section 3 discusses traditional systems, where DQ
mainly concerns syntactic correctness and transactional
reliability; Section 4 shows how Big Data inherits these
requirements while adding challenges from volume, variety,
and velocity; and Section 5 examines how ML pipelines
incorporate both the syntactic strictures of traditional data
and the issues of Big Data characteristics, while adding
novel challenges in semantic fitness.

2 FOUNDATIONAL CONCEPTS OF DQ

This section introduces the main systems and DQ concepts
used throughout the paper. By traditional data manage-
ment systems, we refer to schema-driven, transactional
environments—including relational databases and early
distributed databases—designed to manage structured data
with predefined schemas and ACID guarantees [6]. By
Data Science (DS) systems, we refer to analytical architec-
tures that couple Big Data infrastructure with ML pipelines
to derive predictive insights from large, heterogeneous
datasets [19, 92].

In this paper, we define Data Quality Awareness [0,
19] as the ability of a data system to explicitly define
quality goals via dimensions and metrics, systematically
monitoring these states (Assessment), and dynamically
adapting processes to mitigate issues (Improvement).

Data quality refers to the extent to which data is suitable
for a specific task, emphasizing its actual utility and rele-
vance to the context. Data quality is often measured by its
"fitness for use" in supporting operations, decision-making,
and planning [97]. To evaluate and ensure DQ, two main
components are used: DQ Dimensions and DQ Metrics.
Formally, a DQ Dimension is defined as a quality attribute
d belonging to a set of dimensions D, where each d € D
represents a specific aspect of data "fitness for use" to be
evaluated [8, 122]. Rather than acting merely as descrip-
tive labels, dimensions serve as the conceptual variables
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that structure and categorize data quality requirements,
such as intrinsic accuracy, contextual relevance, or timeli-
ness [6, 122]. To operationalize these qualitative constructs,
DQ Metrics provide specific measuring procedures. As
established in the literature [6, 90], a metric is a measure-
ment function my : X — V associated with a dimension
d, where X denotes a dataset (or a subset of data) and V
represents the metric value domain (e.g., numerical scores,
boolean values, categorical levels, or vectors) indicating
the degree to which the dimension is satisfied. This mathe-
matical operationalization enables objective, reproducible,
and comparable evaluations of data quality across datasets,
as well as continuous quality monitoring.

While dimensions and metrics provide the quantitative
basis, realizing DQ Awareness requires a structured execu-
tion framework. Continuous improvement and assessment
efforts are then essential to improve source quality and
meet or exceed user expectations [6, 18]. Assessment is
the systematic evaluation of data against quality dimen-
sions to identify anomalies, errors, and their causes; and
improvement uses these findings to enhance data through
data-driven updates and process-driven changes [111].

3 DQ AWARENESS IN TRADITIONAL
DATA MANAGEMENT

Traditional data management systems use various tech-
niques to support DQ awareness, primarily from the per-
spective of data producers or sources, focusing on mod-
eling and measuring data quality at its origin. However,
addressing quality challenges also requires considering data
consumers by modeling user requirements and ensuring
data meets their expectations. In this paper, perspectives
distinguish whether DQ is primarily evaluated from the
viewpoint of the data itself, its operational use, or the
broader actors affected by the system, depending on the
dominant quality concerns of each system.

3.1 Quality Awareness from Data Perspective

The data perspective for quality awareness focuses on data
characterization. Dimensions are used to describe various
data properties [109], commonly categorized as intrinsic,
accessibility, contextual, and representational quality [123].
To understand data characteristics and assess quality, data
profiling techniques are applied at different levels: (i) at-
tribute/tuple level (e.g. missing values, domain violations);
(ii) single relation (e.g., business rule violations); (iii) mul-
tiple relations (e.g., referential integrity violations); and (iv)
multiple sources (e.g., inconsistent duplicates). Profiling
includes defining new quality rules (e.g., Functional Depen-
dencies) and identifying quality issues (e.g., inconsistent
data) [1, 22, 60, 85, 89].

In [11], profiling involves associating quality contracts
with data sources, where a set of contracts forms a quality
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profile. These profiles are used to negotiate quality re-
quirements with data source wrappers, ensuring the query
framework selects sources based on quality characteristics.
Conditional DQ profiling, as proposed in [129], associates
attribute quality to conditions in user queries. Although
guided by user-defined conditions, the technique remains
data-oriented because it primarily evaluates and character-
izes data quality properties.

3.2 Quality Awareness from User perspective

Among techniques, query processing is the most impor-
tant component in traditional systems, embedding quality
measures directly into their processes. Quality-aware query
processing techniques ensure that data meet user require-
ments and preferences, mainly through qguery language
extensions and adaptive query processing.

3.2.1 Query language extensions They integrate DQ
considerations into query processing by allowing the expres-
sion of quality metrics and constraints in a simple, declar-
ative manner. In [129], an SQL extension was proposed
to model user preferences through hierarchical prioritiza-
tion. Additionally, the DQ-Aware Query System (DQAQS)
framework was introduced to improve user satisfaction by
considering these preferences in query results.

In [11], the quality-extended query language XQual
was introduced for selecting dynamic sources using a
negotiation strategy. It extends SQL with a Qwith operator
to specify quality constraints via contracts and profiles. This
approach was later applied to skyline queries with graph-
based nearest neighbor search [12], and more recently to
enforce DQ thresholds in ML training data [26].

3.2.2 Adaptive query processing It allows for dynami-
cally handling DQ issues and provides more reliable query
results. It involves creating multiple query execution plans
that can be switched based on the quality of the data.
In [84, 86], a distributed query planning algorithm discards
low-quality sources, ordering plans by completeness. Sys-
tem P [99] uses a completeness-driven approach where
peers rank local plans by potential result size and prune
based on budget thresholds, balancing completeness and
cost. Similarly, [129] incorporates planning and optimiza-
tion to assess each plan’s utility based on expected data
quality, ensuring efficient handling of diverse data sources.

4 DQ AWARENESS IN BIG DATA

As data-centric technologies advanced beyond the tradi-
tional data management paradigms discussed in Section 3,
the scope of data quality expanded. Big Data ecosystems
do not abandon traditional quality perspectives; rather, they
inherit foundational dimensions and adapt them to new
operational scales. Following, we present the dimensions
related to new DQ challenges and the impact of Big Data
characteristics (BDCs) on quality dimensions.
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4.1 Big Data Quality Dimensions

Traditional quality dimensions (e.g., accuracy, complete-
ness, consistency, etc.) are not sufficient to assess Big
Data [7]. In the context of Big Data, the meaning and
calculation methods of these traditional dimensions un-
dergo significant changes. This section presents common
quality dimensions relevant to Big Data. We classify them
according to the existing literature [18, 19, 41, 45], into
source-specific and user perspective dimensions. This clas-
sification extends the data and user perspectives introduced
in Section 3 into the context of Big Data to address its
inherent complexity.

4.1.1 Source perspective dimensions The UNECE (United
Nations Economic Commission for Europe) classifica-
tion identified three main types of data sources: process-
mediated, machine-generated, and human-sourced [45].
Big DQ dimensions from the source perspective are cate-
gorized accordingly:

e Process-mediated data sources, typically relational
databases with structured data (e.g., customer records),
face quality issues such as incorrect values, duplicates,
and incompleteness. Related dimensions include consis-
tency, accuracy, and freshness.

e Machine-generated sources, using sensors and machines
to record real-world events, produce well-structured
data. Quality issues often stem from measurement envi-
ronments (e.g., machine noise, environmental effects).
Key dimensions are accuracy, completeness, consistency,
trustworthiness, and freshness.

e Human-sourced information sources, such as social net-
works, store human experiences like photos, audio, and
videos. In addition to common quality dimensions, am-
biguity in short text presents a unique challenge.

4.1.2 User perspective dimensions To better understand
Big Data applications, quality dimensions are defined from
the user perspective, based on two main assessment ap-
proaches. The effective assessment focuses on evaluating
dimensions that influence user interaction with data. Key
dimensions include reliability, availability, usability, rel-
evance, and presentation quality [18], reflecting ease of
access, usefulness, trustworthiness, alignment with expecta-
tions, and overall user satisfaction. The context-dependent
assessment, highlighted in [4], emphasizes adapting di-
mensions based on the specific context of data assessment,
including the data source, type, and intended application.
In [79], the adaptive quality model adds user requirements
related to execution time and performance, introducing the
confidence dimension to address accuracy and trustworthi-
ness. The importance of context is further demonstrated
in specific domains [42, 105]. Social media platforms
prioritize timeliness and accuracy for sentiment analysis,
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while online news platforms value credibility to ensure
trustworthy reporting [37, 38, 115].

4.2 Impact of Big Data Characteristics on DQ

Previous work characterizes big DQ by (i) exploring the
link between Big Data traits and quality dimensions, (ii)
identifying specific dimensions, and (iii) analyzing their
evaluation. However, a gap remains in connecting BDCs
to quality dimensions and understanding their impact on
Big Data applications. This stems from the distinction
between data quality and the value of insights derived from
it, despite their correlation [2]. Moreover, DQ affects the
whole Big Data pipeline, including acquisition, analysis,
and interpretation [100]. As a result, assessing the overall
quality of Big Data for a specific application remains a ma-
jor challenge. To address this gap, prior work investigated
the correlation between BDCs and DQ in specific domains.
In the financial sector, for example, [121] found that data
variety, due to multiple sources, has more impact on dimen-
sions like accuracy, consistency, security, timeliness, and
completeness. Velocity was also linked to timeliness, as
faster data generation and processing support timely use.

[47] studied the effect of data volume on DQ dimensions
influencing the effectiveness and adoption of Big Data
analytics in business contexts. The study focused on less
common dimensions: data diagnosticity (value of insights),
accessibility (ease of access), security (risks in aggregation
and analysis), and task complexity (data processing diffi-
culty). Using the theory of valence from economics and
psychology, the authors analyzed the positive and negative
roles of these dimensions to guide business data practices.

The findings show that contextual dimensions, particu-
larly timeliness and accessibility, are most closely linked to
BDC:s in user applications. However, existing studies have
limitations. Dimensions beyond security and accessibility
may also impact Big Data analytics, yet the influence of vari-
ety and velocity on these dimensions remains unclear. Most
research focuses on the financial sector, limiting broader
applicability. This narrow scope, along with limited user
validation, hinders generalization across diverse Big Data
contexts. Large volumes amplify security risks, and frame-
works like Hadoop add further challenges in distributed
environments [13]. Despite these limitations, the findings
are useful for understanding the relationship between BDCs
and DQ dimensions in user applications. Based on this,
we summarize the impact of BDCs on DQ dimensions
in Figure 1. The diagram illustrates the causal links we
identified: BDCs (left) act as root causes impacting DQ
dimensions (right). For instance, an increase in ’Variety’
(a BDC) has a documented negative impact on ’Accuracy’
and ’Consistency’ (DQ dimensions) because integrating
heterogeneous sources often leads to conflicts. Conversely,
"Velocity’ (a BDC) positively correlates with *Timeliness’
(a DQ dimension), enabling real-time analytics.
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Figure 1. The impact of the BDCs on DQ dimensions.

4.3 Quality Awareness Techniques for Big Data

This section presents quality awareness techniques in the
Big Data context, aligned with the V’s characteristics,
focusing on sampling, parallel processing, and incremental
techniques.

4.3.1 Techniques for Managing Data Volume

Parallel Computing. The sheer volume of Big Data
makes traditional, single-node DQ assessment computa-
tionally infeasible. Therefore, new quality awareness tech-
niques emerged that rely on distributed frameworks such
as Apache Hadoop and Apache Spark. These frameworks
enable DQ tasks, such as large-scale profiling and assess-
ment, to be parallelized. This parallel processing capability
is the foundation for modern, large-scale DQ libraries. Sev-
eral studies assess performance and scalability using these
frameworks. Their findings show that Spark significantly
improves computational efficiency for very large data vol-
umes [19, 25, 103]. For instance, Deequ [103], built on
Apache Spark, is designed specifically to automate data
quality verification on terabyte-scale datasets.

Sampling and Sketch Techniques. Sampling reduces
the time required for DQ assessment by approximating
results. Commonly used methods include simple ran-
dom, systematic, stratified, cluster, and reservoir sam-
pling [14, 55, 75, 108, 119]. These techniques help deter-
mine sample sizes and select effective subsets to evaluate
quality metadata. For instance, [19] shows that sampling im-
proves accuracy under time constraints, while [75] demon-
strates that systematic sampling better supports accuracy
and completeness, and simple random sampling is better
for timeliness. [113] introduces bootstrap sampling to pro-
file datasets and select suitable metrics.The subsequent
work in [114] applies the Bag of Little Bootstrap (BLB) to
improve efficiency in processing unstructured data.

Sampling heterogeneous data requires preparation to
ensure it is suitable for quality assessment. [114] proposed
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preparing unstructured data (e.g., text, images, videos)
using techniques like text mining and feature extraction to
identify relevant information. For remote sensing images,
[124] introduced a multi-level non-uniform spatial sam-
pling method. Sampling is often integrated into Big Data
frameworks, with approaches like block-based sampling
using MapReduce [54].

Sketch Techniques, compared to sampling techniques,
also greatly reduce the size of an input dataset. Unlike sam-
pling, they maintain these properties more reliably [28].
They are fast, parallelizable, and offer high approximation
accuracy [27, 32]. Sketches are commonly used for ap-
proximate analytical queries in systems like Pig, Hive, and
Spark SQL, and are especially useful for real-time data
stream processing [72].

4.3.2 Techniques for Managing Data Variety

Schema Alignment and Entity Resolution. To handle
the high variety of Big Data—such as integrating data from
IoT devices, social media, and enterprise databases—systems
must resolve structural and semantic inconsistencies [34,
67]. Schema alignment techniques utilize metadata to
match and unify the distinct structures of heterogeneous
sources [52]. Additionally, entity resolution and transforma-
tion techniques perform data mapping, normalization, and
deduplication to ensure accuracy and consistency across
different formats [16]. When integrating overlapping but
conflicting data, truth discovery and source dependence
evaluation algorithms are applied to identify the correct
values, embedding these conflict-resolution mechanisms
into modern data-science pipelines [33, 34, 39].

4.3.3 Techniques for Managing Data Velocity

Incremental and Continuous Profiling Algorithms.
Profiling methods should efficiently process data growth,
without reprocessing entire datasets, and quality metrics
should be updated continuously. To support this, [1] pro-
posed incremental and continuous profiling: the former
updates metrics based on periodic changes, while the lat-
ter processes data as it arrives. Metrics can be refreshed
on-demand, periodically, or event-driven [19, 102]. Inter-
active profiling, including online profiling [85], improves
user satisfaction by incorporating quality preferences and
displaying intermediate results. An interface [131] further
supports user-driven data cleaning, error detection, and
transformation.

S QUALITY AWARENESS IN ML
PIPELINES

ML is a data-driven approach in which models are learned
from data rather than defined through explicit rules or logic.
As aresult, it is particularly sensitive to data quality issues
(e.g., bias, drift), making ML pipelines the primary focus
of DQ awareness in modern DS systems. To effectively
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manage these sensitivities, we must first establish a com-
prehensive framework of DQ dimensions tailored to the
ML pipeline.
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DQ dimensions tailored to ML pipelines must cover the
entire lifecycle, from data preparation to model training
and monitoring. To structure our analysis, we synthesize
the existing literature [31, 82, 87, 93, 95, 138] into five
main categories of quality dimensions. These categories
consolidate and extend previous frameworks to explicitly
address the unique challenges of ML systems.

This classification adopts a socio-technical lens [92, 95],
as DQ issues in ML pipelines result from interactions be-
tween technical components and human actors, the data,
model, and process dimensions cover the core technical
components and their operational lifecycle. Externally, the
use-case and stakeholder dimensions form two mutually ex-
clusive pillars: the former defines the objective operational
boundaries of the application, while the latter corresponds
to the socio-ethical aspects of the human actors involved.

Table 1 presents this classification as a roadmap for
our discussion. It maps these five dimension categories
(columns) to the specific ML pipeline stages (rows) where
they are most critical, and links them to the corresponding
quality-aware techniques that will be detailed in Section
5.2. We now review these five categories in detail.

ML-based quality dimensions

5.1.1 Data-based Dimensions The data considered here
is used as input for each ML component. [112] distinguishes
between training data, testing data, and serving data. The
training data refers to the dataset used to train the model
during development, the testing data is used for model
evaluation, while the serving data refers to the dataset used
during deployment for real-time predictions.

In addition to conventional dimensions, ML introduces
specific dimensions that are critical to ensuring the in-
tegrity and fairness of the model’s performance. Train/Test
Independence is a critical data quality dimension that en-
sures strict separation between datasets. Violations lead to
data leakage, where test-set information biases the training
process, resulting in artificially inflated performance and
poor generalization in production.

5.1.2 Model-based Dimensions Model-based dimen-
sions assess the quality of the trained model itself. These
include performance (e.g., accuracy, precision) [62, 81],
robustness (the ability to handle adversarial or noisy in-
puts) [9], scalability (performance as data/user load in-
creases) [9, 29], and model complexity (relates to explain-
ability) [5]. These dimensions help ensure that the model
operates effectively across various scenarios and environ-
ments. In addition to these conventional metrics, Fairness
and Explainability are increasingly important for building
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models that are not only technically sound but also respon-
sible and trustworthy. Fairness ensures that the model’s
decisions are unbiased and do not systematically disad-
vantage certain groups. Addressing fairness allows for
preventing discriminatory outcomes and promoting ethi-
cal Al use. Explainability refers to the model’s ability to
provide clear and understandable reasons for its decisions,
which helps build user trust and promote transparency.

5.1.3 Process-based Dimensions Effective process man-
agement [88, 116] ensures that the system remains reli-
able, efficient, and secure throughout its lifecycle. Key
dimensions, as highlighted by [82] under the system facet,
include recoverability, portability, efficiency, transparency,
traceability, cost, accessibility, ease of manipulation, and
security. These dimensions are important for ensuring the
robustness, adaptability, and security of machine learning
systems, particularly as they scale or evolve.

5.1.4 Use Case and Context-based Dimensions Model-
ing quality requirements in ML pipelines based on specific
use cases and application contexts is presented in [110, 120]
to emphasize the importance of tailoring quality dimensions
to the particular needs of ML applications. For instance,
healthcare applications require stringent data privacy mea-
sures and high model accuracy. However, if the data used
in these applications lacks contextual relevance, such as
using a generic dataset for specialized medical diagnoses,
this can lead to significant performance issues and may
compromise patient safety. Addressing these issues helps
ensure that ML models are effectively aligned with their
intended applications, taking into account dimensions such
as value, contextual relevance, and use case specificity.

5.1.5 Stakeholders-based Dimensions Data quality chal-
lenges related to stakeholders in ML pipelines are mainly
presented in [92, 95]. The important role of ML practition-
ers, including data engineers, data scientists, and domain
experts, should be emphasized, as stakeholder concerns
extend beyond operational users to actors affected by model
decisions and their ethical, legal, and societal implications,
to ensure both effectiveness and ethical responsibility in
ML pipelines. This allows the data to align with specific use
case requirements, mitigating the risk of using data in ways
that may be ethically misaligned with the original intent
of data curators. Ethical alignment is then a key quality
dimension allowing data usage to adhere to the ethical
standards set by the data curators and comply with legal
and social norms. Transparency is another key dimension to
build trust and facilitate collaboration across diverse users,
including developers, business analysts, and policymakers.

5.2 Quality Awareness Techniques for ML Pipelines

In order to align with the ML lifecycle, we categorize the
algorithmic and statistical techniques based on the core
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pipeline tasks they fulfill. Each subsection introduces a task
category, while the corresponding techniques and methods
used to address it are discussed within the subsection.

5.2.1 Data Validation, Cleaning, and Imputation. Dara
Validation techniques verify that data conforms to certain
standards [51] and detect anomalies before they impact
model performance. One fundamental technique is descrip-
tive statistics, which involves calculating metrics such as
mean, median, variance, and standard deviation to sum-
marize data distribution characteristics [57]. Recent ad-
vancements in this area include robust statistical methods
that improve the detection of outliers and anomalies in
large-scale datasets [107]. Schema validation ensures that
the data adheres to a predefined schema, checking for con-
sistency in data types, ranges, and formats [3], and recent
schema evolution techniques allow adaptation to changes
in data formats over time [9]. Anomaly detection techniques
like Isolation Forests and One-Class SVM [104], identify
data points that deviate from the norm. Deep learning-
based approaches, such as autoencoders and LSTMs, en-
hance detection in high-dimensional data [20]. Automated
validation tools are increasingly used in large-scale ML
systems. Deequ [103], for example, is a Spark-based tool
that supports user-defined constraints and offers an API for
incremental validation. It also applies ML to automate tasks
like outlier detection. Data Linter [58] suggests cleaning
actions by analyzing schemas and distributions. Google’s
TFX [94] includes schema checks and anomaly detection
throughout training and deployment.

Data cleaning techniques address a wide array of chal-
lenges identified during validation, such as noise, outliers,
and duplicate records. While the broader field of data clean-
ing [69, 73, 98] covers a vast range of topics, including
integrity constraint violations, semantic inconsistencies,
typographical errors, unit mismatches, and value normal-
ization, our focus here is on techniques most critical for
ML accuracy. Cleaning is most effective when focused
on improving model accuracy and making training more
robust to noise. Indeed, data noise is considered adversar-
ial when it contains malicious poisoning. In such cases,
cleaning involves data sanitization to remove malicious in-
puts, along with outlier detection [17] like Isolation Forests
and deduplication [80, 127] to eliminate anomalies and
duplicate records, strengthening model reliability. Data
imputation enhances dataset completeness and consistency
by estimating missing values. Techniques range from tradi-
tional methods like MICE [118] and iterative k-NN [134],
to deep learning approaches leveraging GANs [130] and
latent-variable autoencoders [78] for synthetic generation.
Recently, adaptive frameworks have emerged to automate
model and hyperparameter selection, further optimizing
imputation quality [61].
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Table 1. Classification of Quality Dimensions and Techniques Across ML Pipeline Stages

ML Stages Techni Quality Dimensions in the ML Pipeline
Use Case/ Stakeholder-
Data-based Model-based Process-based
. . . . . . Context-based based
Dimensions D D . . . .
Di Di
s, " Representativeness, Contextual Rel
ampling Balancedness ontextual Relevance
Data Data Validation Correctness,
Preparation Completeness
Data Cleani Correctness,
ala Cleaning Completeness
Correctness,
Data Imp Compl X
Intra-Consistency
. Correctness,
Labeling Absence of Bias
Representativeness,
Feature Engi . Train/Test Performance, Use Case
Model cature Engineering Independence, Model Complexity Specificity
Training Balancedness
Fairness and . . . .
Bias Detection Absence of Bias Fairness Ethical Alignment
. Use Cq
Data Augmentation Balancedness Fairness s be‘. dfe
pecificity
Real-ti
Data Drift Detection Currentness Robustness ea( ‘me
Performance
Model —
N Reliability,
Validation & _
Monitoring Performance, Documentation
Monitoring Model Scalability, Quality, Trust Transparency
Trust Auditability,
Reproducibility

5.2.2 Data Augmentation. Data augmentation techniques
allow for improving the robustness of models, particularly
for small or imbalanced datasets. They expand training
data to increase their diversity, mitigate overfitting, and
maintain model performance. For imbalanced datasets,
techniques such as SMOTE [21] and Mixup [133] are
commonly used. Deep learning-based techniques like Vari-
ational Autoencoders (VAEs) [68], and GAN-based data
augmentation [48] models such as StyleGAN [66] have
further advanced the quality and diversity of synthetic
data. However, GANs are limited in generating data that is
significantly different from the original. AutoAugment [30]
addresses this by automating augmentation strategies and
improving the balance between realistic and diverse data.

5.2.3 Data Labeling. Supervised learning relies on high-
quality labeled data. Advanced techniques and tools have
been developed to automate labeling and validation, im-
proving efficiency while ensuring consistency and accuracy.
Snorkel [96] uses weak supervision to generate training data
from heuristic rules and domain knowledge. Prodigy [40],
developed by Explosion Al, applies active learning to
present the most informative samples to annotators, stream-
lining the labeling process.

5.2.4 Fairness and Bias Detection. Addressing fairness
involves detecting and mitigating biases in datasets, algo-
rithms, and model outputs. Fairness metrics assess model
predictions across several demographic groups, and differ-
ent stages of ML pipelines (before/in/post processing) [87].
Common metrics include individual fairness (treating sim-
ilar individuals similarly) and group fairness (across or
within groups) [35], with key metrics such as disparate
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impact [44], equal opportunity [53], and demographic
parity [35].

Bias mitigation techniques like reweighting [64] and
adversarial debiasing [132] adjust the model’s learning pro-
cess. Reweighting compensates for imbalances via sample
weights, while adversarial debiasing introduces an adver-
sarial component to promote fairer predictions. Tools like
IBM’s Fairness 360 [59] and Google’s What-If [49] support
bias testing and mitigation, helping practitioners address
issues from data drift or evolving societal norms.

5.2.5 ML monitoring. After deployment, quality efforts
shift to monitoring serving data to ensure it remains con-
textually aligned with training data. Various techniques
address training-serving skew, with some studies [93] de-
tecting skew in predefined variables. However, selecting
the right variables and thresholds remains challenging.
One solution is to base these thresholds on the expected
distribution of relevant features (e.g., the usage frequency
of specific attributes or demographics), allowing for more
targeted monitoring.

Automated systems [36, 103] enhance monitoring by
flagging anomalies, data integrity issues, or drops in metrics
like accuracy, precision, and recall. When combined with
performance-tracking tools such as control charts from
statistical process control [83], these systems effectively
track model performance over time.

5.2.6 Data drift detection and adaptation. In produc-
tion environments, data distributions may shift over time,
a phenomenon known as drift, which can impact model
accuracy. Detecting and adapting to drift is therefore criti-
cal. Statistical methods such as the Kolmogorov-Smirnov
Test [43] are commonly used to compare distributions and
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Figure 2. DQ impact in ML Pipelines. The arrows illustrate
a left-to-right cascading effect: Big Data characteristics
(left) impact specific DQ dimensions (center), which sub-
sequently affect downstream ML (right).

detect significant changes. More advanced methods include
Maximum Mean Discrepancy (MMD) [24, 50], a kernel-
based test for subtle shifts, and the Classifier Two-Sample
Test (C2ST) [76], which trains a classifier to distinguish
between datasets. MMD-D [74] enhances MMD for more
focused drift detection.

To adapt to drift, reweighting [15] adjusts sample weights
during training, and incremental learning [91] updates mod-
els continuously with new data. Adversarial training [46]
trains models using adversarial examples to make them
more robust to distribution changes, enhancing the model’s
ability to generalize across different data distributions. An-
other important technique is active learning [106], which
reduces labeling effort.

5.3 Impact of data quality in ML pipelines

Data quality challenges in ML pipelines [77, 125] are not
isolated phenomena but rather a cumulative stratification
of issues inherited from traditional data management, am-
plified by BDCs, and complicated by machine learning
requirements. Primarily, ML systems inherit the impacts of
traditional data quality, where dimensions such as correct-
ness, completeness, and consistency remain the bedrock of
model utility. Poor data quality at this syntactic level—such
as missing values or typographical errors—directly impairs
the learning process, as models trained on flawed data
inevitably replicate these errors in their predictions. For in-
stance, strictly enforcing schema constraints and referential
integrity, while traditional, is a prerequisite for preventing
feature extraction failures in ML pipelines. Without en-
suring these intrinsic quality dimensions, the downstream
model reliability is fundamentally compromised regardless
of the algorithmic sophistication.

These foundational issues are amplified by the impacts
of BDCs. The transition to high-volume, high-velocity, and
high-variety data introduces complexity that traditional
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cleaning cannot fully address. As illustrated in our concep-
tual model in Figure 2, BDCs act as causes that propagate
effects throughout the pipeline: *Variety’ stemming from
heterogeneous sources (e.g., social media combined with
sensors) often degrades *Consistency’ and ’Reliability’,
introducing noise that ML models may mistake for sig-
nal. Similarly, *Velocity’ necessitates *Currentness’, where
outdated data can lead to immediate model degradation
in dynamic environments like fraud detection. Figure 2
further depicts how these distorted dimensions eventually
impair ’Stakeholder-based Dimensions’ such as User Trust,
demonstrating a causal chain where BDCs degrade the
final decision-making confidence.

Beyond inheritance and amplification, ML pipelines face
unique semantic impacts that do not exist in traditional or
Big Data systems. Here, data quality defects are defined
not by syntactic errors, but by distributional properties
such as bias, fairness, and concept drift. A dataset can be
accurate and complete (in a traditional sense) yet function-
ally toxic to an ML model if it contains historical biases
or violates train/test independence (data leakage). These
unique dimensions directly affect the ethical alignment and
generalizability of the model. For example, a lack of repre-
sentativeness in training data does not break the database
query, but it causes the ML model to fail catastrophically on
underrepresented minority groups, creating severe fairness
issues in high-stakes decision-making.

The interplay of these three layers is best observed in
critical application scenarios. In financial trading, a sys-
tem must ensure transaction accuracy (Traditional), handle
the velocity of market ticks (Big Data), and detect subtle
distribution shifts to prevent model drift (ML-Unique).
Despite the availability of techniques like sampling and
incremental profiling to manage Big Data volume, a sig-
nificant gap remains: current Big Data quality tools often
lack the semantic awareness required to detect nuanced
ML-specific issues like fairness violations and explain-
ability deficits. Consequently, future DQ awareness must
evolve from purely ensuring data cleanliness to validating
the semantic fitness and ethical implications of data within
the specific context of ML tasks.

6 NEW OPPORTUNITIES OF DQ FOR
DATA SCIENCE SYSTEMS

The intersection of Big Data and machine learning within
data science systems presents unique challenges in data
quality, which opens up several opportunities for advancing
quality awareness techniques.

6.1 Enhancing Quality Awareness in DS Systems

Challenges with Multimodal Data: Current DQ systems
struggle with the diverse characteristics of multimodal data,
such as discrepancies between discrete text and continuous
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image data [71]. Synchronization issues in time-dependent
data formats like video and audio further complicate accu-
rate model performance. Future research should develop
unified quality metrics and cross-modal consistency checks
tailored for multimodal environments [128]. Advanced
data fusion techniques, such as multi-modal GANs, could
address data gaps and reduce redundancy, ensuring robust
data integrity across different modalities [135].

Adaptive Quality Monitoring: Dynamic environments
where data continuously evolves, such as those involving
real-time data streams, demand adaptive quality monitoring
frameworks. Integrating ML models with dynamic profiling
techniques could facilitate real-time adaptation to emerging
data patterns like drift, enhancing the responsiveness of
DQ validation systems [94, 103].

6.2 Addressing Al Ethics

An important research direction within the intersection of
fairness and data cleaning is addressing how existing qual-
ity awareness techniques affect fairness in ML pipelines.
Specifically, we need to examine whether existing data
cleaning techniques can be effectively adapted to han-
dle fairness constraints, or if new techniques should be
developed. One promising opportunity lies in extending
current cross-validation and model optimization techniques
to include fairness, rather than only prioritizing accuracy.
Techniques like Shapley values [65] have been proposed to
identify data points that negatively impact fairness, suggest-
ing a path for fairness-enhanced cleaning. The Big Data
challenges further amplify fairness issues in ML pipelines,
emphasizing the need for scalable, fairness-aware solu-
tions that balance accuracy and ethical considerations. In
addition, enhancing transparency and interpretability in
fairness-aware cleaning is also a key research direction
to leverage trust and accountability in data science sys-
tems [56, 126]. Developing techniques that clarify how
these fairness-aware cleaning techniques impact model
fairness will help reveal features affecting outcomes.

6.3 The Dual-Role of LLMs in Data Quality

LLMs occupy a unique dual role in the DQ landscape of
modern DS systems: they simultaneously act as objects of
DQ assessment—requiring carefully curated and unbiased
training corpora—and as emerging fools for performing
DQ tasks on other datasets. The following two subsections
examine each role in turn.

6.3.1 Data Quality for LLMs LLMs have become inte-
gral to data science systems, offering the ability to extract
insights and make data-driven decisions at scale. However,
one of the main challenges associated with LLMs is the
issue of hallucination [10, 63]. This issue often arises from
harmful errors in the original training data, where biases or
inaccuracies lead to hallucinations, and can be exacerbated
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when LLMs are trained on outputs generated by other
LLM:s, which creates a feedback loop that further degrades
output quality [117].

Addressing these challenges requires ensuring the qual-
ity and authenticity of the data used in both training and
evaluation [23, 136]. Conventional methods, such as verify-
ing data sources, using human-in-the-loop validation, and
ensuring transparency in data provenance, help mitigate
hallucination risks. However, the scale and complexity
of LLMs require new approaches to effectively manage
and improve data quality as these models continue to ex-
pand [63, 70]. Additionally, new data quality metrics may
be required to capture the specific challenges introduced
by LLMs, including mechanisms to verify generated con-
tent and manage internal biases, ensuring accuracy and
reliability as they scale.

6.3.2 Using LLMs for Data Quality In addition to being
subjects of DQ assessment, LLMs are rapidly emerging
as powerful tools for DQ assessment and improvement.
Their ability to understand natural language and context
enables new approaches to data cleaning. For instance,
recent studies explore using LLM-based agents for data
science tasks, including automated data preprocessing and
cleaning. LLMs can be used to identify semantic anomalies
(e.g., a "Sony" value in a "Brand" column misspelled as
"Soni"), suggest repairs for functional dependency viola-
tions, and even automate data quality assessment (DQA)
tasks that previously required human-in-the-loop validation.
This 'LLM4DATA’ paradigm represents a significant new
research frontier [137].

7 CONCLUSIONS

This paper traces the evolution of Data Quality (DQ) aware-
ness. We conclude with three key takeaways. First, DQ
challenges are cumulative: each new system inherits the con-
cerns of its predecessors—syntactic correctness from tradi-
tional data management, scalability from Big Data—while
adding new layers, culminating in semantic and ethical
dimensions (fairness, bias, drift, label quality) that are
unique to ML/DS systems. Second, DQ awareness itself
has shifted from a data-at-rest concern (traditional sys-
tems), to a data-in-motion concern (Big Data), and finally
to a data-for-decision-making concern (ML pipelines),
demanding holistic, end-to-end approaches rather than
isolated preprocessing steps. Third, the frontier of DQ
is increasingly semantic: future challenges center less on
technical cleanliness and more on fitness-for-use, fairness,
and the reliability of LLM-derived outputs.
Consequently, the path forward requires holistic, end-
to-end quality frameworks—adaptive enough to manage
this growing complexity—that prioritize not just the data’s
form, but a broader awareness of the influence of data
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quality across modern data ecosystems, particularly in the
era of Large Language Models.
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Reminiscences on Influential Papers

This issue’s contributors cover topics that tackle vari-
ous complexities in database systems: nested SQL, high-
dimensional and uncertain data, and query optimiza-
tion. Enjoy reading!

While I will keep inviting members of the data man-
agement community, and neighboring communities, to
contribute to this column, I also welcome unsolicited
contributions. Please contact me if you are interested.

Pinar T6ziin, editor
IT University of Copenhagen, Denmark
pito@itu.dk

Torsten Grust
University of Tiibingen, Germany
torsten.grust@uni-tuebingen.de

Thomas Neumann and Alfons Kemper.

Unnesting Arbitrary Queries.

In Proceedings of BTW (Database Systems for Busi-
ness, Technology, and Web), 2015.

The ability to freely nest queries—even if they are
correlated—and to not care about the potential ineffi-
ciencies of nested-loop execution is, if you ask me, the
ultimate sign that SQL is a declarative query language.
Our colleagues in the programming language commu-
nity may invoke terms like compositionality or orthog-
onality here, but foremost, a proper treatment of cor-
related subqueries means that efficient execution is of
no concern while complex queries are authored. What
a relief.

Do contemporary database systems live up to the
declarativity promise that SQL makes? More often than
not they do, some better than others, provided the queries
are not “too complex”. With Thomas Neumann’s and

Alfons Kemper’s 2015 paper “Unnesting Arbitrary Queries”

[13], however, DBMSs can provide a guarantee: there is
no constellation of nested (correlated) SQL queries that
cannot be rewritten and fully unravelled to avoid nested-
loop evaluation of quadratic complexity. Thomas and
Alfons describe principled, systematic, step-by-step al-
gebraic rewrites that relocate the dependent join—the
algebraic incarnation of nested-loop inefficiency—in any
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query plan until it can be replaced by a regular join (or
eliminated entirely).

Their rewriting strategy is robust and does not break
in the presence of complex GROUP BYs, ORDER BYs,
LIMITSs, window functions, or even recursive common
table expressions (CTEs)—features that characterize con-
temporary analytical SQL workloads. It is this sturdi-
ness which tells Thomas’ and Alfons’ work apart from
the variety of approaches that came before it, from Kim’s
[3] or Jarke’s [2] notable work that would be able to rec-
ognize and decorrelate specific SQL query patterns only
to SQLite’s list of two dozen syntactic conditions that a
query must meet before it is even considered for unnest-
ing. There are now DBMSs out there that entirely rely
on the unnesting strategy of [13] (or its updated vari-
ant that Thomas discussed and proved correct ten years
later [11, 12]): let me point at DuckDB as one contem-
porary system that would not exist in its present form
without Thomas’ and Alfons’ 2015 effort.

Is complex correlation daily SQL business or rather
an esoteric exception? The answer is the former, quite
clearly:

1. If data analytics are performed where they should
be—namely close to the data, i.e., by the database
kernel itself—we need confidence that the SQL en-
gine will be able to cope with complex, possibly
“monster”, SQL queries, that are ripe with (recur-
sive) CTEs.

2. Deep nesting is pervasive in non-human generated
SQL queries, for example as produced by agentic
SQL interfaces or text-to-SQL translators.

3. Our own research here in Tiibingen uses plain SQL
as the target language for compilers of composi-
tional procedural programming languages (PL/SQL,
say). Code generators can emit complex SQL in-
cantations with the confidence that a query engine
equipped with Thomas’ and Alfons’ decorrelation
will be able to keep its end up.

Thomas and Alfons are members of the German database
research community and, let me assure you, we are
mighty proud. The mentioned work [12, 13] has been
published in the biennial German-speaking database con-
ference BTW and it may have flown under your radar.
Give those papers a read. To me, there is SQL query
processing before and after 2015.
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Antonin Guttman.

R-trees: A Dynamic Index Structure for Spatial
Searching.

In Proceedings of the International Conference on Man-
agement of Data (SIGMOD), 1984.

R-tree [1] is perhaps the paper that opened the door
of research for me. I first read the paper as a third-year
undergraduate student, when I was working on my un-
dergraduate thesis on query processing over moving ob-
jects. At that time, I was still learning the fundamentals
of databases and algorithms, and research papers felt
distant and mysterious. I studied the paper together
with its implementation in C. What fascinated me im-
mediately was the simplicity and elegance of the core
idea, as well as the efficiency improvement it enabled
in practice. By organizing spatial objects hierarchically
using minimum bounding rectangles, spatial searching is
transformed into a scalable and efficient process. Look-
ing back now, the idea almost feels inevitable, but that
is often the feature of truly pioneering research, which
makes you feel difficult to imagine the field without it.

The R-tree structure had a lasting influence on my
research trajectory on spatial data management, uncer-
tain data management, and high-dimensional data man-
agement. Even some of my later research on graph data
management inherited similar ways of thinking about ef-
ficient organization and querying of complex structured
data. Although these areas may appear quite differ-
ent on the surface, they all share a common underly-
ing challenge: how to design scalable data structures
and query processing techniques for increasingly com-
plex data spaces.

Jian Pei, Bin Jiang, Xuemin Lin, and Yidong Yuan.

Probabilistic Skylines on Uncertain Data.

In Proceedings of the International Conference on Very
Large Data Bases (VLDB), 2007.

The VLDB 2007 skyline paper [14] also had a sig-
nificant influence on me. One of the reasons is perhaps
that I was fortunate to participate in several of the early
discussions with the authors when the ideas were still
taking shape. At that time, skyline queries were already
an active research topic, but extending the operator to
uncertain settings was far from straightforward. I still
remember the excitement of discussing questions such as
how uncertainty should affect dominance relationships,
what the semantics of skyline answers should be under
probabilistic models, and whether efficient query pro-
cessing was possible in such settings. Seeing these ideas
gradually crystallize into the paper gave me a firsthand
appreciation of how impactful research works are often
born, which is to ask simple but fundamental questions.
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Interestingly, one important issue remained unresolved
after the paper: the optimality guarantee of skyline re-
sults under uncertainty. At the time, during several
discussions around the paper, we believed this might be
fundamentally impossible to achieve. Existing proba-
bilistic skyline semantics could quantify the likelihood
of an object belonging to the skyline, but they could not
fully preserve the desirable optimality properties that
make skyline queries attractive in deterministic settings.
This limitation stayed in my mind for years. Later, I
encountered the concept of stochastic orders in prob-
ability theory and realized that stochastic dominance
could provide a principled foundation for defining opti-
mality over uncertain data. This insight eventually led
me to develop the stochastic skyline operator, which
resolved the problem in a theoretically grounded way.
The resulting work was published in ICDE 2011 [8] and
later extended in TODS [16]. This paper also inspired
me to further explore uncertain data management and
multidimensional spatial data management, which later
became central themes in my PhD research and contin-
ued to influence many of my subsequent works on graph
data management, data quality management, and data-
centric Al

Viktor Sanca
Oracle, CA, USA
viktor.sanca®@oracle.com

Michael Stillger, Guy M. Lohman, Volker Markl, and
Mokhtar Kandil.
LEO - DB2’s LEarning Optimizer.

In Proceedings of the International Conference on Very
Large Data Bases (VLDB), 2001.

Database systems have always been built around a
tension between declarative simplicity and operational
complexity. SQL lets users describe what they want,
while the system decides how to produce it. Query op-
timization is where much of that decision-making hap-
pens: the optimizer estimates cardinalities and costs,
searches through alternative physical plans, and chooses
one under uncertainty. Today, Al seems to extend the
same aspiration far beyond databases: users increas-
ingly express intent in natural language, while systems
decide how to plan, retrieve, rank, approximate, and
act. This makes the old database question newly rele-
vant: how should a system make good decisions when its
models are incomplete and its environment keeps chang-
ing?

I started my research journey around 2017, just as ma-
chine learning for database systems was gaining momen-
tum again, notably with learned indexes making an in-
triguing argument: even classical data structures could
be viewed as models that predict data position [4]. I was
also interested in how modern database systems could
support and optimize approximate queries, providing
results and answers that are timely, useful, and task-
appropriate in the era of scale-up systems and hard-
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ware accelerators. That question has become more cen-
tral with Al and vector-based workloads, where similar-
ity search, ranking, and probabilistic relevance have be-
come mainstream. What interested me was how learn-
ing and approximation could become part of the database
engine itself.

That is when I encountered LEO: DB2’s LEarning
Optimizer [15]. Published in 2001, LEO felt current
when I encountered it years later. It asked a simple
but consequential question: can a query optimizer learn
from its own mistakes? Its target was inaccurate cardi-
nality estimation: wrong row-count estimates for oper-
ators and intermediate subplans. These estimates feed
the cost model and influence access paths, join order,
join algorithms, and memory use.

The difficulty is that these estimates are derived from
compact statistics and simplifying assumptions. His-
tograms, distinct-value counts, and index statistics sum-
marize base data, but they do not fully capture skew,
predicate correlations, join-key distributions, parameter-
dependent selectivities, or the distributions of interme-
diate results. Errors can therefore propagate through a
plan, leading to severe performance degradation.

LEO did not claim to solve cardinality estimation in
general. Its contribution was to add a feedback path
for estimates that execution proves wrong. DB2 stores
a plan skeleton at compilation time, collects actual row
counts during execution, compares estimates with ob-
servations after execution, and stores correction fac-
tors separately from the original catalog statistics [15].
Future optimizations can then reuse these corrections
when similar predicates, joins, or intermediate expres-
sions appear.

This is machine learning, but of a specific kind. LEO
is not reinforcement learning in the strict sense: it does
not explore alternative plans, observe query latency as
a reward, and learn a policy over optimizer actions. Its
learning is model correction via a feedback loop. It
uses runtime evidence to correct selected estimates that
proved wrong during execution. Because optimizer de-
cisions depend heavily on these estimates, improving
them can improve later plan choices.

This is where LEO’s broader lesson becomes clear:
runtime adaptivity is central to robust data systems.
Static statistics and compile-time reasoning are neces-
sary, but not sufficient in the presence of evolving data,
complex predicates, correlated attributes, changing work-
loads, and heterogeneous analytics. Runtime observa-
tion gives the system access to evidence that was un-
available, incomplete, or too expensive to model ahead
of time.

One important system lesson is that even observing
the truth is hard. Runtime operators do not always map
one-to-one to optimizer operators. Execution engines
may introduce shortcuts, bypass operators, materialize
intermediate results, or transform the plan through code
generation and runtime optimization. Modern vector-
ization, pipelining, operator fusion, and generated code
make this attribution problem even harder. Learning
from execution requires counters and a faithful bridge
between the optimizer’s model and the execution en-
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gine’s behavior.

Cardinality estimation remains a current problem in
query optimization. The Join Order Benchmark showed
that cardinality-estimation errors are not just an aca-
demic imperfection: in realistic multi-join workloads,
they can dominate plan quality and lead optimizers to-
ward poor join orders and access paths [5, 7]. More re-
cent evidence shows that, even after years of optimizer
engineering, severe cardinality errors remain common
and continue to cause bad query plans [6]. This persis-
tence makes LEO’s message feel current: robust query
processing cannot rely only on static estimates; it needs
mechanisms that observe, adapt, and correct themselves
at runtime.

LEO captures an idea that feels even more perti-
nent in today’s landscape of Al-driven analytics: sys-
tems should remember, adapt, and improve over time.
Modern learned and adaptive optimizers pursue this
idea more directly, whether by learning plan choices
or by learning how to steer an existing optimizer [10,
9]. But the broader lesson extends beyond query opti-
mization. As Al makes more interfaces declarative, the
burden shifts increasingly to the system: to interpret
intent, choose strategies, tolerate approximation, and
adapt from feedback. What LEO showed, in a database
setting, is that adaptivity can begin with a best-effort
model and a classical feedback loop: runtime exposes
hard evidence, evidence becomes correction, and cor-
rection drives better future outcomes.
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Beyond One-on-Ones:
A Mini-Team Approach to PhD Advising
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1 Introduction

Meetings, and the need for them, are often described
as the scourge of productivity. On the other hand,
as an advisor, meetings are the main tool for work-
ing with students and actually doing research. As
teaching and administrative loads grow, meetings
are in some weeks the only opportunity for an advi-
sor to engage in active thinking about solutions to
research challenges. Often, they are in fact the best
part of my day. Over the years, I have refined the
meeting structure of my team and have settled on
the following framework.

1-on-1s 1 student | biweekly | 5-15 min
personal things, teaching, progress

Miniteams 2-3 students | weekly | 90 min
core research, current challenges

Miditeams 3-5 students | monthly | 120 min
core research, framework, planning

Maxiteam entire team | weekly | 60 min
organization, travel planning, teaching plan-
ning, status updates

After acknowledging related work on the topic of
meetings in Section 2, Section 3 explains these meet-
ing types in more detail.

2 Related work

Countless articles and books offer advice on how
to structure and optimize meetings. Rather than
reviewing those techniques, I restrict this “related
work” section to articles that have previously ap-
peared in the “Advice to Mid-Career Researchers”
column of SIGMOD Record.

Surprisingly, in prior articles in this series, meet-
ings have played only a small role. Anastasia Ail-
amaki emphasizes “[...] the importance of regular
(weekly) meetings and having a student assigned to
the project to keep a collaboration alive” [1] — such
meetings serve as a heartbeat for projects, and this
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is true also for internal meetings between students
and advisors.

Angela Bonifati notes “[. . .| even if you have post-
docs, you should still make sure to meet with all
your students individually every week or at least
every two weeks” [2] — I cannot agree more. Ul-
timately, advisors are responsible for the members
of their teams — their well-being and their success.
Postdocs provide valuable feedback and contribu-
tions, but cannot replace the experience of an advi-
sor. Apart from guiding students, a significant part
of a postdoc’s motivation is, rightly so, to advance
their own science, while the advisor’s motivation is
the successful graduation of the students. Most of
the time, these goals align, but when they do not,
advisors can provide guidance.

Qiong Luo provides recommendations about group
size: “I find it most productive and enjoyable with
a group of 4-5 students, as I can have weekly one-
on-one meetings with each of them and guide them
individually.” [3] Here, I agree and disagree: 1-on-
1 meetings are needed, but scale less well than the
mini-team structure we practice.

3 Meetings with PhD students

In a busy week, with many administrative meetings,
teaching hours, reviewing, etc., meetings with stu-
dents are almost my only opportunity to actually
do proper, concrete research. They are the most
fun part of my day and have a high priority when
fixing a schedule. To achieve this setting, it is im-
portant to consider the participants, the content,
and the goals of this meeting. In particular, I want
to avoid the default weekly 1-on-1 student meeting;:
in my experience, these meetings tend to devolve
into a report of what the student has done in the
past week, some feedback, and planning for next
steps. While this can work well, it also misses sev-
eral opportunities.

After many years (almost decades) of tweaking
and experimenting, I have settled on what we call
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mini-team meetings as my main form of meetings
with students: we cluster our team topically into
groups of 2-3 PhD students and meet on a weekly
basis for meetings that last 90—120 minutes, depend-
ing on mini-team size, together with any involved
postdocs and me as advisor. In addition, we do
hold brief 1-on-1 meetings, update-meetings with
the entire team and larger meetings on demand.

1-on-1s: Every week, I have a fixed slot for 1-on-
1 meetings in a fixed order, so that I meet each
student (and postdoc) once every two weeks. It is
understood that each of those individual meetings
can have a variable length (typically 5-15 minutes),
so I ask all students to be flexible and simply join
when I have wrapped up the previous one. These
1-on-1s are reserved for quick personal and organi-
zational updates, such as upcoming trips, holiday
planning, or submission strategies. Also, we discuss
upcoming teaching duties, for instance, to align lec-
tures and exercises. Students (and I) usually resist
the urge to discuss research topics, instead leaving
them for the mini-team meetings.

Mini-team meetings: Grouping students into topi-
cal mini-teams was the key insight into our meeting
structure. The weekly meeting duration is typically
30 min per student, with an understanding that we
do not strictly allot that amount of time to each
student. Instead, we spontaneously decide who goes
first and discuss research issues as long as needed
before moving on to the next student. Only some
oversight is needed to ensure that all students have
at least some discussion time.

The meetings do not have the typical reporting
nature (“last week I did ...”), in which students feel
the need to prove their progress. Rather, we ex-
amine and discuss current issues and challenges.
In this way, all present students can chime in and
have an actual impact, rather than just listening
to others’ reports. Often, feedback and solutions
that are valid for one project are generalizable to
other projects. All participants learn how to se-
lect datasets, engineer features, present results in
graphs, realign perspectives on a problem, scope
contributions, structure experiments, respond to re-
viewer feedback, and communicate complex ideas
concisely. In the best case, students within a mini-
team join up and help each other with their projects
and co-author papers. Some students tend to stay
silent while others discuss their own work. In these
cases, some encouragement to comment is appropri-
ate.

Preparation for these meetings is minimal for the
students — no slides are necessary. Rather, we dive
into spreadsheets, code, or XTEX, but mostly use
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the whiteboard to discuss ideas. If all but one stu-
dent from a mini-team are away, we either call it a
micro-team meeting or invite that one student to
another mini-team in that week.

Midi-team meetings: When research projects feed
into larger frameworks or involve master’s students,
we occasionally schedule a meeting that combines
multiple mini-teams. Here we discuss architecture
and APIs, joint demo papers, and also report to
each other on the current progress. These meetings
serve as a synchronization point for items that we
omit when in the individual mini-team meetings.

Maxi-team meetings: These weekly one-hour meet-
ings of the entire team are common in most research
groups. We go around the table for quick status
updates, we celebrate successes, and we plan the
next BBQ. At times, we invite master’s students,
especially if they would like to pursue a PhD af-
ter graduating (the German system requires a com-
pleted master‘s degree before enrolling in the PhD
program).

4 General Principles

The following principles summarize my recommen-
dations for effective PhD student meetings.

Content: Research meetings should involve research,
not reporting. As much as students want to explain
their achievements, it is more productive to discuss
current and upcoming challenges. For instance, in-
stead of looking through collected data, we design
a data structure; instead of showing experimental
results, we discuss how to present them; instead of
walking through the introduction, we write an ab-
stract.

Timing: In my experience, and following the typ-
ical daily energy cycle, research-oriented meetings
should be held in the morning, while large team
meetings (maxi-teams) work best after lunch.

Participants: Meetings between the advisor and a
single student are inefficient: advice often is rele-
vant to more than one student. In meetings with
multiple students, everyone learns something from
everyone else, ideas spread more easily, and cooper-
ation is fostered.

A final word on how to meet: I try to avoid on-
line meetings with members of my group, if at all
possible. If there is a work-related reason to not
be in the office, such as a research visit, a confer-
ence, etc., I am happy to meet online. Otherwise,
I insist that PhD students attend in person for any
kind of meeting. I also try to avoid hybrid (i.e.,
some in-person, some online) meetings altogether.
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The technical setup with many laptops is not as
seamless as one would hope, online attendees “hide”
behind the mute button, and interaction is limited.

With the right structure, meetings can transform
from a necessary burden into the most productive,
and enjoyable, part of the week.
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Background: We Need Intelligent Big Data
Stores. Traditionally, data stores have been managed
primarily by database administrators with deep sys-
tem expertise. We anticipate significantly broader de-
mand from non-DB-expert users in the near future. For
example, contemporary Al developers must routinely
manage large and heterogeneous datasets such as text
logs, graphs, vectors and images across iterative train-
ing and evaluation cycles. These workflows require la-
borious tasks including storage management, retrieval,
and summarization tailored to various data types.

Opportunities and Challenges: We ask whether it
is possible to develop an autonomous storage agent to
address this broader with the following capabilities: (1)
support for large-scale multimodal data, including text
logs, graph, vector, and image data; (2) user-oblivious
indexing, whereby data of any type can be ingested
and automatically indexed for high-performance access
based on its interaction history with users; and (3)
efficient, prompt-based data retrieval, enabling users
to specify desired data categories and retrieve relevant
data with high efficiency.

The storage agent design is expected to comprise:
(1) a Data Engine for multimodal data ingestion and
automated indexing; and (2) an Intelligent Reasoner
that provides a prompt-based interface and understands
data access patterns and their impact on performance.

Engine Proposal: Multimodal Autonomous
Key-Value Stores. We aim to address the stor-
age challenges through a unified key-value store frame-
work, referred to as Multimodal Autonomous Key-
Value Stores (MAKVs). MAKVs are inspired by self-
designing systems [2, 5] and self-driving databases [9],
but with the vision to extend autonomous design prin-
ciples to heterogeneous data modalities, and to imple-
ment it under modern key-value store designs. We ex-
pect MAKVs to support multiple data modalities, in-
cluding text, image, vector, and graph data, thereby
enjoying data locality across data modalities. Partic-
ularly, the MAKVs framework incorporates multiple
key-value store instances (KVs), each responsible for
managing a particular data modality. Because these in-
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stances share the same underlying KV data structure
(e.g., LSM-trees), they can be represented within a uni-
fied configuration space for cost modeling. Such unifi-
cation is essential for enabling global system optimiza-
tion and automated system tuning. We expect that
the MAKVs can automatically build and update data
structures with respect to workload changes. This idea
is supported by two pieces of evidence.

Evidence 1: Auto-tuned Key-Value Stores are
Along the Way. Recent research (e.g., [3, 4, 6, 7]) has
proposed new frameworks for LSM-tree auto-tuning by
redesigning internal components (e.g., compaction poli-
cies). These works show that the configuration space of
LSM-tree indexes can be significantly expanded to en-
able smooth structural transitions under dynamic work-
loads, upon which a global controller (e.g., I/O cost
models or machine-learning-based models) can guide in-
dexing and re-indexing decisions. Extending these tech-
niques to MAKVs is therefore promising.

Evidence 2: Key-Value Stores are a Good Fit
for Multimodal Data. Besides text and image data
which are naturally supported by key-value stores, re-
cent studies show new system and architecture designs
to facilitate LSM-trees, the data engine of key-value
stores, to nicely support graph storage [8, 10] and vec-
tor data access [1, 11], thereby showing the possibility
of a unified multimodal key-value store.

Next Steps (Intelligent Reasoner). Achieving
truly intelligent data storage agents requires integrating
large language models (LLMs) to interpret user intent
— particularly to understand the relationships among
user actions, data access patterns, and system perfor-
mance. While LLMs possess strong reasoning capabili-
ties and friendly user interfaces, they generally lack ex-
plicit knowledge of user-data interactions. A key chal-
lenge, therefore, is to augment LLMs with such exter-
nal knowledge. One potential approach is to construct a
data-user graph that models the temporal and causal re-
lationships among user actions, data accesses, and sys-
tem performance. This graph can then be incorporated
as external knowledge (e.g., via GraphRAG) to support
and guide LLM reasoning.
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Lei Chen Speaks Out on
Research, Al, and
Building a New University

H. V. Jagadish and Vanessa Braganholo

Lei Chen
https://home.cse.ust.hk/~leichen/

Welcome, everyone. This is our next edition of the ACM SIGMOD Record’s series of interviews with distinguished members of
the database community. Today I'm delighted to have with us Lei Chen, who is the Chaired Professor in Data Science and
Analytics at HKUST Guangzhou, and at the Department of Computer Science and Engineering at HKUST, the Hong Kong
University of Science and Technology. He is a fellow of the ACM and of the IEEE, and he currently serves as the Dean of the
Information Hub and Director of the Big Data Institute at HKUST Guangzhou. I am H.V. Jagadish, Professor of Computer

Science and Engineering at the University of Michigan. Welcome, Lei.
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You have worked on so many different topics over the
years and have a really stunning publication record.
Are there some key technical accomplishments among
so many that you'd like to highlight? If you ask me, I
would pick three big buckets of your work: your early
work on spatiotemporal data (the motion trajectories in
particular), your work on crowdsourcing, and your
recent Al work (particularly MindSpore). But 1'd like to
hear about any of these or other things that you'd like to
highlight.

That's perfect. Actually, you picked the right three
pieces of what I consider to be very important work I
have done since I started my PhD in data science and
databases at the University of Waterloo. In the first
work, about spatiotemporal motion trajectories, I
proposed EDR, a very robust and efficient similarity
measure, and how you can adapt to local time shifting,
and also handle the noise that may appear during the
data capture period.

After I graduated and moved to HKUST, starting my
career as an assistant professor, I continued working
with my students on similarity measures. But similarity
is very subjective. Everybody thinks about it differently:
you may think something is similar, but other people
may not. At that time, crowdsourcing came along as a
very popular mechanism to judge the majority of
people's opinions. This motivated me to work on
crowdsourcing, because you put a similarity measure
there and let people judge whether the result is good or
not. But in order to make crowdsourcing effective and
efficient, you have to understand the crowd workers'
efficiency and expertise. You have to know how to
assign tasks to the right people, because only in this way
can you use a minimum amount of money to get the best
results without sacrificing effort and time. So this
became the second major piece of work I devoted my
research effort to.

Humans play a big role in crowdsourcing. Later, deep
learning and machine learning came into play. But their
results still needed human intervention to provide the
right explanations. We call this human-in-the-loop.
With all these results coming to the end users,
somebody has to say whether this is a good result or not.
With human-in-the-loop approaches, like
crowdsourcing or user feedback, we can fine-tune the
deep learning or machine learning results to make them
more accurate and robust. At that time, I spent my
sabbatical leave at Huawei, and they wanted to develop
their own deep learning framework. I proposed, together
with the team: why not develop a user-friendly
framework? So we incorporated these human-in-the-
loop ideas to make the deep learning framework more
user-friendly and, most importantly, explainable, giving
the machine learning results explainable units, so that
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people will believe and trust them. The results become
more trustworthy, and you can apply them to more
critical domains like finance and medicine. This is why
I've been working on MindSpore, the deep learning
framework, trying to make it really user-friendly and
with explainable mechanisms built in.

Actually, this is the age of Al; everybody is talking about
Al You were just talking about it in the context of
MindSpore. This is impacting everybody, and in
particular the database research community. What do
you see as the future for the community over the next 10
or 20 years? What should we prioritize? What is
overhyped? What advice would you have for young
researchers?

I think we are in the Al era. We cannot escape Al. Even
if you talk about databases, you know, relational
algebra, relational calculus, query optimizations,
database people are already starting to use Al
techniques like reinforcement learning to find the right
techniques for query optimization. So I think in the next
10 or 20 years, as data scientists and database
researchers, we should embrace Al.

Think about what we can do as database people to speed
up or make AI more robust and more efficient. For
example, recently I published quite a bit of work on data
for Al -- how you select data to help machine learning,
deep learning, or large language model training. Yes,
data is there, and a lot of people say they just use a lot
of data for training and don't care because they have a
lot of GPUs. But not everybody is that rich. You have
to think about whether the data you put in for training is
actually useful and will help improve your training
results. Inside the training process, there are many
things we can help with: data compression, model
compression; really making the model more lightweight
so you can deploy it on light devices.

Recently, with many applications of large language
models in vertical domains like finance, medicine, or
even civil engineering, inference efficiency has become
very important. We are talking about key-value cache:
what to cache, how to cache, and when to cache. All
these are very interesting questions. I think this is just
the beginning. We are following the large language
model trend and finding the difficult points where we
can help.

Later on, when we consider multimodal large language
models that include audio, image, video, text, time
series, spreadsheets, and more. Think about: how do we
store them? What is the first-class citizen to store this
data? Not just storing for querying, but storing to help
with training. People talk about RAG, they talk about
vector databases. Is that the only solution? When you do
embedding and map all this multimodal data into one
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vector space, how can you guarantee that semantically
similar data from different models is mapped to
positions that are close to each other in the vector space?
This is really hard.

People in industry say they put everything in a data lake,
but how do they index it? How can you index data so
that whenever necessary, you can retrieve it for the large
language model training? These data describe events,
scenarios, and whole processes. I feel this is a really
hard problem. I think we need database people and data
science people working for quite a few years to find a
good solution, together with Al people. I think this is
definitely the next 10 or 20 years of research we can do.
We can even build data foundations for large language
models.

Moving on, I've heard that you have an amazingly large
number of students. How many students do you have?

I have around 20 students in Hong Kong, and about 35
students in Guangzhou.

Wow! So you have a classroom full of students.
Amazing! How do you supervise the work of so many
students? How do you manage a group that large?

Originally, I was very ambitious. I thought I could have
one-to-one individual meetings with all of them for an
hour each. But later on, it turned out that doesn't work
very well, because one-to-one meetings don't really
generate a lot of sparks. So I divided my group into
several small groups — for example, Knowledge Graph,
Data Science for AI, AI for Data Science, and
Spatiotemporal Databases. Basically, students pick the
group they're interested in. Once I have these small
groups, I ask a senior student or a postdoc to be the
group leader. I have a meeting with each small group
every week. In these meetings, I ask all the students to
report their progress, and at the same time, all the group
members and I comment and give suggestions.

I think this is very effective, because the people working
in the same area all read the same papers, they all know
the area, and they give each other good suggestions. I
spend about 2 or 3 hours per group, so for all 50
students, I spend around 12 hours per week meeting
with all of them. After that, I ask group leaders to send
me reports of the meetings. Of course, if some students
really need one-to-one attention, I spend time on that
too. In this way, with this small group meeting style, I
can manage even more students, because not only I give
suggestions; all the people inside the groups discuss,
generate ideas, and comment on each other's work. It's
very effective.
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You've really devised an innovative and effective way to
manage the group. This speaks to your skill as a
manager, SO I want to turn to those aspects next. As we
mentioned at the start, you are the Dean of the
Information Hub and Director of the Big Data Science
Institute at HKUST Guangzhou. You have been a leader
in setting up this new campus at Guangzhou. This is
exciting and difficult to pull off. Can you say a little
about the challenges and the satisfactions?

I'm still very excited about it. I have been at Guangzhou
for 3 years. I still remember, in September 2021, before
the Guangzhou campus really started, our new president
in Guangzhou asked me: "Lei, do you want to join us?"
I had been working at HKUST Hong Kong for about 17
years at that point (assistant professor, associate
professor, full professor, chair professor) my whole
career path. I knew how everything worked: how to
apply for grants, how to support students, how to make
everything run smoothly. I felt so comfortable and I just
followed the routine. Then when I heard about this
opportunity, I said, maybe I should give it a try.

People say we should not count
papers and should focus on
impact instead. Everyone
agrees with that in principle.
But most importantly, you
have to change the rules of the
game.

You're asking about challenges. HKUST Guangzhou
was set up 3 years ago, but it was planned much earlier.
The big question was: do we want HKUST Guangzhou
to be an exact copy of HKUST? Think about this:
HKUST spent 30 years building its reputation as one of
Asia's top universities. Our advantage over mainland
universities is that we are international: we hire faculty
from overseas, and we built our name within 30 years.
But how? By encouraging faculty to publish and build
strong publication records. Our new president
recognized that we know this game and how to play it.
But do we really want to replicate HKUST in
Guangzhou? The answer is no.

That creates real challenges. People say we should not
count papers and should focus on impact instead.
Everyone agrees with that in principle. But most
importantly, you have to change the rules of the game.
At traditional mainland universities, the incentive
system is built around publications: you get promoted
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and get tenure based on how many papers you publish.
With those guidelines set by the universities, how can
you expect students and young faculty not to focus on
publishing? We cannot blame them; the whole system
works that way. If 1 were the president of those
universities, | would say “you have to publish.”

So the difference with HKUST Guangzhou is that we
don't want to just count numbers. We must think of a
way to encourage real impact. We encourage faculty to
do interdisciplinary research. We are computer
scientists, we're very good at computer science, and we
publish a lot of CS papers. But think about it: if a
computer scientist publishes in Nature or Science, that
means they used computer science tools and algorithms
to really benefit humankind. We also encourage faculty
to collaborate with industry, to set up industry labs, and
to ask industry partners to give us real problems. For
example: how to handle poisoning attacks that current
large language models face, or how to make apps on
your phone consume less energy so your phone doesn't
overheat and drain the battery quickly. These problems
come from industry. Faculty work on them, solve them,
and help industry reduce costs and earn money. This is
what we want.

At our university, if you want to get promoted, we want
to see your impact: how your research has been used in
industry, and whether you're collaborating with people
outside your area. For example, I've started working on
materials science, on how to use Al to design new
materials that capture and store carbon dioxide, making
the environment cleaner. I know nothing about carbon
dioxide capture or materials science, so I had to
collaborate with people from those areas.

One interesting thing about this university is that they
fund students directly. Students form interdisciplinary
teams. For instance, that's how my carbon dioxide
capture project started: students from computer science,
environmental science, materials science, and
marketing said, "let's work together to promote using Al
technology to capture carbon dioxide to make the
environment cleaner and sell this to big companies and
even to the government." Faculty don't directly have
those funds; they have to demonstrate they are truly
strong in their area, and then they form teams that match
with the students. Because students already have their
scholarships, it creates a kind of freedom. In this way,
the whole university works in an interdisciplinary
fashion on interesting projects. I'm working on
materials, on carbon dioxide, on life sciences, and on
medical imaging, and these were all initiated by
students.

Amazingly, in a traditional university, one floor is all
computer science and another is all engineering. But in
our university, all the faculty offices are mixed and

SIGMOD Record, June 2026 (Vol. 55, No. 2)

assigned randomly. My neighbor is from life sciences,
my next neighbor is from materials science. When we
go to lunch, we grab our neighbors and discuss. You end
up talking with very interesting people from different
fields. This really stimulates interdisciplinary research,
and the student scholarship system really motivates
faculty to work with students on impactful research.

I think this university has a very promising future. That's
the reason I jumped out of my comfort zone and came
to HKUST Guangzhou. I want to help set up a new type
of university to promote research in China and
encourage people to work on something really big and
impactful, not just focus on publishing papers.

At our university, if you want
to get promoted, we want to
see your impact: how your
research has been used in
industry, and whether you're
collaborating with people
outside your area.

Following up on that, you have some interesting titles
for the organizational units you're responsible for: the
Information Hub, the Data Science Institute. These are
not traditionally departments. Can you say a little more
about that?

Yes, of course. Think about it: if we had a Computer
Science department at HKUST Guangzhou and also one
at HKUST Hong Kong, everyone would ask, "which
one is better?" That's human nature. So we set up the
Information Hub instead, which includes AI, Data
Science and Analytics (DSA), IoT, and CMA
(Computational Media and Arts). One reason is that we
don't want to replicate. The other is that we really want
to encourage interdisciplinary work on fundamental
problems related to information.

The setup of the Information Hub is very interesting.
Where does data come from? From IoT, sensor devices,
RFID. Once you get the data, how do you transmit it?
Through 5G, 6G — that's what the [oT researchers work
on. After that, where do you store data, how do you
clean it, how do you index it, that’s what DSA people
work on. Then, where do you send the data? To Al
people, for prediction algorithms and pattern
recognition. After that, how do you display the results?
That's where CMA comes in — HCI, VR, AR people
working together to display the results. So you can see
the whole hub is connected by this information flow,
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trying to promote information across the whole
university and society. The setup intentionally says: you
have to work together, because no single group can
finish the job alone. This makes a real difference
compared with traditional universities and demonstrates
our sincere attitude toward interdisciplinary research,
making a new research agenda in this new university.

Thank you. Moving on, I wanted to talk about VLDB.
You recently became president of the VLDB Endowment
board. That's a very important organization for our
field. What are your goals there, and what is your
vision?

Jag, you're my senior. When I was an assistant professor
at HKUST, you were promoting PVLDB, which really
made the whole submission cycle of the VLDB
conference totally different from all the others. The
whole community later learned from it. You should
have copyrighted it! I'm serious! Other communities,
like SIGMM or SIGIR, now also have multiple
submission cycles, because they realized this is the right
way. At that time, I said, wow, these brilliant ideas must
change the whole research community, not only the
database community. Let people submit papers
whenever they're ready, not rush for the last minute.
This was a great idea, and it's been very well received
by the community.

I want to promote database
research in those areas (Africa
and Central Asia) because it is

the right thing to do.
Otherwise, we just rotate
conferences among China, the
US, and Europe, where we
already have plenty of good
researchers.

After working for the VLDB Endowment for quite a few
years, including serving as PC chair and general chair, I
still think there's more we can do. Now, look at China:
the number of papers published compared with the US
or Europe is remarkable. But back when I joined
HKUST in 2005, or even earlier around 2000, the
number of papers published by Chinese scholars at a
single database conference could be counted on one
hand. How did this change come about? I think it was
because of your generation, you, and including my PhD
supervisor Tamer Ozsu. When you moved database
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conferences to Beijing or Hangzhou, it wasn't just about
giving researchers a nice place to be tourists. You had
the idea to use these conferences to influence people
there, to make them really love database research and
want to devote themselves to it.

During the last few years, Divesh and I have been
discussing doing something similar for Africa. That's
one of my missions as president of VLDB: we want to
use the same ideas you already implemented. Let's move
some conferences there, educate and attract researchers
in Africa, and later maybe Central Asia. | recently went
with my president on a recruiting and exchange trip to
Central Asia; Kazakhstan, for example. These countries
have brilliant people. They need international exposure,
so we can go to those areas and promote database
research. Let people jump in and say, "we can work on
this too," and bring more students into the field. I want
to promote database research in those areas (Africa and
Central Asia) because it is the right thing to do.
Otherwise, we just rotate conferences among China, the
US, and Europe, where we already have plenty of good
researchers. We need people all over the world working
on databases. This is how the whole community grows.
We have a successful case with China, and I want to
learn from that experience and help the community
expand, first to Africa and then to Central Asia.

1 think the Chinese success story is just amazing. I think
VLDB's role is a small part of it; there are many factors
that contributed to that.

But still, VLDB and SIGMOD... All these events
happening in China, at that time... I know quite a few
researchers in mainland China who were really
encouraged. They sent their students to the VLDB
summer school, and many researchers went there to give
lectures and inspired a lot of people. And they are proud
of it! I remember meeting some young researchers who
told me, "Lei, I graduated from the VLDB summer
school."

Talking about different countries, you have lived in
China and Hong Kong as a professional primarily, but
before that you spent time in Canada, and briefly in
Thailand. How do you compare your experiences across
these places, and how they view research and
databases?

I started my bachelor's degree in mainland China. At
that time, I just studied computer science and didn't have
any research interests. Later, | started a master's at AIT
in Thailand, and that's where I became interested in
data-related research. There was one professor at AIT; I
still remember her name, Kanchana. She was very strict,
very tough. I think I was the only A student in her class.
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She very seldom gave an A. She really liked me. A few
years later, I revisited the university and asked her, "Do
you still remember me?" She said, "Of course I
remember you! The only student who got an A in my
class." She motivated me and told me that data is very
interesting, that there's a lot of work and interesting
research to be done.

What we're lacking right now
is the freedom and atmosphere
to let students and young
researchers choose the topics
they're interested in, really
devote themselves to those
topics, and work hard. They
should not be counting how
many papers they've
published, how many grants
they've gotten, or what titles
they've earned.

Later, I moved to Canada to work with Tamer Ozsu, a
wonderful professor and supervisor who gave me a lot
of guidance on research, life, and even after I became
faculty, he gave me advice on how to supervise students.
When I think about this career path and international
experience (briefly staying in Thailand, then Canada,
then Hong Kong, and now back to mainland China), it
really helped me in many ways. The benefits of
experiencing different countries include understanding
different cultures: Asian culture in Hong Kong and the
mainland, and North American culture. You also learn
how people in different regions conduct research, their
styles, and how hard they work. This gave me very good
experience when I started to recruit international faculty
and students, which is part of my mission as Dean of the
Information Hub.

I like traveling a lot, and my experience in several
countries really benefits me. Recently, we're trying to
collaborate with East Asia — Thailand, the Philippines,
and Vietnam. We want to help build language models
using their languages for various vertical applications,
so they can enjoy these wonderful Al tools. China and
the US are the two biggest Al players, and we want to
help people in East Asia as well. This is really a benefit
from my connections in Thailand and Vietnam, because
I have friends, students, and classmates working there.
It's a wonderful experience.
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Before we close, I wanted to talk a little about running,
which you've taken on with a real passion recently. 1
hear that you run marathons, and certainly at
conferences, you organize running groups. How did this
happen?

I think you've known me for a long time. When you
visited HKUST Hong Kong, I wasn't exactly fit, [ had a
lot of weight on me. I usually stayed in my office
reading papers, discussing with students, writing papers.
I rarely exercised. But I started running during the
pandemic, because we were locked down. We couldn't
go out, and at most you could go to the gym or the
running track. It was boring. I had nothing to do after
Zoom meetings all day, so I started running. I started
with 1K, then 3K, then 5K. I really fell in love with it,
and I finished my first marathon after only half a year of
running.

It really changed my working style. In the morning, I
wake up at 6 and run for one hour. After I take a shower
and have a cup of coffee, I'm full of energy. You can do
so much in a day and never feel tired. Previously, I used
to see people going to conferences with running shoes
packed in their luggage and thought, "come on, that's
ridiculous." But now my running shoes are always
packed in my bags. I don’t care about other things, but
my running shoes must be there. I really enjoy running
together with database researchers — Sihem Amer-
Yahia, Thab Ilyas, Chen Li, Alon Halevy, Wolfgang
Lehner, Amir Abbadi, and quite a few others. It is lots
of fun. It makes your life and work balanced, and you
feel healthy, strong, and energetic. This morning, I just
finished a half-marathon. I run every other day, and on
weekends I do a half-marathon. I know lots of other
database researchers who also run marathons. I think
maybe later on we can organize a mini-marathon at
some conference and all run together.

When you do these long runs, do you stay with your
thoughts, or do you listen to podcasts?

I don't listen to anything. That's the only period,
especially in the morning, when I think about what I
need to do: planning the day, thinking about what I
didn't finish, organizing details, figuring out how to put
things together. By the time I finish running, I already
have a detailed plan, and that makes everything work
very efficiently. Last night I remembered I needed to
finish something, and during the morning run, I thought
about how to draft it, what the logical structure should
be, what to put in sections 1, 2, and 3, who I should talk
with, and how we can make the process smoother.
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In closing, what personal goals do you hope to achieve?
How would you like your work to be remembered?
What's your vision?

My students and colleagues always ask me, "Lei, what's
next?" Good question. I really enjoy doing research with
my students, I really enjoy running marathons, and I
really enjoy teaching. In China, the retirement age is 65,
so I still have 12 years to go. During this time, I really
want to promote this university and what we're doing
that's different. I want our young faculty and researchers
to have the freedom to follow their hearts and do
research with real impact.

China now is very good at going from 1 to 100, but not
yet good at going from 0 to 1. The iPhone was not from
China, but we have Huawei, Oppo, and Vivo — very
good, but that is not 0 to 1. Tesla is still from America,
but we have BYD and many others. The electric cars in
China are wonderful; so comfortable, so relaxed,

50

everything feels perfect. But unfortunately, it's still 1 to
100.

What we're lacking right now is the freedom and
atmosphere to let students and young researchers choose
the topics they're interested in, really devote themselves
to those topics, and work hard. They should not be
counting how many papers they've published, how
many grants they've gotten, or what titles they've
earned. Only in this way can our young researchers and
Chinese scholars invent something from 0 to 1 and
really surprise the world. As a community, we can do
some 0 to 1 research and bring innovation to China and
to humankind. I want to be that bridge. I think that's my
future career goal. I know it's not easy, but I will try my
best.

Thank you, Lei. You've been very inspiring, and it's been
a pleasure chatting with you.

Thank you very much, Jag.
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ABSTRACT

For nearly half a century, the core design of query op-
timizers in industrial database systems has remained
remarkably stable, relying on foundational principles
from System R and the Volcano/Cascades framework.
However, the rise of cloud computing, massive data
volumes, and unified data platforms has exposed the
limitations of this traditional, monolithic architecture.
Taking an industrial perspective, this paper reviews the
past and present of query optimization in production
systems and identifies the challenges they face today.
Then this paper highlights three key trends gaining mo-
mentum in the industry that promise to address these
challenges. First, a tighter feedback loop between query
optimization and query execution is being used to im-
prove the robustness of query performance. Second, the
scope of optimization is expanding from a single query
to entire workloads through the convergence of query
optimization and workload optimization. Third, and
perhaps most transformatively, the industry is moving
from monolithic designs to composable architectures that
foster agility and cross-engine collaboration. Together,
these trends chart a clear path toward a more dynamic,
holistic, and adaptable future for query optimization in
practice.

1 Introduction

Query optimization (QO) is one of the most enduring
and formidable challenges in the field of data manage-
ment. For nearly half a century, since the dawn of
relational databases, it has been a cornerstone of aca-
demic research, generating a vast body of literature that
explores everything from plan enumeration and cost mod-
eling to advanced machine learning based techniques (see
surveys [25,26]). Yet, despite decades of brilliant work,
query optimization is far from a solved problem. The gap
between theoretical possibilities and production reality
remains significant, as industrial database systems often
favor stability, predictability, and incremental progress
over disruptive, high-risk innovation.

If one were to look under the hood of most modern
databases today, they would find a design paradigm that
has stood the test of time: a cost-based optimizer, built
on the foundational frameworks pioneered by System
R [61], Volcano [29], Cascades [28], and Starburst [59].
The longevity of this architecture is a powerful testa-
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ment to its robustness and the foresight of its creators.
However, the ground beneath these systems is shifting.
The explosion of data volume, the rise of the cloud, the
decoupling of storage and compute, and the convergence
of once-disparate data engines into unified lakehouse
ecosystems present challenges that this classic architec-
ture was never designed to handle. The need for manual
tuning, the brittleness of cost models, and the monolithic
nature of traditional optimizers are becoming critical
bottlenecks.

This paper takes a distinctly industrial perspective,
focusing on the past and present of QO as practiced in
real-world, production-level database systems. We will
examine the challenges these systems face today and ar-
gue that the next wave of innovation will not come from
replacing the core optimizer, but from augmenting and
evolving it in practical, impactful ways. We highlight
three promising and pragmatic trends that are already
gaining momentum in the industry, each addressing crit-
ical limitations of the traditional QO model.

These trends represent a natural evolution, moving
from a narrow, static view of optimization to a more
dynamic, holistic, and composable one. First, we will
explore the collaboration between QO and query ex-
ecution (QE) to ensure robust performance. Second,
we will discuss the convergence of QO with workload
optimization (WO), expanding the scope from a single
query to optimizing the entire workload. Finally, we will
analyze what is perhaps the most transformative shift:
the move away from monolithic, customized optimizers
toward a more agile and composable QO architecture,
enabling faster innovation and cross-engine collaboration
in modern data platforms.

2 QO Evolution: The Past and Present

The evolution of QO is best understood through a histor-
ical lens. The history of QO is deeply intertwined with
the evolution of relational databases. As shown in Fig-
ure 1, over the past five decades, relational systems have
progressed through various architectural shifts, from
data warehouses and MPP (Massively Parallel Process-
ing) databases to big data platforms, cloud databases,
data lakes, and modern lakehouse architectures. QO
has evolved alongside these trends. However, interest-
ingly, if you look closely, many of today’s optimizers
still rely on foundational QO frameworks introduced
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Figure 1: The history of relational databases and QO

decades ago. Four frameworks in particular, System
R [61], Starburst [59], Volcano [29], and Cascades [28]
have stood the test of time. System R pioneered the
work on query optimization. Starburst’s optimizer re-
mains to be the QO for IBM Db2 [31] today. Volcano
and Cascades introduced extensible and modular archi-
tectures that are still widely used in modern database
systems [17,18,21,38,48,51,62]. The enduring success
of these QO architectures is due to their powerful ex-
tensibility and adaptability. Although recent years have
seen a surge in new relational query engines, their query
optimizers are all derived from the same time-tested
architectures, primarily the Cascades/Volcano frame-
work, and thus share significant similarities. Below, we
outline the standard Cascades/Volcano-based QO ar-
chitecture adopted by the majority of today’s database
systems [17,18,21,38,48,51,62].

Reference QO Architecture: A Cascades/Volcano opti-
mizer generally proceeds through four major phases.

o Parsing/Algebrization: The input SQL query is
parsed into an Abstract Syntax Tree (AST) and then
converted into an initial logical algebraic tree composed
of relational operators such as Join, Project, and Scan.

o Simplification/Normalization: The logical tree is
iteratively rewritten into a canonical, semantically equiv-
alent form using transformation rules such as predicate
pushdown, join reordering, and projection pruning.

e Cost-Based Exploration: Transformation and imple-
mentation rules are applied to explore alternative logical
and physical plans, all of which are organized in a MEMO
structure that groups logically equivalent expressions;
for each group and required physical property, the opti-
mizer recursively computes and memoizes the lowest-cost
plan, adding enforcer operators (e.g., Sort, Repartition)
when necessary to meet property requirements such as
ordering or data distribution.

e Post-Optimization: Additional rewrites and property
adjustments are applied to the selected plan, such as
adding execution annotations or final physical tweaks,
producing the fully optimized execution plan ready for
the execution engine.

Implementations of this high-level architecture, how-
ever, vary widely. Systems like Spark prioritize rule-
based simplification with limited cost-based exploration,
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while mature engines employ sophisticated cost-based
exploration. A common practical strategy in these ad-
vanced systems is to break cost-based exploration into
sub-stages, each running a full Cascades pass with a
subset of rules over a subset of conditions along with a
timeout. This strategy helps manage the search space
and balance plan quality with compilation time, though
the specific stage design highly depends on the workload
requirements and system implementation. For instance,
SQL Server QO has three stages (OLTP, quick, and full
optimization), whereas UQO [20] (the QO for Fabric
DW) roughly divides exploration into two stages: single-
node optimization followed by distributed planning.

2.1 Example: QO Evolution in Microsoft

To understand the powerful adaptability of the existing
QO frameworks, let’s use a concrete example to illustrate
how an optimizer based on the Cascades framework has
evolved to handle new requirements over time (see the
lower half of Figure 1).

In 1989, the first version of SQL server [48] was shipped
with its Cascades-based optimizer. Over the years, Mi-
crosoft has successfully evolved the SQL Server QO
across multiple database products within the company.

First, to adapt itself to handle modern analytical work-
loads, the SQL Server QO was evolved to support column-
oriented storage and batch-based query processing [33].
This was achieved by introducing a new index type called
columnstore index and a new Columnstore Index Scan
operator, adding new implementation rules, and defining
a new physical property to manage “row mode” versus
“batch mode”, along with with enforcer rules to switch
between them.

In 2008, SCOPE [21], an internal big data query engine
in Microsoft, forked the SQL Server QO as its base and
underwent significant adaptations to suit its new pro-
cessing environment [60]. First, to support distributed
execution, the optimizer was enhanced with new data ex-
change operators. It also introduced and reasoned about
physical properties like partitioning, sorting, and group-
ing, using enforcer rules to satisfy operator requirements
for these properties [70]. Second, to prevent runaway
jobs that could consume excessive resources, the team
embedded pragmatic safeguards directly into the opti-
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mizer. For instance, rules were added to disallow cross
products entirely and to limit the results of internal joins
to less than 1000x1000 per matching key to prevent cost
explosions from small but problematic inputs [60].
Simultaneously, Parallel Data Warehouse or PDW [50],
an MPP data warehouse, evolved its optimizer from the
SQL Server QO as well. To support distributed pro-
cessing, PDW'’s optimization pipeline employs multiple
optimizers. A front-end optimizer first generates a search
space (MEMO) using the standard SQL Server stack. A
Distributed Query Optimizer (DQO) then refines this
by adding data movement operators, which break the
plan into sub-plans, called “steps”. These steps are trans-
lated back into SQL and executed by worker nodes, each
optimizing its local query fragment independently.
This optimization lineage continued as PDW transi-
tioned into its cloud-based incarnation, Synapse DW [52],
which largely reused the multi-optimizer approach. More
recently, as Synapse DW was integrated into the Mi-
crosoft Fabric lakehouse ecosystem [51], the optimizer

evolved again. The new Unified Query Optimizer (UQO) [20]

refines the design by merging the multiple optimizers
back into a single, cost-based optimizer for generat-
ing distributed plans. It achieves this by incorporat-
ing distribution-related physical properties directly into
the MEMO, along with implementation and enforcer
rules that manage data distribution requirements for
operators.

3 Is QO a“Solve” Problem?

If today’s databases still use QO frameworks from decades
ago, does that mean QO is a “solved” problem? Guy
Lohman, the QO expert behind Starburst, addressed
this very question in his 2014 ACM blog post [36] and
again in his 2017 talk at BTW [37], concluding that the
answer is no.

The core issue lies in the cost model, which serves
as the optimizer’s foundation but is built on a series
of outdated assumptions (as detailed in Table 1). It
assumes that queries are executed one at a time, the
costs of different operators can be simply aggregated,
predicates are independent of each other, all joins are
primary key-foreign key joins, certain types of costs,
such as I/O, dominate others, and that a more detailed
model enhances accuracy. However, in reality, queries
run concurrently, operations interleave, predicates are
often correlated, there are many-to-many joins, hardware
and database architecture have undergone significant
changes over the years, and increased detail introduces
more assumptions into the cost model, ultimately making
the QO even more brittle. The shift to the cloud has
particularly stressed traditional QO. Cost models must
now incorporate the complexities of multi-tier storage
(SSD, HDD, cloud object stores) and network costs,
making them even more brittle.

This view is strongly supported by empirical evidence.
A study by Leis et al. [35] empirically evaluated the
main components of a classic QO including cardinality
estimation, the cost model, and plan enumeration tech-
niques, and came to the same conclusion. This study
found that all tested database systems routinely pro-
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duce large errors in their cardinality estimates. The join
size estimators based on the independence assumption
are particularly fragile. In addition, the study found
that simple cost models were found to be sufficient, as
their errors were dwarfed by the errors in cardinality
estimation.

4 Practical Trends in QO

This section will discuss three trends in the industry
aimed at addressing some of the QO problems in practice.

4.1 Collaboration between QO and QE

Given that query optimization can often be error-prone,
the goal of the QO has shifted, from always trying to
find the absolute best plan to primarily avoiding really
bad ones. As a result, QO and QE now need to work
hand-in-hand to ensure consistently good performance.

One common strategy is to build robust query execu-
tion engines that are more resilient to suboptimal plans.
For example, most modern databases employ techniques
like Bloom filters or bitmap filters to pre-filter tables and
reduce the size of join inputs [16,31,48,55]. This helps
the execution engine tolerate poor join orderings decided
by the QO and still deliver acceptable performance. In
particular, the authors of [69] proved that the synergis-
tic interaction between SQL Server’s bitmap filters, its
pull-based execution model, and the Cascades optimizer
allows the system to generate instance-optimal plans
for acyclic joins, thereby achieving results equivalent to
those of Yannakakis’s algorithm.

Another approach where QO and QE collaborate to
ensure query performance is adaptive query optimization.
In this strategy (see Figure 2), the QE gathers runtime
statistics and based on this feedback, can trigger re-
optimization to adjust the execution plan dynamically.

Many modern databases implement some form of adap-
tive optimization. For instance, the adaptive join feature
of SQL server [46] and Oracle [54] can switch from a
hash join to a nested loops join at runtime, depending
on observed cardinalities. Google BigQuery defaults to
a shuffle join but may switch to a broadcast join during
execution if the data volume allows [41]. More recently,
Databricks introduced adaptive query execution [67],
which uses runtime statistics from completed stages to
choose between shuffle and broadcast joins, adjust the
degree of parallelism, and restart scans with dynamically

generated Bloom filters.
query

chosen plan,
resoptimize

runstats

Stats Tracker

Figure 2: The adaptive QO architecture

4.2 Converging QO with WO

The second trend is the convergence of QO and WO.
Traditional QO is memoryless. It optimizes each query
without considering past executions. On the other hand,
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Table 1: The assumptions for QO vs the reality

Assumption Reality
Workload One query at a time Queries run simultaneously
Additivity Costs can be simply added together Operations interleave
Independence Predicates are independent Predicates are often correlated
Subsumption Joins are PK-FK joins Many-to-many joins
Weighting Certain types of cost (I/Os, memory, CPU) dominate | Hardware & architecture have changed dramatically
Model Detail Detailed models are more accurate More details add more assumptions!

WO takes in query traces and optimize for the entire
workload, such as creating indexes or materialized views.
Modern database systems are converging QO and WO by
utilizing workload-level insights to optimize individual
queries more effectively (see Figure 3).

For example, SQL Server uses the Query Store to per-
sist historical execution plans for a query and monitors
query performance to detect plan changes or regressions
over time [49]. It can also apply Automatic Plan Correc-
tion to fall back to a last known best plan if regression is
detected [42]. Similarly, Oracle’s SQL Plan Management
feature [56] maintains a set of valid plans for each query.
The optimizer can then choose from these baseline plans,
usually the one with the lowest cost.

query a setof queries

#memonﬂess #

optimized optimized
plan workload
query
uery
fo) o]
Q Store
. Observability + Memory
optimized

* Past queries, plans,
and runtime statistics

plan

Figure 3: The convergence of QO and WO

4.2.1 About Learned QO

In recent years, there has been a significant increase in
the application of Machine Learning (ML) techniques
to enhance query optimization, a research area now
commonly referred to as “learned QO” [30, 32, 39,40, 64—
66]. The core premise behind all learned QO approaches
is that queries are often recurrent and similar, enabling
these methods to learn from the past to improve the
future. So, essentially all learned QO approaches are
embodiments of the convergence of QO and WO.
Despite the rapidly growing body of research, the in-
dustry remains hesitant to deploy learned QO techniques
in real-world production systems. As discussed in [71],
this gap between academia and industry is rooted in
several key factors: production systems are far more
complex than research prototypes, and they have strict
requirements for explainability and debuggability that
many ML models cannot meet; furthermore, there is a
significant risk of performance regressions when models
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trained on historical data encounter evolving workloads,
and the high cost of training and inference remains a
major barrier.

Nevertheless, there are some industrial efforts in ap-
plying the learned QO approaches to production sys-
tems [43,44]. In general, the “pacemaker approach” of
using ML to enhance existing QO is often more feasible
than the “heart transplant approach” of replacing the QO
entirely with a learned model.

Let’s illustrate examples of pacemaker approaches.
SQL Server has a number of Intelligent Query Process-
ing (IQP) features [45] where the system learns from
its mistakes during runtime and automatically applies
corrective measures to improve future performance. For
example, the cardinality estimation (CE) Feedback fea-
ture [43] observes runtime differences between estimated
and actual row counts and automatically adjusts the
optimizer’s CE model assumptions (fully independent vs.
partially correlated vs. fully correlated) for future execu-
tions of repeating queries. In a similar vein, its Degree of
Parallelism (DoP) Feedback feature learns and enforces
the optimal DoP for repeating queries [44]. A recent
work [13] improved the SQL Server cost model by using
ML to automatically tune the constant parameters in the
cost model offline for a target workload. Adapting from
techniques in Bao [39], QOAdvisor [53,68] recommends
rule hints for Microsoft Scope QO. It had to make prac-
tical adjustments to manage the system complexity, like
incremental plan changes, cost-efficient experimentation
with a contextual bandit model, and a validation model
to prevent regressions. Google BigQuery recently in-
troduced History-Based Optimizations [27], which learn
patterns and characteristics from prior query executions
to generate efficient execution plans. Key optimizations
include join pushdown, semi-join reduction, build/probe
side swapping for hash joins, and dynamic adjustment
of DoP. Redshift leverages its Automated Materialized
Views (AutoMV) feature [15] to boost query perfor-
mance, employing ML and workload monitoring to auto-
mate the creation and management of views. Databricks’
recent Predictive Optimization feature [24] uses ML to
collect and maintain table statistics in a smart way.

These above methods share a common strategy: they
preserve the existing QO with minimal modification,
while using ML to find the optimal settings and “knobs”
for it to operate under. Furthermore, a successful learned
QO implementation typically relies on two critical compo-
nents: comprehensive history tracking (e.g., query logs,
runtime statistics) and robust feedback mechanisms to
continuously refine performance.

SIGMOD Record, June 2026 (Vol. 55, No. 2)



4.2.2 Related Directions Beyond Learned QO

While not intrinsic to QO, ML-driven storage optimiza-
tion is increasingly used to improve performance. Sys-
tems like Databricks (Predictive I/O [22], Liquid Cluster-
ing [23]) and Amazon Redshift [14] use ML to automate
physical layout decisions, such as clustering keys, sort or-
ders, and data distribution, creating data organizations
that the QO can exploit for faster execution. Regarding
Generative AI, while LLMs have revolutionized user in-
terfaces (e.g., text-to-SQL), their adoption in core QO
remains experimental at best. The strict requirements
for determinism, low latency, and absolute correctness in
plan generation currently conflict with the probabilistic
nature and high inference costs of LLMs, preventing
their use in the critical path of production QO.

4.3 From Customized to Composable QO

The third major trend is the transition from customized
to composable QO. This transition is primarily influenced
by two significant, industry-wide developments.

The Convergence of Data Platforms: The first driver is
the industry’s shift away from siloed data engines toward
highly integrated and converged solutions. Microsoft Fab-
ric [47] is a notable example, creating a unified lakehouse
where different compute engines operate on the same
copy of data in OneLake stored as Delta Parquet tables.
Within this ecosystem, engines like Fabric Spark and
Fabric DW share the same physical data, have similar
architectures and usage patterns, yet differ significantly
in optimizer maturity, with DW’s QO being far more
advanced. This specific combination makes a shared QO
far more valuable than in a single engine system where
decoupling the QO offers lower ROI.

The Rise of Composable Database Architectures: Con-
currently, there has been a fundamental move from
monolithic to composable database designs [58], spurred
by cloud adoption and the decoupling of storage and
compute. This modularity is further enabled by the
widespread adoption of open standards such as Par-
quet [5], Arrow [1], and Substrait [7]. In the Lakehouse
ecosystem, this trend is evident in the proliferation of
open table formats (Delta Lake [9], Hudi [3], and Ice-
berg [4]) and interoperability layers like XTable [8] and
UniForm [10], alongside unified catalog initiatives such as
OpenHouse [11], Polaris [6], and Unity Catalog [12]. In
addition, there has been a surge in open-source projects
focused on reusable database components. On the QE
side, projects like Velox [57] and Datafusion [2] exemplify
this, while on the QO side, general-purpose libraries like
Calcite [19] and Orca [63] are being developed to unify
and share core QO components.

Both Orca and Calcite represent “QO-as-a-Library”
design philosophy, where a modular, cost-based optimizer
can be embedded within and customized for different host
systems. Built upon the Volcano/Cascades paradigm,
they each provide a foundation for adding custom rewrite
rules and operators. While Orca and Calcite may not
directly solve today’s core optimizer challenges, their
modular and extensible architectures are crucial enablers.
By fostering faster innovation, improving engineering
efficiency, and reducing time-to-market for new engines,
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they create the foundation needed to develop and deploy
the next generation of QO technologies that can address
these modern problems.

Recent work [13] further elevates composability with
the proposal of “QO-as-a-Service” (QOaaS) for unified
ecosystems like Microsoft Fabric. By externalizing the
QO into an independent service that communicates with
engines via RPC, QOaaS retains the benefits of QO
libraries while enabling new capabilities like indepen-
dent scaling, workload-aware tuning, and cross-engine
optimization. The architecture ensures interoperability
by using a standard plan specification like Substrait [7]
and establishes a closed-loop system. To achieve this,
the QOaaS proposal introduces three key components:
a Query Insight Store to capture historical plans and
runtime statistics; an External Tuner Plugin to enable
data-driven tuning by external processes; and a Con-
fig/Action Store to feed optimized configurations back
into the core optimizer for continuous improvement.

5 Conclusion and Discussion

In conclusion, the foundational architecture of QO in
modern databases remains largely unchanged from the
frameworks proposed five decades ago. Yet, as we have
discussed, QO is far from a solved problem. The way
forward is not to endlessly polish the existing model, but
to address its foundational limitations with practical,
forward-looking solutions. This paper has highlighted
three pragmatic trends gaining momentum in the in-
dustry: the collaboration between QO and QE; the
convergence of QO with WO; and the transformative
shift from monolithic to composable QO architectures.

While feedback loops and workload-level optimiza-
tion inherently introduce telemetry and storage over-
heads, production systems mitigate these costs through
adaptive sampling (logging only identifying/expensive
queries) and asynchronous processing (performing heavy
analysis off the critical path). Furthermore, this “tax”
is viewed as an essential insurance policy; the cost of
storing historical statistics is negligible compared to the
resource waste and SLA violations caused by a single
catastrophic regression. In modern cloud architectures,
this trade-off is increasingly favorable, prioritizing system
resilience over raw minimal overhead.

Finally, as noted in [34], a major challenge for the
progression of an industry QO is performance regres-
sion. No matter how well a method improves average
workload performance, a small number of slower queries
can be a deal-breaker for adoption. To varying degrees,
the three trends highlighted in this paper serve as an
antidote to this stagnation. QO and QE collaboration
acts as the airbag, resilient enough to handle, and even
correcting, QO mistakes at runtime. By merging QO
and WO, we move from stateless guessing to stateful
learning, allowing the system to remember what works
and avoid repeating mistakes (but falling back to safe
defaults for unobserved queries). A composable QO ser-
vice, empowered by a Query Insight Store and pluggable
interfaces, creates the infrastructure necessary to test
and integrate innovations safely, making the progression
of QO both safer and faster.
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ABSTRACT

The integration of large language models (LLMs) with
graph-structured data has become a pivotal and fast evolv-
ing research frontier, drawing strong interest from both
academia and industry. The 2nd LLM+Graph Work-
shop, co-located with the 51st International Conference
on Very Large Data Bases (VLDB 2025) in London, fo-
cused on advancing algorithms and systems that bridge
LLMs, graph data management, and graph machine learn-
ing for practical applications. This report highlights the
key research directions, challenges, and innovative so-
lutions presented by the workshop’s speakers.

1. INTRODUCTION

Large Language Models (LLMs) such as ChatGPT
and LLaMA have advanced rapidly, transforming natu-
ral language processing with broad applications across
domains. Despite their ability to learn from massive
text corpora, LLMs often lack stable factual representa-
tions, resulting in unreliable outputs and hallucinations.
In contrast, graph-structured data is pervasive, captur-
ing complex relationships in domains ranging from so-
cial networks to knowledge bases. The interplay be-
tween the parametric knowledge of LLMs and the ex-
plicit, structured knowledge of graphs has thus emerged
as a critical research frontier. This synergy is bidirec-
tional: graphs can strengthen LLMs through methods
such as graph- and knowledge graph-based Retrieval-
Augmented Generation (GraphRAG and KG-RAG) [24,
48, 43], improving contextual accuracy, while LLMs
can advance graph-centric tasks including knowledge
graph construction [44], graph foundation models [37],
graph data management and mining [4, 41, 31].

The 2nd Workshop on Data Management Opportuni-
ties in Integrating LLMs with Graph Data (LLM+Graph
@VLDB25) aimed to provide a dedicated forum for re-
searchers and practitioners to showcase cutting-edge re-
search, emerging technologies, and novel applications
in this rapidly evolving field. Building on the success of
the inaugural LLM+KG workshop@VLDB24 [17], this
edition broadened its scope beyond knowledge graphs
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Table 1: Summary of LLM+Graph@VLDB’2025

workshop contributions.

Session Focus and takeaway

Keynotes Academic foundations: LLM4DB, DB4LLM, graph
foundation models, and graph data repair

Industrial talks Production systems: GraphRAG, Text-to-Cypher,
GDS agents, and graph-native agents

Research papers ~ Two-way synergy: LLMs for graph construction and
graphs for LLM retrieval/reasoning

Panel Outlook: LLMs should supercharge rather than super-
sede graph technologies

to encompass graph computing, data management, and
learning, highlighting the expanding opportunities for
data management researchers in this dynamic area.

The full-day workshop had 3 keynote talks on the
union of LLMs, graph data management, and graph learn-
ing, 3 industrial invited talks on GraphRAG applica-
tions, LLMs on Neo4j graph database [27], and Chat2Graph
[4], 7 peer-reviewed research papers at the intersection
of LLMs and graph technologies, and a panel discussion
on the topic of “LLMs vs. Graphs: Supercharge or Su-
persede Graph Data Management, Mining, and Learn-
ing?” The detailed program is available at [11], and Ta-
ble 1 summarizes the main contribution blocks.

2. KEYNOTES

The program featured three keynotes by Prof. M.
Tamer Ozsu (University of Waterloo), Prof. Philip S.
Yu (University of Illinois, Chicago), and Prof. Angela
Bonifati (Lyon 1 University).

2.1 The Duality Between Large Language
Models and Database Systems

The first keynote was delivered by Prof. M. Tamer
Ozsu from the University of Waterloo, who addressed
the duality between LLMs and database systems. He ar-
gued that while LLMs challenge the core mission of data
management, there is a symbiotic relationship: LLMs
can assist database tasks (LLM4DB), and databases can
empower LLMs (DB4LLM)

In the LLM4DB direction, Prof. Ozsu explored how
LLMs are being leveraged to enhance data management.
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Key research areas include Natural Language Querying,
where he presented an interactive approach that uses a
natural language explanation of a preliminary query as
a “handle” for users to provide feedback [16]. He also
addressed the semantic evaluation of NL2SQL models,
highlighting the limitations of current metrics and intro-
ducing SQLyzr, a comprehensive benchmark for more
granular, multi-faceted evaluation [1]. A third area cov-
ered was efficient LLM inference over existing data by
embedding LLM capabilities as user-defined functions,
noting that systems like FLOCKMTL [9] and PGALI [2]
are already exploring this space.

Conversely, in the DB4LLM direction, Prof. Ozsu
highlighted how data management principles are critical
for empowering LLMs. A major focus was on approxi-
mate nearest neighbor search in vector databases and in-
dexing. He contrasted the trade-offs between refinement-
based methods (e.g., KGraph [8], NNDescent [3]) and
increment-based methods (e.g., HNSW [25]). He then
introduced his group’s solution, MIRAGE [42], a novel
graph-based indexing approach that achieves both high
indexing speed and superior search performance. Fi-
nally, he discussed RAG over multimodal databases, em-
phasizing that the next step is enabling complex reason-
ing over retrieved heterogeneous data.

Prof. Ozsu concluded by acknowledging the poten-
tial of LLMs but cautioned against current limitations
like hallucination and high cost [46]. He reinforced the
symbiotic relationship between the fields and the vital
role of the data management community in building the
underlying technology.

2.2 Towards Graph Foundation Models
with Riemannian Geometry

The second keynote was delivered by Prof. Philip S.
Yu from the University of Illinois, Chicago, who ad-
dressed the challenge of developing a true graph founda-
tion model. He argued that the current Euclidean GNN
paradigm is insufficient for representing complex graphs
and introduced Riemannian Geometric Deep Graph Learn-
ing (RiemannGeoDGL) [37] as a more expressive al-
ternative that can better model non-Euclidean structures
like hierarchies and cycles.

The talk detailed several key research directions within
this paradigm. Prof. Yu introduced the use of heteroge-
neous (mixed) curvature spaces, often product spaces of
hyperbolic and spherical manifolds, to capture the di-
verse geometries within a single complex graph. This
approach provides different geometric “views” for pow-
erful self-supervised learning. He also explained how
geometric concepts like Ricci curvature can be lever-
aged for tasks such as graph clustering, leading to meth-
ods like Congregate [38] for contrastive clustering and
RicciNet [36] for clustering irregularly shaped data. Fur-
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thermore, he showed the framework’s applicability to
graph dynamics, including modeling physics-informed
systems with Pioneer [39] and transferable source local-
ization with Trace [40].

These advances converge on the Riemann Graph Foun-
dation Model (RiemannGFM) [37], which focuses on
graph structure through a universal vocabulary of trees
and cycles. By mapping this vocabulary to its corre-
sponding Riemannian geometry, the model can learn gen-
eralizable structural representations. Prof. Yu also noted
that this geometric approach offers a new way to design
deeper models that can overcome common issues like
oversmoothing and oversquashing.

In conclusion, Prof. Yu posited that RiemannGeoDGL
opens a promising new direction for building true graph
foundation models that are structurally aware, highly
generalizable, and capable of greater depth by embrac-
ing the inherent geometry of complex networks.

2.3 Reasoning over Property Graphs: Le-
veraging Large Language Models for
Automated Data Consistency

The third keynote, by Prof. Angela Bonifati from
Lyon 1 University, addressed the challenge of repairing
semantic inconsistencies in property graphs, first via a
user-centric framework and then by exploring the capa-
bilities of LLMs.

Prof. Bonifati first argued that ambiguity in auto-
mated graph data repair requires human intervention.
She introduced cQAR [31], a user-centric repair frame-
work, and highlighted a key theoretical finding: repair
safety is necessary and sufficient for convergence.

The talk then pivoted to whether LLMs can correct
graph inconsistencies. Different LLM tools and differ-
ent graph-to-text encodings have been tested and cross-
compared in an extensive empirical study [41]. Prof.
Bonifati concluded that LLMs are not yet reliable for
this task: suggested repairs often had valid format but
low correctness, with failures including eager genera-
tion, indecision, and hallucination.

Finally, Prof. Bonifati explored the inverse problem
of using LLMs for graph rule generation [20]. Exist-
ing approaches would generate several redundant graph
rules and rules that are not meaningful in practice. She
presented a pipeline that uses a sliding window atten-
tion mechanism and RAG to manage the graph’s size
before prompting an LLM to generate consistency rules
and their corresponding Cypher queries.

In conclusion, Prof. Bonifati stated that LLMs are
not yet ready for unsupervised graph repair, emphasiz-
ing the need for interactive, human-in-the-loop systems
and better explainability to effectively leverage their po-
tential for ensuring data consistency on graphs [32].
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3. INDUSTRIAL INVITED TALK

The workshop program was also enriched by three in-
dustrial invited talks from Dr. Cheng Chen (ByteDance),
Dr. Brian Shi (Neo4j), and Dr. Heng Lin (Ant Group).

3.1 Applications and Challenges of Graph-
RAG and Graph Foundation Models
at ByteDance

Dr. Cheng Chen from ByteDance began by describ-
ing ByteGraph, which manages massive graph data at
ByteDance and powers Douyin and Toutiao [21].

The first part of the talk focused on the practical ap-
plications of GraphRAG. Cheng detailed three primary
use cases: Code Understanding & Generation, where
GraphRAG helps capture dependencies across code mod-
ules [23]; automated Test Case Generation for new user
interface (UI) features by organizing business logic into
a graph [19]; and high-stakes QA for domains like legal
compliance [5], where its ability to perform multi-hop
reasoning and filter noise is essential. He also touched
upon their modular GraphRAG architecture [21], which
allows for flexible composition of different components.

Next, Cheng transitioned to their work on a Graph
Foundation Model, motivated by the challenges of cur-
rent methods. He focused on a key application in fraud
detection, explaining the limitations of existing prompt-
ing strategies: encoding-based methods lose semantic
richness, while text-only methods suffer from context
domination. To solve this, his team developed Dual-
Granularity Prompting [22]. This approach balances
detail and efficiency by preserving fine-grained informa-
tion for the target node while summarizing the context
from its metapath-based neighbors, allowing the LLM
to make more accurate predictions.

In conclusion, Cheng noted that GraphRAG is already
widely deployed in over 50 scenarios at ByteDance. He
stated that their long-term vision is to develop a unified
Graph Foundation Model that can be trained once and
applied across diverse business domains.

3.2 Retrieval and Reasoning with LLMs on
Neodj: Progress and Challenges

The second industrial invited talk was presented by
Brian Shi from Neo4j. Brian presented a comprehen-
sive overview of Neo4;’s efforts to integrate LLMs with
their native graph database, showcasing a suite of tools
designed to make graph data more accessible. He cov-
ered three main areas of innovation: GraphRAG, Text-
to-Cypher, and a Graph Data Science (GDS) Agent.

The talk first covered their GraphRAG framework,
which employs a pipeline of vector retrieval, graph traver-
sal, and pruning to generate a rich subgraph context for
a GNN+LLM component [28]. Brian presented results
showing that this framework significantly improves re-
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trieval accuracy when compared against baselines, in-
cluding G-Retriever [12] and GraphRAFT [6]. He also
noted key challenges, including neighborhood explosion
in dense graphs and correctly identifying answer nodes
that are many hops away from the initial entities.

Next, Brian introduced the Text-to-Cypher [30] project,
highlighting Neo4j’s contributions to the community, in-
cluding public datasets like Text2Cypher-2025v1 [13]
and several fine-tuned LLMs [14]. He also detailed their
work on cost and performance optimization, presenting
techniques such as Schema Filtering [29] to reduce in-
ference tokens. Finally, Brian presented the GDS Agent
[35], a reasoning agent that addresses complex analyt-
ical questions by autonomously selecting, parameteriz-
ing, and executing appropriate algorithms from the Neo4;
Graph library to generate answers.

Brian concluded that these projects make graph an-
alytics more accessible while exposing open challenges
in benchmarks, global planning, and billion-scale graphs.

3.3 Chat2Graph: Graph Agentic System

Dr. Heng Lin from Ant Group gave the third talk on
their Chat2Graph. Heng began by contextualizing the
immense scale of Ant Group’s business, which is in-
herently interconnected and operates on graphs with up
to 103 edges, posing significant challenges in perfor-
mance, usability, and scale. This drove their decade-
long development of the TuGraph graph database.

Heng continued by noting that methods like Text2GQL
and GraphRAG [10] are valuable. For example, Graph-
RAG is used in Alipay’s voice assistant to improve re-
call over traditional vector methods. However, these
approaches are insufficient for the complex analytical
tasks in practice. To address this, his team is develop-
ing Chat2Graph [4], an agentic system that is “graph-
native”, using graphs not just as a data source, but as a
core structure for its own reasoning and operations.

The talk detailed three primary components of the
Chat2Graph architecture. The “Planning Graph” mod-
els complex task dependencies for strategic planning and
rescheduling, moving beyond simple linear to-do lists.
The “Toolkit Graph” organizes and maps available tools
to specific actions, enabling intelligent tool discovery
and recommendation. Finally, the “Memory Graph” im-
plements a hierarchical memory system that organizes
the agent’s experiences into layers, escalating raw data
from History up to strategic Insights to create a more
interpretable and efficient long-term memory.

Heng concluded that Chat2Graph is an open-source
ecosystem for complex, real-world graph-centric prob-
lems.

4. RESEARCH PAPERS

The peer-reviewed research papers presented in this
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workshop can be broadly classified into two categories.

LLMs for Graph Construction & Reasoning. Con-
structing and maintaining high-quality graphs is chal-
lenging because structured extraction, consistency vali-
dation, and interpretation all demand costly manual cu-
ration. Papers in this category explore how LLMs can
address these challenges. Colombo et al. [7] present a
pipeline using fine-tuned LLMs to construct a knowl-
edge graph of U.S. public laws from unstructured sources,
including low-quality PDFs. Ji et al. [15] introduce a
framework to evaluate how well twelve representative
LLMs perform taxonomic reasoning, using graph-based
test cases to assess their capabilities systematically. Pub-
lio et al. [33] propose an explainable SHACL validation
system that uses RAG and LLMs to produce human-
readable, multi-language explanations for constraint vi-
olations in KGs. Mihindukulasooriya et al. [26] empir-
ically study automatic prompt optimization techniques
like DSPy [18] and APE [47] for triple extraction, show-
ing these methods generate high-quality prompts that
improve KG construction performance.

Graphs for LLM Enhancement & Retrieval. Graphs
can ground LLMs and mitigate hallucinations and lim-
ited domain knowledge in RAG and agentic systems.
Zhang et al. [45] propose using Locality-Sensitive Hash-
ing to address the scalability challenges of tree-based
Graph-RAG, improving the efficiency of graph construc-
tion and query retrieval on large datasets. Schneider et
al. [34] address the limitations of LLMs in spatial rea-
soning and envision a future where graph-enhanced rea-
soning is integrated into search engines to answer com-
plex spatial questions. Zhou et al. [49] propose a con-
ceptual framework for intelligent agent systems consist-
ing of four key modules: planning, execution, knowl-
edge, and tools, outlining future research directions of
agentic systems.

S. PANEL

The panel focused on the theme of “LLLMs vs. Graphs:
Supercharge or Supersede Graph Data Management, Min-
ing, and Learning?” The panel was moderated by Arijit
Khan (BGSU) and the panelists were Reynold Cheng
(University of Hong Kong), Philip S. Yu (UIC), Angela
Bonifati (Lyon 1 University), Heng Lin (Ant Group),
and Yan Da (IU Bloomington). The discussion, struc-
tured around 5 core themes, explored the evolving rela-
tionship between LLMs and graph technologies.

The panel first addressed the synergy between LLMs
and graph computation, debating whether they are in
competition or collaboration. Panelists agreed that LLMs
should not supersede core graph database functionali-
ties but rather serve as natural language interfaces (e.g.,
for Text-to-Graph-Query) and tools for integrating un-
structured text in GraphRAG scenarios. A key chal-
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lenge identified was building feedback loops where the
graph’s factual knowledge can verify and improve LLM
accuracy.

Discussing the evolution of graph data management
for LLM workloads, panelists noted that classic chal-
lenges like query optimization and indexing remain crit-
ical, where LLMs might aid in explainability. They also
explored novel uses of graphs to support Al, such as
structuring agentic systems with a “planning graph” or
generating high-quality training data.

Regarding the future of education and training, pan-
elists agreed that computer science is at a “crossroad”,
requiring a curricular shift towards interdisciplinary project-
based learning. The consensus was that rather than for-
bidding LLMs, students should be taught to use them
critically, focusing on skills like debugging Al-generated
code over repetitive tasks. For example, database and
graph data management courses could shift assignments
toward LLM-assisted SQL/Cypher formulation followed
by validation against schemas, constraints, and execu-
tion results. Stronger industry-academia partnerships
were also emphasized as vital.

Finally, the discussion highlighted the foundational
challenge of knowledge graph construction, a difficult
conceptual modeling problem where the database com-
munity’s expertise in schema design is indispensable and
where LLMs currently fall short. The panel concluded
by reinforcing the vision of a synergistic future, with
many open research questions remaining in system de-
sign, data management, and education.

6. FUTURE DIRECTIONS

We identify several active directions in the emerging
area of LLM+Graph, listed as follow:

¢ Foundational Models and Advanced Reasoning
on Graphs. Progress requires general-purpose models
with a deeper grasp of graph structures, moving beyond
retrieval-based approaches toward multi-hop reasoning,
structural abstraction, and stronger generalization across
diverse graph tasks.

e Scalable and Unified Data Systems. Building ro-
bust infrastructures that integrate LLMs with graph data
remains a major challenge. Future systems must support
hybrid queries over large graphs and vector embeddings,
while adapting to the dynamic nature of real-world data.

¢ Reliability-Aware AI on Graphs. Reliability re-
mains task- and deployment-dependent: workshop dis-
cussions contrasted unreliable unsupervised graph re-
pair with successful bounded GraphRAG deployments.
Future work should develop task-specific benchmarks,
graph-based verification, explainable outputs, and human-
in-the-loop feedback.

61



7.
(1]

(2]

(3]

[4

[}

(5]

(6]

(7]

(8]

[9]

(10]

(1]

[12]

62

REFERENCES

S. Abedini. SQLyzr: A comprehensive benchmark
and framework for evaluating text-to-sql systems.
Master’s thesis, University of Waterloo, Apr.
2026. Advisor: M. Tamer Ozsu. Available at
https://hdl.handle.net/10012/23045.

K. Akillioglu, A. Chakraborty, S. Voruganti, and
M. T. Ozsu. Research challenges in relational
database management systems for 1lm queries.
Proceedings of the VLDB Endowment. ISSN,
2150:8097.

B. Brati¢, M. E. Houle, V. Kurbalija, V. Oria, and
M. Radovanovié¢. Nn-descent on high-dimensional
data. In Proceedings of the Sth International
Conference on Web Intelligence, Mining and
Semantics, pages 1-8, 2018.

Chat2Graph. Chat2Graph: A Graph Native
Agentic System. https:
//github.com/TuGraph-family/chat2graph,
2025.

J. Chung, R. Ko, W. Yoo, M. Onizuka, S. Kim,
T.-W. Kim, and W.-Y. Shin. Graphcompliance:
Aligning policy and context graphs for llm-based
regulatory compliance. arXiv preprint
arXiv:2510.26309, 2025.

A. Clemedtson and B. Shi. Graphraft: Retrieval
augmented fine-tuning for knowledge graphs on
graph databases. arXiv preprint
arXiv:2504.05478, 2025.

A. Colombo and F. Cambria. Llm-assisted
construction of the united states legislative graph.
VLDB 2025 Workshop: LLM+Graph, 2025.

W. Dong, C. Moses, and K. Li. Efficient k-nearest
neighbor graph construction for generic similarity
measures. In Proceedings of the 20th
international conference on World wide web,
pages 577-586, 2011.

A. Dorbani, S. Yasser, J. Lin, and A. Mhedhbi.
Beyond quacking: Deep integration of language
models and rag into duckdb. arXiv preprint
arXiv:2504.01157, 2025.

D. Edge, H. Trinh, N. Cheng, J. Bradley, A. Chao,
A. Mody, S. Truitt, D. Metropolitansky, R. O.
Ness, and J. Larson. From local to global: A graph
rag approach to query-focused summarization.
arXiv preprint arXiv:2404.16130, 2024.

Y. Fang, A. Khan, T. Wu, and D. Yan. LIm+
graph: 2 nd international workshop on data
management opportunities in bringing llms with
graph data. Proceedings of the VLDB Endowment.
ISSN, 2150:8097.

X. He, Y. Tian, Y. Sun, N. Chawla, T. Laurent,

Y. LeCun, X. Bresson, and B. Hooi. G-retriever:
Retrieval-augmented generation for textual graph

[13]

[14]

[15]

[16]

(17]

(18]

(19]

(20]

(21]

(22]

(23]

understanding and question answering. Advances
in Neural Information Processing Systems,
37:132876-132907, 2024.

HF/Neo4;j. Text2Cypher-2025v1.
https://huggingface.co/datasets/neo4dj/
text2cypher-2025v1, 2025.

HF/Neo4j. Text2Cypher Models.
https://huggingface.co/neodj/models,
2025.

Q. Ji, P. Shen, H. Zhu, G. Qi, Y. Sheng, L. Wu,
K. Xu, and Y. Meng. LIm-hype: A targeted
evaluation framework for hypernym-hyponym
identification in large language models. VLDB
2025 Workshop: LLM+Graph, 2025.

X. Jian, Z. Dong, and M. T. Ozsu. Interacsparq]:
An interactive system for sparql query refinement
using natural language explanations. arXiv
preprint arXiv:2511.02002, 2025.

A. Khan, T. Wu, and X. Chen. Lim+kg@vldb 24
workshop summary. SIGMOD Rec., 54(2):60-65,
2025.

O. Khattab, A. Singhvi, P. Maheshwari, Z. Zhang,
K. Santhanam, S. Haq, A. Sharma, T. T. Joshi,

H. Moazam, H. Miller, et al. Dspy: Compiling
declarative language model calls into
state-of-the-art pipelines. In The Twelfth
International Conference on Learning
Representations, 2024.

Q. Kong, Z. Lv, Y. Xiong, D. Wang, J. Sun, T. Su,
L. Li, X. Yang, and G. Huo. Prophetagent:
Automatically synthesizing gui tests from test
cases in natural language for mobile apps. In
Proceedings of the 33rd ACM International
Conference on the Foundations of Software
Engineering, pages 174—179, 2025.

H. T. Le, A. Bonifati, and A. Mauri. Graph
consistency rule mining with llms: an exploratory
study. In Proceedings 28th International
Conference on Extending Database Technology,
EDBT 2025, Barcelona, Spain, March 25-28,
2025, pages 748-754, 2025.

C. Li, H. Chen, S. Zhang, Y. Hu, C. Chen,
Z.Zhang, M. Li, X. Li, D. Han, X. Chen, et al.
Bytegraph: a high-performance distributed graph
database in bytedance. Proceedings of the VLDB
Endowment, 15(12):3306-3318, 2022.

Y. Li, J. Hu, B. Hooi, B. He, and C. Chen. Dgp: A
dual-granularity prompting framework for fraud
detection with graph-enhanced llms. arXiv
preprint arXiv:2507.21653, 2025.

Y. Liu, P. Gao, X. Wang, J. Liu, Y. Shi, Z. Zhang,
and C. Peng. Marscode agent: Ai-native
automated bug fixing. arXiv preprint
arXiv:2409.00899, 2024.

SIGMOD Record, June 2026 (Vol. 55, No. 2)



[24]

[25]

(26]

(27]

(28]

(29]

(30]

(31]

(32]

(33]

[34]

(35]

(36]

(37]

C. Ma, S. Chakrabarti, A. Khan, and B. Molnar.
Knowledge graph-based retrieval-augmented
generation for schema matching. CoRR,
abs/2501.08686, 2025.

Y. A. Malkov and D. A. Yashunin. Efficient and
robust approximate nearest neighbor search using
hierarchical navigable small world graphs. IEEE
transactions on pattern analysis and machine
intelligence, 42(4):824-836, 2018.

N. Mihindukulasooriya, N. S. D’Souza,

F. Chowdhury, and H. Samulowitz. Automatic
prompt optimization for knowledge graph
construction: Insights from an empirical study.
VLDB 2025 Workshop: LLM+Graph, 2025.
Neo4j. GDS Agent. https:
//github.com/neo4j-contrib/gds-agent,
2025.

Neo4j, Inc. Neo4j graphrag python: Modular tools
for knowledge graph rag, 2025. GitHub
repository.

M. G. Ozsoy. Enhancing text2cypher with schema
filtering. arXiv preprint arXiv:2505.05118, 2025.
M. G. Ozsoy, L. Messallem, J. Besga, and

G. Minneci. Text2cypher: Bridging natural
language and graph databases. COLING 2025,
page 100, 2025.

A. Pachera, A. Bonifati, and A. Mauri.
User-centric property graph repairs. Proceedings
of the ACM on Management of Data, 3(1):1-27,
2025.

J. Pan, S. Razniewski, J.-C. Kalo, S. Singhania,
J. Chen, S. Dietze, H. Jabeen, J. Omeliyanenko,
W. Zhang, M. Lissandrini, et al. Large language
models and knowledge graphs: Opportunities and
challenges. Transactions on Graph Data and
Knowledge, 2023.

G. C. Publio and J. E. L. Gayo. xpshacl:
Explainable shacl validation using
retrieval-augmented generation and large
language models. VLDB 2025 Workshop:
LLM+Graph, 2025.

N. R. Schneider, K. O’Sullivan, and H. Samet.
Graph-enhanced large language models for spatial
search. VLDB 2025 Workshop: LLM+Graph,
2025.

B. Shi and I. Panagiotas. Gds agent: A graph
algorithmic reasoning agent. arXiv preprint
arXiv:2508.20637, 2025.

L. Sun, J. Hu, S. Zhou, Z. Huang, J. Ye, H. Peng,
Z. Yu, and P. Yu. Riccinet: Deep clustering via a
riemannian generative model. In Proceedings of
the ACM Web Conference 2024, pages
40714082, 2024.

L. Sun, Z. Huang, S. Zhou, Q. Wan, H. Peng, and

SIGMOD Record, June 2026 (Vol. 55, No. 2)

(38]

(39]

(40]

[41]

[42]

[43]

[44]

[45]

[46]

[47]

(48]

P. Yu. Riemanngfm: Learning a graph foundation
model from riemannian geometry. In Proceedings
of the ACM on Web Conference 2025, pages
1154-1165, 2025.

L. Sun, F. Wang, J. Ye, H. Peng, and S. Y. Philip.
Congregate: Contrastive graph clustering in
curvature spaces. In IJCAI, pages 2296-2305,
2023.

L. Sun, Z. Zhang, Z. Wang, Y. Wang, Q. Wan,

H. Li, H. Peng, and P. S. Yu. Pioneer:
Physics-informed riemannian graph ode for
entropy-increasing dynamics. In Proceedings of
the AAAI Conference on Artificial Intelligence,
volume 39, pages 12586-12594, 2025.

L. Sun, S. Zhou, B. Fang, H. Zhang, J. Ye, Y. Ye,
and P. S. Yu. Trace: Structural riemannian bridge
matching for transferable source localization in
information propagation. IJCAI, 2025.

H. Terdalkar, A. Bonifati, and A. Mauri. Graph
repairs with large language models: An empirical
study. In Proceedings of the Sth Joint Workshop
on Graph Data Management Experiences &
Systems (GRADES) and Network Data Analytics
(NDA), pages 1-10, 2025.

S. Voruganti and M. T. Ozsu. Mirage-anns: Mixed
approach graph-based indexing for approximate
nearest neighbor search. Proceedings of the ACM
on Management of Data, 3(3):1-27, 2025.

S. Wang, Y. Fang, Y. Zhou, X. Liu, and Y. Ma.
Archrag: Attributed community-based
hierarchical retrieval-augmented generation. arXiv
preprint arXiv:2502.09891, 2025.

B. Zhang and H. Soh. Extract, define,
canonicalize: An llm-based framework for
knowledge graph construction. In Proceedings of
the 2024 Conference on Empirical Methods in
Natural Language Processing, pages 9820-9836,
2024.

F. Zhang, Z. Huang, Y. Zhou, Q. Guo, W. Luo,
and X. Zhou. Scalable graph-based
retrieval-augmented generation via
locality-sensitive hashing. VLDB 2025 Workshop:
LLM+Graph, 2025.

X. Zhou, X. Zhao, and G. Li. LIm-enhanced data
management. arXiv preprint arXiv:2402.02643,
2024.

Y. Zhou, A. I. Muresanu, Z. Han, K. Paster,

S. Pitis, H. Chan, and J. Ba. Large language
models are human-level prompt engineers. In The
eleventh international conference on learning
representations, 2022.

Y. Zhou, Y. Su, Y. Sun, T. Wang, R. He, Y. Zhang,
S. Liang, X. Liu, Y. Ma, and Y. Fang. In-depth
analysis of graph-based rag in a unified

63



framework. Proceedings of the VLDB generation of agent systems: From rag to agentic
Endowment, 18(13):5623-5637, 2025. ai. VLDB 2025 Workshop: LLM+Graph, 2025.
[49] Y. Zhou and S. Wang. Towards the next

64 SIGMOD Record, June 2026 (Vol. 55, No. 2)



Rethinking the Organization of Demonstration Tracks:
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ABSTRACT

Demonstration tracks are a vital part of premier data
management conferences, enabling researchers to show-
case interactive systems. However, growing submission
volumes and increasing competitiveness place signifi-
cant strain on the traditional review structure managed
by a small number of chairs. This report describes our
experience redesigning the organization of the VLDB
2025 demonstration track to improve scalability and re-
view quality. We introduced a distributed organizational
model with associate editors (AEs) responsible for sub-
sets of submissions, enabling better coordination and
balanced workloads. A diverse program committee was
formed to ensure broad expertise and perspectives. We
also refined the review workflow by establishing clearer
evaluation guidelines, redesigning the review form, de-
ploying automated COI management, and revisiting best
demonstration selection procedures. Feedback from AEs
indicates that these changes improved review quality,
fairness, and scalability.

1. INTRODUCTION

Demonstration tracks play a crucial role in pre-
mier data management conferences such as the VLDB
and SIGMOD. Unlike traditional research paper tracks
that emphasize theoretical contributions and eval-
uation results, demonstration (demo for brevity)
tracks provide a venue for showcasing working sys-
tems, prototypes, and interactive tools. These de-
mos allow conference participants to directly ex-
perience new technologies and system innovations,
thereby bridging the gap between theoretical re-
search and practical implementation. As the data
management field increasingly emphasizes systems,
platforms, and end-to-end solutions, the importance
of demonstration tracks has grown significantly.

A key value of demonstration tracks lies in their
ability to present research artifacts in an interac-
tive environment. Demonstrations allow authors to
showcase system architecture, user interfaces, and
real-world scenarios through live interaction with
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the audience. This format enables researchers and
practitioners to better understand how proposed
systems operate in practice, which is often difficult
to convey through written papers alone. For atten-
dees, demos provide a “hands-on” perspective that
can reveal practical insights, usability considera-
tions, and potential limitations of new technologies.
Consequently, demonstration sessions often become
vibrant forums for discussion, collaboration, and
knowledge exchange within the community. The
format also encourages participation from industry
practitioners and system builders who may prior-
itize deployable technologies and prototypes over
purely theoretical contributions. Indeed, across the
broader computer science community, including the
field of NLP, there has been increasing call for eval-
uating the real-world impact of research through the
adoption and practical use of developed tools and
techniques [6]. In this context, showcasing work-
ing systems and tools through demonstration tracks
often provides the foundation for measuring their
eventual real-world adoption and impact.

Over the years, demonstration tracks at premier
data management conferences have become increas-
ingly competitive. The growing size of the data
management community, combined with the rising
interest in building functional systems, has led to
a steady increase in demo submissions. The demo
tracks often receive well over one hundred submis-
sions, with only a fraction accepted for presentation,
reflecting both the popularity and competitiveness
of the track. For instance, the VLDB 2025 demo
track received 150 submissions and accepted 55 de-
mos, yielding an acceptance rate of about 36.7%.
Such numbers illustrate not only the scale of inter-
est but also the increasing pressure on the review
and selection process.

Despite the growing number of submissions, the
organizational structure of demonstration tracks has
remained unchanged for decades. Review processes
are typically managed by two demo chairs and a
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Table 1: Statistics of VLDB demo tracks.

Feature Year

2023 | 2024 | 2025
No. of AEs - - 14
No. of PC 57 51 54
No. of submissions 134 166 150
No. of accepted demos 53 64 55

program committee (PC). Chairs must coordinate
reviewers, ensure fairness, and evaluate diverse ma-
terials such as papers and videos using specialized
criteria, making the process increasingly complex
and difficult to scale as submissions grow. Given
these challenges, it may be time to rethink how
demonstration tracks are managed in major data
management conferences.

In this article, we describe our experience rethink-
ing the organization of the demonstration track for
VLDB 2025 to address these challenges. We adopted
a more distributed structure by introducing asso-
ciate editors (AEs) to oversee subsets of submis-
sions, assembled a diverse PC, refined the review
workflow with clearer demo evaluation guidelines,
implemented automated conflict-of-interest (COI)
management, redesigned the review form to bet-
ter reflect the unique characteristics of demonstra-
tions, and revisited the selection process of best de-
mos. We believe that such changes help maintain
the quality and fairness of the review process while
scaling to accommodate the growing interest in sys-
tem demonstrations.

The rest of the paper is organized as follows:
Section 2 discusses the traditional organization of
demonstration tracks and the associated challenges.
Section 3 describes the organizational structure
adopted for the VLDB 2025 demo track to address
these issues. In Section 4, we summarize feedback
from Associate Editors (AEs) regarding their expe-
rience with the revamped review process. Finally,
Section 5 concludes with an outlook on potential
future directions for improving demonstration track
review management.

2. TRADITIONAL ORGANIZATION OF
DEMOS

Typically, the entire review process of a demon-
stration track in data management venues is coor-
dinated by two demo track chairs, supported by
a program committee (PC). While this structure
has historically worked for smaller submission vol-
umes, the rapid growth in submissions presents new
challenges (Table 1). The demo chairs must over-
see reviewer assignments, manage conflicts of inter-
est, ensure review quality, and coordinate discus-
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sions among reviewers. In addition, demo submis-
sions often require specialized evaluation criteria—
such as system novelty, interactivity, usability, and
demonstration feasibility—which differ from tradi-
tional research papers. Ensuring consistent and fair
evaluation across many submissions therefore re-
quires significant coordination effort.

Another challenge arises from the complexity of
demo submissions themselves. Authors are typi-
cally required to submit short papers describing the
system architecture and demonstration scenario, of-
ten accompanied by supplementary materials such
as demonstration videos. These materials must be
evaluated holistically to assess the clarity, technical
contribution, and practical feasibility of the demo.
Managing these heterogeneous artifacts further in-
creases the workload for reviewers and chairs, par-
ticularly when submission numbers continue to grow.

3. RETHINKING DEMO TRACK
ORGANIZATION

In this section, we briefly outline the key changes
introduced in the organization of the demonstra-
tion track of VLDB 2025 to address the challenges.
To the best of our knowledge, these modifications
represent new practices that have not been imple-
mented in prior editions of demonstration tracks
at data management venues. By introducing these
changes, we aim to improve the efficiency, trans-
parency, and overall quality of this track.

Data-driven Formation of Review Board. As-
sociate Editors (AEs) are typically recruited to over-
see the research tracks rather than the demonstra-
tion tracks in data management venues. In VLDB
2025, we first recruited 14 distinguished researchers
to serve as AEs to assist with overseeing and man-
aging the review process [1]. Subsequently, we as-
sembled the Program Committee (PC) by adopt-
ing the data-driven, iterative PC selection method-
ology introduced in EDBT 2023 [5]. This process
was designed to ensure that the final PC provides
strong coverage across the relevant research areas
while maintaining diversity in terms of geographic
location, institutional affiliation, and country of ter-
tiary or secondary education (COE)!. In particular,
a diverse group of experts in a PC has the potential
to enhance the overall review quality of a venue by
offering unique perspectives and experiences [4].
Based on the anticipated number of submissions,
we targeted a PC size between 50 and 60 members.

1COE denotes the country in which a candidate completed their
high school or undergraduate education. This information is of-
ten publicly available on personal webpages or LinkedIn profiles.
We use it as a proxy for country of origin, as the latter is typi-
cally not publicly disclosed.
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Figure 1: Diversity distribution of the PC:
(top) Country; (bottom) COE.

The recruitment process was conducted iteratively
over a period of approximately two months, requir-
ing eight rounds of selection and evaluation before
the final committee was formed. In total, this pro-
cess resulted in the appointment of 54 PC members.

Figure 1 shows the diversity of the PC with re-
spect to location and COE. We observe that the
PC exhibits strong diversity with less skew com-
pared to the research tracks of our major venues [4].
We compute the institutional diversity of the PC by
measuring its institutional diversity ratio (IDR) [4]:

IDR(v) = [I,|/|Ry|

where R, is the set of reviewers of a venue v and
I, is the set of institutions they are affiliated with.
For simplicity, we assume each member r € R, is
associated with only one institution. Observe that
0 < IDR(v) < 1. The IDR(V) for our PC is 0.943,
indicating high institutional diversity.

Diversification of Reviewer Assignment. Each
submission in the demonstration track was reviewed
by at least three reviewers. One of the aims of di-
versifying the PC is to assign a more diverse set
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of reviewers for each submission. Note that the
reviewer assignment algorithm of Microsoft CMT,
which hosts VLDB 2025, does not explicitly diversify
assignments across multiple dimensions. Therefore,
it is important for the input data (i.e., the PC list)
itself to be diverse so that the assignments produced
by CMT reflect this diversity.

Figure 2 plots the diversity distribution of as-
signed reviewers with respect to institution, loca-
tion, and COE. The diversity score (div score) ranges
from 0 to 1, where 0 indicates a homogeneous as-
signment (e.g., all reviewers are from the United
States) and 1 indicates a fully diverse assignment
(all reviewers are from different institution, coun-
tries, or COE categories). The results show that
reviewer assignments are generally diverse, with the
majority of submissions being reviewed by experts
from different institutions, locations or COE cate-
gories.

Note that we employed a bidding-based paper as-
signment process. As a result, most submissions
were assigned to reviewers who had indicated their
willingness to review them.

Automated COI Check. Prior to VLDB 2025,
automated detection of unreported conflicts of in-
terest (COIs) was applied only to the research tracks.
An audit conducted by the PVLDB Advisory Com-
mittee revealed that, in several past editions of the
demonstration track, some submissions had been
assigned to reviewers who had COIs with the au-
thors according to the VLDB COI policy [2]. Such
assignments may undermine the fairness and in-
tegrity of the review process. To prevent such as-
signments, we employed CLOSET [3] for automated
COI detection and management in VLDB 2025. The
results indicated that at least one author in approx-
imately 7% of submissions had not declared all rel-
evant COIs. We then uploaded the CLOSET results
to Microsoft CMT and reassigned reviewers accord-
ingly, ensuring that no submission was assigned to
reviewers with COls as identified by CLOSET.

Guidelines for Reviewers and a New Review
Form. Reviewers were provided with clear guide-
lines for evaluating demonstration papers, cover-
ing aspects such as relevance, the content of the
demonstration paper, readiness, audience interac-
tivity, novelty, and the expectation of constructive
reviews. Importantly, submissions should be as-
sessed using criteria specific to demonstrations rather
than those typically applied to research papers. First,
submissions must be clearly relevant to data man-
agement, though the scope can be interpreted broadly.
However, papers unrelated to VLDB, such as purely
ATI/ML demos, should receive low priority. Review-
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Figure 2: Reviewer assignment diversity distribution of submissions.

ers should focus on whether the paper describes the
functionality and architecture of an innovative sys-
tem along with a clear demonstration plan. The
demo must also be ready at the time of review
rather than being planned for a future stage. Au-
dience interactivity is crucial; effective demonstra-
tions should allow attendees to easily interact with
the system through intuitive interfaces. Novelty is
expected, either through new research contributions
(e.g., demonstration of a SIGMOD/VLDB paper) or
creative applications of existing ideas. Reviewers
should not expect performance evaluations or user
studies. Reviews should be detailed, constructive,
and polite, covering the entire proposal rather than
only the accompanied video, while avoiding subjec-
tive or non-technical judgments.

A new review form was designed specifically for
the demonstration track to ensure that reviewers
provide ratings and comments aligned with the afore-
mentioned guidelines. The form structures the re-
view process around key aspects such as relevance,
readiness, audience interactivity, and novelty, help-
ing reviewers focus on criteria appropriate for demo
papers rather than research papers. This tailored
format also encourages more consistent, detailed,
and constructive feedback across submissions. A
screenshot of the form is depicted in Figure 3.

AE-guided Decision Making. Given the large
number of submissions and the distinct characteris-
tics of the demonstration track, we leverage the AEs
to help manage the review process. Distributing
submissions among these AEs enables more effective
coordination, helps maintain review quality, and
supports discussions among reviewers—particularly
by guiding them, when needed, to adhere to the re-
view guidelines specific to the demonstration track.

Revisiting Best Demonstration Selection Pro-
cess. Traditionally, the best demonstrations are
selected by an evaluation team appointed by the
demonstration chairs during the conference. The
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Review Questions Preview X

2. The archil and ionalities of the are clearly arti
visible to other reviewers, visible to meta-reviewers)

* (visible to authors after notification,

O Yes

O Partially

O No
3. The demonstration scenario is clearly articulated * (visible to authors after notification, visible to other reviewers, visible to
meta-reviewers)

O Yes
O Partially
O No

4. Please rate the potential degree of audience interaction of the demo scenario * (visible fo authors after nofification, visible
to other reviewers, visible to meta-reviewers)

O High

O Medium

O Low

O None o

Figure 3: Screenshot of the (partial) review
form.

team visits different demonstrations and interacts
with both the software and the demonstrators be-
fore deciding the award winners. In practice, al-
though each demonstration is supported by a four-
page technical proposal, the quality of that proposal
has rarely been considered when selecting the award
winners. Moreover, with the growing number of
demonstrations showcased at our premier venues,
it has become increasingly taxing for the evaluation
team to assess all of them.

At VLDB 2025, we adopted a two-step process
for selecting the best demonstrations. First, we so-
licited recommendations from AEs and chairs at
the end of the review process on potential candi-
dates based on the technical merit of the propos-
als and reviewers’ feedback. Second, the shortlisted
candidate demonstrations (10 of them) were pro-
vided to the evaluation team. The team then vis-
ited these demonstrations during conference, as well
as any additional demonstrations they considered
compelling or innovative, to determine the final award
winners. This process offers two main advantages:
(a) it incorporates the scientific quality of the demo
proposal as judged by the review board as an ex-
plicit evaluation criterion, and (b) it makes the eval-
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Table 2: Comments from the Associate Editors.
Comment
“This is my first time being a meta-reviewer and I think the process went well.”
“Except one missing review everything was fine.”
“Overall, my workload was manageable, even if I generally ended up doing it at the last possible moment.
As always, however, the people shape the process, and I think the demonstration chairs did a great job
of running the show as well. A personal pet peeve: I think the CS community is poorly served by
frequently shortening the word “demonstration” to “demo”. I see that for VLDB, the longer form is
mostly used, and I commend you for it, but basically any use of “demo” should be replaced, as the longer
form more clearly identifies what the submission should be about. For young people who rarely see the
longer term, it can basically mean just about anything. But, again, I’'m glad that VLDB uses the longer
form primarily!”
“Very well managed by the chairs. In the meta-review form, I would have liked to have a field “not for
the eyes of the authors”.”
“Overall, it went welll My only (minor) input is that the one paper in my stack that was removed later
to meet the quota was the demo that I was most excited about. Most other demos were... fine. Nothing
that exciting but all reasonable.”
“1 think this worked well, in particular having associated editors to lead discussion and inform decisions
through a meta-review. This was particularly needed in quite a number of papers in the grey zone.”
“Everything went smoothly. Good teamwork!”
“The process worked well in general, thank you for the great efforts!!”

Category

Organization

“The age-old question came up again: shall a demo be based on a prior publication, or may it demo
unproven/unreviewed methods.”

“A lot of the feedback from reviewers was about disconnect between text and the videos, so perhaps in
the future demo CfP could emphasize that videos are important part of the submission to encourage
authors to put more efforts into them.”

“There seemed to be some divergence in opinion regarding the advantage or disadvantage of that demo
being based on a previously published paper. I think having a strong technical paper as background
makes the demo stronger because one can focus on what matters for a demo, showing off what it can
and still struggles with, and interaction with the participants. Others thought that this would impede
novelty, but it’s essentially impossible to justify scalability and effectiveness within a four page paper
apart from showcasing interactivity. Perhaps this could be clarified in some guidelines for the reviewers.”
“I’d say the review process went smoothly overall. But there were still too many reviews that focused
on the research (e.g., no evaluation, this technical aspect is missing, etc.) rather than the demo. Not
sure how best to address this since it is very difficult for reviewers to remove their “paper review” hat
and put on their “demo review” hat, though maybe changing the review form radically to not look like
a paper review form at all would help, e.g., rather than “strong points”, use “what engages the audience
and encourages interaction” or “how does the paper showcase research in this area”. ”

“Some reviews are late. I have to need to keep an eye on whether reviews were available from time to
time. b) The reviewers are generally willing to participate in discussion, which is helpful.”

“Significant number of reviewers did not adapt their reviews to demo papers, reviewing the submissions
as (short) research papers. Little discussion, requiring meta-reviewers to make “execute” decisions and
demonstrating the importance of meta-reviewers to know the difference between demo and research
track.”

Review Process

uation process more tractable, as the committee is
not obligated to review every demonstration pre-
sented at the conference, yet retains the discretion
to assess any compelling demonstrations beyond those
included in the candidate list.

Live Demonstration During Award Ceremony.
Typically, during the award ceremony at premier
data management venues, the winners and runners-
up of the Best Demonstration Award are announced,
and the recipients are invited to the stage to receive
their certificates.

At VLDB 2025, we introduced a small change
to this tradition by inviting the winning team to
briefly showcase their demonstration to the audi-
ence during the ceremony?. This live presentation

2We thank the program chairs of VLDB 2025, Nesime Tatbul and
Themis Palpanas, for the suggestion.

SIGMOD Record, June 2026 (Vol. 55, No. 2)

not only generated greater engagement among at-
tendees, but also provided a clear illustration of the
system’s capabilities and the reasons it stood out
among the competing demonstrations.

4. FEEDBACK

To evaluate the effectiveness of the aforementioned
framework for managing the review process, we sought
feedback from the AEs after the completion of the
review process and the notification of decisions to
the authors. The AEs were invited to complete an
online form and provide open-ended comments on
the organization and management of the review pro-
cess. Twelve AEs responded to our invitation. Ta-
ble 2 summarizes their feedback, categorized into
organizational aspects and the review process.

The AEs generally reported that the organiza-
tion of the process worked well. Several commented
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that the workflow was smooth, well managed by the
chairs, and supported by effective teamwork. Work-
loads were considered manageable, although some
editors completed tasks close to deadlines. Minor
issues were mentioned, such as a missing review,
the changing an original demo assignment due to
quota limits, and the desire for a confidential field
in the meta-review form for comments not visible to
authors. One AE also noted a preference for con-
sistently using the term “demonstration” instead of
the abbreviated “demo” to better communicate the
track’s intent. Overall, the structure—particularly
the role of associate editors and meta-reviews—was
viewed as helpful for guiding discussions and resolv-
ing borderline cases.

Regarding the review process, editors highlighted
recurring challenges. A key debate concerned whether
demonstrations should be based on previously pub-
lished research or present novel methods/frameworks.
Some felt prior publications strengthen demonstra-
tions, while others worried this may reduce novelty.
Another common issue was that some reviewers of-
ten evaluated submissions like short research pa-
pers rather than demonstrations, focusing on tech-
nical evaluation rather than interactivity or audi-
ence engagement. AEs suggested revising reviewer
guidelines or redesigning review forms to emphasize
demo-specific criteria. In fact, these aspects were
already highlighted in both the guidelines and the
review form; however, some reviewers did not ap-
pear to pay sufficient attention to them. Additional
concerns included occasional late reviews, limited
reviewer discussion, and the need for greater atten-
tion to the alignment between submitted papers and
accompanying videos.

5. REFLECTIONS AND
RECOMMENDATIONS

Demonstration tracks have become an essential
component of premier data management conferences,
providing a unique platform for showcasing interac-
tive data management systems. However, the rapid
increase in submissions and the resulting competi-
tiveness place significant pressure on the traditional
review structure managed by a small number of
demo chairs. To sustain the vitality and quality of
these tracks, it is paramount to reconsider the cur-
rent organizational model and explore more scalable
approaches to managing the review process.

In this report, we reflect on our experience in re-
designing the organization of the VLDB 2025 demon-
stration track to address several emerging challenges.
Based on the lessons learned, we propose that fu-
ture chairs consider adopting the following organi-
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zational changes:

e Transition to a distributed organizational struc-
ture by introducing AEs responsible for over-
seeing specific subsets of submissions. This
change allows for more focused coordination
and balanced workload management.

e Form a diverse program committee composed
of members with varied expertise, location, COE,
and institutional affiliations. This diversity
helps to ensure a broader range of perspectives
during the review process, promoting balanced
evaluations and strengthening the overall qual-
ity, fairness, and inclusiveness of the decision-
making process.

e Refine the review workflow by establishing clear
guidelines for evaluating demonstrations, en-
suring that reviewers assess demos using con-
sistent and appropriate criteria.

e Deploy automated COI management tools (e.g.,
CLOSET) to strengthen transparency and in-
tegrity in the process.

e Revisit the design of the review form to bet-
ter reflect the distinctive attributes of system
demonstrations, and reassess the criteria and
procedures for selecting best demonstrations.

In summary, as evident from the feedback from
associate editors, these recommendations have the
potential to help maintain the quality, fairness, and
scalability of the review process as interest in sys-
tem demonstrations continues to grow. We also
note that this organizational model has subsequently
been (partially) adopted by VLDB 2026 and SIG-
MOD 2027.

Our experience also highlights several areas that
require further improvement in future iterations.
One challenge is the inefficiency caused by unre-
ported COI from authors, which complicates and
delays the reviewer assignment process. Addressing
this issue will require stronger mechanisms to ensure
more accurate and timely COI disclosure. Addi-
tionally, despite the availability of evaluation guide-
lines, some reviewers continued to assess demon-
strations using the criteria typically applied to short
research papers, often expecting extensive experi-
mental studies. While most associate editors were
able to mitigate this by guiding reviewers appropri-
ately, future efforts should focus on better aligning
reviewer expectations with the goals of demonstra-
tion submissions. Doing so will be essential for pre-
serving the fairness, consistency, and integrity of the
review process.
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Announcement for SIGMOD 2026 Awards

Chair Vice-Chair Secretary /Treasurer Awards Chair
Angela Bonifati Alexandra Meliou Manos Athanassoulis Sharad Mehrotra
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SIGMOD Award Winners for 2026

The SIGMOD Executive Committee and Awards Chair are excited to share the winners of the SIGMOD Awards
for 2026. We thank the SIGMOD Award Committee and the Jim Gray Doctoral Dissertation Award Committee
for their diligent work.

SIGMOD Awards Committee: Ailamaki Anastasia, Sourav S. Bhowmick, Georgia Koutrika, Sharad Mehro-
tra (Chair), C. Mohan, Ooi Beng Chin, Rachel Pottinger, Sayan Ranu, Cyrus Shahabi, Wang-Chiew Tan

Jim Gray Doctoral Dissertation Award Committee: Fatma Ozcan (Co-chair), Georgia Koutrika (Co-chair),
Sourav S Bhowmick, Daniel Kang, Peng Li, Steven Whang, Paolo Papotti, Nesime Tatbul, Kostas Stefanidis

SIGMOD Edgar F. Codd Innovations Award. For innovative and highly significant contributions of enduring

value to the development, understanding, or use of database systems and databases.
Winner for 2026: J. V. Jagadish. For establishing usability as a first-class design principle in data

management, and for pioneering the research agenda that redefined how humans interact with data systems.

SIGMOD Contributions Award. For significant contributions to the field of database systems through research

funding, education, and professional services.
Winner for 2026: Divyakant Agrawal. For his transformative leadership of SIGMOD, modernizing its

publication and conference models, and expanding its global reach.

SIGMOD Jim Gray Doctoral Dissertation Award To recognize excellent research by doctoral candidates in the

database field.
Co-Winner for 2026: Hangdong Zhao. For the dissertation “Advancing Join Algorithms for Real-world
ueries”.
g’o— Winner for 2026: Wengqi Jiang. For the dissertation “Vector-Centric Machine Learning Systems: A

Cross-Stack Approach”.
Honorable Mention for 2026: Kyle Deeds. For the dissertation “Data-Aware Complexity Analysis and

Program Optimization”. .
Honorable Mention for 2026: Arnab Phani. For the dissertation “Fine-grained Reuse and Feature Trans-

formations in Machine Learning Systems”.
Honorable Mention for 2026: Manuel Schonberger. For the dissertation “A Twofold Strategy Towards

Mature Quantum Data Management”.

SIGMOD Test-of-Time Award. To recognize the best paper from the SIGMOD proceedings 10—12 years prior,
based on the criterion of identifying the paper that has had the most impact (research, products, methodology) over

the intervening decade.
Winner for 2026: “The Snowflake Elastic Data Warehouse”, by Benoit Dageville, Thierry Cruanes

Marcin Zukowski, Vadim Antonov, Artin Avanes, Jon Bock, Jonathan Claybaugh, Daniel Engovatov, Martin
Hentschel, Jiansheng Huang, Allison W. Lee, Ashish Motivala, Abdul Q. Munir, Steven Pelley, Peter
Povinec, Greq Rahn, Spyridon Triantafyllis, and Phillipp Unterbrunner. For its profound influence on
the research community and industry, shaping the design of modern cloud data systems and driving innova-
tions adopted by millions of users.

Conference-level Awards. Please visit https://2026.sigmod.org/sigmod_awards.shtml to see more awards at
the conference level.
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SIGMOD is moving to a model where it accepts nominations for awards on a continuous basis to ensure col-
lecting strong and comprehensive nominations, with an annual cut-off date. Please see https://sigmod.org/
sigmod-awards/ for more details.

Submit your award nominations early! Preparing nominations and evaluating award submissions are both time-
consuming and demanding tasks. They require careful thought, attention, and judgment. At the same time,
they are paramount to the health of our community: awards help us recognize excellence, celebrate dedication,
and highlight role models who inspire the next generation. For this reason, we encourage the community to
think about nominations early and not only as the deadline approaches. Strong nominations often benefit from
reflection, input from multiple colleagues, and careful preparation. We would therefore be grateful to receive
nominations as early as possible, whenever deserving candidates come to mind. You can always modify the
nomination later if you need to. Please note that most nominations, once submitted, remain active for 2 years.
For any questions regarding a nomination, please reach out directly to the current SIGMOD Awards Chair.
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