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ABSTRACT
The integration of large language models (LLMs) with
graph-structured data has become a pivotal and fast evolv-
ing research frontier, drawing strong interest from both
academia and industry. The 2nd LLM+Graph Work-
shop, co-located with the 51st International Conference
on Very Large Data Bases (VLDB 2025) in London, fo-
cused on advancing algorithms and systems that bridge
LLMs, graph data management, and graph machine learn-
ing for practical applications. This report highlights the
key research directions, challenges, and innovative so-
lutions presented by the workshop’s speakers.

1. INTRODUCTION
Large Language Models (LLMs) such as ChatGPT

and LLaMA have advanced rapidly, transforming natu-
ral language processing with broad applications across
domains. Despite their ability to learn from massive
text corpora, LLMs often lack stable factual representa-
tions, resulting in unreliable outputs and hallucinations.
In contrast, graph-structured data is pervasive, captur-
ing complex relationships in domains ranging from so-
cial networks to knowledge bases. The interplay be-
tween the parametric knowledge of LLMs and the ex-
plicit, structured knowledge of graphs has thus emerged
as a critical research frontier. This synergy is bidirec-
tional: graphs can strengthen LLMs through methods
such as graph- and knowledge graph-based Retrieval-
Augmented Generation (GraphRAG and KG-RAG) [24,
48, 43], improving contextual accuracy, while LLMs
can advance graph-centric tasks including knowledge
graph construction [44], graph foundation models [37],
graph data management and mining [4, 41, 31].

The 2nd Workshop on Data Management Opportuni-
ties in Integrating LLMs with Graph Data (LLM+Graph
@VLDB25) aimed to provide a dedicated forum for re-
searchers and practitioners to showcase cutting-edge re-
search, emerging technologies, and novel applications
in this rapidly evolving field. Building on the success of
the inaugural LLM+KG workshop@VLDB24 [17], this
edition broadened its scope beyond knowledge graphs

Table 1: Summary of LLM+Graph@VLDB’2025
workshop contributions.

Session Focus and takeaway
Keynotes Academic foundations: LLM4DB, DB4LLM, graph

foundation models, and graph data repair
Industrial talks Production systems: GraphRAG, Text-to-Cypher,

GDS agents, and graph-native agents
Research papers Two-way synergy: LLMs for graph construction and

graphs for LLM retrieval/reasoning
Panel Outlook: LLMs should supercharge rather than super-

sede graph technologies

to encompass graph computing, data management, and
learning, highlighting the expanding opportunities for
data management researchers in this dynamic area.

The full-day workshop had 3 keynote talks on the
union of LLMs, graph data management, and graph learn-
ing, 3 industrial invited talks on GraphRAG applica-
tions, LLMs on Neo4j graph database [27], and Chat2Graph
[4], 7 peer-reviewed research papers at the intersection
of LLMs and graph technologies, and a panel discussion
on the topic of “LLMs vs. Graphs: Supercharge or Su-
persede Graph Data Management, Mining, and Learn-
ing?” The detailed program is available at [11], and Ta-
ble 1 summarizes the main contribution blocks.

2. KEYNOTES
The program featured three keynotes by Prof. M.

Tamer Özsu (University of Waterloo), Prof. Philip S.
Yu (University of Illinois, Chicago), and Prof. Angela
Bonifati (Lyon 1 University).

2.1 The Duality Between Large Language
Models and Database Systems

The first keynote was delivered by Prof. M. Tamer
Özsu from the University of Waterloo, who addressed
the duality between LLMs and database systems. He ar-
gued that while LLMs challenge the core mission of data
management, there is a symbiotic relationship: LLMs
can assist database tasks (LLM4DB), and databases can
empower LLMs (DB4LLM)

In the LLM4DB direction, Prof. Özsu explored how
LLMs are being leveraged to enhance data management.
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Key research areas include Natural Language Querying,
where he presented an interactive approach that uses a
natural language explanation of a preliminary query as
a “handle” for users to provide feedback [16]. He also
addressed the semantic evaluation of NL2SQL models,
highlighting the limitations of current metrics and intro-
ducing SQLyzr, a comprehensive benchmark for more
granular, multi-faceted evaluation [1]. A third area cov-
ered was efficient LLM inference over existing data by
embedding LLM capabilities as user-defined functions,
noting that systems like FLOCKMTL [9] and PGAI [2]
are already exploring this space.

Conversely, in the DB4LLM direction, Prof. Özsu
highlighted how data management principles are critical
for empowering LLMs. A major focus was on approxi-
mate nearest neighbor search in vector databases and in-
dexing. He contrasted the trade-offs between refinement-
based methods (e.g., KGraph [8], NNDescent [3]) and
increment-based methods (e.g., HNSW [25]). He then
introduced his group’s solution, MIRAGE [42], a novel
graph-based indexing approach that achieves both high
indexing speed and superior search performance. Fi-
nally, he discussed RAG over multimodal databases, em-
phasizing that the next step is enabling complex reason-
ing over retrieved heterogeneous data.

Prof. Özsu concluded by acknowledging the poten-
tial of LLMs but cautioned against current limitations
like hallucination and high cost [46]. He reinforced the
symbiotic relationship between the fields and the vital
role of the data management community in building the
underlying technology.

2.2 Towards Graph Foundation Models
with Riemannian Geometry

The second keynote was delivered by Prof. Philip S.
Yu from the University of Illinois, Chicago, who ad-
dressed the challenge of developing a true graph founda-
tion model. He argued that the current Euclidean GNN
paradigm is insufficient for representing complex graphs
and introduced Riemannian Geometric Deep Graph Learn-
ing (RiemannGeoDGL) [37] as a more expressive al-
ternative that can better model non-Euclidean structures
like hierarchies and cycles.

The talk detailed several key research directions within
this paradigm. Prof. Yu introduced the use of heteroge-
neous (mixed) curvature spaces, often product spaces of
hyperbolic and spherical manifolds, to capture the di-
verse geometries within a single complex graph. This
approach provides different geometric “views” for pow-
erful self-supervised learning. He also explained how
geometric concepts like Ricci curvature can be lever-
aged for tasks such as graph clustering, leading to meth-
ods like Congregate [38] for contrastive clustering and
RicciNet [36] for clustering irregularly shaped data. Fur-

thermore, he showed the framework’s applicability to
graph dynamics, including modeling physics-informed
systems with Pioneer [39] and transferable source local-
ization with Trace [40].

These advances converge on the Riemann Graph Foun-
dation Model (RiemannGFM) [37], which focuses on
graph structure through a universal vocabulary of trees
and cycles. By mapping this vocabulary to its corre-
sponding Riemannian geometry, the model can learn gen-
eralizable structural representations. Prof. Yu also noted
that this geometric approach offers a new way to design
deeper models that can overcome common issues like
oversmoothing and oversquashing.

In conclusion, Prof. Yu posited that RiemannGeoDGL
opens a promising new direction for building true graph
foundation models that are structurally aware, highly
generalizable, and capable of greater depth by embrac-
ing the inherent geometry of complex networks.

2.3 Reasoning over Property Graphs: Le-
veraging Large Language Models for
Automated Data Consistency

The third keynote, by Prof. Angela Bonifati from
Lyon 1 University, addressed the challenge of repairing
semantic inconsistencies in property graphs, first via a
user-centric framework and then by exploring the capa-
bilities of LLMs.

Prof. Bonifati first argued that ambiguity in auto-
mated graph data repair requires human intervention.
She introduced cQAR [31], a user-centric repair frame-
work, and highlighted a key theoretical finding: repair
safety is necessary and sufficient for convergence.

The talk then pivoted to whether LLMs can correct

graph inconsistencies. Different LLM tools and differ-
ent graph-to-text encodings have been tested and cross-
compared in an extensive empirical study [41]. Prof.
Bonifati concluded that LLMs are not yet reliable for
this task: suggested repairs often had valid format but
low correctness, with failures including eager genera-
tion, indecision, and hallucination.

Finally, Prof. Bonifati explored the inverse problem
of using LLMs for graph rule generation [20]. Exist-
ing approaches would generate several redundant graph
rules and rules that are not meaningful in practice. She
presented a pipeline that uses a sliding window atten-
tion mechanism and RAG to manage the graph’s size
before prompting an LLM to generate consistency rules
and their corresponding Cypher queries.

In conclusion, Prof. Bonifati stated that LLMs are
not yet ready for unsupervised graph repair, emphasiz-
ing the need for interactive, human-in-the-loop systems
and better explainability to effectively leverage their po-
tential for ensuring data consistency on graphs [32].
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3. INDUSTRIAL INVITED TALK
The workshop program was also enriched by three in-

dustrial invited talks from Dr. Cheng Chen (ByteDance),
Dr. Brian Shi (Neo4j), and Dr. Heng Lin (Ant Group).

3.1 Applications and Challenges of Graph-
RAG and Graph Foundation Models
at ByteDance

Dr. Cheng Chen from ByteDance began by describ-
ing ByteGraph, which manages massive graph data at
ByteDance and powers Douyin and Toutiao [21].

The first part of the talk focused on the practical ap-
plications of GraphRAG. Cheng detailed three primary
use cases: Code Understanding & Generation, where
GraphRAG helps capture dependencies across code mod-
ules [23]; automated Test Case Generation for new user
interface (UI) features by organizing business logic into
a graph [19]; and high-stakes QA for domains like legal
compliance [5], where its ability to perform multi-hop
reasoning and filter noise is essential. He also touched
upon their modular GraphRAG architecture [21], which
allows for flexible composition of different components.

Next, Cheng transitioned to their work on a Graph
Foundation Model, motivated by the challenges of cur-
rent methods. He focused on a key application in fraud
detection, explaining the limitations of existing prompt-
ing strategies: encoding-based methods lose semantic
richness, while text-only methods suffer from context
domination. To solve this, his team developed Dual-
Granularity Prompting [22]. This approach balances
detail and efficiency by preserving fine-grained informa-
tion for the target node while summarizing the context
from its metapath-based neighbors, allowing the LLM
to make more accurate predictions.

In conclusion, Cheng noted that GraphRAG is already
widely deployed in over 50 scenarios at ByteDance. He
stated that their long-term vision is to develop a unified
Graph Foundation Model that can be trained once and
applied across diverse business domains.

3.2 Retrieval and Reasoning with LLMs on
Neo4j: Progress and Challenges

The second industrial invited talk was presented by
Brian Shi from Neo4j. Brian presented a comprehen-
sive overview of Neo4j’s efforts to integrate LLMs with
their native graph database, showcasing a suite of tools
designed to make graph data more accessible. He cov-
ered three main areas of innovation: GraphRAG, Text-
to-Cypher, and a Graph Data Science (GDS) Agent.

The talk first covered their GraphRAG framework,
which employs a pipeline of vector retrieval, graph traver-
sal, and pruning to generate a rich subgraph context for
a GNN+LLM component [28]. Brian presented results
showing that this framework significantly improves re-

trieval accuracy when compared against baselines, in-
cluding G-Retriever [12] and GraphRAFT [6]. He also
noted key challenges, including neighborhood explosion
in dense graphs and correctly identifying answer nodes
that are many hops away from the initial entities.

Next, Brian introduced the Text-to-Cypher [30] project,
highlighting Neo4j’s contributions to the community, in-
cluding public datasets like Text2Cypher-2025v1 [13]
and several fine-tuned LLMs [14]. He also detailed their
work on cost and performance optimization, presenting
techniques such as Schema Filtering [29] to reduce in-
ference tokens. Finally, Brian presented the GDS Agent

[35], a reasoning agent that addresses complex analyt-
ical questions by autonomously selecting, parameteriz-
ing, and executing appropriate algorithms from the Neo4j
Graph library to generate answers.

Brian concluded that these projects make graph an-
alytics more accessible while exposing open challenges
in benchmarks, global planning, and billion-scale graphs.

3.3 Chat2Graph: Graph Agentic System
Dr. Heng Lin from Ant Group gave the third talk on

their Chat2Graph. Heng began by contextualizing the
immense scale of Ant Group’s business, which is in-
herently interconnected and operates on graphs with up
to 1013 edges, posing significant challenges in perfor-
mance, usability, and scale. This drove their decade-
long development of the TuGraph graph database.

Heng continued by noting that methods like Text2GQL
and GraphRAG [10] are valuable. For example, Graph-
RAG is used in Alipay’s voice assistant to improve re-
call over traditional vector methods. However, these

approaches are insufficient for the complex analytical

tasks in practice. To address this, his team is develop-
ing Chat2Graph [4], an agentic system that is “graph-
native”, using graphs not just as a data source, but as a
core structure for its own reasoning and operations.

The talk detailed three primary components of the
Chat2Graph architecture. The “Planning Graph” mod-
els complex task dependencies for strategic planning and
rescheduling, moving beyond simple linear to-do lists.
The “Toolkit Graph” organizes and maps available tools
to specific actions, enabling intelligent tool discovery
and recommendation. Finally, the “Memory Graph” im-
plements a hierarchical memory system that organizes
the agent’s experiences into layers, escalating raw data
from History up to strategic Insights to create a more
interpretable and efficient long-term memory.

Heng concluded that Chat2Graph is an open-source
ecosystem for complex, real-world graph-centric prob-
lems.

4. RESEARCH PAPERS
The peer-reviewed research papers presented in this

60 SIGMOD Record, June 2026 (Vol. 55, No. 2)



workshop can be broadly classified into two categories.
LLMs for Graph Construction & Reasoning. Con-

structing and maintaining high-quality graphs is chal-
lenging because structured extraction, consistency vali-
dation, and interpretation all demand costly manual cu-
ration. Papers in this category explore how LLMs can
address these challenges. Colombo et al. [7] present a
pipeline using fine-tuned LLMs to construct a knowl-
edge graph of U.S. public laws from unstructured sources,
including low-quality PDFs. Ji et al. [15] introduce a
framework to evaluate how well twelve representative
LLMs perform taxonomic reasoning, using graph-based
test cases to assess their capabilities systematically. Pub-
lio et al. [33] propose an explainable SHACL validation
system that uses RAG and LLMs to produce human-
readable, multi-language explanations for constraint vi-
olations in KGs. Mihindukulasooriya et al. [26] empir-
ically study automatic prompt optimization techniques
like DSPy [18] and APE [47] for triple extraction, show-
ing these methods generate high-quality prompts that
improve KG construction performance.

Graphs for LLM Enhancement & Retrieval. Graphs
can ground LLMs and mitigate hallucinations and lim-
ited domain knowledge in RAG and agentic systems.
Zhang et al. [45] propose using Locality-Sensitive Hash-
ing to address the scalability challenges of tree-based
Graph-RAG, improving the efficiency of graph construc-
tion and query retrieval on large datasets. Schneider et
al. [34] address the limitations of LLMs in spatial rea-
soning and envision a future where graph-enhanced rea-
soning is integrated into search engines to answer com-
plex spatial questions. Zhou et al. [49] propose a con-
ceptual framework for intelligent agent systems consist-
ing of four key modules: planning, execution, knowl-
edge, and tools, outlining future research directions of
agentic systems.

5. PANEL
The panel focused on the theme of “LLMs vs. Graphs:

Supercharge or Supersede Graph Data Management, Min-
ing, and Learning?” The panel was moderated by Arijit
Khan (BGSU) and the panelists were Reynold Cheng
(University of Hong Kong), Philip S. Yu (UIC), Angela
Bonifati (Lyon 1 University), Heng Lin (Ant Group),
and Yan Da (IU Bloomington). The discussion, struc-
tured around 5 core themes, explored the evolving rela-
tionship between LLMs and graph technologies.

The panel first addressed the synergy between LLMs

and graph computation, debating whether they are in

competition or collaboration. Panelists agreed that LLMs
should not supersede core graph database functionali-
ties but rather serve as natural language interfaces (e.g.,
for Text-to-Graph-Query) and tools for integrating un-
structured text in GraphRAG scenarios. A key chal-

lenge identified was building feedback loops where the
graph’s factual knowledge can verify and improve LLM
accuracy.

Discussing the evolution of graph data management

for LLM workloads, panelists noted that classic chal-
lenges like query optimization and indexing remain crit-
ical, where LLMs might aid in explainability. They also
explored novel uses of graphs to support AI, such as
structuring agentic systems with a “planning graph” or
generating high-quality training data.

Regarding the future of education and training, pan-
elists agreed that computer science is at a “crossroad”,
requiring a curricular shift towards interdisciplinary project-
based learning. The consensus was that rather than for-
bidding LLMs, students should be taught to use them
critically, focusing on skills like debugging AI-generated
code over repetitive tasks. For example, database and
graph data management courses could shift assignments
toward LLM-assisted SQL/Cypher formulation followed
by validation against schemas, constraints, and execu-
tion results. Stronger industry-academia partnerships
were also emphasized as vital.

Finally, the discussion highlighted the foundational

challenge of knowledge graph construction, a difficult
conceptual modeling problem where the database com-
munity’s expertise in schema design is indispensable and
where LLMs currently fall short. The panel concluded
by reinforcing the vision of a synergistic future, with
many open research questions remaining in system de-
sign, data management, and education.

6. FUTURE DIRECTIONS
We identify several active directions in the emerging

area of LLM+Graph, listed as follow:
• Foundational Models and Advanced Reasoning

on Graphs. Progress requires general-purpose models
with a deeper grasp of graph structures, moving beyond
retrieval-based approaches toward multi-hop reasoning,
structural abstraction, and stronger generalization across
diverse graph tasks.

• Scalable and Unified Data Systems. Building ro-
bust infrastructures that integrate LLMs with graph data
remains a major challenge. Future systems must support
hybrid queries over large graphs and vector embeddings,
while adapting to the dynamic nature of real-world data.

• Reliability-Aware AI on Graphs. Reliability re-
mains task- and deployment-dependent: workshop dis-
cussions contrasted unreliable unsupervised graph re-
pair with successful bounded GraphRAG deployments.
Future work should develop task-specific benchmarks,
graph-based verification, explainable outputs, and human-
in-the-loop feedback.

SIGMOD Record, June 2026 (Vol. 55, No. 2) 61



7. REFERENCES
[1] S. Abedini. SQLyzr: A comprehensive benchmark

and framework for evaluating text-to-sql systems.
Master’s thesis, University of Waterloo, Apr.
2026. Advisor: M. Tamer Özsu. Available at
https://hdl.handle.net/10012/23045.

[2] K. Akillioglu, A. Chakraborty, S. Voruganti, and
M. T. Özsu. Research challenges in relational
database management systems for llm queries.
Proceedings of the VLDB Endowment. ISSN,
2150:8097.
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