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Welcome, everyone. This is our next edition of the ACM SIGMOD Record’s series of interviews with distinguished members of
the database community. Today I'm delighted to have with us Lei Chen, who is the Chaired Professor in Data Science and
Analytics at HKUST Guangzhou, and at the Department of Computer Science and Engineering at HKUST, the Hong Kong
University of Science and Technology. He is a fellow of the ACM and of the IEEE, and he currently serves as the Dean of the
Information Hub and Director of the Big Data Institute at HKUST Guangzhou. I am H.V. Jagadish, Professor of Computer

Science and Engineering at the University of Michigan. Welcome, Lei.
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You have worked on so many different topics over the
years and have a really stunning publication record.
Are there some key technical accomplishments among
so many that you'd like to highlight? If you ask me, I
would pick three big buckets of your work: your early
work on spatiotemporal data (the motion trajectories in
particular), your work on crowdsourcing, and your
recent Al work (particularly MindSpore). But 1'd like to
hear about any of these or other things that you'd like to
highlight.

That's perfect. Actually, you picked the right three
pieces of what I consider to be very important work I
have done since I started my PhD in data science and
databases at the University of Waterloo. In the first
work, about spatiotemporal motion trajectories, I
proposed EDR, a very robust and efficient similarity
measure, and how you can adapt to local time shifting,
and also handle the noise that may appear during the
data capture period.

After I graduated and moved to HKUST, starting my
career as an assistant professor, I continued working
with my students on similarity measures. But similarity
is very subjective. Everybody thinks about it differently:
you may think something is similar, but other people
may not. At that time, crowdsourcing came along as a
very popular mechanism to judge the majority of
people's opinions. This motivated me to work on
crowdsourcing, because you put a similarity measure
there and let people judge whether the result is good or
not. But in order to make crowdsourcing effective and
efficient, you have to understand the crowd workers'
efficiency and expertise. You have to know how to
assign tasks to the right people, because only in this way
can you use a minimum amount of money to get the best
results without sacrificing effort and time. So this
became the second major piece of work I devoted my
research effort to.

Humans play a big role in crowdsourcing. Later, deep
learning and machine learning came into play. But their
results still needed human intervention to provide the
right explanations. We call this human-in-the-loop.
With all these results coming to the end users,
somebody has to say whether this is a good result or not.
With human-in-the-loop approaches, like
crowdsourcing or user feedback, we can fine-tune the
deep learning or machine learning results to make them
more accurate and robust. At that time, I spent my
sabbatical leave at Huawei, and they wanted to develop
their own deep learning framework. I proposed, together
with the team: why not develop a user-friendly
framework? So we incorporated these human-in-the-
loop ideas to make the deep learning framework more
user-friendly and, most importantly, explainable, giving
the machine learning results explainable units, so that
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people will believe and trust them. The results become
more trustworthy, and you can apply them to more
critical domains like finance and medicine. This is why
I've been working on MindSpore, the deep learning
framework, trying to make it really user-friendly and
with explainable mechanisms built in.

Actually, this is the age of AI; everybody is talking about
Al You were just talking about it in the context of
MindSpore. This is impacting everybody, and in
particular the database research community. What do
you see as the future for the community over the next 10
or 20 years? What should we prioritize? What is
overhyped? What advice would you have for young
researchers?

I think we are in the Al era. We cannot escape Al. Even
if you talk about databases, you know, relational
algebra, relational calculus, query optimizations,
database people are already starting to use Al
techniques like reinforcement learning to find the right
techniques for query optimization. So I think in the next
10 or 20 years, as data scientists and database
researchers, we should embrace Al.

Think about what we can do as database people to speed
up or make Al more robust and more efficient. For
example, recently I published quite a bit of work on data
for Al -- how you select data to help machine learning,
deep learning, or large language model training. Yes,
data is there, and a lot of people say they just use a lot
of data for training and don't care because they have a
lot of GPUs. But not everybody is that rich. You have
to think about whether the data you put in for training is
actually useful and will help improve your training
results. Inside the training process, there are many
things we can help with: data compression, model
compression; really making the model more lightweight
so you can deploy it on light devices.

Recently, with many applications of large language
models in vertical domains like finance, medicine, or
even civil engineering, inference efficiency has become
very important. We are talking about key-value cache:
what to cache, how to cache, and when to cache. All
these are very interesting questions. I think this is just
the beginning. We are following the large language
model trend and finding the difficult points where we
can help.

Later on, when we consider multimodal large language
models that include audio, image, video, text, time
series, spreadsheets, and more. Think about: how do we
store them? What is the first-class citizen to store this
data? Not just storing for querying, but storing to help
with training. People talk about RAG, they talk about
vector databases. Is that the only solution? When you do
embedding and map all this multimodal data into one
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vector space, how can you guarantee that semantically
similar data from different models is mapped to
positions that are close to each other in the vector space?
This is really hard.

People in industry say they put everything in a data lake,
but how do they index it? How can you index data so
that whenever necessary, you can retrieve it for the large
language model training? These data describe events,
scenarios, and whole processes. I feel this is a really
hard problem. I think we need database people and data
science people working for quite a few years to find a
good solution, together with Al people. I think this is
definitely the next 10 or 20 years of research we can do.
We can even build data foundations for large language
models.

Moving on, I've heard that you have an amazingly large
number of students. How many students do you have?

I have around 20 students in Hong Kong, and about 35
students in Guangzhou.

Wow! So you have a classroom full of students.
Amazing! How do you supervise the work of so many
students? How do you manage a group that large?

Originally, I was very ambitious. I thought I could have
one-to-one individual meetings with all of them for an
hour each. But later on, it turned out that doesn't work
very well, because one-to-one meetings don't really
generate a lot of sparks. So I divided my group into
several small groups — for example, Knowledge Graph,
Data Science for Al, AI for Data Science, and
Spatiotemporal Databases. Basically, students pick the
group they're interested in. Once I have these small
groups, I ask a senior student or a postdoc to be the
group leader. I have a meeting with each small group
every week. In these meetings, I ask all the students to
report their progress, and at the same time, all the group
members and I comment and give suggestions.

I think this is very effective, because the people working
in the same area all read the same papers, they all know
the area, and they give each other good suggestions. I
spend about 2 or 3 hours per group, so for all 50
students, I spend around 12 hours per week meeting
with all of them. After that, I ask group leaders to send
me reports of the meetings. Of course, if some students
really need one-to-one attention, I spend time on that
too. In this way, with this small group meeting style, I
can manage even more students, because not only I give
suggestions; all the people inside the groups discuss,
generate ideas, and comment on each other's work. It's
very effective.
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You've really devised an innovative and effective way to
manage the group. This speaks to your skill as a
manager, so I want to turn to those aspects next. As we
mentioned at the start, you are the Dean of the
Information Hub and Director of the Big Data Science
Institute at HKUST Guangzhou. You have been a leader
in setting up this new campus at Guangzhou. This is
exciting and difficult to pull off. Can you say a little
about the challenges and the satisfactions?

I'm still very excited about it. I have been at Guangzhou
for 3 years. I still remember, in September 2021, before
the Guangzhou campus really started, our new president
in Guangzhou asked me: "Lei, do you want to join us?"
I had been working at HKUST Hong Kong for about 17
years at that point (assistant professor, associate
professor, full professor, chair professor) my whole
career path. I knew how everything worked: how to
apply for grants, how to support students, how to make
everything run smoothly. I felt so comfortable and I just
followed the routine. Then when I heard about this
opportunity, I said, maybe I should give it a try.

People say we should not count
papers and should focus on
impact instead. Everyone
agrees with that in principle.
But most importantly, you
have to change the rules of the
game.

You're asking about challenges. HKUST Guangzhou
was set up 3 years ago, but it was planned much earlier.
The big question was: do we want HKUST Guangzhou
to be an exact copy of HKUST? Think about this:
HKUST spent 30 years building its reputation as one of
Asia's top universities. Our advantage over mainland
universities is that we are international: we hire faculty
from overseas, and we built our name within 30 years.
But how? By encouraging faculty to publish and build
strong publication records. Our new president
recognized that we know this game and how to play it.
But do we really want to replicate HKUST in
Guangzhou? The answer is no.

That creates real challenges. People say we should not
count papers and should focus on impact instead.
Everyone agrees with that in principle. But most
importantly, you have to change the rules of the game.
At traditional mainland universities, the incentive
system is built around publications: you get promoted
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and get tenure based on how many papers you publish.
With those guidelines set by the universities, how can
you expect students and young faculty not to focus on
publishing? We cannot blame them; the whole system
works that way. If 1 were the president of those
universities, I would say “you have to publish.”

So the difference with HKUST Guangzhou is that we
don't want to just count numbers. We must think of a
way to encourage real impact. We encourage faculty to
do interdisciplinary research. We are computer
scientists, we're very good at computer science, and we
publish a lot of CS papers. But think about it: if a
computer scientist publishes in Nature or Science, that
means they used computer science tools and algorithms
to really benefit humankind. We also encourage faculty
to collaborate with industry, to set up industry labs, and
to ask industry partners to give us real problems. For
example: how to handle poisoning attacks that current
large language models face, or how to make apps on
your phone consume less energy so your phone doesn't
overheat and drain the battery quickly. These problems
come from industry. Faculty work on them, solve them,
and help industry reduce costs and earn money. This is
what we want.

At our university, if you want to get promoted, we want
to see your impact: how your research has been used in
industry, and whether you're collaborating with people
outside your area. For example, I've started working on
materials science, on how to use Al to design new
materials that capture and store carbon dioxide, making
the environment cleaner. I know nothing about carbon
dioxide capture or materials science, so 1 had to
collaborate with people from those areas.

One interesting thing about this university is that they
fund students directly. Students form interdisciplinary
teams. For instance, that's how my carbon dioxide
capture project started: students from computer science,
environmental science, materials science, and
marketing said, "let's work together to promote using Al
technology to capture carbon dioxide to make the
environment cleaner and sell this to big companies and
even to the government." Faculty don't directly have
those funds; they have to demonstrate they are truly
strong in their area, and then they form teams that match
with the students. Because students already have their
scholarships, it creates a kind of freedom. In this way,
the whole university works in an interdisciplinary
fashion on interesting projects. I'm working on
materials, on carbon dioxide, on life sciences, and on
medical imaging, and these were all initiated by
students.

Amazingly, in a traditional university, one floor is all
computer science and another is all engineering. But in
our university, all the faculty offices are mixed and
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assigned randomly. My neighbor is from life sciences,
my next neighbor is from materials science. When we
go to lunch, we grab our neighbors and discuss. You end
up talking with very interesting people from different
fields. This really stimulates interdisciplinary research,
and the student scholarship system really motivates
faculty to work with students on impactful research.

I think this university has a very promising future. That's
the reason I jumped out of my comfort zone and came
to HKUST Guangzhou. I want to help set up a new type
of university to promote research in China and
encourage people to work on something really big and
impactful, not just focus on publishing papers.

At our university, if you want
to get promoted, we want to
see your impact: how your
research has been used in
industry, and whether you're
collaborating with people
outside your area.

Following up on that, you have some interesting titles
for the organizational units you're responsible for: the
Information Hub, the Data Science Institute. These are
not traditionally departments. Can you say a little more
about that?

Yes, of course. Think about it: if we had a Computer
Science department at HKUST Guangzhou and also one
at HKUST Hong Kong, everyone would ask, "which
one is better?" That's human nature. So we set up the
Information Hub instead, which includes Al, Data
Science and Analytics (DSA), IoT, and CMA
(Computational Media and Arts). One reason is that we
don't want to replicate. The other is that we really want
to encourage interdisciplinary work on fundamental
problems related to information.

The setup of the Information Hub is very interesting.
Where does data come from? From IoT, sensor devices,
RFID. Once you get the data, how do you transmit it?
Through 5G, 6G — that's what the IoT researchers work
on. After that, where do you store data, how do you
clean it, how do you index it, that’s what DSA people
work on. Then, where do you send the data? To Al
people, for prediction algorithms and pattern
recognition. After that, how do you display the results?
That's where CMA comes in — HCI, VR, AR people
working together to display the results. So you can see
the whole hub is connected by this information flow,
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trying to promote information across the whole
university and society. The setup intentionally says: you
have to work together, because no single group can
finish the job alone. This makes a real difference
compared with traditional universities and demonstrates
our sincere attitude toward interdisciplinary research,
making a new research agenda in this new university.

Thank you. Moving on, I wanted to talk about VLDB.
You recently became president of the VLDB Endowment
board. That's a very important organization for our
field. What are your goals there, and what is your
vision?

Jag, you're my senior. When I was an assistant professor
at HKUST, you were promoting PVLDB, which really
made the whole submission cycle of the VLDB
conference totally different from all the others. The
whole community later learned from it. You should
have copyrighted it! I'm serious! Other communities,
like SIGMM or SIGIR, now also have multiple
submission cycles, because they realized this is the right
way. At that time, [ said, wow, these brilliant ideas must
change the whole research community, not only the
database community. Let people submit papers
whenever they're ready, not rush for the last minute.
This was a great idea, and it's been very well received
by the community.

I want to promote database
research in those areas (Africa
and Central Asia) because it is

the right thing to do.
Otherwise, we just rotate
conferences among China, the
US, and Europe, where we
already have plenty of good
researchers.

After working for the VLDB Endowment for quite a few
years, including serving as PC chair and general chair, I
still think there's more we can do. Now, look at China:
the number of papers published compared with the US
or Europe is remarkable. But back when I joined
HKUST in 2005, or even earlier around 2000, the
number of papers published by Chinese scholars at a
single database conference could be counted on one
hand. How did this change come about? I think it was
because of your generation, you, and including my PhD
supervisor Tamer Ozsu. When you moved database
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conferences to Beijing or Hangzhou, it wasn't just about
giving researchers a nice place to be tourists. You had
the idea to use these conferences to influence people
there, to make them really love database research and
want to devote themselves to it.

During the last few years, Divesh and I have been
discussing doing something similar for Africa. That's
one of my missions as president of VLDB: we want to
use the same ideas you already implemented. Let's move
some conferences there, educate and attract researchers
in Africa, and later maybe Central Asia. I recently went
with my president on a recruiting and exchange trip to
Central Asia; Kazakhstan, for example. These countries
have brilliant people. They need international exposure,
so we can go to those areas and promote database
research. Let people jump in and say, "we can work on
this too," and bring more students into the field. I want
to promote database research in those areas (Africa and
Central Asia) because it is the right thing to do.
Otherwise, we just rotate conferences among China, the
US, and Europe, where we already have plenty of good
researchers. We need people all over the world working
on databases. This is how the whole community grows.
We have a successful case with China, and I want to
learn from that experience and help the community
expand, first to Africa and then to Central Asia.

1 think the Chinese success story is just amazing. I think
VLDB's role is a small part of it; there are many factors
that contributed to that.

But still, VLDB and SIGMOD... All these events
happening in China, at that time... | know quite a few
researchers in mainland China who were really
encouraged. They sent their students to the VLDB
summer school, and many researchers went there to give
lectures and inspired a lot of people. And they are proud
of it! I remember meeting some young researchers who
told me, "Lei, I graduated from the VLDB summer
school."

Talking about different countries, you have lived in
China and Hong Kong as a professional primarily, but
before that you spent time in Canada, and briefly in
Thailand. How do you compare your experiences across
these places, and how they view research and
databases?

I started my bachelor's degree in mainland China. At
that time, I just studied computer science and didn't have
any research interests. Later, I started a master's at AIT
in Thailand, and that's where I became interested in
data-related research. There was one professor at AIT; I
still remember her name, Kanchana. She was very strict,
very tough. I think I was the only A student in her class.
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She very seldom gave an A. She really liked me. A few
years later, I revisited the university and asked her, "Do
you still remember me?" She said, "Of course I
remember you! The only student who got an A in my
class." She motivated me and told me that data is very
interesting, that there's a lot of work and interesting
research to be done.

What we're lacking right now
is the freedom and atmosphere
to let students and young
researchers choose the topics
they're interested in, really
devote themselves to those
topics, and work hard. They
should not be counting how
many papers they've
published, how many grants
they've gotten, or what titles
they've earned.

Later, I moved to Canada to work with Tamer Ozsu, a
wonderful professor and supervisor who gave me a lot
of guidance on research, life, and even after I became
faculty, he gave me advice on how to supervise students.
When 1 think about this career path and international
experience (briefly staying in Thailand, then Canada,
then Hong Kong, and now back to mainland China), it
really helped me in many ways. The benefits of
experiencing different countries include understanding
different cultures: Asian culture in Hong Kong and the
mainland, and North American culture. You also learn
how people in different regions conduct research, their
styles, and how hard they work. This gave me very good
experience when I started to recruit international faculty
and students, which is part of my mission as Dean of the
Information Hub.

I like traveling a lot, and my experience in several
countries really benefits me. Recently, we're trying to
collaborate with East Asia— Thailand, the Philippines,
and Vietnam. We want to help build language models
using their languages for various vertical applications,
so they can enjoy these wonderful Al tools. China and
the US are the two biggest Al players, and we want to
help people in East Asia as well. This is really a benefit
from my connections in Thailand and Vietnam, because
I have friends, students, and classmates working there.
It's a wonderful experience.
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Before we close, I wanted to talk a little about running,
which you've taken on with a real passion recently. I
hear that you run marathons, and certainly at
conferences, you organize running groups. How did this
happen?

I think you've known me for a long time. When you
visited HKUST Hong Kong, I wasn't exactly fit, [ had a
lot of weight on me. I usually stayed in my office
reading papers, discussing with students, writing papers.
I rarely exercised. But I started running during the
pandemic, because we were locked down. We couldn't
go out, and at most you could go to the gym or the
running track. It was boring. I had nothing to do after
Zoom meetings all day, so I started running. I started
with 1K, then 3K, then 5K. I really fell in love with it,
and I finished my first marathon after only half a year of
running.

It really changed my working style. In the morning, I
wake up at 6 and run for one hour. After I take a shower
and have a cup of coffee, I'm full of energy. You can do
so much in a day and never feel tired. Previously, I used
to see people going to conferences with running shoes
packed in their luggage and thought, "come on, that's
ridiculous." But now my running shoes are always
packed in my bags. I don’t care about other things, but
my running shoes must be there. I really enjoy running
together with database researchers — Sihem Amer-
Yahia, Thab Ilyas, Chen Li, Alon Halevy, Wolfgang
Lehner, Amir Abbadi, and quite a few others. It is lots
of fun. It makes your life and work balanced, and you
feel healthy, strong, and energetic. This morning, I just
finished a half-marathon. I run every other day, and on
weekends 1 do a half-marathon. I know lots of other
database researchers who also run marathons. I think
maybe later on we can organize a mini-marathon at
some conference and all run together.

When you do these long runs, do you stay with your
thoughts, or do you listen to podcasts?

I don't listen to anything. That's the only period,
especially in the morning, when I think about what I
need to do: planning the day, thinking about what I
didn't finish, organizing details, figuring out how to put
things together. By the time I finish running, I already
have a detailed plan, and that makes everything work
very efficiently. Last night I remembered I needed to
finish something, and during the morning run, I thought
about how to draft it, what the logical structure should
be, what to put in sections 1, 2, and 3, who I should talk
with, and how we can make the process smoother.
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In closing, what personal goals do you hope to achieve?
How would you like your work to be remembered?
What's your vision?

My students and colleagues always ask me, "Lei, what's
next?" Good question. I really enjoy doing research with
my students, I really enjoy running marathons, and I
really enjoy teaching. In China, the retirement age is 65,
so I still have 12 years to go. During this time, I really
want to promote this university and what we're doing
that's different. I want our young faculty and researchers
to have the freedom to follow their hearts and do
research with real impact.

China now is very good at going from 1 to 100, but not
yet good at going from O to 1. The iPhone was not from
China, but we have Huawei, Oppo, and Vivo — very
good, but that is not 0 to 1. Tesla is still from America,
but we have BYD and many others. The electric cars in
China are wonderful; so comfortable, so relaxed,
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everything feels perfect. But unfortunately, it's still 1 to
100.

What we're lacking right now is the freedom and
atmosphere to let students and young researchers choose
the topics they're interested in, really devote themselves
to those topics, and work hard. They should not be
counting how many papers they've published, how
many grants they've gotten, or what titles they've
earned. Only in this way can our young researchers and
Chinese scholars invent something from 0 to 1 and
really surprise the world. As a community, we can do
some 0 to 1 research and bring innovation to China and
to humankind. I want to be that bridge. I think that's my
future career goal. I know it's not easy, but I will try my
best.

Thank you, Lei. You've been very inspiring, and it's been
a pleasure chatting with you.

Thank you very much, Jag.
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