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Background: We Need Intelligent Big Data

Stores. Traditionally, data stores have been managed
primarily by database administrators with deep sys-
tem expertise. We anticipate significantly broader de-
mand from non-DB-expert users in the near future. For
example, contemporary AI developers must routinely
manage large and heterogeneous datasets such as text
logs, graphs, vectors and images across iterative train-
ing and evaluation cycles. These workflows require la-
borious tasks including storage management, retrieval,
and summarization tailored to various data types.

Opportunities and Challenges: We ask whether it
is possible to develop an autonomous storage agent to
address this broader with the following capabilities: (1)
support for large-scale multimodal data, including text
logs, graph, vector, and image data; (2) user-oblivious
indexing, whereby data of any type can be ingested
and automatically indexed for high-performance access
based on its interaction history with users; and (3)
efficient, prompt-based data retrieval, enabling users
to specify desired data categories and retrieve relevant
data with high efficiency.

The storage agent design is expected to comprise:
(1) a Data Engine for multimodal data ingestion and
automated indexing; and (2) an Intelligent Reasoner
that provides a prompt-based interface and understands
data access patterns and their impact on performance.

Engine Proposal: Multimodal Autonomous

Key-Value Stores. We aim to address the stor-
age challenges through a unified key-value store frame-
work, referred to as Multimodal Autonomous Key-
Value Stores (MAKVs). MAKVs are inspired by self-
designing systems [2, 5] and self-driving databases [9],
but with the vision to extend autonomous design prin-
ciples to heterogeneous data modalities, and to imple-
ment it under modern key-value store designs. We ex-
pect MAKVs to support multiple data modalities, in-
cluding text, image, vector, and graph data, thereby
enjoying data locality across data modalities. Partic-
ularly, the MAKVs framework incorporates multiple
key-value store instances (KVs), each responsible for
managing a particular data modality. Because these in-

stances share the same underlying KV data structure
(e.g., LSM-trees), they can be represented within a uni-
fied configuration space for cost modeling. Such unifi-
cation is essential for enabling global system optimiza-
tion and automated system tuning. We expect that
the MAKVs can automatically build and update data
structures with respect to workload changes. This idea
is supported by two pieces of evidence.

Evidence 1: Auto-tuned Key-Value Stores are

Along the Way. Recent research (e.g., [3, 4, 6, 7]) has
proposed new frameworks for LSM-tree auto-tuning by
redesigning internal components (e.g., compaction poli-
cies). These works show that the configuration space of
LSM-tree indexes can be significantly expanded to en-
able smooth structural transitions under dynamic work-
loads, upon which a global controller (e.g., I/O cost
models or machine-learning-based models) can guide in-
dexing and re-indexing decisions. Extending these tech-
niques to MAKVs is therefore promising.

Evidence 2: Key-Value Stores are a Good Fit

for Multimodal Data. Besides text and image data
which are naturally supported by key-value stores, re-
cent studies show new system and architecture designs
to facilitate LSM-trees, the data engine of key-value
stores, to nicely support graph storage [8, 10] and vec-
tor data access [1, 11], thereby showing the possibility
of a unified multimodal key-value store.

Next Steps (Intelligent Reasoner). Achieving
truly intelligent data storage agents requires integrating
large language models (LLMs) to interpret user intent
– particularly to understand the relationships among
user actions, data access patterns, and system perfor-
mance. While LLMs possess strong reasoning capabili-
ties and friendly user interfaces, they generally lack ex-
plicit knowledge of user-data interactions. A key chal-
lenge, therefore, is to augment LLMs with such exter-
nal knowledge. One potential approach is to construct a
data-user graph that models the temporal and causal re-
lationships among user actions, data accesses, and sys-
tem performance. This graph can then be incorporated
as external knowledge (e.g., via GraphRAG) to support
and guide LLM reasoning.
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