
Reminiscences on Influential Papers

This issue’s contributors cover topics that tackle vari-
ous complexities in database systems: nested SQL, high-
dimensional and uncertain data, and query optimiza-
tion. Enjoy reading!
While I will keep inviting members of the data man-

agement community, and neighboring communities, to
contribute to this column, I also welcome unsolicited
contributions. Please contact me if you are interested.
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Thomas Neumann and Alfons Kemper.
Unnesting Arbitrary Queries.
In Proceedings of BTW (Database Systems for Busi-

ness, Technology, and Web), 2015.

The ability to freely nest queries—even if they are
correlated—and to not care about the potential ine!-
ciencies of nested-loop execution is, if you ask me, the
ultimate sign that SQL is a declarative query language.
Our colleagues in the programming language commu-
nity may invoke terms like compositionality or orthog-
onality here, but foremost, a proper treatment of cor-
related subqueries means that e!cient execution is of
no concern while complex queries are authored. What
a relief.
Do contemporary database systems live up to the

declarativity promise that SQL makes? More often than
not they do, some better than others, provided the queries
are not “too complex”. With Thomas Neumann’s and
Alfons Kemper’s 2015 paper“Unnesting Arbitrary Queries”
[13], however, DBMSs can provide a guarantee: there is
no constellation of nested (correlated) SQL queries that
cannot be rewritten and fully unravelled to avoid nested-
loop evaluation of quadratic complexity. Thomas and
Alfons describe principled, systematic, step-by-step al-
gebraic rewrites that relocate the dependent join—the
algebraic incarnation of nested-loop ine!ciency—in any

query plan until it can be replaced by a regular join (or
eliminated entirely).

Their rewriting strategy is robust and does not break
in the presence of complex GROUP BYs, ORDER BYs,
LIMITs, window functions, or even recursive common
table expressions (CTEs)—features that characterize con-
temporary analytical SQL workloads. It is this sturdi-
ness which tells Thomas’ and Alfons’ work apart from
the variety of approaches that came before it, from Kim’s
[3] or Jarke’s [2] notable work that would be able to rec-
ognize and decorrelate specific SQL query patterns only
to SQLite’s list of two dozen syntactic conditions that a
query must meet before it is even considered for unnest-
ing. There are now DBMSs out there that entirely rely
on the unnesting strategy of [13] (or its updated vari-
ant that Thomas discussed and proved correct ten years
later [11, 12]): let me point at DuckDB as one contem-
porary system that would not exist in its present form
without Thomas’ and Alfons’ 2015 e”ort.

Is complex correlation daily SQL business or rather
an esoteric exception? The answer is the former, quite
clearly:

1. If data analytics are performed where they should
be—namely close to the data, i.e., by the database
kernel itself—we need confidence that the SQL en-
gine will be able to cope with complex, possibly
“monster”, SQL queries, that are ripe with (recur-
sive) CTEs.

2. Deep nesting is pervasive in non-human generated
SQL queries, for example as produced by agentic
SQL interfaces or text-to-SQL translators.

3. Our own research here in Tübingen uses plain SQL
as the target language for compilers of composi-
tional procedural programming languages (PL/SQL,
say). Code generators can emit complex SQL in-
cantations with the confidence that a query engine
equipped with Thomas’ and Alfons’ decorrelation
will be able to keep its end up.

Thomas and Alfons are members of the German database
research community and, let me assure you, we are
mighty proud. The mentioned work [12, 13] has been
published in the biennial German-speaking database con-
ference BTW and it may have flown under your radar.
Give those papers a read. To me, there is SQL query
processing before and after 2015.
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Antonin Guttman.
R-trees: A Dynamic Index Structure for Spatial

Searching.
In Proceedings of the International Conference on Man-

agement of Data (SIGMOD), 1984.

R-tree [1] is perhaps the paper that opened the door
of research for me. I first read the paper as a third-year
undergraduate student, when I was working on my un-
dergraduate thesis on query processing over moving ob-
jects. At that time, I was still learning the fundamentals
of databases and algorithms, and research papers felt
distant and mysterious. I studied the paper together
with its implementation in C. What fascinated me im-
mediately was the simplicity and elegance of the core
idea, as well as the e!ciency improvement it enabled
in practice. By organizing spatial objects hierarchically
using minimum bounding rectangles, spatial searching is
transformed into a scalable and e!cient process. Look-
ing back now, the idea almost feels inevitable, but that
is often the feature of truly pioneering research, which
makes you feel di!cult to imagine the field without it.
The R-tree structure had a lasting influence on my

research trajectory on spatial data management, uncer-
tain data management, and high-dimensional data man-
agement. Even some of my later research on graph data
management inherited similar ways of thinking about ef-
ficient organization and querying of complex structured
data. Although these areas may appear quite di”er-
ent on the surface, they all share a common underly-
ing challenge: how to design scalable data structures
and query processing techniques for increasingly com-
plex data spaces.

Jian Pei, Bin Jiang, Xuemin Lin, and Yidong Yuan.
Probabilistic Skylines on Uncertain Data.
In Proceedings of the International Conference on Very

Large Data Bases (VLDB), 2007.

The VLDB 2007 skyline paper [14] also had a sig-
nificant influence on me. One of the reasons is perhaps
that I was fortunate to participate in several of the early
discussions with the authors when the ideas were still
taking shape. At that time, skyline queries were already
an active research topic, but extending the operator to
uncertain settings was far from straightforward. I still
remember the excitement of discussing questions such as
how uncertainty should a”ect dominance relationships,
what the semantics of skyline answers should be under
probabilistic models, and whether e!cient query pro-
cessing was possible in such settings. Seeing these ideas
gradually crystallize into the paper gave me a firsthand
appreciation of how impactful research works are often
born, which is to ask simple but fundamental questions.

Interestingly, one important issue remained unresolved
after the paper: the optimality guarantee of skyline re-
sults under uncertainty. At the time, during several
discussions around the paper, we believed this might be
fundamentally impossible to achieve. Existing proba-
bilistic skyline semantics could quantify the likelihood
of an object belonging to the skyline, but they could not
fully preserve the desirable optimality properties that
make skyline queries attractive in deterministic settings.
This limitation stayed in my mind for years. Later, I
encountered the concept of stochastic orders in prob-
ability theory and realized that stochastic dominance
could provide a principled foundation for defining opti-
mality over uncertain data. This insight eventually led
me to develop the stochastic skyline operator, which
resolved the problem in a theoretically grounded way.
The resulting work was published in ICDE 2011 [8] and
later extended in TODS [16]. This paper also inspired
me to further explore uncertain data management and
multidimensional spatial data management, which later
became central themes in my PhD research and contin-
ued to influence many of my subsequent works on graph
data management, data quality management, and data-
centric AI.
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Michael Stillger, Guy M. Lohman, Volker Markl, and
Mokhtar Kandil.

LEO - DB2’s LEarning Optimizer.
In Proceedings of the International Conference on Very

Large Data Bases (VLDB), 2001.

Database systems have always been built around a
tension between declarative simplicity and operational
complexity. SQL lets users describe what they want,
while the system decides how to produce it. Query op-
timization is where much of that decision-making hap-
pens: the optimizer estimates cardinalities and costs,
searches through alternative physical plans, and chooses
one under uncertainty. Today, AI seems to extend the
same aspiration far beyond databases: users increas-
ingly express intent in natural language, while systems
decide how to plan, retrieve, rank, approximate, and
act. This makes the old database question newly rele-
vant: how should a system make good decisions when its
models are incomplete and its environment keeps chang-
ing?

I started my research journey around 2017, just as ma-
chine learning for database systems was gaining momen-
tum again, notably with learned indexes making an in-
triguing argument: even classical data structures could
be viewed as models that predict data position [4]. I was
also interested in how modern database systems could
support and optimize approximate queries, providing
results and answers that are timely, useful, and task-
appropriate in the era of scale-up systems and hard-
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ware accelerators. That question has become more cen-
tral with AI and vector-based workloads, where similar-
ity search, ranking, and probabilistic relevance have be-
come mainstream. What interested me was how learn-
ing and approximation could become part of the database
engine itself.

That is when I encountered LEO: DB2’s LEarning
Optimizer [15]. Published in 2001, LEO felt current
when I encountered it years later. It asked a simple
but consequential question: can a query optimizer learn
from its own mistakes? Its target was inaccurate cardi-
nality estimation: wrong row-count estimates for oper-
ators and intermediate subplans. These estimates feed
the cost model and influence access paths, join order,
join algorithms, and memory use.

The di!culty is that these estimates are derived from
compact statistics and simplifying assumptions. His-
tograms, distinct-value counts, and index statistics sum-
marize base data, but they do not fully capture skew,
predicate correlations, join-key distributions, parameter-
dependent selectivities, or the distributions of interme-
diate results. Errors can therefore propagate through a
plan, leading to severe performance degradation.

LEO did not claim to solve cardinality estimation in
general. Its contribution was to add a feedback path
for estimates that execution proves wrong. DB2 stores
a plan skeleton at compilation time, collects actual row
counts during execution, compares estimates with ob-
servations after execution, and stores correction fac-
tors separately from the original catalog statistics [15].
Future optimizations can then reuse these corrections
when similar predicates, joins, or intermediate expres-
sions appear.

This is machine learning, but of a specific kind. LEO
is not reinforcement learning in the strict sense: it does
not explore alternative plans, observe query latency as
a reward, and learn a policy over optimizer actions. Its
learning is model correction via a feedback loop. It
uses runtime evidence to correct selected estimates that
proved wrong during execution. Because optimizer de-
cisions depend heavily on these estimates, improving
them can improve later plan choices.

This is where LEO’s broader lesson becomes clear:
runtime adaptivity is central to robust data systems.
Static statistics and compile-time reasoning are neces-
sary, but not su!cient in the presence of evolving data,
complex predicates, correlated attributes, changing work-
loads, and heterogeneous analytics. Runtime observa-
tion gives the system access to evidence that was un-
available, incomplete, or too expensive to model ahead
of time.

One important system lesson is that even observing
the truth is hard. Runtime operators do not always map
one-to-one to optimizer operators. Execution engines
may introduce shortcuts, bypass operators, materialize
intermediate results, or transform the plan through code
generation and runtime optimization. Modern vector-
ization, pipelining, operator fusion, and generated code
make this attribution problem even harder. Learning
from execution requires counters and a faithful bridge
between the optimizer’s model and the execution en-

gine’s behavior.
Cardinality estimation remains a current problem in

query optimization. The Join Order Benchmark showed
that cardinality-estimation errors are not just an aca-
demic imperfection: in realistic multi-join workloads,
they can dominate plan quality and lead optimizers to-
ward poor join orders and access paths [5, 7]. More re-
cent evidence shows that, even after years of optimizer
engineering, severe cardinality errors remain common
and continue to cause bad query plans [6]. This persis-
tence makes LEO’s message feel current: robust query
processing cannot rely only on static estimates; it needs
mechanisms that observe, adapt, and correct themselves
at runtime.

LEO captures an idea that feels even more perti-
nent in today’s landscape of AI-driven analytics: sys-
tems should remember, adapt, and improve over time.
Modern learned and adaptive optimizers pursue this
idea more directly, whether by learning plan choices
or by learning how to steer an existing optimizer [10,
9]. But the broader lesson extends beyond query opti-
mization. As AI makes more interfaces declarative, the
burden shifts increasingly to the system: to interpret
intent, choose strategies, tolerate approximation, and
adapt from feedback. What LEO showed, in a database
setting, is that adaptivity can begin with a best-e”ort
model and a classical feedback loop: runtime exposes
hard evidence, evidence becomes correction, and cor-
rection drives better future outcomes.
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