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ABSTRACT

Schemas are coming to property graphs. We compare
and contrast the main contender, PG-SCHEMA, with
the established schema languages for RDF graphs, ShEx
and SHACL. We provide concise abstractions of the lan-
guages, suitable for formal analysis, and review their
main application areas, focusing on the big questions.

Wer fremde Sprachen nicht kennt,
weifS nichts von seiner eigenen.
— J. W. Goethe

1 Introduction

Graph data is everywhere. Knowledge graphs power
search engines and question-answering systems; prop-
erty graph databases underpin fraud detection, rec-
ommendation engines, and network analysis; RDF
stores serve as the backbone of the Semantic Web
and of large-scale scientific knowledge bases [81].
Graph data is also, however, a lot of things. The
term covers a wide range of data models, query lan-
guages, and tool ecosystems, and navigating this
diversity is increasingly a challenge for researchers
and practitioners alike. In this survey we focus on
the two most prominent graph data models: prop-
erty graphs (also known as labelled property graphs,
or LPG) and RDF graphs.

Schemas are coming to graph data, just as they
came to relational data and, later, to hierarchical
formats such as XML and JSON. The pattern recurs
because schemas turn out to be useful in a striking
variety of data management tasks: validation, query
optimisation, data exchange, schema discovery, and
more. For property graphs, a prominent contender
for the role of standard schema language is PG-
SCHEMA |[8], the subject of Section 2. For RDF, two
languages dominate: ShEx [73] and SHACL [60],
both covered in Section 3. Other schema languages
for graph data exist, such as OWL [92], but these
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three are the ones with the broadest adoption and
the richest body of theoretical results.

Graph data has some characteristics that make
it uniquely interesting from a schema perspective.
Graph schemas sit closer to conceptual models than
their relational counterparts: the structure of a prop-
erty graph or an RDF graph often reflects the do-
main directly, without the indirection of normalisa-
tion and foreign keys. This makes schemas both
easier to write and easier to learn automatically
from data. Schema discovery—inferring a schema
from an existing, schema-less graph—is a task that
makes limited sense for relational data, where for-
eign keys are meaningless without prior schema in-
formation. For graph data this is very different, and
Section 4.4 reviews the growing body of work on it.

The perspective we bring to this survey is that of
theoreticians interested in practically relevant open
problems. We are primarily interested in property
graphs, but we spend considerable time on the RDF
world, because we believe that truly understanding
one way of doing things is impossible without seeing
other ways. The comparison is not only illuminat-
ing in itself: it also opens up questions of interoper-
ability, identifies opportunities for cross-fertilisation
of techniques, and helps explain why two commu-
nities working on closely related problems have ar-
rived at designs that differ in interesting ways. We
present the three schema languages concisely and
in parallel, survey their main applications in Sec-
tions 4.1-4.4, and close in Section 5 with our view
of the most promising directions ahead.

2 Schemas for property graphs

While the property graph world has not yet set-
tled on a schema language, a prominent contender
is PG-SCcHEMA [8,9], a 2023 community proposal
by the Property Graph Schema Working Group of
the Graph Data Council (previously known as the
Linked Data Benchmark Council). It was designed
by academics and practitioners, with liaisons to ISO’s
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working group for database languages known as
ISO/IEC JTC1 SC32 WGS3, and is being used as a
basis for extending the GQL graph query language
standard [55] (see also [31,37,38]). It draws in-
spiration from many sources, including the work of
Bonifati et al. [20] and some aspects of the RDF
shape language ShEx [73] (unlike an earlier proposal
ProGS [84], modelled after SHACL [60]). In what
follows we recall the property graph data model, il-
lustrate the core of PG-SCHEMA by an example,
present a concise abstraction of PG-SCHEMA, and
discuss the status of schemas in GQL and Neo4j.

2.1 Property graph data model

We assume countable sets £, IC, and V of labels,
property names (keys), and property values, respec-
tively. A record with keys from K and values from V
is a finite-domain partial function o: K — V map-
ping keys to values. Records o; and o9 are compat-
ible if 01(k) = 0z2(k) for all k € dom(o1) N dom(o2).
For compatible records o; and oy, we let 01 U o
be the only record with domain dom(o;) U dom(oz)
such that (o1 U 0g)(k) = 0;(k) for all k € dom(o;)
and ¢ = 1,2. We write |o| for the size of the domain
of record o and R for the set of all records.

The notion of a property graph is formalized as a
tuple G = (N, E, p, A\, m) where:

e N is a finite set of nodes;
e F is a finite set of edges such that NN E = {;

e p: E— (N x N) is a total function mapping
edges to pairs of endpoints (source and target);

A: (NUE) — 2% is a total function mapping
nodes and edges to finite sets of labels (includ-
ing the empty set 0);

m:(NUE)— R is a total function mapping
nodes and edges to records collecting all their
properties (key-value pairs).

Figure 1 shows a property graph G = (N, E, p, \, 1)
with N = {uy,us,us,us} and F = {ey,ea}.

2.2 PG-Schema by example

PG-ScHEMA is language for specifying property
graph schemas, called graph types, by means of node
and edge types expressed in a sublanguage called
PG-TYPEs, as well as integrity constraints in a sub-
language called PG-KEYS. Consider the conceptual
graph schema shown in Figure 2 as an ERD-like dia-
gram. The branching generalisation arch decorated
with | means that each customer is either a person
or a company. Figure 3 shows an implementation
in PG-SCHEMA as a graph type customerGraph with
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node types person, company, customer, and account,
edge type owns, and three integrity constraints.

A node type specifies possible contents (combi-
nations of labels and properties): a node of type
person has label Person, a property name of type
STRING, and possibly dob of type DATE. By default,
types are closed, in the sense that no additional la-
bels or properties are allowed (e.g., u; in Figure 1
is not a node of type person). We can change this,
independently for labels and properties, using the
keyword OPEN; e.g., the node type
(person_op: Person OPEN {name STRING,

dob DATE OPTIONAL, OPEN})
allows additional labels and additional properties.

PG-SCcHEMA allows building more complex types
from simpler ones by means of type union | and
type combination & For example, a node of type
customer must have label Customer and property
since of type DATE, as well as either all labels and
properties prescribed by type person or all labels
and properties prescribed by type company. In Fig-
ure 1, only u; is a node of type customer.

Edge types specify profiles of edges, which com-
prise the content of the edge itself as well as the
contents of its endpoints. For instance, an edge of
type owns must have label Owns and property since
of type DATE, and must lead from a node of type
customer to a node of type account. In Figure 1, e;
is an edge of type owns, but es is not.

The keyword STRICT indicates that in a graph of
type customerGraph, each node and edge must con-
form to one of the defined types. The other alterna-
tive is LOOSE, which indicates that nodes and edges
might not conform to any of the defined types.

Integrity constraints, on the other hand, must
hold regardless of whether the graph type is STRICT
or LOOSE. There are three basic kinds. EXCLUSIVE
constraints ensure that indicated values never re-
peat for objects within a specified scope. For in-
stance, in a graph of type customerGraph, all nodes
of type account must have different values of the
iban property. MANDATORY constraints ensure that
at least one specified object exists for each object
within a specified scope. In our running example,
each node of type account must have at least one
incoming edge of type owns. Dually, SINGLETON con-
straints ensure that at most one specified object ex-
ists for each object within a specified scope. In our
example, each node of type customer has at most
one outgoing edge of type owns. These are special
cases of AT LEAST k and AT MOST k constraints, which
are also supported in PG-SCHEMA.

We note that PG-KEYS relies on a host query
language that is intentionally left unspecified, but a
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U1 ( Person, Customer Person 1
name: ’Jan Kowalski’ name: ’Jan Jansen’
since: 27.05.97 dob: 27.05.97
u2
N\ u4
C
| ompany e Account ]
name: ’Kowalski & Sons® since: 11.11.19 ”| iban: 29400000000 1977 1341 1345 2342° |
tin: 826009065’

Figure 1: A property graph.

| Person 1

name STRING

name STRING
tin STRING dob DATE OPTIONAL

| f

since DATE
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lDCe DATE

f Account ]
L iban STRING PK |

Figure 2: A conceptual graph schema.

CREATE GRAPH TYPE customerGraph STRICT {
(person: Person
{name STRING, dob DATE OPTIONAL}),
(company: Company
{name STRING, tin STRING}),
(customer: Customer & (person|company)
{since DATE}),
(account: Account {iban STRING}),
(:customer) -[owns: Owns {since DATE}]->
(:account),
FOR (a:account) EXCLUSIVE a.iban,
FOR (a:account) MANDATORY ()-[:owns]->(a),
FOR (c:customer) SINGLETON (c)-[:owns]l->()

Figure 3: A PG-ScHEMA graph type.

concrete formalism based on two-way regular path
queries was proposed in [3].

In Appendix A we provide a concise abstraction
of PG-SCHEMA, loosely based on [3,25]. It is opti-
mised for theoretical analysis, not usability: it pre-
serves the expressive power and succinctness (de-
spite the minimalistic syntax) but disregards some
convenient syntactic constructs such as optional prop-
erties or multiple predicates in a single record (ex-
pressible using type unions and combination).

2.3 Schemas in GQL and Neo4J

At the time that GQL formally became an ISO stan-
dard in April 2024 it already contained some of the
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features of PG-Schema. In particular it follows the
approach of defining a schema as a set of node types
and edge types, along with some additional schema
constraints. What it does not contain are the op-
erators from PG-Schema to construct new types,
i.e., the & and the | operators. It also does not
contain the spectrum of open and closed types that
PG-Schema offers, but only completely closed types
or completely open types where nothing is required
and all properties are allowed.

At the time of writing, there are proposals being
completed in the ISO working group to add limited
PG-Keys key constraints for node types and edge
types to the schema language of GQL. These are
restricted in that their target is defined by a single
simple node type or edge type, and that the key for
a node type must be a subset of the properties of the
node, and the key for an edge type is limited to the
subset of the properties of the edge and the incident
nodes. It would allow for example the declarations:

CONSTRAINT robot_model_unigq
FOR (n:Robot)
REQUIRE (n.factory, n.serial) IS UNIQUE,

CONSTRAINT works_for_key
FOR (src:Empl)-[e:WORKS_FOR]->(dst:0rg)
REQUIRE (src, e.role, dst) IS KEY

Since the beginning of 2026 Neo4J has introduced
the notion of graph type as a preview feature, which
acts as a schema and comprises node and edges
types along with constraints. In particular it adds
the types of keys that are also being proposed for
GQL in the ISO working group, but excludes the
incident nodes from edge keys.

3 Schemas for RDF graphs

The RDF validation landscape is dominated by two
languages: ShEx [73], inspired by XML Schema [40]
and RelaxNG [26], and adopted by the Wikidata
project, and SHACL [60], the W3C recommenda-
tion based on earlier SPIN [59] and closely con-
nected to description logics [11], which are the back-
bone of the Web Ontology Language OWL [92]. We
present ShEx and SHACL following the steps we
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made for PG-SCHEMA, aiming to highlight differ-
ences and similarities. We rely on existing compar-
ative studies [3,4], which offer more insight.

3.1 RDF data model
An RDF graph G is a finite subset of

(IRIs U Blanks) x IRIs x (IRls U Blanks U Literals)

where IRls, Literals and Blanks are three countable
sets of IRIs, literal data values, and blank nodes,
respectively. For a triple (u,p,v) € G, we call u its
subject, p its predicate, and v its object. We write
Nodes(G) for the set of all w € IRIsUBlanksULiterals
such that G contains a triple (u,p,v) with w = u
or w = v. We think of a triple (u,p,v) as an edge
from node u to node v with label p.

The role of Literals in RDF graphs and property
values V in property graphs is analogous: they are
simple constants (like numbers or strings) that can
be explicitly used in queries. However, in RDF
graphs, connections between nodes and literals con-
tribute to the topology of the graph which affects
how queries and schemas are formulated.

The roles of IRIs and Blanks are more subtle. Un-
like property graphs, RDF graphs do not distin-
guish between syntactic ingredients of data (labels,
property keys) and elements of the data domain
(nodes): in the same RDF graph an IRI can be
an edge label (when used as a predicate) and a
node (when used as an object or subject). Instead,
RDF graphs distinguish between anonymous ele-
ments (Blanks) and syntactically referenceable el-
ements (IRIs), whereas in property graphs all nodes
are anonymous. There is a partial analogy between
these distinctions. Both IRls in RDF and labels
and property keys in property graphs can be syn-
tactically used in queries (like Literals and property
values), whereas Blanks and property graph nodes
cannot. The difference is that IRIs are elements of
the data domain and variables in queries can range
over them, whereas for labels and keys in property
graphs this is not the case.

RDF graphs do not support isolated nodes, labels
over nodes, properties over edges, and multiple la-
bels over edges. However, they naturally support
multi-value properties and properties over predi-
cates, which are not supported in property graphs.

Each of the data models is sufficiently rich to em-
ulate the other, but there is no canonical way of do-
ing this and different ways affect differently the for-
mulation of queries and schemas. Figure 4 shows an
RDF graph corresponding roughly to the property
graph from Figure 1. Classes of entities are repre-
sented by rdf :type-edges (abbreviated as a) leading
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to nodes representing the classes. Representing the
missing since property would require reifying the
owns relationship (modelling it using nodes rather
than edges), which we prefer not to do in this ex-
ample. Note also that Jan Jansen and Jan Kowalski
are two-hops apart in the RDF graph, via the literal
27.05.97, while they are not connected at all in the
property graph in Figure 1.

These differences motivate diverse interoperabil-
ity efforts. Amazon Neptune’s OneGraph [63] and
MilleniumDB’s domain graphs [90] aim to provide
general data models capturing both RDF and LPG,
which makes them attractive for data consumers
striving to be ready for any data that might come.
Common graphs [3] are a minimalistic, yet usable,
data model that seamlessly embeds into both RDF
and LPG, which is useful for data producers aiming
to cater simultaneously to consumers expecting dif-
ferent data, and for researchers aiming to compare
RDF and LPG formalisms on levelled ground. RDF
1.2 [52,58], based on RDF* [50], makes a step to-
wards LPG by improving support for adding meta-
data to relationships and distinguishing multiple in-
stances of the same relationships, akin to edge prop-
erties and edge identity offered by LPG.

3.2 ShEx and SHACL by example

ShEx and SHACL are based on shapes, which are
analogues of node types in PG-SCHEMA, but of-
fer much more expressive power, obviating the need
for separate integrity constraints. The validation
process is guided by shape maps (ShEx) or target
declarations (SHACL), which specify which graph
nodes should conform to which shapes. The overall
behaviour is similar to that of PG-SCHEMA’s LOOSE
graph types, in which node and edge types are put
to actual work by integrity constraints.

Figure 5 shows a ShEx implementation of the
conceptual schema from Figure 2, in the compact
ShExC syntax. It defines 4 shapes corresponding
to the 4 conceptual classes, and an additional shape
:Iban$S, used to enforce the primary key constraint:
the value of the :iban property in elements of shape
:AccountS is an element of shape :IbanS, and each
element of shape : IbanS has at most one :iban-edge,
coming from an element of shape :AccountS. We
use EXTRA a to allow additional a edges; without it,
the definition of :CustomerS would be contradictory.
The shape map at the bottom of the figure indicates
that nodes of the four classes should conform to the
corresponding shapes.

The :IbanS shape includes an additional format
check, as an example of user-defined checks sup-
ported in ShEx. In PG-SCHEMA this functional-
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:dob
27.05.97

’Jan Kowalski’

7826009065’

:Customer

a :iban
(: Account)<—(:PL940000000019771341 13452342)1—> ?94 0000 0000 1977 1341 13452342

Figure 4: A small customer RDF graph.

:PersonS EXTRA a {
a [ :Person ] ;
:name xsd:string ;
:dob xsd:date 7 }
:CompanyS EXTRA a {
a [ :Company ] ;
:name xsd:string ;
:tin xsd:string }
:CustomerS (@:PersonS OR @:CompanyS) AND EXTRA a {
a [ :Customer ] ;
:since xsd:date ;
:owns @:AccountS 7 }
:AccountS {
a [ :Account J1;
:iban @:IbanS ;
~:owns @:CustomerS + }
:IbanS xsd:string /~[A-2]1{2}[0-91{26}$/ AND {
~:iban @:AccountS }
{FOCUS a :Person}@:PersonS,
{FOCUS a :Company}@:Companys,
{FOCUS a :Customer}@:CustomerS,
{FOCUS a :Account}@:AccountS$S

Figure 5: A ShEx schema and a shape map.

ity is delegated to PG-KEYs, and ultimately to
the host query language. A recent work postulates
adding such checks to PG-TYPES [89].

The main semantic difference with the graph type
in Figure 3 is that the ShEx schema is open: it disre-
gards nodes that are not covered by the shape map,
as well as edges over unmentioned predicates. For
instance, an element of shape :PersonS may have an
outgoing :tin-edge, because the definition of this
shape does not mention the :tin predicate. We can
change this by declaring :PersonS as CLOSED, but
it affects only outgoing edges, and makes the def-
inition of :CustomerS contradictory: to accommo-
date the additional edges required by :CustomerS
we need to explicitly allow them in :PersonS and
for similar reasons also in :CompanyS. This is dif-
ferent from PG-SCHEMA, where closed types can
be extended and combined. A recent extension of
ShEx addresses this shortcoming [16]. Fully closing
a ShEx schema by requiring that each node is of one
of the specified shapes, as in PG-SCHEMA’s STRICT
graph types, is also impossible because shape maps
can only refer to constants and subjects or objects
of specific predicates.

Figure 6 shows an equivalent schema in SHACL.
While the syntax is different (a SHACL schema is
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a set of RDF triples, shown here in the Turtle syn-
tax), conceptually the schema is similar: shape def-
initions specify outgoing and incoming edges (with
cardinalities), using data types and shape references
to specify the other endpoint. Target declarations,
such as sh:targetClass :Person, specify nodes to be
validated against the shape in question. Similarly to
shape maps, they can only indicate constants and
objects or subjects of specific predicates. In par-
ticular, one cannot declare all nodes in the graph
as targets, which is why SHACL schemas cannot
mimic PG-SCHEMA’s STRICT graph types, either.

The real differences between ShEx and SHACL
lie in features that go beyond what is necessary
to express ER-like conceptual schemas. SHACL
allows talking about nodes reachable via complex
paths specified using regular expressions defining
sequences of predicates. Up to some discrepancies
between data models [14], SHACL shapes have the
same expressive power as concepts definable in the
description logic ALCOZQ,., (22|, extended with
two additional features explored in [15]: the ability
to compare the sets of nodes reachable via paths
specified with two different regular expressions, and
the ability to express that a node has no outgoing
edges over predicates from outside of a given set.
In curious contrast, ShEx uses regular expressions
to specify node neighbourhoods seen as multisets
of RDF triples. (This inspired PG-SCHEMA to use
star-free regular expressions for defining sets of la-
bels and properties.) Moreover, ShEx shape defi-
nitions may be recursive, which enables unbounded
exploration of the graph and makes up for the lack
of complex paths. We discuss recursion in detail in
the following section.

In Appendix B we present faithful abstractions of
ShEx and SHACL, closely following [3,4]. We omit
SPARQL-based constraints, which constitute the
SHACL-SPARQL extension of the SHACL Core.
Similarly to PG-KEYS, these constraints involve ar-
bitrary SPARQL queries interpreted as a “violation
detectors”.
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:PersonShape a sh:NodeShape ;
sh:targetClass :Person ;
sh:property [

sh:path rdf:type ;

sh:hasValue :Person ] ;
sh:property [

sh:path :name ;

sh:datatype xsd:string ;

sh:minCount 1 ;

sh:maxCount 1 ] ;
sh:property [

sh:path :dob ;

sh:datatype xsd:date ;

sh:maxCount 1 ]

:CompanyShape a sh:NodeShape ;
sh:targetClass :Company ;
sh:property [

sh:path rdf:type ;
sh:hasValue :Company ] ;
sh:property [
sh:path :name ;
sh:datatype xsd:string ;
sh:minCount 1 ;
sh:maxCount 1 ] ;
sh:property [
sh:path :tin ;
sh:datatype xsd:string ;
sh:minCount 1 ;
sh:maxCount 1 ] .

:CustomerShape a sh:NodeShape ;
sh:targetClass :Customer ;
sh:property [

sh:path rdf:type ;

sh:hasValue :Customer ]
sh:targetSubjects0f :owns ;
sh:or ( :PersonShape :CompanyShape ) ;
sh:property [

sh:path :since ;

sh:datatype xsd:date ;

sh:minCount 1 ;

sh:maxCount 1 ] ;
sh:property [

sh:path :owns ;

sh:node :AccountShape ;

sh:maxCount 1 ]

:AccountShape a sh:NodeShape ;
sh:targetClass :Account ;
sh:property [

sh:path rdf:type ;
sh:hasValue :Account ] ;
sh:property [
sh:path :iban
sh:minCount 1
sh:maxCount 1 ] ;
sh:property [
sh:path [ sh:inversePath :owns ] ;
sh:minCount 1 ]

:IbanShape a sh:NodeShape ;
sh:targetObjects0f :iban ;
sh:datatype xsd:string ;
sh:pattern "~ [A-Z]{2}[0-9]1{26}$" ;
sh:property [

sh:path [ sh:inversePath :iban ] ;
sh:node :AccountShape ;
sh:maxCount 1 ]

H
H

Figure 6: A SHACL schema.

3.3 Recursive schemas

In the schema in Fig. 5, the definition of :Accounts
contains references to :IbanS and :CustomerS, which
refer back to :AccountS. Schemas like this are called
Tecursive.

The semantics of recursive schemas is defined in
terms of shape assignments, which are binary re-
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lations describing interpretations of shape names
used in the schema over a given graph by associat-
ing them with graph nodes (and constants from the
schema). The semantics of a shape definition under
a shape assignment « is obtained by interpreting
shape references according to «, rather then unrav-
elling their definitions. For example, if o associates
shape name :AccountS with :PL94.. .42, :IbanS with
’PLY4...42°, and :CustomerS with :JanKowalski and
:Kowalski&Sons, then the semantics of the definition
of :AccountS under « in the RDF graph in Figure 4
includes :PL94. . .42.

A shape assignment « is supported if the inter-
pretation of each shape name under « is the same
as the semantics of its definition under a. The as-
signment « described above is not supported, be-
cause the interpretation of :CustomerS under « in-
cludes :Kowalski&Sons, whereas the semantics of the
definition of :CustomerS under « does not (due to
the missing :since edge). In the non-recursive case
there is exactly one supported assignment, but for
recursive schemas there might be many or none.

While the SHACL standard leaves the semantics
of recursive schemas unspecified, research literature
has considered several possibilities. The first se-
mantics proposed for recursive SHACL is the sup-
ported model semantics (SuMS) [29]. A graph G
conforms to a schema S under SuMS, if there is
a supported shape assignment that associates each
shape name in S with all graph nodes and constants
indicated by target declarations for this shape. More
refined proposals mirror classical logic-programming
paradigms: the stable models semantics (SMS) [7]
aims to eliminate self-justification, and the well-
founded semantics (WFS) [67] identifies a single
canonical shape assignment in a three-valued set-
ting, where it might be unknown whether a shape
is assigned to a state or not. SuMS, SMS and
WF'S can be recovered in a uniform way using the
framework of approximation fixpoint theory [13].
As long as negation is used in a controlled, strat-
ified way, both SMS and WFS coincide with the
familiar least fixed point semantics (LFP), which
interprets the schema bottom-up by fixing the least
supported assignment for each stratum, given an
already fixed interpretation of shapes from lower
strata (see e.g. [4]). Over non-recursive schemas,
all the above semantics coincide and agree with the
one described in Appendix B.

In contrast to SHACL, ShEx fully embracea re-
cursion from its outset, but it adopts the dual, great-
est fixpoint semantics (GFP) [17]. This might come
as a surprise, because declarative formalisms typi-
cally favour LFP, but the schema in Figure 5 reveals
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the reasons for this decision. Since the schema uses
no negation, we can put all shapes into the same
stratum. The LFP and GFP semantics are then
given simply by the least and greatest supported as-
signments, respectively. Over every RDF graph, un-
der the least supported assignment both :AccountS
and :IbanS are interpreted as empty. Indeed, the
emptiness of either justifies the emptiness of the
other: each shape requires an edge to a node of the
other shape, which is impossible if the other shape
is empty. In consequence, also :CustomerS must be
empty. Under GFP, on the other hand, the schema
correctly implements the conceptual schema from
Figure 2, showing that the coinductive formulation
comes naturally.

The SHACL schema in Figure 6 is not recursive,
since we removed the references to :CustomerShape

and :IbanShape from :AccountShape. Instead, we
set subjects of :owns as targets for :CustomerShape
and objects of :iban as targets for : IbanShape. This
is slightly more restrictive than the ShEx schema,
but still less restrictive than the conceptual schema
(which we cannot fully enforce anyway, due to the
inherently open nature of SHACL and ShEx).

The idea of removing shape references in favour
of more complicated target declarations or shape
maps is also one of the underlying principles of
PG-SCHEMA that allows forgoing recursion: PG-
SCHEMA uses type references only to facilitate mod-
ular descriptions of possible contents of nodes and
edges, which is not where recursion would be useful.

If a future version of the SHACL standard adopts
LFP or any of its generalizations to unstratified
schemas, natural ways of writing schemas in ShEx
and SHACL will continue to differ. In terms of ex-
pressive power, however, large fragments of ShEx
and SHACL will coincide [4], owing to the well-
known duality between LFP and GFP.

4 Applications of graph schemas

Schemas are so ubiquitous in data management that
a thorough overview of their applications would take
a weighty tome. For this short survey we pick four
areas we find most inspiring.

4.1 Validation

The raison d’étre of schemas is validation, be it for
the purpose of supporting business logic, ensuring
system security, or monitoring compliance with ex-
ternal regulations: given a graph and a schema, we
need to check if the graph conforms to the schema.

The complexity of validation is relatively well un-
derstood for the three graph schema languages dis-
cussed here. Table 1 gives an overview of relevant
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results. Recall that data complexity is the complex-
ity of the problem for a fixed schema, expressed in
terms of the size of the input graph, whereas com-
bined complexity concerns the dependence of the
total size of the schema and the graph.

For SHACL, the sole source of intractability is
recursion and the validation problem is intractable
only if an expensive semantics is chosen (SuMS or
SMS), which should be taken into account in the
ongoing discussions on standardizing the semantics
of recursive SHACL.

For ShEx, SuMS also increases the complexity,
but validity is intractable in combined complexity
already for non-recursive schemas, as it subsumes
the membership problem for Parikh images of reg-
ular languages [61]. The fragment without Boolean
connectives is NP-complete [86].

The situation is similar for PG-SCHEMA, except
that instead of the Parikh image we need to deal
with sets of letters occurring in words from a regu-
lar language, which is also intractable in combined
complexity. It is the price we pay for the concise-
ness of regular expressions. Every node or edge type
can be rewritten into a union of exponentially many
basic types, which specify labels and properties di-
rectly, without using type references and type oper-
ators |, & For unions of basic types the combined
complexity of validation is polynomial [25].

Discussing the computational complexity of PG-
KEYS is problematic because they are defined rel-
ative to a host query language and both the scope
and the value of a constraint can be specified us-
ing an arbitrarily complex query. However, under
mild assumptions on the host language, satisfied by
Cypher and GQL, each PG-KEYS constraint can be
rewritten into a single linear-size query [9].

Validation of RDF data is supported by multiple
engines [91], drawing upon a growing stream of sys-
tems research [6,28,36,56,93]. Yet, a recent user
study [57] registers dissatisfaction with the perfor-
mance and expressive power offered by these en-
gines, along with clearly voiced demand for recur-
sive shapes in SHACL and support for RDF 1.2 and
property graphs, which we put forward as an indi-
cation of the relevant directions for future work.

Native support for validation in property graph
databases is limited [8]. PG-SCHEMA has not been
implemented yet, except for limited support offered
by rudof [62], a Rust library covering multiple data
formats and schema languages. A fully-fledged im-
plementation will require dealing with the theoreti-
cal intractability, exploiting the huge parallelization
potential, and handling incremental and batch val-
idation. A major research problem is to identify
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Table 1: Complexity of validation
Schema language Data Comb. Ref.
PG-ScHEMA (except PG-KEYS) P NP [25]

SHACL (LFP/GFP) P P 7]
SHACL (WFS) P P [67]
SHACL (SuMS) NP NP  [29]
SHACL (SMS) NP NP [7]
ShEx (LFP/GFP) P PY |4

ShEx (SuMS) NP NPNF |4

concrete classes of constraints offering satisfactory
balance between complexity and expressive power,
adequate for the main use cases.

4.2 Optimization

From the point of view of a data processing system,
a schema is a valuable source of information about
the processed data that can be exploited to opti-
mize tasks such as querying or validation. This can
be done by static analysis, which consists in exam-
ining and manipulating objects such as queries or
schemas without actually executing them.

For example, Schmidt et al. [82] use tuple- and
equality-generating dependencies (TGDs and EGDs)
to optimize SPARQL queries, taking the semantic
query optimization approach, consisting in gener-
ating queries equivalent over a database that sat-
isfies a set of integrity constraints and picking the
most efficient one using a cost model. Abbas et
al. [2] optimize join orders in SPARQL queries using
selectivity estimations obtained by analysing ShEx
shapes. Rabbani et al. [76] enrich SHACL shapes
with statistics collected from data, so that they can
be used to provide more accurate cardinality esti-
mations. Thapa and Giese [88] propose a confluent
system of query rewriting rules that ensure equiva-
lence under bag semantics modulo a SHACL schema
and can be used to simplify SPARQL queries.

A classical static analysis problem is query con-
tainment. In the presence of a schema, we are inter-
ested only in containment over database instances
that conform to the schema, which means we will
be getting more positive answers, typically allowing
for more aggressive optimization. For graph data
this problem is largely unexplored. Abbas et al. [1]
investigate containment for fragments of SPARQL
under ShEx schemas without Boolean connectives.
Gutierrez-Basulto et al. [48] study the containment
of conjunctive regular path queries (CRPQs) in the
presence of schemas expressed in description log-
ics (DLs), exploiting the connection between query
containment modulo schema and query entailment
[24]. Given how close schema languages and DLs
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are, the existing body of work on query entailment
can serve as a valuable source of techniques for
query containment modulo schema, with an impor-
tant caveat: in the DL community query entail-
ment is usually considered over unrestricted (finite
or infinite) models [23, 32,41, 42, 53, 65, 66, 69, 80],
whereas we are most interested in containment over
finite database instances. Recently, however, en-
tailment over finite models has also seen significant
progress [30,43-45,47,54].

Also data validation can be simplified if we al-
ready know that the data conforms to some schema.
For instance, using schema containment we can iden-
tify validation tasks that can be skipped entirely,
because validity is always implied. This problem
was studied for SHACL [64, 70-72] by exploiting
connections with description logics, monadic second-
order logic, and p-calculus: it is undecidable under
SuMS and SMS already for relatively simple frag-
ments but decidable fragments (dependent on the
semantics) have been identified. For ShEx, only
a triply exponential upper bound for the fragment
without Boolean connectives [87] is known.

4.3 Interoperability

Graph schemas can play a crucial role in specify-
ing queries, transformations, and mappings between
different graph data models. They can be used to
generate these, or help with specifying them by al-
lowing static analysis and type inference. We briefly
review the work that has been done on this.

In 2013, Barcel6 et al. presented [12], a paper that
studies the data exchange problem between graph
databases, with mappings between two schemas ex-
pressed as tuple-generating dependencies based on
several extensions of Regular Path Queries. They
studied the complexity of problems such as comput-
ing universal solutions and query answering. The
work is RDF-inspired, but it assumes a generic graph
model with no specific schema language.

Francis and Libkin [39] study the same problems
in a setting closer to LPG: the data model is ex-
tended with values, and queries formulate condi-
tions over these values and navigate through them.

To express extensions of property graphs with en-
tity links and other types of data transformations
for LPG, Shimomuro et al. introduced Graph Gen-
erating Dependencies (GGDs) [85]. These are a
class of tuple- and equality-generating dependencies
extended with conditions using distance functions.

The problem of statically typing queries such as
RPQs over graphs with schemas that have some
similarity to ShEx schemas was already studied in
2015 by Colazzo and Sartiani in [27]. More recently,
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the problem of statically analysing and typing graph
transformations in the context of a graph schema is
addressed by Boneva et al. in [18]. This paper con-
siders a simple data transformation language based
on datalog rules extended with RPQs and Skolem
functions for controlled node creation, and studies
problems such as query containment in the context
of simple property graph schemas.

A similar transformation language is investigated
by Bonifati et al. [21], but here the rules are based
on the more powerful GPC, the Graph Pattern Cal-
culus [31], and the focus is on determining if a set of
such rules always results in a valid property graph
where each property contains a single value.

Recently, Hausler et al. [51] proposed an approach
to semi-automatically generate LPG transformations
for the purpose of schema evolution in the context
of information system development. Interestingly,
it also includes a simple method to generate a basic
PG-SCHEMA, in case this does not already exist.

In the RDF setting, the problem of formulating
and statically analysing RDF transformations and
updates arises naturally, since SPARQL supports
both. Seifer et al. [83] study the problem of infer-
ring a SHACL schema for the result of a SPARQL
CONSTRUCT query, given that the input conforms
to a certain SHACL schema. The problem of typing
RDF updates in the context of SHACL schemas was
studied by Ahmetaj et al [5]. For transformations
from RDF to other data formats, like XML and
JSON, it was shown in 2014 by Prud’hommeaux et
al. [74] that the ShEx language can be readily ex-
tended to express these, but there is no subsequent
work investigating their static analysis.

There has been work that for the sake of interop-
erability investigated mappings from RDF* graphs
to LPG graphs and vice versa. For example, Hartig
[49] proposed mappings that allow RDF* graphs to
be accessed in an LPG setting, and vice versa. Sim-
ilar work by Angles et al. [10] focuses on mappings,
both schema independent and schema dependent,
from RDF to LPG, and it investigates formally as
well as experimentally whether these mappings are
scalable and preserve the semantics and informa-
tion. This type of work was continued by Rabbani
et al. in [75], where newer schema languages such
as SHACL and PG-Schema are considered, and it
is investigated if it is hard to incrementally update
the schemas and the mappings.

4.4 Data exploration

In both the LPG setting and the RDF setting it
is not uncommon that users are confronted with
large graphs that come without a graph schema.
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Since a schema helps with both understanding the
contents of such graphs and efficiently storing them,
an important challenge is the automated and semi-
automated generation of schemas for such graphs.

For the RDF setting an overview of the state-of-
the-art and research challenges were presented by
Rabbani et al. in [77]. They identified two major
challenges: (1) the problem of scalability and (2)
the problem of spurious data leading to not find-
ing the appropriate shapes. The authors addressed
these problems later in |78,79], where they present
QSE-Exact, a file-based exact algorithm and QSE-
Approz, a SPARQL-based approximate algorithm
that uses sampling to increase scalability. The con-
sidered shapes are relatively simple: for a node of
a certain type they can describe its properties and
their types (literal type or class types) and cardi-
nalities (lower bound and/or upper bound).

The ShEx-based approach sheXer was presented
by Fernandez-Alvarez et al. [34]. It iterates over
all the triples in an RDF graph and while doing so
(1) generates shape candidates and (2) votes for, or
against, candidates already generated. It explicitly
also aims to generate shapes that refer to each other.
In [78] sheXer is compared to QSE, concluding that
it scales less well. However, after this a variation of
sheXer was proposed in [33] which aims to improve
scalability by slicing the graph into smaller sub-
graphs, determining a schema for each subgraph,
and then combining these. In a recent paper it was
extended to generate SHACL shapes [35].

While the approaches above are designed largely
from scratch, others attempt to leverage existing
mining and learning techniques. SHACLearner [68]
is based on existing open-path rule learner algo-
rithms that learn rules based on linear paths. The
shapes it can find are limited (although it does com-
bine linear paths into trees) and it can only specify
lower bounds for cardinalities. In other respects it
is more general, as it can deal with longer paths. In
[78] it is shown to compare unfavourably to the QSE
algorithms in scalability for the shapes that both
approaches can extract. Another approach was pre-
sented by Groz et al. in [46], and is based on a
Grammatical Inference Framework that is founded
on techniques for learning formal languages from
examples. It combines this with techniques such as
clustering nodes based on a certain notion of simu-
lation, which allows it to find simple ShEx shapes,
including recursive relationships between them.

Finally, in the LPG setting there is only one ap-
proach, called Disco-PG, which was presented by
Bonifati et al. [19]. Its core algorithm is based
on hierarchical clustering using a Gaussian Mixture
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Model, and it focuses on finding node types. It ex-
plicitly does not look at edge types or cardinality
constraints, and so in that sense is less ambitious
than the approaches in the RDF setting.

5 Where to now?

The coexistence of the LPG and RDF worlds is,
from a practical standpoint, a challenge that de-
serves more attention than it has received. Data
producers must commit to an ecosystem early, and
consumers must follow or invest in translation. In-
teroperability tools are therefore genuinely useful,
and efforts such as Amazon Neptune’s OneGraph
and MillenniumDB’s domain graphs are encourag-
ing. Common schema languages such as CoGSL [3],
which embed cleanly into both data models, are a
promising direction: if schemas can be written once
and interpreted in either world, many of the fric-
tion costs of the two-world situation are reduced.
Pushing this agenda further—both in terms of lan-
guage design and tool support—seems to us one of
the most impactful near-term directions.

The two-world reality is, however, also a research
opportunity. The LPG and RDF communities have
largely developed in parallel, and each has mathe-
matical tools and conceptual frameworks that the
other lacks or has only partially adopted. The con-
nection between SHACL and DLs, for instance, has
already transferred productively to the LPG set-
ting in the study of static analysis. This kind of
cross-fertilisation is unlikely to be exhausted. More
broadly, it is worth asking which classical schema
topics from the relational and XML worlds carry
over to graph data—schema mappings, normalisa-
tion, constraint implication, type inference for trans-
formations—and which of those are not only practi-
cally relevant but also mathematically interesting in
the graph setting. Graph data’s direct representa-
tion of connections, bypassing the foreign-key indi-
rection of relational schemas, affects these problems
in ways that are not yet well understood.

A recurring design question in all three languages
surveyed here is whether schema constraints should
be expressed in a purpose-built controlled language
or whether they should be backed by an injected
query language. Both approaches have real merit.
A controlled language can be efficiently compiled,
statically analysed, and understood at a glance; it
gives the engine something it can reason about. An
injected query language, as in PG-KEys or SHACL-
SPARQL, offers expressive power that no fixed lan-
guage can match and allows constraint authoring to
reuse existing query skills. The tension is genuine,
and neither pole is clearly superior across all use
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cases. Understanding when each is appropriate—
and whether hybrid designs can capture the best of
both—remains an open question.

Cutting across all three languages is the ques-
tion of what graph schemas are ultimately for. The
LPG tradition, with its emphasis on closed types,
tight typing of nodes and edges, and integration
with query compilation, treats schemas primarily
as a tool for the database engine. The RDF shape
tradition, with its open-world defaults and whole-
graph inclusions, treats schemas at least as much as
a tool for the user: documenting the intended struc-
ture of a knowledge graph, guiding data entry, and
supporting exploration. These are not just stylistic
differences; they lead to genuinely different design
choices, and the added expressive power of whole-
graph shapes is mostly useful to humans, since ma-
chines cannot exploit it algorithmically without pay-
ing a high cost. It is worth being explicit about
which perspective a schema language is serving, and
to what degree the two perspectives can be recon-
ciled in a single design.

Finally, there is the more specific question of how
to apportion expressive power between types and
constraints within a single language. In principle,
types can be subsumed by constraints: anything a
node type expresses can be restated as a constraint,
so the type layer is not strictly necessary. But types
serve a purpose that constraints cannot easily repli-
cate. The ideal is to capture as much structural
information as possible in a controlled sublanguage
that engines can compile and users can read at a
glance, reserving the constraint layer for business
logic that is too specific or relational. The question
of where to draw that line is not settled. The cur-
rent balance in PG-SCHEMA—moderately expres-
sive types via PG-TYPES, plus a query-backed con-
straint sublanguage via PG-KEYS—is a considered
position, but it is legitimate to ask whether the type
layer should be richer, or the constraint layer more
restricted. The analogy with SQL is sobering: com-
plex check constraints exist in the standard, are im-
plemented by few engines, and are used by fewer
users still. Whether graph databases will follow the
same path, or whether the structural flexibility of
graphs makes rich constraints more useful in prac-
tice, is an open and important question.
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Appendix A: PG-Schema abstractly

We assume countable sets N and £ of node and edge
type names, with £, N, £ pairwise disjoint.

Queries in the host query language are evalu-
ated over typed property graphs, which are defined
just like property graphs, except that their labelling
functions map nodes to finite subsets of £LUAN and
edges to finite subsets £ U E. An n-ary query @
is a function that maps a typed property graph
G = (N, E, p,\,7) to asubset Q(G) of (NUEUV)".

PG-TYPES node types v and edge types 7 are
defined by the following grammar, with £ € £, k €
K,7€T,seN andteé&:

vi={} |l |{k:7} x| {*x} s viv vév
ni—= W)-wl->w) (t nln n&n

PG-KEY constraints have the following forms:

FOR P AT LEAST k Q,

FOR P AT MOST k Q,

FOR P EXCLUSIVE Q,
where k is a non-negative integer, P is a unary scope
query, and @ is an (1 + n)-ary descriptor query for
some positive integer n.

A graph type S = (N, E, A, K) consists of a finite
set N of node type declarations of the form s : v
where s € N and v is a PG-TYPES node type, a fi-
nite set E of edge type declarations of the form ¢ : 7
where t € £ and ) is a PG-TYPES edge type, a finite
set A C N UE of abstract type names, and a finite
set K of PG-KEYS constraints. Each declaration
in N and F uses a different type name. Whenever
N contains a declaration s: v, we say s is declared
in S and write v for v. Similarly, if £ contains a
declaration t: 1, we say t is declared in S and write
ne for . We assume that each type name occur-
ring anywhere in S is declared, and that type dec-
larations are not cyclic; that is, N does not contain
80% V0, 811 V1, -+ ., Sp—1: Vp—1 such that s 1) mod n
occurs in v; for all 4, and similarly for edge types.

The abstract semantics of node and edge types
in graph type S (Table 2) is defined in terms of
contents and profiles. A content is a pair (L,r) €
2£ x R. We write C for the set of all contents.
A profile is a triple of contents. The combination
of contents ¢; = (Ly,01) and ¢o = (Lg,02) with
compatible 07 and og is

c1&cy = (L1 ULsg,01 Uog).

The combination of profiles is performed component-
wise: for ¢; = (c1,¢),¢f) and ¢ = (co, ch, ) we let

C1&ca = (c1&co, i &ch, &),

The concrete semantics of node and edge types in
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Table 2: Semantics of PG-TYPES.

” M ce

o (0,0)}

¢ {€},0)}

{k:71} 0,{k — w}) |w e [r]}

* (L,0) ‘ LCL

{*} ©,r)|reR}

s [vF1°

ZaRZ [11]° U [w2]®

vy &y {er&ea|er € [1]%, e € [12]°}
n [n* ccxcxcC

) -2l ->ws) [n]® x [1u]® x [vs]®

t [7]°

m | n2 [m]® U [n2]°

7 & N2 {51 & co } c1 € [[171]]5,52 S [[772]]5}

graph type S over G = (N, E, p, A\, ) is defined as
V& = {ueN|entg(u) € [[1/]]8},
[1]2 = {e € E|prfcle) € )%}

where cntg(z) = (M), n(z)) for x € N U E, and
prfa(e) = (entg(u), cntg(e), entg(v)) for e € E with
ple) = (u,v). A node u in G conforms to a node
type v in S if u € [V]3. Similarly, an edge e in G
conforms to an edge type n in S if e € []2.

The satisfaction of PG-KEYS constraints of the
three kinds described above over a typed property
graph G = (N, E, p, A\, ) is defined by the following
conditions, respectively:

e for all a € P(G), there are at least k tuples
(c1,...,¢pn) such that (a,cq,...,c,) € Q(G);

e for all @ € P(G), there are at most k tuples
(c1,...,¢pn) such that (a,cq,...,c,) € Q(G);

¢n) € (NUE UV)" there is at
. cn) € Q(G).

For a property graph G = (N, E,p,A\,7) and a
graph type S = (N¥, ES, AS K9), let

M) =Av)U{se N°|vel[s]d},
A(e) = Ae)U {te ES|ec [[t]]‘é}

for v € N, e € E, and let G5 = (N, E, p,\%,7).
We say that G loosely conforms to S if GS satisfies
each constraint in K; G strictly conforms to S if
it loosely conforms to S, each node in G conforms
to a node type in S, and each edge in G conforms
to an edge type in S.

e for all (cq,...,
most one a € P(G) s. t. (a,cq, ..
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Appendix B: SHACL and ShEx abstractly

We fix a countable set Names of shape names and
a finite set T of value types, with each ¢ € T inter-
preted as [t] C IRIs U Literals U Blanks.

A shape catalogue is a finite set C of shape dec-
larations of the form s: ¢ where s € Names is a
shape name and ¢ is a shape; each declaration in a
catalogue uses a different name. A schema is a pair
S = (C, M) where C is a shape catalogue and M is
a finite set of shape inclusions of the form ¢ C ¢'.
In SHACL and ShEx, left-hand side shapes in shape
inclusions must come from a restricted class of se-
lectors, which has important consequences for the
expressive power. If the shape catalogue of S con-
tains a declaration s: ¢, we say s is declared in S
and write ¢% for . We assume that all shape names
used in S are declared and write Names(S) for the
set of all shape names declared in S.

SHACL shapes ¢ and path expressions w are given
by the following grammar, with ¢ € IRIs U Literals,
teT,Q Can IRIs, p € IRIs; n € N, s € Names:

pui=1 T val(e) [ tp(t) | s~ wA@ oV
3210 | eq(m,p) | disj(m,p) | closed(Q)

Ti=¢ | p|lp |wm-m wUTW | 7

We call a schema recursive if the catalogue con-
tains declarations sg: ©g, S1: @1, --+y Sn—1: Pn—1
such that s(;1 1) mod n OCcurs in ; for all 4, and non-
recursive otherwise. The semantics [go]]g of a shape
© in a non-recursive schema S on graph G is de-
fined in Table 3, by recursion on the structure of
o and the implicit structure of shape references in
the catalogue of S. In the table, [7]9 denotes the
set of nodes accessible in G from v by a sequence
of edges whose labels match the path expression ;
the minus in p~ indicates that the edge is traversed
backwards.

SHACL selectors are restricted SHACL shapes,
defined by the grammar

sel—val(e) | 32p. T | I2p™.T

where p € IRIs and ¢ € IRIs U Literals.

ShEx shapes ¢ and triple expressions e are given
by the following grammar, with ¢ € IRIs U Literals,
t €T, s € Names, p € IRIs, and R, Q Cgy, IRIs:

pu=L| T val(c) tp(t) s ~p @Ay @V
{e}r  {etro
e=¢ | pp p .p e;elele| e

The semantics [¢]S of a ShEx shape ¢ in a non-
recursive schema S on graph G is defined by recur-
sion in Table 3 with Neighg’Q(v) denoting the set
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Table 3: Semantics of shapes.

® [¢]§ € Nodes(G) U Const(S)
1 0
T Nodes(G) U Const(S)

val(c) {c}
tp(t) []

s [£518
=01 (Nodes(G) U Const(S)) \ [[cpl]]g
e1Ver  [palg Ulea]d

erApa palg nlea]d

= B 0 v| #{ue 719 | u e [[ga]]‘g} >n}
closed(Q) {v | [p]§ =0 for all p € IRIs\ Q}
eq(m, p) v | [715 = [p]F}

disj(m,p)  {v | [«]Z N [p]7 = 0}

{e}R,Q {v ‘ Neighg’Q(v) € [elg}
{e}R {v ‘ Neighg’lRls(v) € [[e]]‘gs}

of edges (v,p,v") € G outgoing from v with p € Q
and inverses (v,p~,v") of edges (v/,p,v) € G in-
coming to v with p € R, and [[e]]‘gs denoting the
family of sets of edges and inverses of edges from
G matched by e, defined recursively as follows. Ex-
pression € matches (). Expressions p.p and p~.p
match singletons {(u,p,w)} and {(u,p~,w)} such
that w € [¢]§. Expression e |es matches sets
matched by e; and sets matched by ey. Expres-
sion ej ;es matches sets that can be expressed as
a union of two disjoint sets F; and Fs matched
by e; and ey, respectively. Expression e* matches
sets that can be expressed as a union of arbitrarily
many disjoint sets matching e. As usual, we use e
as shorthand for e;e*.

ShEx selectors are notational variants of SHACL
selectors, defined by the grammar

sel = val(c) {(p-T)-F}@,{p} {(p_'T>+}{P},@

where p € IRIs and ¢ € IRIs U Literals.

A graph G conforms to a non-recursive schema S
if [¢]§ C[¢']§ for each shape inclusion ¢ C¢' in S.

A shape assignment for S and G is a binary re-
lation o C Names(S) x (Nodes(G) U Const(S)). Let
a(s) = {v|(s,v) € a} and define [0]g.o just like
[¢]§ in Table 3, except that [[s]]sa = a(s). We call
a supported if a(s) = [[gofﬂ‘aa for all s € Names(S).
We say G conforms to S under SuMS, if there is a
supported shape assignment « for § and G such that
[0]Z.o € [¢']8., for each shape inclusion ¢ C ¢’ in
S. Given a stratification X, ..., 3, conformance
under LFP and GFP is defined by considering re-
strictions of S to 3o U...%; for i =0,1,...,n [4].
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