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 Editor’s Notes 
	

Welcome	to	the	December	2024	issue	of	the	ACM	SIGMOD	Record!		

This	issue	starts	with	the	Database	Principles	column	presenting	an	article	by	Abo	Khamis	and	col-
leagues	on	the	topic	of	pessimistic	cardinality	estimation.	Pessimistic	estimators	are	a	new	class	of	
cardinality	estimators	that	aim	to	compute	a	guaranteed	upper	bound	on	the	query	output.	The	ar-
ticle	puts	forward	general	conditions	on	desirable	properties	of	cardinality	estimators,	covers	the	
recent	research	advances	that	make	pessimistic	estimators	practical,	compares	them	with	tradi-
tional	methods,	and	outlines	directions	of	future	work.			

The	Surveys	column	features	an	article	by	Davila	R.	and	colleagues	that	concerns	generation	and	
sharing	of	synthetic	data	aiming	to	address	data	needs	in	the	presence	of	potential	scarcity	and	pri-
vacy	issues	with	real-world	data.	In	this	context,	the	article	focuses	on	the	problem	of	synthesizing	
tabular	data,	with	its	unique	and	complex	challenges.	The	authors	survey	the	state	of	the	art	in	tab-
ular	data	synthesis	(TDS)	and	examine	user	needs	in	this	space.	They	also	evaluate	the	reported	
performance	of	37	TDS	tools	for	tabular	data	synthesis,	develop	a	tool-selection	guide	to	help	users	
find	a	suitable	TDS	tool,	and	identify	open	challenges	in	TDS	research.	

The	Reminiscences	on	Influential	Papers	column	presents	contributions	by	Vanessa	Braganholo	and	
Martin	Hentschel.		
	
The	Advice	to	Mid-Career	Researchers	column	presents	a	contribution	by	Marcelo	Arenas.	The	article	
considers	the	mid-career	stage	for	researchers	who	work	in	Chile	and	other	Latin	American	countries	
where	there	is	no	formal	protection	of	tenure.	The	author	shares	his	reflections	on	how	to	climb	the	
academic	ladder	without	the	safety	net	of	tenure,	providing	advice	on	embracing	lifelong	learning,	
combining	theory	and	practice	in	research,	establishing	a	collaborative	network,	working	with	and	
promoting	students,	and	embracing	this	career	stage	with	its	unique	opportunities.	
	
The	DBrainstorming	column,	whose	goal	is	to	discuss	new	and	potentially	controversial	ideas	that	
might	be	of	interest	and	benefit	to	the	research	community,	features	an	article	by	Xi	He.	The	contri-
bution	considers	the	data-leakage	challenges	that	come	with	multi-analyst	access	to	data	protected	
via	the	safeguards	of	differential	privacy.	The	author	points	out	that	the	challenges	stem	primarily	
from	the	inherent	statelessness	of	existing	systems,	outlines	the	“stateful”	differential-privacy	query-
processing	approach	proposed	by	the	University	of	Waterloo	research	group,	and	discusses	open	is-
sues	in	this	space.	
	
The	issue	closes	with	an	Open	Forum	column,	which	features	an	article	by	Bonifati	and	colleagues.	
The	contribution	presents	the	discussion	on	research	from	the	ACM	SIGMOD/PODS	2024	panel	on	
the	future	of	graph	analytics.	In	the	presence	of	high	demand	for	graph-based	technologies	in	indus-
try,	the	landscape	of	graph	query	languages	is	currently	evolving	with	the	definition	of	new	stand-
ards,	and	the	need	for	domain-specific	languages	to	express	graph	algorithmic	and	analytical	primi-
tives	will	continue	and	increase	in	the	next	future.	The	article	reflects	the	panel	discussion	of	the	
impact	of	these	developments	on	the	future	of	graph	analytics.		
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On	behalf	of	the	SIGMOD	Record	Editorial	board,	I	hope	that	you	enjoy	reading	the	December	2024	
issue	of	the	SIGMOD	Record!		
	
Your	submissions	to	the	SIGMOD	Record	are	welcome	via	the	submission	site:	

https://mc.manuscriptcentral.com/sigmodrecord 	
	
Prior	to	submission,	please	read	the	Editorial	Policy	on	the	SIGMOD	Record’s	website:		

https://sigmodrecord.org/sigmod-record-editorial-policy/	
		

Rada	Chirkova	

December	2024	
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Pessimistic Cardinality Estimation∗

Mahmoud Abo Khamis
RelationalAI, Inc

Kyle Deeds
University of Washington

Dan Olteanu
University of Zurich

Dan Suciu
University of Washington

ABSTRACT
Cardinality Estimation is to estimate the size of the out-
put of a query without computing it, by using only statis-
tics on the input relations. Existing estimators try to re-
turn an unbiased estimate of the cardinality: this is no-
toriously difficult. A new class of estimators have been
proposed recently, called pessimistic estimators, which
compute a guaranteed upper bound on the query output.
Two recent advances have made pessimistic estimators
practical. The first is the recent observation that degree
sequences of the input relations can be used to compute
query upper bounds. The second is a long line of the-
oretical results that have developed the use of informa-
tion theoretic inequalities for query upper bounds. This
paper is a short overview of pessimistic cardinality esti-
mators, contrasting them with traditional estimators.

1. INTRODUCTION

Given a query, the Cardinality Estimation prob-
lem, or CE for short, is to estimate the size of the
query output, using precomputed statistics on the
input database. This estimate is the primary metric
guiding cost-based query optimization. The opti-
mizer uses it to make decisions about every aspect
of query execution. These range from broad logical
optimizations like the join order and the number
of servers to distribute the data over, to detailed
physical optimizations like the use of bitmap filters
and memory allocation for hash tables.

Unfortunately, CE is notoriously difficult. Density-
based estimators, pioneered by System R [35], are
widely used today, but they underestimate signifi-
cantly due to their strong reliance on assumptions
like data uniformity and independence. They tend
to have large errors for queries with many joins
and many predicates [11, 18]. A major limitation
of density-based CE is that it does not come with

∗This work was partially supported by NSF-BSF
2109922, NSF IIS 2314527, NSF SHF 2312195, SNSF
200021-231956, and RelationalAI.

any theoretical guarantees: it may under-, or over-
estimate, by a little or by a lot, without any warning.
Alternative approaches have been proposed, but they
come with their own limitations: sampling-based es-
timators require expensive data access at estimation
time, while ML-based estimators suffer from large
memory footprints and long training time [11,27,37].
An alternative to estimation is to compute an

upper bound on the size of the query output, based
on the precomputed statistics on the data. This is
called pessimistic cardinality estimation, or PCE
for short [4]. The PCE returns a number that is
larger than the size of the query output for any
database instance that satisfies the given statistics.
The inclusion of the term “estimation” in PCE is
a little misleading, since it does not estimate but
gives an upper bound, yet the term has stuck in the
literature, and we will use it too. Of course, we want
the upper bound to be as small as possible, but not
smaller. When it achieves accuracy that is similar
to, or even better than traditional estimators, PCE
offers several advantages. Its one-sided theoretical
guarantee can be of use in many applications, for
example it can guarantee that a query does not
run out of memory, or it can put an upper bound
on the number of servers required to distribute the
output data. It also has the advantage that the
upper bounds combine naturally: if we have multiple
upper bounds due to different techniques, we can
apply them all and take the minimum.
This paper gives a high level overview of pes-

simistic cardinality estimation, and contrasts it with
traditional methods. We start by discussing single-
block SQL queries:

SELECT *

FROM R1, R2, ... (1)

WHERE [joins and filters]

Later we will restrict our discussion to conjunctive
queries. Some of the PCE techniques described here
also apply to group-by queries.
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2. BRIEF REVIEW OF CE
Modern database engines use a density-based ap-

proach for cardinality estimation. They compute
periodically some simple statistics (or summaries)
of the base relations, then use simplifying assump-
tions to estimate the cardinality. Specifically, the
engine stores in its catalog, for each relation R, its
cardinality |R|, and the number of distinct values1

|Dom(R.X)|, where X is a single attribute or a set
of attributes. This quantity is computed periodi-
cally, and approximatively, by sampling from R (e.g.
Postgres) or by using Hyper-Log-Log (e.g. DuckDB).

The ratio |R|
|Dom(R.X)| represents the average degree,

or the density of the attribute(s) X.
Consider the uniform probability space whose out-

comes are the tuples of the Cartesian product of
all relations in (1), R1 × R2 × . . . This defines a
probability Pr(X,Y, . . .) over all attributes returned
by the query. A density-based CE estimates the
probability that a random tuple from the Cartesian
product satisfies the condition in the where clause.
The cardinality estimate is the multiplication of this
probability with the size of the Cartesian product.
For example, consider the following SQL query Q:

SELECT ∗ FROM Store WHERE City = ’Seattle’

By the uniformity assumption and the containment
of values assumption the probability that a random
tuple satifies the predicate is 1

|Dom(Store.City)| . The

cardinality estimate is Est(Q) = |Store|
|Dom(Store.City)| .

1-Dimensional Histograms relax the uniformity
assumption, by storing separate statistics for each
bucket of a histogram. The default number of buck-
ets is small (200 for SQLServer [1], 100 for Postgres),
and is strictly limited (typically to 1000−10000 [37]).

Joins are estimated using similar assumptions. For
example, consider the query J given by:

SELECT * FROM R, S WHERE R.X = S.Y (2)

One estimate could be |R| · |S|
|Dom(S.Y )| , because each

tuple in R matches an estimated |S|
|Dom(S.Y )| tuples in

S. Or, symmetrically, |R|
|Dom(R.X)| · |S|. Density-based

CE returns their minimum2, usually written as:

Est(J) =
|R| · |S|

max(|Dom(R.X)|, |Dom(S.Y )|) (3)

Finally, the estimate for a conjunction of pred-
icates is computed by assuming independence be-
tween the predicates. For example, the estimate of

1Denoted V (R,X) in a popular textbook [14].
2Justified by the containment-of-values assumption.

the following query Q

SELECT * FROM Store

WHERE City = ’Seattle’ AND Zip = ’98195’

is Est(Q) = |Store|
|Dom(Store.City)|·|Dom(Store.Zip)| , which

is an underestimate, since that entire zip code is
in Seattle. 2-Dimensional Histograms can capture
correlations between attributes, but few systems
support them.3

A landmark paper [29] evaluated the cardinality
estimators deployed in modern database systems and
their impact on the query optimizer. It found that
their CE almost always underestimates (because of
the independence assumption) with typical errors of
up to 104 for queries with many joins. Later studies
have confirmed these findings across a wide variety
of workloads and database systems [18,27,28,34,37].
Given the importance of the problem and the

limitations of density-based methods, many recent
proposals have been published exploring alternatives
to traditional density-based CE. Two alternatives
have attracted particular interest: sampling-based
CE and learned CE.
Sampling-based CE methods compute an unbi-

ased estimate without requiring any assumptions.
Offline sampling pre-computes a uniform sample
Rsample ⊆ R of each relation, then estimates the
size of the query output over the base relations from
the size of the query output over the sample using
the Horvitz-Thompson’s formula.4 This method can
be very accurate for queries over a single relation
and easily supports arbitrary user-defined predicates
beyond equality and range predicates. However, it
becomes ineffective for highly selective predicates,
because of sampling collapse: when no sampled tu-
ple matches the query, then the system must return
0 or 1. In particular, this is a problem for joins, since
their selectivity is relative to the cartesian product
of the input relations and therefore almost always
extremely low.5 Online sampling addresses this is-
sue by sampling only tuples that join with already

3There are several reasons why 2-d histograms are rarely
used. (1) There are too many candidates: n(n − 1)/2
possible histograms for a relation with n attributes. The
number of buckets along each dimension is limited to√
1000 −

√
10000. (2) It is unclear how to combine

multiple 2-d histograms [32], e.g. in order to estimate a
predicate on 3 attributes Pr(X,Y, Z) from 2-d histograms
on XY,XZ, Y Z.
4The size estimate is the multiplication of the size of the
query output over the sample with the ratio |R|/|Rsample|
for each relation in the query. More robust estimates,
such as bottom-k [7], are not commonly used for CE [6].
5The estimate is still unbiased, over the random choices
of the samples, but the standard deviation is high.
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sampled tuples. Based on this principle, Wander
Join [30, 31] achieves remarkable accuracy [34]; how-
ever, it requires access to an index on every join
column, and has a high latency.
Learned CE aims to remove the assumptions of

traditional CE by training an ML model that cap-
tures the complex correlations empirically [27, 37].
Data-driven estimators compute a generative ML
model for the probability Pr(X,Y, . . .) over all at-
tributes returned by the query. This is trained on the
database [38,39]. The model needs to represent all
attributes, of all relations. Intuitively, these models
aim for a lossy compression of the full outer join of
the database relations then estimate the selectivity
of the predicates in the query relative to it. This
is an extremely ambitious approach, and it tends
to require large models that either struggle with,
or completely disallow queries that do not follow
the schema’s natural join structure, like self-joins.
Query-driven estimators compute a discriminative
model for Est(Q). The model is trained using a
workload of queries and their true cardinalities. In
general, ML-based estimates can be quite accurate
on the training data, but they suffer from distribu-
tion drift, can be memory intensive (1MB to 1GB
models are reported in the literature), support only
limited types of queries and predicates, and require
full retraining when the data changes, e.g. when a
new relation is added [18].

3. A WISH LIST
Stepping back from existing estimators, we ask a

more general question: What properties do we wish
a cardinality estimator to have? We propose here
six such properties, which we argue any good CE
should have:

Accuracy/Speed/Memory: It should have good ac-
curacy, small estimation time, small memory
footprint.

Locality: It should use statistics that are computed
separately on each input relation.

Composition: It should be able to compute an es-
timate for a query from the estimates for its
subqueries; this is useful in bottom-up query
optimizers.

Combination: It should be able to combine multiple
sources of statistics on the database. Given
two estimates Est1 and Est2 computed using
different methods, or different statistics, one
should be able to combine them to obtain a
better estimate Est.

Incremental Updates: It should be possible to up-
date the statistics incrementally when the input
data is updated.

Guarantees: It should offer some theoretical guaran-
tees. This will allow the application to reason
about decisions based on CE.

All CE’s aim for good speed/accuracy/memory,
with various degrees of success. Density-based and
sampling-based CE’s are local, while learned CE
are definitely not local: they are monolithic, in that
they require access to all relations at training time.
Density-based CE is compositional6, but it cannot
do combination. For example, to estimate the size
of σX=a∧Y=b∧Z=c(R) we could use |Dom(R.X)| and
|Dom(R.Y Z)|, or we could use |Dom(R.XY )| and
|Dom(R.Z)|, but we cannot combine these two es-
timates to get a better estimate [32]. For another
example, given the cardinalities of both joins R 1 S
and S 1 T , there is no canonical way to combine
them to estimate the cardinality of R 1 S 1 T [5].
ML-based estimators can be neither composed nor
combined, and need to be re-trained from scratch
after an update. Finally, of all methods discussed
here, only sampling-based methods offer theoretical
guarantees: the others offer no guarantees.
Next, we will discuss the alternative, pessimistic

approach to cardinality estimation. We will return
to our wish-list in Sec. 11.

4. PESSIMISTIC CE
A Pessimistic Cardinality Estimator, PCE, com-

putes a guaranteed upper bound on the cardinality,
instead of an estimate. For a very simple example,
an upper bound of the join (2) is |R| · |S|. If we
know the largest number b of occurrences of any
value in S.Y , also called the maximum degree of Y
in S, then a better bound is |R| · b; for example, if Y
is a key in S, then b = 1 and the bound becomes |R|.
Symmetrically, if we know the maximum degree of
Y in R, call it a, then a · |S| is also an upper bound.
We can combine these bounds by taking their min:

|J | ≤ min(|R| · b, a · |S|) (4)

This should be compared with the traditional esti-
mator (3), which replaces the maximum degrees a
and b with the average degrees.
Two advances make pessimistic cardinality esti-

mators practical today. The first is the observation
that degree sequences can be used to compute an
upper bound on the query output size [10]. The
second is a long line of theoretical results on using

6Under the preservation of values assumption.

8 SIGMOD Record, December 2024 (Vol. 53, No. 4)



R =

X Y Z
1 a . . .
1 b . . .
1 b . . .
2 a . . .
2 b . . .
3 b . . .
3 c . . .
4 d . . .

degR(Y Z|X) = (3, 2, 2, 1)
degR(Y |X) = (2, 2, 2, 1)
degR(Z|XY ) = (2, 1, 1, 1, 1, 1, 1)
degR(XY Z|∅) = (8) = (|R|)

Figure 1: Example of Degree Sequences

information inequalities to compute upper bounds
on the query’s output [13,15–17,23,25,26,36]. We
review both topics in the rest of the paper.

5. DEGREE SEQUENCES
The existing PCE’s use statistics derived from

degree sequences of the input relations.
Let R be a relation, and U, V ⊆ Attrs(R) two

sets of attributes. We assume throughout the paper
that relations are sets. The degree sequence

degR(V |U)
def
=(d1, d2, . . . , dn) (5)

is defined as follows. If u1, . . . , un are the distinct

values of ΠU (R), then di
def
= |σU=ui(ΠUV (R))| is the

degree of the value ui. We assume that the values
ui are sorted in decreasing order of their degrees, i.e.
d1 ≥ d2 ≥ · · · ≥ dn. We say that the value ui has
rank i. Notice that degR(V |U) = degR(UV |U).

Figure 1 illustrates some simple examples of degree
sequences, while Figure 2 shows the degree sequence
of the IMDB dataset from the JOB benchmark [29].
If the functional dependency U → V holds, then
degR(V |U) = (1, 1, . . . , 1). When |U | ≤ 1 then
we call the degree sequence degR(V |U) simple, and
when UV = Attrs(R) are all the attributes of R,
then we call degR(V |U) full and also denote it by
degR(∗|U). The degree sequence degR(Y Z|X) in
Fig. 1 is both simple and full, and we can write it
as degR(∗|X).

The ℓp-norm of the degree sequence (5) is:

||degR(V |U)||p def
= (dp1 + dp2 + · · ·+ dpn)

1/p

Degree sequences and their ℓp-norms generalize
common statistics used by density-based estimators:
the relation cardinality is ||degR(∗|U)||1 = |R|, the
number of distinct values |Dom(R.U)| is the length n
of the sequence (5) (and also equal to ||degR(U |∅)||1);
and the maximum degree of R.U is ||degR(∗|U)||∞ =
d1. But degree sequences contain information that
can significantly improve the accuracy of PCE. For
example the inequality |J | ≤ a · |S| in (4) assumes
pessimistically that all degrees in degR(X|Y ) are
equal to the maximum degree a. By using the degree

||degCastInfo(MovieId|ActorID)||1 = 36 · 106
||degCastInfo(MovieId|ActorID)||∞ = 104

Figure 2: The degree sequence of CastInfo from
the JOB benchmark [29]. Its cardinality is 36 · 106,
and it has 4 · 106 distinct actor IDs, with degrees
ranging from 104 to 1. The maximum degree is
that of Bob Barker, who hosted the CBS show The
Price Is Right from 1972 to 2007 and also Truth
or Consequences from 1956 to 1975.

sequence and more sophisticated inequalities we can
account for the true distribution of the data, as we
will see later.

In the rest of the paper we describe several meth-
ods that compute an upper bound on the size of the
query output from the ℓp-norms of degree sequences.
We restrict our discussion to conjunctive queries
instead of the SQL query (1) and use the notation:

Q(X1, . . . , Xn) =R1(U1) ∧ . . . ∧Rm(Um) (6)

where {X1, . . . ,Xn} = U1 ∪ · · · ∪ Um. The query
variables are X1, . . . , Xn. We omit filter predicates
for now, and discuss them in Sec. 10.

6. THE AGM BOUND
Historically, the first cardinality upper bound was

introduced by Atserias, Grohe, and Marx [3], and
builds on earlier work by Friedugut and Kahn [13]
and Grohe and Marx [16]. The bound is known
today as the AGM bound. It uses only the cardi-
nalities of the input relations, |R1|, . . . , |Rm|, and
is defined as follows. A fractional edge cover of the
query Q in (6) is a tuple of non-negative weights,
w = (w1, w2, . . . , wm), such that every variable Xj is
“covered”, meaning

∑
i:Xj∈Ui

wi ≥ 1, for 1 ≤ j ≤ n.
Then, the following inequality holds:

|Q| ≤|R1|w1 · |R2|w2 · · · |Rm|wm (7)

The AGM bound of Q is defined as the minimum
of (7), taken over all fractional edge covers w.

SIGMOD Record, December 2024 (Vol. 53, No. 4) 9



The classical illustration of the AGM bound is
for the 3-cycle query:

C3(X,Y, Z) =R(X,Y ) ∧ S(Y,Z) ∧ T (Z,X) (8)

One fractional edge cover is (1, 1, 0), which proves
|C3| ≤ |R| · |S|. Other fractional edge covers are
(1, 0, 1), (0, 1, 1), and ( 12 ,

1
2 ,

1
2 ), and each leads to a

similar upper bound on |C3|. The AGM bound is
their minimum:7

|C3| ≤min
(
|R| · |S|, |R| · |T |, |S| · |T |, (|R| · |S| · |T |)1/2

)

The AGM bound enjoys two elegant properties:
it is computable in PTIME in the size of the query
Q (by solving a linear program), and the bound is
guaranteed to be tight. The latter means that, for
any set of cardinalities |R1|, |R2|, . . . there exists a
worst case database instance, with the same cardi-
nalities, where the size of the query output is equal
to the AGM bound, up to a rounding error equal
to a query-dependent multiplicative constant.8

Despite these attractive theoretical properties, the
AGM bound has not been adopted in practice, be-
cause it uses very limited statistics on the input data,
namely just the relation cardinalities. In particular,
for acyclic queries the AGM bound is achieved by
an integral (not fractional) edge cover, and expres-
sion (7) is a product of the cardinalities of some
relations. For example, for the 2-way join query:

J2(X,Y, Z) =R(X,Y ) ∧ S(Y,Z) (9)

The AGM bound is |R| · |S|. In contrast, a density-
based estimator uses both cardinalities and average
degrees, as seen for example in (3), and for this rea-
son it returns a better estimate for J2 than the AGM
bound, even if it cannot provide any guarantees.

7. THE CHAIN BOUND
The chain bound [25], CB for short, uses as statis-

tics both cardinalities |Ri|, and maximum degrees
||degRi

(V |U)||∞. It strictly generalizes the AGM
bound, but a popular simplification adopted by
several implementations is weaker than the AGM
bound. To describe CB, it is convenient to view
each cardinality |Rj | as a maximum degree, namely
|Rj | = ||degRj

(∗|∅)||∞. Thus, all statistics are max

degrees: ||degRji
(Vi|Ui)||∞, for i = 1, k.

Fix an ordering π of the query variables. We
say that the pair (V |U) covers the variable X w.r.t.

7These four fractional edge covers are called the vertices
of the edge cover polytope. In (7) it suffices to restrict the
min to the vertices of the edge cover polytope, because
any other fractional edge cover is ≥ than some convex
combination of the vertices.
8The constant is 1

2n
, where n is the number of variables.

π, and write X ∈π (V |U), if X ∈ V and all vari-
ables in U strictly precede X in the order π. For
a simple example, if U = ∅, then (V |∅) covers all
variables in V ; for another example, if the order π
is X,Y,Z then (XZ|Y ) covers only Z. If a set of
non-negative weights w1, . . . , wk is a fractional cover
of (V1|U1), . . . , (Vk|Uk), meaning that it covers ev-
ery variable X (i.e.,

∑
i:(X∈πVi|Ui)

wi ≥ 1), then the

following holds (we give the proof in the Appendix):

|Q| ≤
∏

i=1,k

||degRji
(Vi|Ui)||wi

∞ (10)

CB is the minimum of the quantity above over all
fractional covers w and variable orderings π, and is
always an upper bound on |Q|. If π is fixed, then
CB can be computed in PTIME by using an LP
solver, but minimizing over all π requires exponential
time.9 When all statistics are cardinalities then CB
is independent on the choice of π and coincides with
the AGM bound. When the statistics also include
max-degrees, then CB is lower (better) than the
AGM bound.

Several implementations have adopted a simplified
version of CB which does not require the use of
an LP solver, called BoundSketch in [4, 19] or
MOLP in [5]: we will use the term BoundSketch.
It corresponds to restricting the fractional cover
w in (10) to be an integral cover.10 We describe
BoundSketch, following the presentation in [5].
Consider the following nondeterministic algorithm.

• Set W := ∅, CB := 1.

• Repeatedly choose non-deterministically one

statistics, di
def
= ||degRji

(Vi|Ui)||∞, such that

Ui ⊆ W . Set W := W ∪ Vi and CB := CB · di.

• Stop when W contains all query variables, and
return CB.

BoundSketch is the minimum value returned
by all executions of the non-deterministic algorithm.
This is equivalent to computing the shortest path
in the graph called CEGM in [5]: its nodes are all
subsets W ⊆ {X1, . . . , Xn}, and for every statistics
di = ||degRji

(Vi|Ui)||∞ there is an edge with weight

di from W to W ∪Vi, for all W ⊇ Ui. Then BoundS-
ketch is the shortest11 path from ∅ to {X1, . . . , Xn}.
BoundSketch still requires exponential time.12

9Computing CB is NP-hard [20].
10BoundSketch also hash partitions the data in order
to improve the estimate [4]. We will use BoundSketch
to refer to integral CB, without data partitioning.

11Weights along a path are multiplied.
12When the statistics are restricted to cardinalities (no
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BoundSketch is similar to a density-based es-
timator, where the average degrees are replaced by
maximum degrees: this was noted in [5]. We illus-
trate this on an example with a 3-way join query:

J3(X,Y, Z, U) =R(X,Y ) ∧ S(Y,Z) ∧ T (Z,U) (11)

BoundSketch is the minimum of the following
quantities:13

|J3| ≤|R| · ||degS(Z|Y )||∞ · ||degT (U |Z)||∞ (12)

|J3| ≤||degR(X|Y )||∞ · |S| · ||degT (U |Z)||∞
|J3| ≤||degR(X|Y )||∞ · ||degS(Y |Z)||∞ · |T |
|J3| ≤|R| · |T |

Let us compare this with the density-based estimator
described in Sec. 2, which, for J3, is:

Est(J3) =
|R| · |S| · |T |

max(|R.Y |, |S.Y |) ·max(|S.Z|, |T.Z|)
For illustration, assume that |R.Y | ≤ |S.Y | and
|S.Z| ≤ |T.Z|. Then the estimate can be written as:

Est(J3) =|R| · |S|
|S.Y | ·

|T |
|T.Z|

This is the same expression as (12), where the maxi-
mum degrees are replaced with the average degrees.

The main advantage of CB and its simplified vari-
ant BoundSketch is their simplicity and resem-
blance to the density-based estimator. A disadvan-
tage is that their computation requires exponential
time, because we need to iterate over all variable
orderings π. Another limitation is that, unlike the
AGM bound, CB is not tight: the polymatroid
bound described below can be strictly lower than
CB. However, in the special case when the set of
statistics is acyclic, CB is both tight and computable
in PTIME. In this case, there exist variable orderings
such that, for every statistics ||degRji

(Vi|Ui)||∞, all

variables in Ui come before those in Vi, which implies
Vi ⊆π (Vi|Ui) for i = 1, k. Such an ordering π can
be computed in linear time using topological sort.
We then use an LP solver to compute the optimal
fractional cover for π.

8. THE POLYMATROID BOUND
The Polymatroid Bound [26], PolyB, can use

any ℓp-norms of degree sequences to compute an

max-degrees), then BoundSketch or, equivalently,
MOLP [5], is larger (worse) than the AGM bound, as
it considers only integral covers. The original definition
of MOLP [22] (called MO in [22]) claims the opposite,
a claim repeated in [5]. However, that claim only holds
under the assumption that one first regularizes the data,
then computes a separate bound for each degree configu-
ration, using both cardinalities and max-degree statistics.

13We omit non-optimal expressions, like |R| · |S| · |T |.

upper bound on the size of the query output. The
input statistics for PolyB are norms ||degR(V |U)||p,
for a relation R, sets of attributes U, V of R, and
numbers14 p > 0. The system uses all available
statistics to compute an upper bound on the query’s
output. PolyB strictly generalizes both CB and
the AGM bound. Its theoretical foundation lies
in information inequalities, which we will review
shortly, after presenting some examples of PolyB.

Examples To warm up, consider again the two-way
join J2(X,Y, Z) = R(X,Y )∧S(Y, Z). The following
upper bounds on the size of the query output hold:

|J2| ≤|R| · |S| (13)

|J2| ≤|R| · ||degS(Z|Y )||∞ (14)

|J2| ≤||degR(X|Y )||∞ · |S| (15)

|J2| ≤||degR(X|Y )||2 · ||degS(Z|Y )||2 (16)

The PolyB is the minimum of these four quanti-
ties15. The first three inequalities are trivial (and
were discussed in Sec. 4), while (16) follows from
Cauchy-Schwartz.
Consider now the 3-way join J3(X,Y,Z,U) =

R(X,Y ) ∧ S(Y,Z) ∧ T (Z,U). PolyB includes all
CB inequalities (see Eq. (12)) and new inequalities
using ℓp-norms, for example the following inequality
holds for all p ≥ 2:

|J3| ≤
(
|R|p−2 · ||degR(X|Y )||22
· ||degS(Z|Y )||p−1

p−1 · ||degT (U |Z)||pp
)1/p

(17)

For example, assume that the system has computed
the ℓ1, ℓ2, ℓ3 norms of all degree sequences, then it
can compute the expression above for both p = 2
and p = 3, and take their minimum.

Considering the 3-cycle query in (8), the following
inequalities hold:

|C3| ≤ (|R| · |S| · |T |)1/2 (18)

|C3| ≤
(
||degR(Y |X)||22 · ||degS(Z|Y )||22 · ||degT (X|Z)||22

)1/3
(19)

|C3| ≤
(
||degR(Y |X)||33 · ||degS(Y |Z)||33 · |T |5

)1/6
(20)

The first is the AGM bound; the others are new,
and quite surprising. This list is not exhaustive: one
can derive many more inequalities, using various
ℓp-norms. PolyB is the minimum of all of them
(restricted to the available ℓp-norms), and can be
computed using a linear program, as explained later.

14p can be fractional.
15If all statistics consists of ℓp-norms with p an integer,
or p = ∞, then the best bound on J2 is the minimum of
inequalities (14)-(16).
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Inequalities (17)-(20) do not appear to have sim-
ple, elementary proofs. Instead, they are proven
using Shannon inequalities.
Shannon Inequalities We review briefly Shannon

Inequalities, which are special cases of entropic in-
equalities, or information inequalities, and show how
to use them to prove the inequalities above.
Let X be a finite random variable, with N out-

comes x1, . . . , xN , and probability function Pr. Its
entropy is defined as:16

h(X)
def
= −

∑

i

Pr(xi) log Pr(xi)

It holds that 0 ≤ h(X) ≤ logN , and h(X) = logN
iff Pr is uniform, i.e., Pr(x1) = · · · = Pr(xN ) = 1/N .

Let X1, . . . , Xn be n finite, jointly distributed ran-
dom variables. For every subset U of variables, h(U)
denotes the entropy of the joint random variables
in U . For example, we have h(X1X3), h(X2X4X5),
etc. This defines an entropic vector, h, with 2n

dimensions, one for each subset of variables. The
following inequalities hold and are called Shannon
basic inequalities (the second is called monotonicity
and the third is called submodularity):

h(∅) = 0

h(U ∪ V ) ≥ h(U)

h(U) + h(V ) ≥ h(U ∪ V ) + h(U ∩ V )

A vector h ∈ R2n

+ that satisfies Shannon basic
inequalities is called a polymatroid. Every entropic
vector is a polymatroid, but the converse does not
hold in general [42].
We now have the tools needed to prove inequal-

ities (17)-(20). We illustrate only (18), and defer
the others to the Appendix. Consider three input
relations R, S, T , and let C3 denote the output to the
query, i.e. C3(x, y, z) iff R(x, y), S(y, z), and T (z, x).
Define the uniform probability space on C3: there
are |C3| outcomes (x, y, z), each with the same prob-
ability 1/|C3|. Let h ∈ R8

+ be its entropic vector.
Note that h(XY Z) = log |C3|, because the proba-
bility distribution is uniform, and h(XY ) ≤ log |R|,
because the support of the variables XY is a subset
of the relation R. Then the following inequalities
hold, and imply (18):

log |R|+ log |S|+ log |T | ≥
≥h(XY ) + h(Y Z) + h(ZX)

≥h(XY Z) + h(Y ) + h(ZX)

≥2h(XY Z) = 2 log |C3|
16Usually log is in base 2, but any base can be used
without affecting any results.

We have applied Shannon submodularity inequality
twice, and shown it by underlying the used terms.

Entropic Constraints To prove upper bounds that
involve degree sequences, like (17), (19), (20), we
need to relate their ℓp-norms to the entropic vector.

Let X1, . . . , Xn be jointly distributed random vari-
ables, whose support is the finite relation R(X1, . . . ,
Xn). Let two sets of variables U, V . Let h be the
entropic vector of the variables. The conditional en-

tropy of U, V is defined as h(V |U)
def
= h(UV )− h(U).

The following was proven in [24], for any p > 0:

1

p
h(U) + h(V |U) ≤ log ||degR(V |U)||p (21)

When p = 1, the inequality becomes h(UV ) ≤
log |ΠUV (R)|, and when p = ∞, it becomes h(Y |X) ≤
log ||degR(V |U)||∞. For a simple example, using (21)
we can prove (16):

log||degR(X|Y )||2 + log ||degS(Z|Y )||2 ≥

≥
(
1

2
h(Y ) + h(X|Y )

)
+

(
1

2
h(Y ) + h(Z|Y )

)

=h(Y ) + h(X|Y ) + h(Z|Y )

≥h(Y ) + h(X|Y ) + h(Z|XY ) = h(XY Z) = log |J2|

Inequalities (17)-(20) are proven similarly: we in-
clude them in Appendix B.
Computing PolyB So far, we introduced PolyB

as the minimum bound that can be obtained from
Shannon inequalities and entropic constraints (21).
To compute it, we use an equivalent, dual definition,
as the maximum value of a linear program (LP).
Suppose Q has n variables X1, . . . ,Xn. The LP

has 2n real-valued variables, h(U), representing the
unknown polymatroid vector h ∈ R2n

+ . The objec-
tive is to maximize h(X1X2 · · ·Xn), given two sets
of linear constraints:

• Statistics constraints: there is one inequality
of type (21) for each available input statistics.

• Shannon basic inequalities: the list of all sub-
modularity and monotonicity inequalities.

PolyB is the optimal value of this linear program.
Intuitively, we maximize log |Q| = h(X1 · · ·Xn),
while constraining h to be a polymatroid that satis-
fies all statistics (21).
We illustrate with an example, by showing the

linear program for the query C3 in (8):
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maximize h(XY Z) subject to

h(XY ) ≤ log |R| cardinality
h(XZ) ≤ log |S| constraints

. . .
1
2
h(X) + h(Y |X) ≤ log ||degR(Y |X)||2 Other ℓp

1
3
h(X) + h(Y |X) ≤ log ||degR(Y |X)||3 constraints

. . .

h(X) + h(Y ) ≥ h(XY ) all Shannon
h(XY ) + h(XZ) ≥ h(X) + h(XY Z) inequalities

. . .

PolyB has several attractive properties. It strictly
generalizes both CB and the AGM bound, which
use only statistics given by ℓ1 and ℓ∞. In addition,
PolyB can also be used to estimate output sizes for
queries with group-by (and select distinct) clauses;
for this, we just need to adjust the objective of the
linear program to refer to the entropic term for the
group-by attributes. Access to more statistics is
guaranteed to never make the bound worse; e.g., we
can improve the bound if we decide to add the statis-
tics ℓ3, ℓ4, ℓ5 in addition to ℓ1, ℓ2, ℓ∞. The inference
time is exponential in n, the number of query vari-
ables, but several special cases are known when it
can be computed in PTIME [21,33,41] (see Sec. 10).
Finally, when all statistics are restricted to simple de-
gree sequences, then PolyB is provably tight, up to
a query-dependent multiplicative rounding error,17

similar to the AGM bound. Beyond simple degree
sequences, the PolyB is not tight in general, due
to the existence of non-Shannon inequalities [36,42],
but the only known non-tight examples are artificial
and unlikely to occur in practice.

9. THE DEGREE SEQUENCE BOUND
The Degree Sequence Bound [10, 11], DSB for

short, was the first system that proposed to use
degree sequences for PCE. DSB provides tighter
bounds than both AGM and CB bounds, and an
empirical evaluation [11] found it to be often tighter
than density-based estimators, while always return-
ing a guaranteed upper bound. Instead of using
ℓp-norms, DSB uses compressed representation of
the degree sequences. We illustrate here DSB assum-
ing access to the full degree sequence, and discuss
compression in Sec. 10.

Consider the 2-way join J2(X,Y, Z) = R(X,Y ) ∧
S(Y,Z), and assume that the degree sequences of
R.Y and S.Y are:

degR(∗|Y ) =(a1, a2, . . .) degS(∗|Y ) =(b1, b2, . . .)

17The factor is 1/22
n−1.

Recall that the degree sequences are sorted, e.g.
a1 ≥ a2 ≥ · · · , and that the rank of a value y in
R.Y is the index i for which the degree of y is ai. If
every value y has the same rank in R.Y and in S.Y ,
then the size of the join is precisely |J2| =

∑
i aibi.

In general, the following inequality holds:

|J2| ≤
∑

i

aibi (22)

This bound is a strict improvement over the chain
bound (4), because

∑
i aibi ≤ a1

∑
i bi = a1|S|, and

similarly
∑

i aibi ≤ |R|b1.
DSB enjoys several nice properties. It can be com-

puted in linear time in the size of the compressed de-
gree sequences; it is compositional, meaning that the
estimate of a query plan can be computed bottom-
up; given appropriate histograms (see Sec. 10) DSB
is more accurate than density-based estimators [11];
finally, DSB is provably a tight upper bound of the
query’s output. DSB also has a few limitations. It
is limited to Berge-acylic queries (see [12]), and its
estimate is not given in terms of an inequality, like
PolyB, but instead it is computed by an algorithm.

10. PRAGMATIC CONSIDERATIONS
We discuss here some practical aspects that need

to be considered by PCE, or have been considered
in previous implementations of PCE [4, 11,19,41].
Statistics selection While a density-based esti-

mator only stores the number of distinct values
|Dom(R.X)| of an attribute, PolyB can use multi-
ple ℓp-norms of various degree sequences degR(V |U).
A reasonable choice is to store, say, four numbers
ℓ2, ℓ3, ℓ4, ℓ∞. We assume that |R| is stored separately
and do not include ℓ1. This means that the memory
footprint increased by 4 times that of a density-based
estimator. But, in general, it is not clear whether
we want to stop at ℓ4. An implementation needs to
choose which ℓp norms to precompute. Empirically,
we have observed improvements of accuracy up to
ℓ30 for JOB queries on the IMDB dataset, although
with diminishing returns [41]. On the other hand,
DSB compresses the degree sequence, and requires
tuning the hyperparameters of the compression.
Computing the statistics All input statistics are

computed offline. For example, the degree sequence
degR(∗|X) can be computed using a group-by query:

SELECT X, COUNT(*) FROM R GROUP BY X (23)

DSB sorts the query output, while PolyB computes
all desired ℓp-norms in one pass over this output.
Conditional statistics In order to improve the es-

timates of queries with predicates, a pessimistic
estimator can adopt traditional techniques like Most
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Common Values (MCV) and histograms. Assume
that the system decides to store the following global
statistics for column X: ||degR(∗|X)||p for p =
2, 3, 4,∞, for a total of 4 numbers (recall that ℓ1 is
the cardinality which we store anyway). To support
equality predicates A = a on some attribute A, the
system computes additional conditional statistics:

• For each value a ∈ ΠA(R), compute the degree
sequence degσA=a(R)(∗|X), which we denote by
degR(∗|X,A = a):

CREATE TABLE DS AS SELECT A,X, (24)

COUNT(*) as C FROM R GROUP BY A,X;

Then, compute the ℓp-norms of these degree
sequences (shown only for ℓ2 below):

SELECT A, (SQRT(SUM(C ∗ C))) AS L2 (25)

FROM DS GROUP BY A;

• For each Most Common Value (MCV) a, store
its ℓp-norms in the catalog. Call these condi-
tional MCV statistics. If we used 100 MCVs
(which is the default in Postgre), then these
statistics consist of 400 numbers.

• Compute the conditional common statistics,
maxa ||degR(∗|X,A = a)||p, and add these 4
numbers to the catalog.

• At estimation time, consider three cases. If the
query does not have a predicate on A, then use
the global statistics; if the predicate is A = a,
where a is an MCV, then use the corresponding
conditional MCV statistics; otherwise use the
conditional common statistics.

Histograms Histograms can further improve the
accuracy. Continuing the example above, we par-
tition the values of the attribute A into buckets,
and for each bucket store conditional common statis-
tics: maxa∈Bucket ||degR(∗|X,A = a)||p. There are
4 numbers per bucket. To support range predi-
cates we need to store in each bucket the value
||degR(∗|X,A ∈ Bucket)||p.
Boolean Expressions The most powerful advan-

tage of pessimistic estimators is that the Boolean con-
nectives ∧,∨ simply becomes min and +. For exam-
ple, if the query contains predicate R.A = a∧R.B =
b, then we use as statistics min(||degR(∗|X,A =
a)||p, ||degR(∗|X,B = b)||p); similarly, for R.A =
a ∨R.B = b, we use18 +. This principle extends to
IN predicates (which are equivalent to

∨
), and to

18We need to require p ≥ 1, because Minkowski’s inequal-
ity ||a+ b||p ≤ ||a||p + ||b||p only holds for p ≥ 1.

LIKE predicates, which can be upper-bounded by a
set of 3-grams, see [11].

Lossy Compression The complete degree sequence
can be as large as the data, and therefore it is not
usable as a statistic for cardinality estimation. Since
DSB needs access to the entire degree sequence, it
uses three observations to drastically reduce the size
of the statistics. First, run-length compression is
very effective on degree sequences: it compresses
a sequence a = (a1 ≥ a2 ≥ · · · ) by replacing any
constant subsequence ai = ai+1 = ai+2 = · · · with
the common value plus length. Second, DSB uses
a lossy compression, replacing the original sequence
a with a′ such that a ≤ a′ (element-wise) and the
compression of a′ is much smaller: since the DSB
is monotone in the input degree sequences, it still
returns an upper bound when a is replaced with a′.
However, since ||a||1 < ||a′||1 , the new sequence rep-
resents a relation with a larger cardinality. Instead,
DSB upper bounds the CDF of the degree sequence,

Ai
def
=

∑
j≤i ai, instead of the PDF. That is, it uses

a degree sequence a′′ such that A ≤ A′′ where
A′′

i =
∑

j≤i a
′′
i . It is no longer obvious why DSB is

still an upper bound when it uses a′′: we give the
main intuition in Appendix C. Fig. 3 illustrates this
method. The original sequence, a = (4, 2, 2, 1, 1, 1),
can be compressed to a′ = (4, 4, 4, 2, 2, 2), but the
ℓ1 norm increased from 11 to 18. Instead, DSB
upper bounds the CDF to A ≤ A′′, see the second
graph. The degree sequence that produces A′′ is
a′′ = (4, 3.5, 3.5, 0, 0, 0): notice that a ̸≤ a′′, yet by
using a′′ DSB still returns an upper bound.
Runtime of the Pessimistic Estimator The run-

time of DSB is linear in the size of the compressed
representation of all degree sequences. The runtime
of PolyB is exponential in n (the number of query
variables, Eq. (6)), because the LP uses 2n numerical
variables. This is undesirable, but there are a few
ways to mitigate this. First, when all statistics are
for simple degree sequences (meaning of the form
degR(V |X), where X is a single variable, or X = ∅),
then PolyB can be computed in PTIME, by using
a totally different LP, with n2 numerical variables
instead of 2n [21, 41]; furthermore, we only need
O(n) numerical variables in case of Berge acyclic
queries [41]. Restricting the pessimistic estimator to
simple degree sequences is quite reasonable, because
many current systems already restrict their statistics
to a single attribute, e.g. they store |Dom(R.X)|, but
rarely |Dom(R.XY )|. When multi-attribute statis-
tics are needed, then there are a few ways to optimize
the LP that computes PolyB. First, ensure that it
includes only the elemental Shannon inequalities [40,
Chap.14.1]: there are n(n− 1)2n−3 +n elemental in-
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Figure 3: Illustration of the advanced compression
in DSB: it shows the PDFs a, a′, a′′ and their CDFs
A,A′,A′′ (see text).

equalities. Second, drop unnecessary variables. For
example, to compute the PolyB of a 2-way join
R(X,Y,Z, U, V ) 1 S(V,W,K,L) it suffices to keep
only one non-joining variable in each relation, i.e.
simplify the query to R(X,V ) 1 S(V,W ). Third,
it is well known that creating the input for the LP
solver often takes more time than the solver itself:
to speedup the creation of the LP, the system can
precompute and represent all elemental Shannon
inequalities, since these depend only on n and not
on the query.

11. A WISH COME TRUE?
We return now to our wish list in Sec. 3 and

examine how pessimistic cardinality estimators do
or do not satisfy them. The main advantage of
PCE’s is their one-sided guarantee. An application
can count on the fact that the query output size
will never exceed the PCE bound. The ability to
provide a strong guarantee without any assumption
is the main advantage of PCE over both traditional
methods and ML-based methods. They are also local,
in the sense that they only use statistics collected
on each relation independently: if a new relation
needs to be added to the database schema, then we
only need to add statistics for that relation. This
is similar to traditional CE’s, and different from
estimators based on trained models, which need
access to the entire database.

The next question is how accurate the PCE’s are.
Only a few empirical evaluations have been done: for
BoundSketch [4,5,34], DSB [11], and PolyB [41].
Out of the box, BoundSketch produces worse es-
timates than traditional estimators, however all im-
plementations augment BoundSketch with hash-
partitioning [4,34], which improves the accuracy, but
at the cost of increased memory and significantly
increased construction and estimation time.19 While
BoundSketch uses only cardinalities and max de-
grees, DSB and PolyB use the complete degree
sequences (under lossy compression) and norms on
these degree sequences, respectively, and produce
much better bounds with less memory and with
small estimation time [11, 41]. What several im-
plementations report is that, when the traditional
estimator in Postgre is replaced by BoundSketch,
DSB, or PolyB, the performance of expensive SQL
improves, sometimes significantly, because it causes
the optimizer to be more cautions in choosing an
execution plan. Cheap queries, however, tend to
suffer from a regression.
In general, the empirical evaluation of PCE’s

is still very limited. Future research is needed to
evaluate the impact of indices, on the essential query
subexpressions, or of bitmap filtering, see [28] for an
extensive discussion of the impact of the cardinality
estimator on the query optimizer.

Moving down on our wish list, we note that DSB
is compositional ; in fact the algorithm computing
DSB [10,11] is defined by recursion on the structure
of a Berge-acyclic query. On the other hand, PolyB
is not compositional. This appears to be unavoidable
for cyclic queries, which do not admit a recursive def-
inition. For example, computing the upper bounds
on the join R 1 S does not help us in deriving the

bound (|R| · |S| · |T |)1/2 of the 3-cycle C3 (Eq. (18)).
An open question is whether PolyB can be made
compositional on (Berge-) acyclic queries.

Pessimistic cardinality estimators can be combined
naturally. If we have two bounds on the query, B1

and B2, we can “combine” them by taking their
min. Similar combinations can be done to handle
complex predicates, consisting of AND, OR, IN, LIKE.
We believe that this is the second main advantage
of PCE’s over traditional or ML-based methods.
None of the other cardinality estimation methods
have a natural way of combining estimates, and a
recent study has found that different combination
heuristics lead to quite different accuracies [5].
Finally, we consider the desire for incremental

updates. Ideally, when the database is updated (via

19An improved partitioning is described recently in [9].
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an insert/update/delete query), we would like to
update the statistics incrementally. For context,
we point out that, to the best of our knowledge,
no relational database system updates its statistics
incrementally, because it would slow down OLTP
workloads, especially because updating a statistics
requires acquiring a lock, which can quickly lead
to high contention. A similar reason would pre-
vent them to do incremental updates for pessimistic
cardinality estimators. However, the question re-
mains whether the data structures used by PCE’s
are able to support incremental updates. This ap-
pears to require materializing the degree sequence
computed by Query (23), which is unlikely to be
practical. Future work is needed to explore whether
ℓp-sketches [2, 8] can be adapted for the purpose of
incremental updates of the input statistics.
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APPENDIX
A. PROOF OF THE CHAIN BOUND

We use the notations introduced in Sec. 7. Let w
be a fractional cover, and let Xn be the last variable
in the order π. We prove by induction on n:

E
def
=

∑

j=1,k

wjh(Vj |Uj) ≥h(X1 · · ·Xn) (26)

For j ∈ J1
def
= {j | Xn ∈ Vj}, set V ′

j
def
= Vj − {Xn};

then h(Vj |Uj) = h(V ′
j |Uj)+h(Xn|UjV

′
j ). For j ̸∈ J1,

let V ′
j

def
= Vj . Then w is a fractional cover of (V ′

j |Uj),
and by induction we have E ≥ h(X1 · · ·Xn−1) +∑

j∈J1
wjh(Xn|X1 · · ·Xn−1) ≥ h(X1 · · ·Xn) because∑

j∈J1
wj ≥ 1. The chain bound (10) follows from (26)

using the standard argument from Sec. 8.

B. SOME INEQUALITY PROOFS
We prove (17)-(20). Inequality (17) follows from:

(p − 2) log |R| + 2 log ||degR(X|Y )||2
+(p − 1) log ||degS(Z|Y )||p−1

+p log ||degT (U |Z)||p

≥ (p − 2)h(XY ) + 2
(
1
2h(Y ) + h(X|Y )

)

+(p − 1)
(

1
p−1h(Y ) + h(Z|Y )

)

+p
(

1
ph(Z) + h(U |Z)

)

= (p − 1)h(XY ) + h(X|Y )
+h(Y Z) + (p − 2)h(Z|Y )
+h(UZ) + (p − 1)h(U |Z)

= (p − 2) [h(XY ) + h(Z|Y ) + h(U |Z)]
+ [h(XY ) + h(UZ)]

+ [h(Y Z) + h(X|Y ) + h(U |Z)]

≥ p · h(XY ZU) = p log |J3|

We have proven inequality (18) in Sec. 8. Inequal-
ities (19) and (20) follows from:

(h(X) + 2h(Y |X)) + (h(Y ) + 2h(Z|Y )) + (h(Z) + 2h(X|Z))

= (h(XY ) + h(Y |X)) + (h(Y Z) + h(Z|Y )) + (h(XZ) + h(X|Z))

≥3h(XY Z)

(h(X) + 3h(Y |X)) + (h(Z) + 3h(Y |Z)) + 5h(XZ)
= (h(XY ) + 2h(Y |X)) + (h(Y Z) + 2h(Y |Z)) + 5h(XZ)
= 2 (h(XZ) + h(Y |X)) + 2 (h(XZ) + h(Y |Z))

+ (h(XY ) + h(Y Z) + h(XZ))
≥ 2h(XY Z) + 2h(XY Z) + 2h(XY Z) = 6h(XY Z)

C. CDF COMPRESSION
We prove here that the upper bound in Eq. (22)

continues to hold if we replace the sequences a, b
with two sequences a′, b′ whose CDFs are larger.

It will be convenient to use some notations. Given
any sequence x = (x1, x2, . . .), we denote by ∆x and
Σx the following sequences:

(∆x)i
def
=xi − xi−1 (Σx)i

def
=

∑

j=1,i

xj

where x0
def
= 0. If x is a probability distribution,

meaning that
∑

i xi = 1, then the sequence x is
the Probability Density Function (PDF), and Σx
is the Cumulative Density Function (CDF). With
some abuse, we use the terms PDF and CDF even
when x is not a probability distribution. Obviously,
Σ∆x = ∆Σx = x.

The following summation-by-parts holds, for any
two sequences x,y.

∑

i=1,n

(∆x)iyi =xnyn −
∑

i=1,n−1

xi(∆y)i+1

Using this formula, we prove:

Lemma C.1. Let a, b be two, non-negative se-
quences, and assume that b is non-decreasing (mean-

ing, b1 ≥ b2 ≥ · · · ). Let A
def
= Σa, and let A′ be

such that A ≤ A′. Then, the following holds, where

a′ def
= ∆A′:

∑

i=1,n

aibi ≤
∑

i=1,n

a′ibi

The proof follows from:
∑

i=1,n

aibi =
∑

i=1,n

(∆A)ibi = Anbn −
∑

i=1,n−1

Ai(∆b)i+1

≤A′
nbn −

∑

i=1,n−1

A′
i(∆b)i+1

which holds because bn ≥ 0 and (∆b)i ≤ 0. By
applying the lemma a second time, we infer that the
output of a join query (22) can be upper bounded
by

∑
i a

′
ib

′
i, where a′, b′ are the PDFs of A′ ≥ A

and B′ ≥ B.
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ABSTRACT
In an era of rapidly advancing data-driven applications,
there is a growing demand for data in both research and
practice. Synthetic data have emerged as an alternative
when there are not enough real data available or when
these data may not be shared (e.g., due to privacy regu-
lations). Synthesizing tabular data presents unique and
complex challenges, especially handling (i) missing val-
ues, (ii) dataset imbalance, (iii) diverse column types,
and (iv) complex data distributions, as well as preserv-
ing (v) column correlations, (vi) temporal dependencies,
and (vii) integrity constraints (e.g., functional dependen-
cies) present in the original dataset. Although signif-
icant progress has been made recently in the develop-
ment of generational models, there is no one-size-fits-
all solution for tabular data today and choosing the right
tool for a particular use case remains a difficult task.

In this paper, we survey the state of the art in Tabular
Data Synthesis (TDS) and examine user needs by defin-
ing a set of functional and non-functional requirements.
We also evaluate the reported performance of 37 TDS
research tools on these requirements, develop a tool se-
lection guide to help users find a suitable TDS tool for
their use case, and identify open challenges in TDS re-
search, especially with respect to data management.

Keywords
Tabular data synthesis, Deep generative models, Func-
tional requirements, Customized tool selection

1 Introduction
Nowadays, data are one of the most valuable resources
but they are often not available in the required quantity
or may not be shared between data consumers to protect
data privacy or business interests. This hinders digital
innovation and leaves a lot of potential untapped [84,
102]. The generation and sharing of synthetic data has

emerged as a solution to this problem [27, 29, 43] and
is therefore an important tool in many areas of data sci-
ence, data engineering, and data management.

In the last few years, data generation has gained new
momentum with the success of generative deep learn-
ing, particularly for generating synthetic images [23]
and texts [89]. Although less visible in today’s media
culture, tabular data plays an essential role in many pro-
cessing tasks. In this study, we consider tabular data
according to the relational data model [20, 32], i.e., a
tabular dataset consists of one or more tables, which in
turn are organized into rows (or records) representing in-
dividual data points and columns representing different
features of those data points.

Two branches of research have emerged for the gener-
ation of tabular data, which deal with different use cases:
The first branch involves the controlled generation of
new data based on schema information, statistics, and
domain knowledge in order to benchmark newly devel-
oped database technologies such as hardware compo-
nents, join operators, or query optimization strategies.
Although the generated data should be realistic, the fo-
cus of these approaches is more on efficient, distributed,
and scalable generation techniques to enable the cre-
ation of highly challenging benchmark datasets. Many
of these approaches are rule-based and tailored to a spe-
cific domain [10, 18, 38, 45, 48, 81, 88].

The second branch focuses on replicating the charac-
teristics of a given (real-world) dataset as accurately as
possible. This is often combined with the additional re-
quirement that no sensitive information from this dataset
may be disclosed. This applies in particular to person-
related information as we have it in medical [17, 43] or
financial data [86]. The idea behind this is that the syn-
thetic dataset can now be shared with others so that they
can use it instead of the real dataset (e.g., for data re-
purposing or to outsource data-driven tasks), but the in-
sights gained from their analyses also apply to the real
dataset. A common area of application is machine learn-
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ing, in which an ML model trained on synthetic data is
applied to real data [62, 108].

In our study, we focus on the second branch of re-
search which is usually called tabular data synthesis
(TDS) [41, 55, 111, 116, 118]. Based on our research,
there is currently no TDS tool that works well across
all applications. Moreover, although commercial plat-
forms, such as the Synthetic Data Vault (SDV) [85] or
Gretel AI [7], choose and adapt TDS tools, there is cur-
rently no benchmark to measure a TDS tool’s “fitness
for use”, which refers to the capability of the tool to
meet the specific functional and non-functional require-
ments of a certain use case. Thus, selecting a TDS tool
for a specific use case is a major challenge. This ap-
plies in particular to data management, which has addi-
tional functional requirements compared to other appli-
cation areas such as machine learning. Especially im-
portant here is the ability to generate data with complex
schemas (instead of individual tables) and to preserve
integrity constraints, such as functional dependencies.

The main objective of our study is to provide the basis
for evaluating the suitability of TDS tools for use-case
specific requirements. Our contributions are:

c1: a survey of current research on TDS,
c2: the definition of functional and non-functional

requirements that allow to assess a TDS tool’s
suitability for a specific use case,

c3: an assessment of 37 tools with respect to their re-
ported performance on those requirements,

c4: a tool selection guide to help users find a suitable
TDS tool for their use case, developed by compil-
ing the reported performance of the leading TDS
tools on such requirements, and

c5: an overview of research gaps especially with re-
spect to use cases in data management.

The remainder of the paper is structured as follows.
Section 2 presents related work. In Section 3, we de-
scribe the main purposes for TDS and discuss poten-
tial use cases in data management. Section 4 describes
the main challenges in TDS and its differences to image
and text generation. These two sections are the basis for
the identification of the functional and non-functional
requirements in Section 5. While Section 6 provides
background on TDS tools and their underlying models,
Section 7 gives a brief overview of the evaluation of syn-
thetic tabular data. The results of our study (i.e., assess-
ment matrices, decision guide, and research gaps) are
presented in Section 8. Finally, Section 9 concludes the
paper and gives an outlook on our upcoming research.

2 Related Work
The Synthetic Data Vault (SDV) [85], Gretel AI [7], and
Mostly AI [49] are platforms for the generation of tabu-

lar data. These platforms must choose from the available
tools to address the widest range of use cases possible.
However, these platforms do not report on the specific
limitations of those tools. In contrast, our goal is to cre-
ate a framework that allows to identify use-case specific
requirements and determine those limitations.

Several surveys served as input to our work to iden-
tify the predominant TDS models and tools. Hernandez
et al. [43], Fan et al. [27], Figueira et al, [29], and Bro-
phy et al. [9] explored the use of Generative Adversar-
ial Networks (GANs) for health records, categorical and
numerical data types, and time series generation. Koo
and Kim [60] reviewed generative diffusion models for
tabular data, paralleling Lin et al. [68], who focused on
time-series diffusion. Fonseca and Bacao [30] recently
provide an extensive survey on tabular data synthesis in-
cluding an evaluation of 70 tools across six different ma-
chine learning problems. However, while our focus is
on various tools from the field of generative deep learn-
ing (including GANs, autoencoders, probabilistic diffu-
sion, graph neural networks, and transformers), the only
deep learning approaches they consider are GANs and
autoencoders. Moreover, they do not address the prob-
lem of finding the most suitable tool for a specific use
case and therefore do neither define functional and non-
functional requirements for tabular data synthesis nor
evaluate their tools in terms of those requirements.

In summary, none of these surveys provide a compar-
ison of deep learning approaches (see Figure 1) as we
do in this paper. Additionally, they do not provide any
insights into how users can assess a tool’s fitness for use,
or guide them in the process of choosing a suitable TDS
tool for their specific use case.

3 TDS Purposes and Use Cases
Based on our literature review, we pinpointed five pur-
poses why users need to synthesize tabular data based
on a given use-case specific dataset:
• Privacy-Preserving Data Sharing: Many domains

contain sensitive data, requiring effective measures to
protect privacy when these data need to be shared or
reused. For instance, a hospital would like to share its
electronic health records (EHRs) for external analy-
ses and therefore creates synthetic patient records that
closely resemble their real patient records but do not
correspond to actual patient data.

• Missing Value Imputation: Datasets often have in-
complete entries, which can distort analyses. In our
EHR example, a patient’s smoking status may be
missing, which is vital information for predicting the
risk of heart disease. TDS allows users to fill such
gaps with meaningful values, ensuring intentional
data completeness [79].
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Figure 1: Classification of the data-driven TDS models included in our study.

• Class Rebalancing: Datasets may have a few classes
which significantly outnumber others, risking bias to-
wards these dominant classes. For example, a dia-
betes dataset may contain more non-diabetic than di-
abetic patient records. This discrepancy leads to pre-
diction models being biased towards the non-diabetic
class. TDS can rectify this imbalance by generating
additional synthetic diabetic patient records.

• Dataset Augmentation: TDS can be used for data
augmentation, where the goal is to expand datasets for
enhancing ML model robustness and generalization.
In our EHR example, this would mean synthesizing
records for new patients from all classes.

• Customized Generation: The generation of syn-
thetic datasets must sometimes be directed by exter-
nal factors, in order to create specific scenario data.
For instance, in the EHR context, researchers might
want to simulate a situation in which certain disease
progressions occur more frequently.

Sharing data while preserving privacy may be the
only reason for synthesis, but it can also be combined
with one of the other purposes. Although tools for class
rebalancing or missing value imputation can usually be
adapted for data augmentation and vice versa, it is im-
portant to choose the right tool for the job. Otherwise,
important relationships in the data may not be preserved
or the workload and computational costs may increase.

In summary, use cases for TDS basically include all
areas in which use-case specific data must be processed
or shared and either not enough data are available to
achieve high-quality processing results or the available
data may not be shared, e.g. for data privacy reasons.

From the perspective of data management, interest-
ing use cases are in particular those in which data man-
agement tasks have to be outsourced to an external ser-
vice provider, but the corresponding instance data has

to be kept confidential. Those tasks include schema de-
sign [58, 82], query optimization [61, 77], data profil-
ing [1] (e.g., foreign key discovery [16,113]), and index
tuning [106]. Since the execution of these tasks depends
heavily on the characteristics of the instance data and the
original instance data are not available, the synthesized
instance data should compensate for this deficiency.

4 Tabular Data Synthesis Challenges
For all domains of data synthesis, whenever privacy pro-
tection is of interest, one challenge is the Privacy vs.
Utility trade-off [83]. Data utility refers to the ability of
the data to serve its intended purpose effectively. Gener-
ating synthetic samples while preserving privacy is chal-
lenging because enhancing privacy often diminishes the
utility of the data, and vice versa [33]. The level of pri-
vacy can be achieved using Differential Privacy (DP), a
rigorous mathematical framework for guaranteeing pri-
vacy in statistical analysis [26].

TDS tools must capture and replicate the main char-
acteristics of the original (real) dataset. This includes
the column types and correlations between columns.
This is challenging because of the following reasons:

• Missing values: Accurately capturing the character-
istics of a dataset with information gaps is challeng-
ing, as these gaps represent a loss of information and
the generated data may poorly reflect the true correla-
tions between the columns of the dataset.

• Imbalanced datasets: Capturing the characteristics
of minority classes is particularly complicated when
these classes are underrepresented. As a consequence
of this under-representation, some algorithms may
over fit the data, suffer from phenomena such as
“mode collapse”, where some classes are not gen-
erated at all [37], or generate unrealistic samples of
the minority classes [14]. However, for applications
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that aim to identify outliers, such as intrusion detec-
tion [75], it is very important to generate accurate
samples of these minority classes.

• Diversity of column types: Unlike images, tabular
datasets usually contain a mix of different column
types, such as numerical, categorical, temporal, text,
or even mixed types consisting of values from differ-
ent basic types. Different column types might require
distinct pre-processing or handling techniques.

• Complex column distributions: The distribution of
a column contains its spread, tendencies, and patterns
in the data, providing valuable insights into its char-
acteristics and relationships with other columns. Cap-
turing complex distributions is challenging because
traditional methods such as simply modeling mean
and standard deviation may not be sufficient to char-
acterize non-Gaussian distributions.

• Temporal Dependencies: The temporal dimension
of time series data introduces an additional layer of
complexity. Two particular challenges for time series
generation are discrete time series, because backprop-
agation presents problems [9], and long-term depen-
dencies, because their discovery and modeling require
extra memory [69].

5 User Needs: TDS Requirements
Due to the wide range of possible applications for tab-
ular data synthesis and the special characteristics of in-
dividual datasets, each use case can have very different
requirements. Therefore, based on the purposes men-
tioned in Section 3 and challenges described in Sec-
tion 4, we have determined a list of twelve possible func-
tional and non-functional requirements that users may
impose on a TDS tool (see Table 1).

The first four functional requirements address (i) the
number of non-independent columns the tool can syn-
thesize, (ii) the types and (iii) distributions of columns
the tool is able to handle as well as (iv) whether the
tool preserves correlations between columns. Early at-
tempts of tabular data synthesis started with basic sta-
tistical models, random sampling, and rule-based ap-
proaches [8], which can only generate one or two depen-
dent columns at once, or they focused either on only cat-
egorical or numerical columns [14]. In addition, many
of these attempts used simplified models that assume
all columns to be Gaussian distributed. All of the TDS
tools examined in this study are capable of working with
multi-column datasets. However, they differ in the types
of columns, distributions, and correlations they can cap-
ture and replicate.

The fifth functional requirement addresses temporal
dependencies. State-of-the-art TDS tools that are capa-
ble of handling complex column distributions and cor-

relations (e.g., [62,99,118]) do not address temporal de-
pendencies. In contrast, TDS tools developed specifi-
cally for time series data differ in whether and how well
they can preserve short- and long-term dependencies.

The requirement to preserve integrity constraints
refers to the ability of a TDS tool to create a synthetic
dataset that does not violate the rules enforced on the
original dataset, such as unique column combinations
(UCCs) or functional dependencies (FDs) [33]. Inter-
table correlations refer to correlations between columns
from different tables whose records are linked by for-
eign keys. While machine learning usually operates
on individual tables, complex schemas are the norm in
database management. In addition, integrity constraints
play a key role in many data management tasks (e.g.,
FDs in schema design). Inter-table correlations and in-
tegrity constraints are therefore particularly important
from a data management perspective

The group of non-functional requirements refers to
factors that are not directly related to how well the
TDS tools capture and replicate the characteristics of
a dataset, but to operational properties. This includes
factors such as (i) how much configuration is needed
before the tools can be properly used, (ii) how much
pre-processing of the input data is required so that the
tools can process them, (iii) what hardware compo-
nents (e.g., GPUs) are required for executing the tools,
(iv) how much resources (e.g., runtime, memory, elec-
trical power) the tools need, and (v) how well the tools
scale with larger datasets.

6 TDS Models and Tool Capabilities
In this section, we give an overview of existing TDS
models and tools. We adopt the classification of TDS
models into process-driven and data-driven models
from [35] and extend it with sub-categories of data-
driven models as shown in Figure 1. As explained in
Section 1, our focus is on data-driven TDS tools, which
synthesize data using a use-case specific (real-world)
dataset as input. The following sub-sections provide
a description of the tools’ underlying models as well
as their general strength and weaknesses. The detailed
assessment of the tools’ performance with respect to the
functional requirements is presented in Section 8.

6.1 Imputation-based Models
Many imputation-based TDS tools use either multiple
imputation or masking techniques [47, 90, 103]. Mul-
tiple imputation is originally a model to handle miss-
ing values, where each missing value is replaced by two
or more synthetic values [93]. It has two steps: First,
it constructs multiple synthetic populations. Then, it
draws a random sample from each synthetic population
and releases those samples.
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Table 1: Potential functional and non-functional requirements for TDS Tools.

Requirement Possible Categories

Functional

Ability to work with multiple non-
independent columns.

Single-column, two-column, or multi-column datasets.

Ability to handle different types of columns
effectively.

Categorical, numerical (continuous and discrete), temporal, text, and
mixed (e.g., categorical and numerical).

Ability to accurately capture and replicate
univariate column distributions.

Gaussian and other typical statistical distributions (uniform, exponen-
tial, Poisson, binomial, logistic, etc.), skewed, multinomial.

Ability to preserve correlations between two
or more columns.

Joint and conditional probabilities of subsets of columns.

Ability to preserve temporal dependencies
between columns.

Short-term and long-term dependencies.

Ability to preserve integrity constraints de-
fined at different levels of data granularity
(e.g., values, columns, records, tables, or the
entire dataset).

Rules or conditions enforced. They can concern values from one record
(intra-record) or values from multiple records (inter-record). Exam-
ples are unique column combinations (UCCs), functional dependencies
(FDs), inclusion dependencies (INDs), or denial constraints (DCs).

Ability to preserve inter-table correlations. Parent-child relations and relationships between multiple tables result-
ing from foreign key references.

Non-functional

Level of configuration the tool needs. Represents the ability of the tool to synthesize datasets without the need
for extensive configuration or fine-tuning. It represents its ”out-of-the-
box” capability.

Level of pre-processing the tool needs. Represents the need for pre-processing the input data. For example,
handling missing values, normalizing columns to similar scales and
ranges to support convergence, or encoding columns into a format that
can be effectively processed by the tool.

Hardware the tool needs. Represents the technical requirements of the TDS, including the need
for a GPU for training.

Resource efficiency of the tool. Represents the time and memory required to synthesize a dataset.
(time and memory)
Scalability of the tool. Represents the ability to efficiently handle increasingly large datasets

while maintaining high performance and accuracy.

Imputation is easy to understand and implement, and
it does not require high computational resources. How-
ever, it is highly sensible to bias, it can produce ex-
treme samples, and it can contain several repeats of the
observed records [91]. Finally, imputation-based ap-
proaches do not model the underlying joint distributions
of the real dataset, which means they cannot preserve its
semantic integrity [63].

6.2 Sampling Models
Data synthesis is often used to rebalance datasets. The
straightforward solution to this problem is the augmen-
tation with additional records of the minority class,
known as random over-sampling. Accordingly, ran-
dom under-sampling removes records from the majority
class. Random over-sampling introduces an increased
risk of over-fitting and random under-sampling fre-
quently results in the loss of valuable information intrin-
sic to the original dataset [8]. Tools such as the Synthetic
Minority Over-Sampling Technique (SMOTE) [14], can
be used for class rebalancing, but also to generate com-
plete synthetic datasets. The vanilla version only works
for continuous data and the synthesized records are lin-
early dependent on the original minority class records,
often leading to over-fitting [8]. Variations of SMOTE
address these limitations and still generate samples with
low computational resources [62]. The implementation
presented in [39] combines the strengths of several other

SMOTE variations [24, 40, 96], including the ability to
handle categorical columns.

6.3 Discriminative Models
In ML, a distinction is made between discriminative
and generative models. Discriminative models estimate
the conditional probability of the output given the in-
put. However, they do not learn the interdependence
between all the columns (target and non-target). Dis-
criminative models can be leveraged for TDS using
the learned conditional probabilities. One example in
privacy-preserving data mining are clustering-based al-
gorithms that generate synthetic data while aiming to
maintain certain properties of the original data [70].
However, these models have limitations in handling
more intricate data characteristics, because they are built
to estimate the probability that an observation belongs
to a class and not to learn the complete distribution [31].

6.4 Generative Models
Generative models aim to learn the joint probability dis-
tribution of all columns [36]. Therefore, they are suit-
able for all the purposes introduced in Section 3.

6.4.1 Shallow Generative Models

Shallow generative models have simpler architectures
with few or no layers of abstraction or transformation.
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We consider Copula models and Probabilistic Graph-
ical models (PGMs) the most relevant for TDS.

Copulas are mathematical functions that link multivari-
ate joint distributions to their one-dimensional marginal
distributions [80]. Simply put, a copula separates the
analysis of a multivariate distribution into two parts:
the individual behavior of each variable, known as the
marginals, and a function that binds the marginals back
together, capturing how they relate with each other.
Tabular Copula [3] is a Python package that uses Gaus-
sian Copulas [65] to produce synthetic datasets. Its
results preserve the statistical properties of the original
data. However, as demonstrated in [28], Gaussian cop-
ulas can have problems capturing extreme dependency
structures in the data.

PGMs represent complex distributions through graphs
where nodes represent variables and edges represent
probabilistic dependencies between these variables [59].
They are widely used because they explicitly show the
dependencies in the data. However, exact inference be-
comes computationally infeasible with large datasets.
Popular PGMs in TDS can be subdivided into Bayesian
networks and Markov Random Fields.
Bayesian Networks (BN) are PGMs that represent a set
of variables and their conditional dependencies via a di-
rected acyclic graph (DAG). PrivBayes [112] is a popu-
lar TDS tool for data privacy. However, it does not pre-
serve data utility and correlations as well as other, more
complex tools [74]. BNs are also used to complement
other tools, for example to integrate semantic informa-
tion on the input data into the learning process [114].
Markov Random Fields (MRF) are undirected graph-
ical models, which can model complex interactions and
dependencies without assuming a specific direction of
influence. One example is PrivMRF [12], which, like
PrivBayes, ensures differential privacy, but better pre-
serves data utility. Another example is PrivLava [13],
which aims to synthesize tabular data with complex
schemas where multiple tables are connected via for-
eign keys under differential privacy. It also reports
better data utility results for single tables than PrivMRF
but at the expense of higher computational costs.

6.4.2 Deep Generative Models
Deep Generative Models are composed of multiple neu-
ral layers that enable the model to learn hierarchical rep-
resentations. They leverage deep learning techniques to
model the joint probability distribution of a dataset.

Variational Autoencoder (VAEs) [57] learn an en-
coder network that maps the input data to a latent space
and a decoder network that reconstructs the original
input from this latent space. Synthetic datasets are gen-
erated by sampling new records from the latent space.

In TDS, VAEs preserve the characteristics of the
dataset better than sampling and shallow generative
models [108]. Nevertheless, VAEs often over-simplify
the distributions inherent in the original data because
they use a standard Gaussian distribution for the latent
space [78]. Additionally, VAEs struggle with discrete or
categorical columns because they use a reparametriza-
tion trick for backpropagation, which only works well
for continuous latent spaces [51].

Examples of TDS tools are tabular VAE (TVAE) [108],
discrete VAE [92], which addresses the limitation with
discrete columns, DP-VAEGM [15] for differential pri-
vacy, and TimeVAE [22] for generating multivariate
time series data.

Generative Adversarial Networks (GANs) [37] con-
sist of two main neural networks: a generator and a dis-
criminator. The generator uses random noise as input
and generates synthetic data samples, while the discrim-
inator aims to distinguish between real and synthetic
samples. During training, the generator and the discrim-
inator are trained in an adversarial manner, with the gen-
erator attempting to generate data that fools the discrim-
inator, and the discriminator striving to correctly iden-
tify the generator’s fake samples. Through this compet-
itive process, and using their implicit modeling of the
data distribution, GANs learn to generate realistic and
high-quality synthetic data samples that closely resem-
ble the distribution of the real training data [118].

Tools such as medGAN [17], DP-GAN [107], and
PATE-GAN [52] were specifically developed for privacy-
preserving TDS. However, they sacrifice data utility and
report lower performance than a vanilla GAN for many
ML tasks [52]. TableGAN [83], TGAN [109], and CT-
GAN [108] are able to achieve high data privacy with
better data utility. CTGAN also uses a conditional vec-
tor to allow controlling the generated classes. Building
upon them, the two predominant GAN tools nowa-
days are CTAB-GAN [117] and its successor CTAB-
GAN+ [118]. They can both handle mixed data types,
imbalanced datasets, and complex distributions.

GANBLR and GANBLR++ [114, 115] address the
fact that GANs are not interpretable and do not exploit
any prior knowledge on explicit feature interactions.
C3-TGAN [41] introduces mechanisms to preserve ex-
plicit attribute correlations and property constraints.
Both approaches use Bayesian networks.

Most of the approaches for time series data use Re-
current Neural Networks (RNNs) [94], especially of
the type Long Short-Term Memory (LSTM) [46].
TimeGAN [110] combines a GAN model with Au-
toregressive models (AR) but it chunks the dataset
into 24 epochs, which is not adequate for long-term
dependencies [69]. DoppelGANger [69] is a custom
workflow developed to address the key challenges of

SIGMOD Record, December 2024 (Vol. 53, No. 4) 23



time series GAN approaches, such as long-term depen-
dencies, complex multidimensional relationships, mode
collapse, and privacy.

Normalizing Flows (NF) use invertible and differen-
tiable transformations to convert simple distributions,
such as Gaussians, into complex ones for probabilistic
density modeling. This process is flexible and allows
exact likelihood estimation but is computationally inten-
sive. For this reason, there are not many NF TDS tools.
Durkan et al. [25] demonstrated the effectiveness of NF
on tabular and image data synthesis. Yet, Manousakas et
al. [73] reports that NF underperform compared to mod-
els such as CTGAN [108] and TVAE [108]. Kamthe et
al. [54] applied NF to learn the copula density for TDS,
effectively capturing relations among columns. How-
ever, it performs worse than TVAE [108].

Graph Neural Networks (GNNs) are neural network
architectures for processing graph-structured data. They
handle irregular data structures using relationships be-
tween entities (nodes) and their connections (edges) in a
graph. For TDS, records are converted into graph nodes,
connected by edges based on their similarity or domain-
specific knowledge. This transformation allows GNNs
to learn node representations that capture inter-record
and inter-column correlations.

GOGGLE [71] is a TDS tool that replaces typical
VAE decoder architectures with GNNs. It achieves re-
alistic samples, highlighting the potential of GNNs in
the synthesis of complex, domain-aware tabular data.
However, GNNs can be computationally and memory-
intensive, especially with large graphs [50].

Diffusion Probabilistic Models (DPM) [98] are in-
spired by non-equilibrium physics and have gained sig-
nificant importance with the improvements introduced
by Yang et al. [100] and Ho et al. [44]. They involve
a two-step process where a backward denoising step is
trained to remove the noise previously added by a for-
ward diffusion step. DPMs model the data generation
process as a reverse diffusion process, where noise is
iteratively removed from a random initialization until a
sample from the target distribution emerges [44, 98].

DPMs can be classified into three categories: De-
noising Diffusion Probabilistic Models (DDPM), Score-
based Generative Models (SGM), and Stochastic Differ-
ential Equations (SDE). They differ in how they trans-
form noise into data records. DDPMs take a step-by-
step approach, gradually refining noise. SGMs use the
gradient of the data distribution to directly guide noise
towards the outcome. Meanwhile, SDEs treat this trans-
formation as a continuous process, modeling the addi-
tion and removal of noise through differential equations.

TDS diffusion tools, such as TabDDPM [62], SOS [56],
and STaSy [55], are able to preserve complex distribu-

tions and correlations, and are reported to outperform
simpler tools, such as TVAE [108] and TableGAN [83]
in terms of ML utility. However, they are computation-
ally more expensive than other deep generative alter-
natives [68]. TSGM [67] is an example for multivari-
ate time series generation using an SGM. It generates
records conditioned on past generated observations.

Transformers use an encoder-decoder architecture that
revolutionized the field of natural language processing
by replacing traditional RNNs and CNNs with attention
mechanisms [105]. This allows each element of a se-
quence to focus on any other elements of the same se-
quence, effectively capturing long-range dependencies.

Currently, there are a few transformer-based TDS
tools, with GReaT [5], REaLTabFormer [99], and Tab-
uLa [116] being notable examples. They all use a pre-
trained large language model (LLM) consisting of only
a decoder. GReaT uses the LLM GPT-2 and transforms
tabular datasets into textual representations before pro-
viding them to the LLM (fine-tuning and inference).
This step minimizes the required data pre-processing.
REaLTabFormer also uses GPT-2 and addresses the
generation of synthetic datasets with two tables being
in a one-to-many relationship (i.e., one parent and one
child table). They aim to reduce extensive fine-tuning,
especially for child tables. The authors of TabuLa em-
phasize that LLM-based TDS tools provide two main
advantages: elimination of the need to pre-define col-
umn types and elimination of the dimension explo-
sion problem when synthesizing high-dimensional data.
However, LLM-based tools have limitations on training
efficiency and preserving column correlations [116].

6.5 Probabilistic Database-based Models
Ge et al. [33] remark that most (deep) generation mod-
els fail to preserve integrity constraints of the input data
in the synthetic output data. To address this issue, they
developed a constraint-aware differentially private data
synthesis approach called KAMINO. KAMINO pre-
serves denial constraints specified by the user. Similar to
VAEs, it first uses the input dataset to learn a latent space
and then uses this space to sample the synthetic dataset.
The difference is that KAMINO represents this space
by a factorized probabilistic database [95] and takes
constraint violations into account when sampling the
synthetic values one after another. By learning weights
for the individual constraints, KAMINO also allows
the modeling of soft constraints, which do not strictly
have to be fulfilled. Experiments show that KAMINO
produces much fewer constraint violations than other
privacy-focused approaches, such as PrivBayes [112],
DP-VAEGM [15], and PATE-GAN [52]. However,
since KAMINO explicitly checks for constraint viola-
tions during sampling, it has longer execution times.
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Figure 2: Taxonomy of metrics for evaluating synthetic tabular data identified in our research.

6.6 Hybrid Models & Other Approaches
Some state-of-the-art TDS tools use combinations of
different TDS models. Examples of such hybrid tools
are AutoDiff [101] and TabSyn [111], which combine
VAEs with a diffusion model to improve the perfor-
mance of typical DDPMs for different column types
and distributions. They are also designed to reduce
runtime compared to typical diffusion tools.

Gilad et al. [34] proposed a method that uses already-
generated tables and connects them via foreign keys
while considering cardinality and integrity constraints.
In combination with an existing TDS approach, this al-
lows the generation of datasets with complex schemas.

7 Synthetic Data Evaluation Metrics
In contrast to other modalities of synthetic data, such as
text or images, the quality of tabular data cannot be eas-
ily assessed by human inspection, as its inherent prop-
erties (see Section 4), such as column distributions and
correlations, are not easily recognizable to humans. In
this section, we therefore provide an overview of evalu-
ation metrics typically used in TDS research to measure
the quality of synthetic tabular data.

Most of these metrics capture one certain characteris-
tic of the dataset, e.g., whether its correlations are iden-
tical to the correlations in the input dataset. However,
there is no universally accepted evaluation metric for
synthetic data among researchers. This makes compar-
ing the generative capabilities of the different tools dif-
ficult, as each work uses its own set of metrics [19].

First attempts, such as TabSynDex [19], aim to pro-
vide a universal metric by combining commonly used
metrics into a single metric score. However, we argue
that a combined metric is only useful if its individual
component metrics are appropriate for the purpose for
which the synthetic dataset was created (see Section 3).

Goncalves et al. [35] classify TDS evaluation metrics

into “data utility” and “information disclosure” metrics,
coherent to the Privacy vs. Data Utility trade-off dis-
cussed in Section 4. Based on this, we classify existing
evaluation metrics into further, more detailed, classes.
Data utility metrics capture the usefulness of the syn-
thetic dataset and how similar it is compared to its real
counterpart. In contrast, information disclosure encom-
passes all metrics that are related to the privacy aspect of
data synthesis. Goncalves et al. describe them as mea-
sures of ”(...) how much of the real data may be revealed
(directly or indirectly) by the synthetic data” [35, p. 6].

In our study, we have compiled a list of metrics used
in the publications of the 37 tools we have evaluated.
We additionally include metrics employed either in Tab-
SynDex [19], the Synthetic Data Vault [85], or Synth-
city [87, 104]. In Figure 2, we present a comprehensive
overview of evaluation metrics for synthetic tabular data
in the form of a taxonomy. In Table 2, we classify our
selected metrics according to this taxonomy and refer-
ence examples where they have been used. These ex-
amples can serve as a starting point on where to look
for a potential implementation. For beginners, it might
be beneficial to use libraries such as the sdmetrics [21]
from the Synthetic Data Vault [85] or Synthcity [104],
as they offer comprehensive functionalities.

In general, users should think carefully about the ap-
plication of the data to be synthesized and choose their
evaluation metrics accordingly. This is especially cru-
cial when handling sensitive data, where protecting pri-
vacy takes precedence over data utility. In addition, a
metric should always be selected to suit the purpose of
the TDS task at hand. For example, when rebalancing
the classes of a table, the goal is to change the distribu-
tion of some original columns. Thus, using a similarity-
based metric for these columns is contradictory.

The most popular metric is ML efficiency, which
refers to the application of ML models. For data man-
agement, other metrics may be more useful, such as the
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Table 2: Classification of evaluation metrics. The refer-
ences are examples where these metrics are used.

Class Evaluation Metric
Inference Attack Categorical Correct Attribute

Probability (CAP) [21],
Membership Attack [43, 83]

Anonymization K-Anonymization [104],
Measures L-Diversity [104], K-Map [104]
Distance Novel Row Synthesis [21],
Real vs. Synthetic Common (leaked) Rows Proportion [104],

Distance to closest Record (DCR) [43, 83]
Similarity Range & Outlier Coverage [21],

TV Complement [21],
Kolmogorow-Smirnow-Test [6, 53],
Chi-squared Test [6, 21],
KL Divergence [35],
Jensen-Shannon Distance [118],
Contingency Similarity [21]

Statistical Mean, Median, Mode,
Measures Variance, Min, Max, %-quantile
Correlation Pearson Coefficient [21, 62, 72],

Spearman’s Coefficient [4, 21]
Discrimination ML Real vs. Synthetic Discrimination [2, 104],
Measures pMSE-score [19, 97]
ML Efficiency ML Classification [21, 35, 62, 104, 108],

ML Regression [21, 62, 104, 108]
Dimensionality Principal Component Analysis (PCA) [66, 76],
Reduction T-distributed stochastic neighbor

embedding (T-SNE) [66, 76]
Relationship Cardinality Shape Similarity [21]
Cardinality
IC Violations g1-Error [33]

statistical similarity of query results, or the correctness
of optimized query plans and normalized schemas.

8 Study Results
In our study, we assessed the 37 TDS tools listed in Ta-
ble 3 on their suitability for the purposes described in
Section 3 and their reported performance on the func-
tional requirements listed in Table 1. We have selected
these tools based on their popularity, diversity, novelty,
and quality (in terms of utility measures such as ML effi-
ciency). The assessment resulted in the matrices shown
in Tables 4 and 5. Based on these results, we constructed
a tool selection guide helping inexperienced users to se-
lect a suitable TDS tool for their specific use case and
identified gaps in TDS research.

8.1 Tool Capability Assessment
The first step in our assessment was determining which
purposes were addressed by each TDS tool. For ex-
ample, we consider TDS tools suitable for privacy pro-
tection if they include privacy-preserving techniques in
their algorithms, as well as privacy evaluation metrics in
their experiments. A few tools (e.g., PrivBayes) sacri-
fice data utility completely in favor of privacy and hence
are not really suitable for any other purpose. However,
most tools are able to perform missing value imputation,

Table 3: The 37 TDS tools used in our assessment.

Model TDS Tool
Sampling SMOTE [14], Borderline-SMOTE [40],

SVM-SMOTE [96], Kmeans-SMOTE [24],
Enhanced SMOTE [39], ADASYN [42]

Bayesian Network PrivBayes [112]
MRF PrivLava [13], PrivMRF [12]
GAN medGAN [17], PATE-GAN [52],

DTGAN [64], DP-GAN [107], TableGAN [83],
TGAN [109], CTGAN [108], C3TGAN [41]
CTAB-GAN [118], CTAB-GAN+ [117],
GANBLR [114], GANBLR++ [115],
TimeGAN [110], DoppelGANger [69]

VAE TVAE [108], TimeVAE [22], DP-VAEGM [15]
Diffusion TabDDPM [62], TSGM [67],
(DPM) SOS [56], STaSy [55]
Graph NN GOGGLE [71]
Transformer GReaT [5], REalTabFormer [99], TabuLa [116]
Prob. Database KAMINO [33]
Hybrid AutoDiff [101], TabSyn [111]

class rebalancing, and data augmentation. The differ-
ence between these tools lies in whether they are suit-
able to protect privacy (either simple1 or differential pri-
vacy [26]), whether they allow customized generation,
and which potential user requirements they meet.

Therefore, in the second step we assessed the TDS
tools’ reported performance on functional requirements.
All TDS tools included in our study are able to synthe-
size multiple dependent columns. Furthermore, we
marked the column types which are reported to be ef-
fectively handled by the tools, based on the datasets
used in their experiments. Some tools only included
datasets with either categorical or numerical columns.
However, the most complete tools are also able to work
with temporal, text, and mixed column types. In ad-
dition, we marked whether the tools are reported to
perform well with complex distributions or whether
they assume columns to be Gaussian distributed. As
some of the oldest tools focus on privacy protection and
do not aim to preserve column correlations, we also
marked whether or not the tools preserve such correla-
tions. Similarly, for tools specially designed to handle
time series datasets, we marked whether they address
short-term and/or long-term dependencies.

Finally, we assessed whether the TDS tools address
challenges outside the ML community, such as integrity
constraints and inter-table correlations. For inter-table
correlations, we checked whether the tools address two
(e.g., a parent-child relationship) or more tables.

During our assessment, we observed a lack of in-
formation published with respect to the non-functional
1We consider a privacy-preserving technique to be simple if
it cannot provide a concrete privacy guarantee, as in the case
of differential privacy, but it ensures that the generated records
do not exactly resemble the original records, which is usually
evaluated by measuring their distance (see DCR in Table 2).
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Table 4: Assessment of the 37 TDS tools included in this study on their suitability for the different purposes.

Privacy Missing Value Class Dataset Customized
Tools Simple Differential Imputation Rebalancing Augmentation Generation
Enhanced SMOTE* × × ×
ADASYN ×
PrivBayes ×
PrivMRF × × × ×
PrivLava × × × × ×
medGAN ×
PATE-GAN ×
DP-GAN ×
TableGAN × × × ×
TGAN × × × ×
DTGAN × × × ×
CTGAN × × × × ×
C3TGAN × × × ×
CTAB-GAN × × × × ×
CTAB-GAN+ × × × × ×
GANBLR × × × ×
GANBLR++ × × × ×
TimeGAN × × ×
DoppelGANger × × × ×
TVAE × × ×
TimeVAE × × ×
DP-VAEGM × × × ×
TabDDPM × × × × ×
TSGM × × ×
SOS × × ×
STaSy × × ×
GOGGLE × × ×
GReaT × × × ×
REaLTabFormer × × × × ×
TabuLa × × × ×
KAMINO × × × ×
AutoDiff × × × × ×
TabSyn × × × × ×
*Enhanced SMOTE serves as a representative of all SMOTE variations

Table 5: Assessment of the 37 TDS tools on their reported performance on the functional requirements.

Column Types Complex
Distributions

Correlations Temporal Integrity Constraints

Tools Categorical Num.
Continuous

Num.
Discrete Temporal Text Mixed

Cat./Num.
Intra-
table

Inter-
table Short Long Intra-

record
Inter-
record

Enhanced SMOTE* × × ×
ADASYN ×
PrivBayes × ×
PrivMRF × × × ×
PrivLava × × × × × ×
medGAN × × × ×
PATE-GAN × × ×
DP-GAN × × ×
TableGAN × × × ×
TGAN × × × ×
DTGAN × × × ×
CTGAN × × × × ×
C3TGAN × × × × ×
CTAB-GAN × × × × × ×
CTAB-GAN+ × × × × × ×
GANBLR × × ×
GANBLR+ × × × × ×
TimeGAN × × × × × ×
DoppelGANger × × × × × × × ×
TVAE × × × × ×
TimeVAE × × × × × ×
DP-VAE-GM × × × ×
TabDDPM × × × × ×
TSGM × × × × × ×
SOS × × × × ×
STaSy × × × × ×
GOGGLE × × × × ×
GReaT × × × × × × ×
REaLTabFormer × × × × × × × × ×
TabuLa × × × × × × ×
KAMINO × × × × × × ×
AutoDiff × × × × × ×
TabSyn × × × × × ×
*Enhanced SMOTE serves as a representative of all SMOTE variations
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Figure 3: Tool selection guide resulting from the assessment of 37 TDS tools, based on their reported performance on
the functional requirements identified in Section 5.
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requirements, such as the level of customization, pre-
processing, and hardware required, as well as the re-
source efficiency and scalability of the tools.

8.2 TDS Tool Selection Guide
Based on the assessments results, we consolidated all
factors into a tool selection guide, which is shown in
Figure 3 in the form of a decision tree. As the complete
guide with all 37 tools and all selection factors was too
large for a printed presentation, we removed the simplest
branches from this tree. These include: (i) TDS tools
that can only be used to address the purposes of missing
value imputation, class rebalancing, or data augmenta-
tion, (ii) TDS tools that can handle only categorical or
numerical columns, (iii) TDS tools that do not effec-
tively preserve column correlations, and (iv) TDS tools
that assume all column distributions to be Gaussian.

The selection guide comprises five node levels and
ends with leaf nodes that either are a suitable TDS tool
for the use case or a ”Gap-Leaf” that represents a re-
search gap. The questions of the individual branches are
meant to show users the differences between the TDS
tools. Given the limited amount of information available
on the tools’ resource efficiency, the guide suggests tools
that cover the functional requirements of the respective
branch and avoids recommending overly complex tools.

The selection guide allows users to assess the suit-
ability of a TDS tool for their use case by answering
questions about their own dataset and intended purpose.
Since it requires no expertise about the tools’ underlying
models (e.g., GAN or MRF), this approach is much eas-
ier to use than navigating the selection process based on
the differences between those models. If the selection
process ends up with a ”Gap-Leaf”, the users can still
identify the nearest possible tool and its limitations. For
example, if their dataset includes categorical, numerical,
temporal, and text columns, and the preservation of in-
tegrity constraints is necessary, the users will find that
there are no suitable TDS tools to date. However, they
can see that (i) REaLTabFormer [99] works for all those
column types, but does not preserve integrity constraints
and (ii) KAMINO [33] preserves integrity constraints,
but does not support temporal and text columns.

8.3 TDS Research Gaps
Our tool selection guide reveals two primary research
gaps, both of which are particularly relevant to the data
management community. The first is the synthesis of
datasets with complex relational schemas consisting of
multiple tables linked by foreign keys. The second is the
preservation of integrity constraints.

PrivLava [13] is a first promising approach to syn-
thesizing datasets with complex schemas. Its biggest
disadvantage is that it is restricted to non-cyclic refer-

ence graphs. Since such cycles are not uncommon in
large schemas, especially self-references (e.g., one per-
son refers to another), this is a significant limitation.

KAMINO [33] and C3TGAN [41] provide initial so-
lutions for preserving integrity constraints when synthe-
sizing single tables. While KAMINO is able to preserve
denial constraints (including UCCs and FDs), C3TGAN
achieves the same for simple constraints that are lim-
ited to the values of individual records (e.g., age > ex-
perience). Constraints that are not covered by either
approach are, for example, arithmetic constraints (e.g.,
gross = net + tax) and cardinality restrictions (e.g., a
person is only allowed to make a maximum of five debits
per day). Finally, there is currently no tool that supports
both complex schemas and integrity constraints.

In addition to these gaps, there is a need for evaluation
metrics related to data management tasks (analogous to
ML efficiency) and benchmarking frameworks that help
users to identify the tools most useful for their use case.

9 Conclusion
Data scarcity and data privacy have become fundamen-
tal problems for data-driven models across application
domains [11]. While data synthesis tools are already
used to mitigate these issues, choosing the right tool for
a given use case has become increasingly complex.

In this paper, we provided an overview of the chal-
lenges and solutions that currently exist in the field of
tabular data synthesis (TDS). To enable a systematic
tool selection, we first identified functional and non-
functional requirements of potential use cases and then
evaluated 37 TDS tools with regard to these require-
ments. Based on the two resulting assessment matrices,
we developed a decision guide that supports users in
selecting the right tool for their specific use case and
identified open challenges in current TDS research.

One key finding is that TDS research has so far fo-
cused on the ML community and that important data
management requirements have not received enough at-
tention. This applies in particular to the generation of
datasets with complex schemas and the preservation of
integrity constraints.

In our future work, we plan to develop a benchmark-
ing framework that enables automatic evaluation of a
tool’s fitness for use for different real-world use cases.
In this way, users can be guided by experimental results
rather than reported performance numbers.
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Rekatsinas. A formal framework for
probabilistic unclean databases. In Proceedings
of the International Conference on Database
Theory (ICDT), pages 6:1–6:18, 2019.

[96] Hartayuni Sain and Santi Wulan Purnami.
Combine sampling support vector machine for
imbalanced data classification. Procedia
Computer Science (The Third Information
Systems International Conference), 72:59–66,
2015.

[97] Joshua Snoke, Gillian M. Raab, Beata Nowok,
Chris Dibben, and Aleksandra Slavkovic.
General and specific utility measures for
synthetic data. Journal of the Royal Statistical
Society Series A: Statistics in Society,
181(3):663–688, 2018.

[98] Jascha Sohl-Dickstein, Eric A. Weiss, Niru
Maheswaranathan, and Surya Ganguli. Deep
unsupervised learning using nonequilibrium
thermodynamics. In Proceedings of the JMLR
Workshop of the International Conference on
Machine Learning (ICML), pages 2256–2265,
2015.

[99] Aivin V. Solatorio and Olivier Dupriez.
Realtabformer: Generating realistic relational
and tabular data using transformers. CoRR,
abs/2302.02041:1–17, 2023.

[100] Yang Song and Stefano Ermon. Generative
modeling by estimating gradients of the data
distribution. In Proceedings of the Annual
Conference on Neural Information Processing
Systems (NeurIPS), pages 11895–11907, 2019.

[101] Namjoon Suh, Xiaofeng Lin, Din-Yin Hsieh,
Merhdad Honarkhah, and Guang Cheng.
Autodiff: combining auto-encoder and diffusion
model for tabular data synthesizing. CoRR,
abs/2310.15479:1–12, 2023.

[102] European Union. Regulation (EU) 2022/868 of
the European Parliament and of the Council.
https://eur-lex.europa.eu/eli/reg/2022/868/oj,
May 2022. Accessed: 2024-10-30.

[103] Stef van Buuren and Karin
Groothuis-Oudshoorn. mice: Multivariate
imputation by chained equations in R. Journal of
Statistical Software, 45(3):1–67, 2011.

[104] The van der Schaar Lab. Synthcity: A library for
generating and evaluating synthetic tabular data.
https://github.com/vanderschaarlab/synthcity,
2023. Accessed: 2024-10-30.

[105] Ashish Vaswani, Noam Shazeer, Niki Parmar,
Jakob Uszkoreit, Llion Jones, Aidan N. Gomez,
Lukasz Kaiser, and Illia Polosukhin. Attention is
all you need. In Proceedings of the Annual
Conference on Neural Information Processing
Systems (NeurIPS), pages 5998–6008, 2017.

[106] Yang Wu, Xuanhe Zhou, Yong Zhang, and
Guoliang Li. Automatic index tuning: A survey.
IEEE Transactions on Knowledge and Data
Engineering, pages 1–20, 2024.

[107] Liyang Xie, Kaixiang Lin, Shu Wang, Fei Wang,
and Jiayu Zhou. Differentially private generative
adversarial network. CoRR, abs/1802.06739:1–9,
2018.

[108] Lei Xu, Maria Skoularidou, Alfredo
Cuesta-Infante, and Kalyan Veeramachaneni.
Modeling tabular data using conditional GAN. In
Proceedings of the Annual Conference on Neural
Information Processing Systems (NeurIPS),
pages 7333–7343, 2019.

[109] Lei Xu and Kalyan Veeramachaneni.
Synthesizing tabular data using generative
adversarial networks. CoRR,
abs/1811.11264:1–12, 2018.

[110] Jinsung Yoon, Daniel Jarrett, and Mihaela
van der Schaar. Time-series generative
adversarial networks. In Proceedings of the
Annual Conference on Neural Information
Processing Systems (NeurIPS), pages
5509–5519, 2019.

[111] Hengrui Zhang, Jiani Zhang, Zhengyuan Shen,
Balasubramaniam Srinivasan, Xiao Qin, Christos
Faloutsos, Huzefa Rangwala, and George
Karypis. Mixed-type tabular data synthesis with
score-based diffusion in latent space. In
Proceedings of the International Conference on
Learning Representations (ICLR), 2024.

[112] Jun Zhang, Graham Cormode, Cecilia M.
Procopiuc, Divesh Srivastava, and Xiaokui Xiao.
Privbayes: Private data release via bayesian
networks. ACM Transactions on Database
Systems, 42(4):25:1–25:41, 2017.

[113] Meihui Zhang, Marios Hadjieleftheriou,
Beng Chin Ooi, Cecilia M. Procopiuc, and
Divesh Srivastava. On multi-column foreign key
discovery. Proceedings of the VLDB Endowment
(PVLDB), 3(1):805–814, 2010.

[114] Yishuo Zhang, Nayyar Abbas Zaidi, Jiahui
Zhou, and Gang Li. GANBLR: A tabular data
generation model. In Proceedings of the IEEE
International Conference on Data Mining
(ICDM), pages 181–190, 2021.

[115] Yishuo Zhang, Nayyar Abbas Zaidi, Jiahui
Zhou, and Gang Li. GANBLR++: incorporating

34 SIGMOD Record, December 2024 (Vol. 53, No. 4)



capacity to generate numeric attributes and
leveraging unrestricted bayesian networks. In
Proceedings of the SIAM International
Conference on Data Mining (SDM), pages
298–306, 2022.

[116] Zilong Zhao, Robert Birke, and Lydia Y. Chen.
Tabula: Harnessing language models for tabular
data synthesis. CoRR, abs/2310.12746:1–9,
2023.

[117] Zilong Zhao, Aditya Kunar, Robert Birke, and
Lydia Y. Chen. CTAB-GAN: effective table data
synthesizing. In Proceedings of the Asian
Conference on Machine Learning (ACML),
pages 97–112, 2021.

[118] Zilong Zhao, Aditya Kunar, Robert Birke,
Hiek Van der Scheer, and Lydia Y. Chen.
CTAB-GAN+: enhancing tabular data synthesis.
Frontiers in Big Data, 6, 2024.

SIGMOD Record, December 2024 (Vol. 53, No. 4) 35



Reminiscences on Influential Papers

This issue’s contributions highlight the impact
and educational value of the qualitative and quan-
titative analysis papers. Enjoy reading!

While I will keep inviting members of the data
management community, and neighboring commu-
nities, to contribute to this column, I also welcome
unsolicited contributions. Please contact me if you
are interested.

Pınar Tözün, editor

IT University of Copenhagen, Denmark

pito@itu.dk

Vanessa Braganholo

Universidade Federal Fluminense, Brazil

vanessa@ic.uff.br

Juliana Freire, David Koop, Emanuele Santos,
and Cláudio T. Silva.

Provenance for Computational Tasks: A
Survey.

In Computing in Science and Engineering, Vol-
ume 10, Issue 3, pages 11-21, 2008.

While most people choose a primary study for
this column, I will be one of the exceptions to the
rule and choose a secondary study instead. Sec-
ondary studies are especially important when one is
learning a new research area. A good one presents
and organizes the main concepts and points to the
main literature of the area. This is precisely the
case of the paper I chose.

When I first started to take an interest in the
provenance of scientific experiments, this paper did
not exist yet. At that time, I had been recently
hired at Universidade Federal do Rio de Janeiro,
and I was starting to move out of the ramifications
of my thesis subject to something new. Naturally,
I was reading lots of papers and finding their rela-

tionships on my own, as we all do when we start on
a new subject. So, when I found this paper and saw
how nicely it put the pieces of the puzzle together,
it quickly became one of my favorites.

This is a unique paper in the sense that it does
not look like a usual survey. The venue in which
it was published works more as a magazine than as
a journal, and due to that, the paper gets straight
to the point, with few references and a more practi-
cal tone. Despite having only 24 formal references,
it includes pointers to real systems and practical
examples of how they handle provenance. In the
same year it was published, it contributed as one of
the sources for a tutorial given by Susan Davidson
and Juliana Freire at SIGMOD (Provenance and
scientific workflows: challenges and opportunities,
SIGMOD 2008 ).

Although the field has evolved significantly since
the paper’s publication, with many new systems
and techniques emerging, its core remains valid and
highly useful for newcomers. To this day, I recom-
mend this as the first paper my students read when
joining my research group.

In addition to its practical applications, this pa-
per has influenced how I guide my students. It has
contributed to enforcing my belief that there is al-
ways room for good surveys. Since then, I have been
encouraging my students to produce good surveys
whenever there is none available for the subject they
are working on.

Martin Hentschel
IT University of Copenhagen, Denmark
mhent@itu.dk

Roger Weber, Hans-J. Schek, and Stephen Blott.
A Quantitative Analysis and Performance

Study for Similarity-Search Methods in High-
Dimensional Spaces.

In Proceedings of the 24th VLDB Conference,
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pages 194-205, 1998.
In ACMTransactions on Database Systems (TODS),

Volume 6, Issue 2, pages 213-226, 1981.

When Pınar asked me to write about a paper that
has influenced me, this paper immediately came to
mind. It is not that this paper had a major im-
pact on my career, but it is the paper that I have
read and thought about most often. I first learned
about this work at the VLDB conference in Auck-
land, New Zealand, in 2008. The paper won the
10-year best paper award. The award session pre-
sentation was the most memorable talk of the con-
ference for me.

In the paper, the authors analyze the problems of
similarity search in high-dimensional space. They
address the “curse of dimensionality,” which makes
traditional indexing methods inefficient at high di-
mensions. The authors show that as dimension-
ality increases, indexing structures like grid-files,
quadtrees, R-trees, and clustering methods perform
worse than a simple sequential scan. This is be-
cause, in high-dimensional space, the data distribu-
tion becomes so sparse that efficient partitioning to
build indexes is impossible.

What I liked about the paper is that the findings
are counterintuitive. Indexing data is bad, scan-
ning data is good, even if you only want to find a
single nearest neighbor in the data space. This is

the opposite of what I learned in database lectures.
Interestingly, the authors show that this applies to
all indexing methods, even to methods that may
not yet have been invented. They demonstrate this
through theoretical analysis, supported by practi-
cal results. With this paper, the authors have rede-
fined research on indexing data in high-dimensional
spaces.

What I also liked about the paper is that it is easy
to read but sometimes hard to understand. While
reading, I do not grasp everything. But it is fun
to think about the problems and counterintuitive
findings. I feel that if I read the paper just one
more time, I will understand everything. However,
I had to re-read it more than once.

As a result of the findings, scanning data to per-
form similarity search in high-dimensional space is
the only solution. The authors propose a tech-
nique to improve scan performance by prefiltering
data based on approximations. They call this tech-
nique the vector approximation file. In the industry,
other techniques to improve scan performance exist,
such as pruning data based on min-max statistics,
also called block range indexes, zone maps, or small
materialized aggregates. For example, Snowflake,
my previous employer, makes heavy use of pruning
based on min-max statistics to improve query per-
formance. In this sense, the paper has influenced
me. I never doubted that scanning is a great solu-
tion for addressing problems at scale.
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Mid-Career Reflections: Climbing the Academic
Ladder Without a Safety Net
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As I supposed everyone else did when asked by Tamer
to write an article with Advice to Mid-Career Research-
ers, I read all the previous articles in this series to under-
stand what this paper should be about. SIGMOD Record
is one of my favorite database readings; it is full of use-
ful information, particularly the influential papers and
the database theory column. However, I must recognize
that I had not previously read these articles with advice
for mid-career researchers, probably because I stopped
being in that group some time ago. I regret not having
done so, as there are many excellent recommendations
not only for mid-career researchers but also, in many
cases, for those further along in their careers dealing
with various stressful issues. I even considered citing
some of these articles here, but I think that might have
been too much.

While thinking about my article and the kind of rec-
ommendations I could give to mid-career researchers,
I also found myself reflecting on what could be differ-
ent in my research career from what I read in the other
articles in this series. I completed my Ph.D. at the Uni-
versity of Toronto and then immediately moved to Chile.
Thus, I have spent my entire academic career in Chile,
which differs significantly in a fundamental aspect from
the U.S. and Canadian academic systems: there is no
tenure. In Chile, we have an academic system with three
categories: assistant, associate, and full professor. The
timeline for becoming an associate professor after being
hired as an assistant professor is similar to that in the
U.S. and Canada. However, the main difference is that

you continue to be evaluated in the same way through-
out your entire career, and you could be fired as an as-
sociate or full professor. I understand this is possible in
the U.S. and Canadian academic systems, but typically
only under extraordinary circumstances. To the best of
my knowledge, this same reality applies to other Latin
American universities, where no tenure system exists.

Of course, becoming an associate professor is a big deal
in Chile and the rest of Latin America. It means you
have the necessary recognition in your area and are a
mature, independent researcher. Additionally, it brings
labor stability, as you do not have a fixed timeline in
which you must seek further promotion. However, the
component that is missing—and which I envy from read-
ing the previous articles with advice for mid-career re-
searchers—is the assurance that, after being promoted
to associate professor, you can pursue ambitious goals
with the protection of tenure. With that in mind, I aim
to offer in this article some reflections and practical ad-
vice for those navigating mid-career, as well as to ex-
plain why I still consider academia the best job in the
world.

Embrace lifelong learning.
I enjoy learning. I relish attending courses, tutorials,

and talks where I can deepen my knowledge in an area,
acquire new techniques, or explore unfamiliar fields. I
am truly grateful that learning is part of my job—that I
am expected to dedicate part of my schedule to reading
and studying. As you advance in your career, it becomes

38 SIGMOD Record, December 2024 (Vol. 53, No. 4)



more challenging to find time for this, especially given
the many responsibilities that come with seniority. But
if I ever had to stop learning, I would have quit this job,
as I believe an academic should never lose sight of this
priority.

To maintain this commitment, I have chosen to block
off parts of my schedule exclusively for study, free from
email and the various apps that so often interrupt us to-
day. Sometimes, it may feel like you are wasting time,
as you are spending hours learning a new theory when
other tasks seem more pressing. However, I am con-
vinced this effort is worthwhile, even if what you are
learning is not directly applicable to your current work.
The more tools you have, the more you can accomplish.
So do not hesitate to explore adjacent fields or emerging
technologies—they often inspire innovative approaches
and broaden your research scope.

Value theory and practice.
Most of my work is theoretical in nature. In fact, at

one point during my undergraduate studies, I was de-
termined to switch from computer engineering to math-
ematics, as I initially thought computer science was only
about programming and implementing algorithms. Then
I took the course Logic for Computer Science, where I
encountered a first proof that a problem could be unde-
cidable. This was mind-blowing—the idea that the con-
cept of an algorithm could be formalized as a mathemat-
ical object and that such an impossibility result could be
proven. I later learned that there is also a rich theory
behind the design and analysis of algorithms, filled with
beautiful ideas. As I have gained more experience, I
have also come to appreciate the unique challenges in-
volved in implementing an algorithm effectively.

I am convinced that a combination of theory and practice
is essential. As you advance in your academic career, I
believe it is worth asking yourself: What is the practi-
cal impact of my research? This practical impact can
manifest in many ways and does not need to be immedi-
ate, but I think it is wise to keep an eye on the potential
applications of your work.

Prepare to apply for large-scale grants.

If you are an associate professor, you have certainly
demonstrated an ability to secure funding for your re-
search. However, at least in Chile, the type of fund-
ing typically available before reaching the associate pro-
fessor level consists of personal grants that support re-
search with a small team, a few students, and perhaps a
co-investigator. As you progress in your academic ca-
reer, though, there is an expectation to apply for larger
grants.

A natural question is: why should you pursue this? There
is no single answer. I know professors with successful
careers who have never applied for large-scale grants.
On the other hand, securing such grants allows you not
only to fund a larger team but also to tackle more com-
plex problems and pursue ambitious goals.

One useful exercise I have learned is to ask yourself,
“What would I do if I received $10 million for my re-
search today?” (or whatever amount would be consid-
ered substantial in your field). At a certain point in my
career, my answer to this was not entirely clear; it was
along the lines of hiring more students and researchers
to continue our current investigations. But, obviously,
this is not a satisfactory answer. Engaging in this ex-
ercise encourages you to think about challenging prob-
lems and long-term goals, and how to build a team ca-
pable of addressing these effectively.

Establish a collaboration network.
I do not need to convince anyone that collaboration is

fundamental to conducting research. It not only brings
together diverse expertise and capabilities to solve a prob-
lem but also enables the testing of ideas, learning new
tools and techniques, and discovering new challenging
problems. Building your own research group, in partic-
ular, is a rewarding step.

While there is broad consensus on the importance of col-
laboration, I would like to share a small insight from my
Ph.D. experience that I have tried to implement in the
groups where I have worked. My Ph.D. supervisor had
a rule: each student had to produce a paper with other
Ph.D. students, without the supervisor’s involvement, to
demonstrate the ability to conduct independent research.

SIGMOD Record, December 2024 (Vol. 53, No. 4) 39



I had to follow this rule and found it very rewarding, as I
co-published a paper in SIGMOD with my office mate.
Though I do not impose this rule here, I strongly en-
courage collaboration among students. It is essential for
them to be part of a stimulating group where they can
discuss their work and learn from each other.

Work closely with your students and promote them.

I was the first Ph.D. student of my supervisor, who
was then a new faculty member at the University of
Toronto. I was fortunate to have the opportunity to spend
many hours with him, knowing that he understood my
work very well. As you progress in your career and your
group grows, you obviously will not have that much
time to spend with each student. However, I believe
it is essential to work closely with them, which means
having weekly meetings, carefully reviewing their work,
defining concrete problems to solve with them, and, a-
bove all, understanding what they are doing. I have seen
students who must explain to their supervisor what they
are working on every time they meet, which can be very
frustrating. Of course, it is also important to give your
students the freedom to pursue their ideas and to allow
yourself time to understand and review those ideas.

Lastly, I would add that promoting your students is cru-
cial. For example, I have learned how essential recom-
mendation letters are for a student’s career. Craft let-
ters that genuinely highlight their strengths and poten-
tial, especially for students you know well. Take the
time to detail their achievements and qualities in a way
that leaves a lasting impression on potential employers
or institutions, reflecting your support and belief in their
capabilities.

Conclusion.
In a mid-career stage, without the formal protection

of tenure, it is crucial to balance ambition with stabil-
ity, and independence with collaboration. From build-
ing a research team to pursuing transformative grants,
mid-career is a time to both consolidate past achieve-
ments and prepare for future challenges. The insights I
have shared here are not only for navigating mid-career
challenges; they serve as reminders of why our work is

fulfilling. Embrace these years fully—they offer an op-
portunity to deepen your impact, enjoy the freedom of
established expertise, and guide the next generation of
researchers toward building a better future.
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Motivation. Differential Privacy (DP) [8] has emerged
as a promising standard for safeguarding the privacy
of data contributors when their information is used
in data-driven applications and research. Answering
queries using DP has a bounded information disclosure
of the data contributors to the data analyst. This infor-
mation disclosure is quantified by a privacy parameter
in DP, also known as the privacy budget. In practice,
internal data analysts or applications with a higher priv-
ilege level for critical tasks like security alerts might be
granted a bigger privacy budget and, hence, more ex-
tensive access to sensitive data, than an external appli-
cation such as third-party advertisements.

Challenges. The current design of existing DP sys-
tems [2, 10, 11, 13, 15] does not distinguish different
data analysts but regards them as a unified entity. This
approach gives rise to potential problems. First, a low-
privilege data analyst making queries earlier could de-
plete more of the privacy budget than an internal one
if the system does not interfere with the sequence of
queries. Second, if näıvely tracking and answering each
analyst’s queries independently, the system can waste
the total privacy budget when two data analysts ask
similar queries. These challenges stem primarily from
the inherent“statelessness”of existing systems, meaning
no one records the individual budget expenses per an-
alyst and their historical queries. Specifically, the lack
of metadata detailing the query’s origin, computation
method, and frequency of the results, which is related to
the provenance information in database research [3, 4],
creates a notable gap. Without the provenance of the
metadata, answering queries in a multi-analyst use case
can be unfair or wasteful in budget allocation.

Our Approach. To tackle these challenges, our re-
search group at the University of Waterloo introduces
DProvDB [19], a “stateful” DP query processing system.
This system incorporates a novel privacy provenance
framework designed for multi-analyst scenarios when
data analysts are obliged not to share their answers, un-
like prior work [16]. In this framework, we meticulously
trace historical queries with their responses and privacy
consumption on a per-analyst and per-view basis. This

approach allows novel use of correlated Gaussian noise,
ensuring more queries can be accurately answered while
achieving two privacy objectives: (i) fair budget alloca-
tion according to the analysts’ privilege levels and (ii)
bounding the total privacy loss by the system-wise pri-
vacy budget even if all the analysts collude.

Open Questions. The granularity of provenance infor-
mation is a crucial consideration in DProvDB. Rather
than capturing the direct responses to all queries,
DProvDB employs private synopses — materialized re-
sults for histogram views — to respond to incoming
queries. In a recent work [14], we demonstrate that
a more fine-grained tracking of historical information
can further enhance the design of DP algorithms, al-
beit with an associated increase in performance costs.
It is important to note that in extreme cases, adopting
a fine-grained provenance at the tuple level may pose
a privacy risk [6, 7]. Furthermore, stateful systems for
multi-analyst DP, like DProvDB, have issues maintain-
ing the states and difficulty providing fault-tolerance
upon system crashes. The optimal balance between the
system performance, query utility, and robust privacy
protection with provenance remains an open question.

DProvDB demonstrates how incorporating provenance
information about the methods and results can enhance
DP systems. Beyond this, the provenance of the input
data source can also be valuable. Often, privacy ana-
lyzers focus on a single DP algorithm [1]. For multiple
DP algorithms, without tracing the access to the input
data source, the system may overlook repeated access
by different algorithms to the same data or data from
the same contributors, leading to unexpected privacy
loss (e.g., Apple’s initial DP attempt [18]). Conversely,
if two DP algorithms independently operate on data
from different contributors, adding their privacy loss
naively as the final privacy loss would be overkill [9].
This issue becomes more critical for dynamic databases
where contributors join or opt to leave [5, 17], or when
various privacy resolutions [13] or personalized prefer-
ences [12] come into play. How to leverage provenance
information for input data to enhance privacy analyzer
is another important open question in the field.
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OPEN CHALLENGES
Graphs are ubiquitous data structures used in

a large spectrum of applications, spanning from
transportation networks, financial networks, social
networks, product-order transactions and biomedical
applications [33]. A recent survey on the usage of
graph applications from real users has highlighted
the fact that analytics is the most time-consuming
task as opposed to testing, cleaning and ETL [32].

Despite the industrial needs of graph analytics,
the area is still in its infancy needing standardization
and integration into current graph systems.

To understand the burden of graph analytics [44],
one has to resort to the data processing pipeline be-
hind it. Graph data is manipulated and queried with
online transactional processing (OLTP) operations,
such as selections, joins and transitive closures ex-
pressed in concrete ISO/IEC standard graph query
languages [15,16]. While the results of graph queries
in the first versions of these standards are sets of
relational tuples, their extensions to return and ma-
nipulate paths is expected in future versions. In
particular, graph OLTP operations would then ma-
nipulate paths instead of tuples, as shown in recent
work on graph path algebras [6]. The data is further
analyzed, enriched, and condensed with online an-
alytical processing (OLAP) operations, such as (1)
grouping, aggregating, slicing, dicing, and roll-up,
(2) graph algorithms, such as shortest path count-
ing [42], in-betweenness centrality and PageRank
and (3) a handful of user-defined functions. These
OLAP operations can again be defined on paths
and subgraphs, apart from tuples. Finally, graph
data is disseminated and consumed by a variety of
applications, including machine learning, such as
ML libraries and processing frameworks, and large
language models (LLMs), under the form of RAG
(retrieval-augmented generation) [29].

Graph databases have extensive applications across
various industries [26, 39, 40, 43], including fraud
detection in finance and insurance (commonly in-

volving graph pattern matching queries), bill-of-
materials analysis in manufacturing and supply chain
(typically utilizing graph traversal queries), and cus-
tomer segmentation and recommendation in market-
ing (often leveraging graph algorithms).

How might forthcoming graph processing systems
deliver extensive scalability, efficiency, and versatile
querying and analytical functionalities to meet the
diverse demands of real-world scenarios?

Whereas standardization is already taking place
for graph query and update languages [9], it would
also be worthwhile to reach a common understand-
ing of the building blocks of graph algorithms and
analytical APIs for graphs. Graph abstractions, such
as graph pattern calculus and graph algebra [6,7] for
graph transformations and queries, need to cater for
analytical operators and to be extended to include
linear algebra operators.

Novel graph processing and graph database archi-
tectures are then needed to ensure the unification
of OLTP and OLAP operations. The data injected
in these future graph systems is expected to be of
different format and might require multi-model, con-
verged and/or polystore databases [38].

The panel (moderated by Angela Bonifati) dis-
cussed the following research questions:

• Q1: Is there a demand for more expressive lan-
guages and libraries for analyzing relationships in
a graph?

• Q2: Do we need OLAP/OLTP architectures or
their hybrid version (HTAP for graphs) in order to
execute graph analytical workloads? Is on cloud
better than on premise?

• Q3: What are the requirements in terms of scala-
bility, performance and benchmarking?

• Q4: Are graph-only stores sufficient or are poly-
stores needed for the future of graph analytics?

• Q5: What is needed in terms of DSL and APIs
for enabling graph analytics for data science and
ML (and LLM) tasks?
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• Q6: Since graphs are continuously evolving data
structures, what is desirable in terms of analytical
operators for dynamic, incremental and streaming
graphs?

In the remainder, we present discussions for each
of the challenges around the development of research
and industrial applications for graph analytics.1

Q1 – EXPRESSIVENESS
MTO: We want languages that are sufficiently ex-
pressive to accomplish what we want. In general,
graph query languages should support two funda-
mental functions: navigation (path queries) and
subgraph matching. In addition, they should have
the following capabilities: ability to query both the
graph topology and the graph properties (assuming
we are in the property graph domain), aggregation
operations, support for paths as first-class objects,
closedness to facilitate query composition similar
to relational languages, ability to be mapped to
algebraic operators for processing [6], and incremen-
tal computation that is important for dynamic and
streaming graphs. This should be the minimal ca-
pability set, only partially covered by the recent
SQL/PGQ [15] and GQL [16].
Related to analytics, it is important to fix what

we mean by graph analytics. One definition charac-
terizes it as workloads that (a) traverse the entire
graph, and (b) iterate until a fixpoint or a termi-
nation condition is reached. These include, for ex-
ample, PageRank computation, all-paths shortest
path, connected components, and many machine
learning tasks. This definition is used in contrast to
what are called online queries that typically access
a portion of a graph that can be aided by indexes,
and even if they access the entire graph, they are not
iterative (e.g., reachability, recursive path queries,
single-source shortest path, subgraph matching). If
this type of graph analytics workload is targeted,
then one set of features is required in the language.
However, there is another definition of graph an-

alytics more aligned with how we define analytics
in relational DBMSs: OLAP over graphs. In this
case, the language will need to have additional fea-
tures supporting drill-down, roll-up, slide-and-dice.
The language requirements in this case have been
discussed by Gómez et al [12].
YT: The short answer is yes—new use cases con-
tinually demand more expressive languages and li-
braries for graph analysis. Graph workloads are
diverse, each requires different levels of expressive-
ness and user interface capabilities. For instance,
1The following abbreviations are used: MTO (M. Tamer

Özsu), YT (Yuanyuan Tian), HV (Hannes Voigt), WY
(Wenyuan Yu), WZ (Wenjie Zhang).

Graph Traversal, Pattern Matching, and BI use lan-
guages like Cypher [10], Gremlin [30], GQL [16],
and SPARQL [41], with growing demand for more
advanced constructs. Graph algorithms rely on li-
braries like Pregel API for complex computations,
where customization and built-in algorithms are in-
creasingly needed. In Graph ML, libraries are essen-
tial for integrating machine learning with graph data.
The emerging field of Graph + LLM further empha-
sizes the need for expressive tools combining graph
reasoning with natural language understanding.

While expressiveness is important, ease of use is
equally critical. Today, the barrier to entry for work-
ing with graphs is still quite high, limiting it to a
niche group of graph specialists. To broaden adop-
tion among SQL users, data scientists, and business
users, it’s important to meet users where they are,
whether that’s through familiar interfaces like SQL
(e.g., SQL/PGQ), Python, or even natural language.
Powerful yet user-friendly tools can greatly improve
adoption and productivity.

HV: In the current analytics space, there is indeed a
demand for more expressive languages and libraries
to analyze relationships in a graph. For products,
this space is highly dynamic, with constant pres-
sure to incorporate the latest machine learning (ML)
and artificial intelligence (AI) algorithms. Presently,
most analytic capabilities are provided through li-
braries, which play a crucial role by offering complex
algorithms behind relatively simple APIs, e.g. [5].
This allows for high-value, rapid results for cus-
tomers while maintaining an easy learning curve for
developers and users. These libraries are designed
with only a few built-in assumptions, making them
flexible and easy for vendors to extend. Currently,
no alternative abstraction offers the same balance
of learning ease and value delivery that libraries
provide, making them the go-to solution. While this
could evolve in the future, there is little indication
of such a shift occurring at the moment.

WY: Yes, there is a clear demand for more ex-
pressive languages and libraries for graph analysis,
driven by the diversity and fragmentation of its ap-
plications. However, increasing expressiveness in
languages and libraries comes with costs, includ-
ing greater complexity and potential performance
trade-offs. While there is a clear distinction between
tasks like graph traversal, pattern matching, analyt-
ics, and what graph neural networks (GNNs) can
accomplish, there is also some overlap in their char-
acteristics. Designing languages and libraries that
can cater to these diverse needs while maintaining
usability and performance is a significant challenge.
Looking ahead, natural languages enhanced by large
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language models (LLMs) could provide a promising
solution for simplifying complex queries and improv-
ing accessibility. Future directions may focus on
balancing expressiveness with performance, poten-
tially leveraging LLMs to bridge current gaps.

WZ: Yes, the demand is growing as graph databases
expand their capabilities to support more complex
and diverse analyses at various levels. Current graph
analytics support in main-stream graph platforms
can be summarized as: (1) Node-level: Algorithms
like centrality, node similarity, and coreness are com-
monly supported to measure node importance or
influence. (2) Path-level: Standard graph traversal
methods (DFS/BFS, shortest paths) and more ad-
vanced algorithms (MST, Steiner trees) are widely
used to study connectivity. (3) Subgraph-level: Com-
munity detection, motif counting, and label propaga-
tion are essential for identifying clusters or patterns.
(4) Learning-oriented: Machine learning integration,
such as node embedding and dynamic graph in-
ference, is becoming increasingly important, with
graph databases like Neo4j, TigerGraph, Alibaba
GraphScope, and Amazon Neptune implementing
these algorithms. The demand for more expres-
sive languages and libraries stems from user and
domain-specific workloads. Future graph analytics
may include supporting new graph types such as
bipartite graphs and emerging applications such as
integration with LLMs.

Q2 – OLAP/OLTP/HTAP & Cloud
MTO: The answer to both questions is yes. Graph
research is divided into three categories: knowledge
graphs and semantic web, graph DBMSs executing
the online queries, and graph systems executing some
understanding of graph analytics. The first category
typically uses RDF graphs and SPARQL, while the
other two use property graphs. There are real use
cases that require a combination of at least two of
these categories, so HTAP makes sense. However, it
is not clear how to architect these systems.

The move to the cloud is unmistakable. Foundry
Cloud Computing reported in 2023 that the cloud
deployments were already higher than on premise
deployments (52% to 48%). Their forecast was that
in 18 months these ratios would tip further in favour
of cloud deployments: 63% to 37%. The challenge is
that the architecture of cloud-based graph systems
will be different than what we are working on now.
It may be useful to focus on cloud architectures.

YT: When it comes to architecture, one size defi-
nitely doesn’t fit all. Similar to relational databases,
graph OLTP and OLAP workloads differ signifi-
cantly. Graph OLTP focuses on low-latency traver-
sal and pattern matching, requiring efficient indexing

for performance. In contrast, graph OLAP processes
the entire graph in long, iterative operations where
indexing offers little benefit. This difference is why
most graph databases use separate architectures for
OLTP and OLAP workloads. However, from a user
interface perspective, it is highly desirable to have a
unified front-end that abstracts these complexities.

As for the question of cloud versus on-premise,
the trend is unmistakably towards the cloud, due
to the scalability support, ease of management, and
better support in integrating graph and non-graph
workloads within a single application.

HV: Cloud adoption is rapidly accelerating, becom-
ing the norm for modern enterprise systems. When
deciding between cloud and on-premise for graph
analytical workloads, it’s less about technical su-
periority and more about meeting business needs.
Graphs represent an organization’s domain knowl-
edge, helping answer business questions in high-value
use cases like detecting fraud [24], digital twins [25],
inventory management [23], supply chain optimiza-
tion, customer 360 and product 360. Many use
cases blend transaction processing and graph ana-
lyticsbecause timely insights and decision-making
often require analyzing relationships and patterns in
interconnected data while simultaneously updating
and managing that data through transactions. How-
ever users care less about these technical distinctions
and more about delivering business value. Cloud
platforms simplify this by hiding technical complex-
ity, enhancing ease of use compared to on-premise
solutions. This flexibility allows vendors to offer a
seamless, integrated experience for managing both
transactional and analytical graph workloads.

WY: While there is a need for solutions to effi-
ciently execute graph analytical workloads, com-
bining OLAP and OLTP into a single system may
not always be necessary. Many hybrid approaches
currently employ a decoupled design, typically us-
ing a graph database for transactional or online
requests while relying on specialized systems for
OLAP tasks. However, these solutions often en-
counter challenges related to consistency, capabil-
ity, complexity, and data freshness, especially when
the primary data is stored in relational databases.
At GraphScope [13], we propose an alternative ap-
proach, GART [36], which involves managing trans-
actional requests within relational databases while
processing OLAP tasks on a synchronized graph that
streams data from the relational database’s binlog.
This method can enhance scalability, consistency,
and overall capability.

Cloud-based solutions offer advantages like scal-
ability, flexibility, and easier integration into exist-
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Dataset |V | |E| Size Single Machine

Live Journal ∼ 4M ∼ 68M 1.08GB 6.3GB
USA Road ∼ 24M ∼ 58M 951MB 9.09GB
Twitter ∼ 41M ∼ 1.4B 26GB 128 GB
UK0705 ∼ 82M ∼ 2.8B 48GB 247GB
World Road ∼ 682M ∼ 717M 15GB 194GB
CC2014 ∼ 1.7B ∼ 64.4B 1.3TB Out of memory

Table 1: Expansion of Graph Data when Loaded
(CC2014 stands for CommonCrawl2014)

ing big data and AI infrastructures. However, on-
premise solutions may still hold benefits, especially
for leveraging specialized hardware for processing
tasks or for organizations with strict data security
and privacy requirements.

WZ: Given the growing complexity and adoption
of graph workloads in industry, there is a clear and
increasing demand for OLAP/OLTP architectures
or their hybrid variant, namely HTAP for graphs.
When comparing Cloud vs. On-Premise solutions,
cloud-based options generally offer greater flexibility,
scalability, and cost-efficiency, making them well-
suited for graph workloads. The ability to scale re-
sources up or down based on demand is particularly
advantageous for managing the high concurrency
and large datasets typically associated with graph
workloads. Cloud-native graph architectures and
HTAP on the cloud are likely to play a significant
role in the future of graph processing. However,
on-premise solutions may still be preferable for or-
ganizations that prioritize enhanced security, strict
compliance requirements, or need for specific infras-
tructure customization.

Q3 – SCALABILITY & PERFORMANCE
MTO: Scalability is a major pain point – see our
surveys [31,32]. One way of addressing scalability is
through “scale-up” – using multithreading and addi-
tional resources on a single machine [19]. The main
argument is that graph data sets are of reasonable
size and can fit in the main memory of a modern
large workstation. However, in the long run, scale-
out on a parallel cluster is required [34]. Scale-up
is important, but relying alone on that is challeng-
ing. The raw datasets may be small, but when they
are loaded to a real graph DBMS for processing
with appropriate data structures, their size balloons.
Table 1 reports an experiment we performed using
PowerLyra [8]. The heavy computation of graph pro-
cessing along with the advantages of computation
parallelization should also be considered.

Performance of these systems is another pain point
as highlighted in our above cited survey. Part of
this is due to the fact that the community has been
predominantly focused on algorithmic issues and

less attention has been paid to the architectural con-
cerns. Hardware accelerators (predominantly GPUs)
have been studied to address performance, but these
are mostly singular solutions. Incorporating these
accelerators into a complete system execution in a
deep way remains an issue.

Finally, there is the issue of performance bench-
marks. Although there are graph DBMS bench-
marks, how well they represent real user applica-
tions is questionable. In addition to application-
level (or macro)benchmarks, there is a need for mi-
crobenchmarks to test system architectural design
decisions [20].

YT: Scalability is critical, and scale-out architec-
tures are a must. The survey in [31] identified scala-
bility as a key challenge for users. I also observed
that most graph customers require the ability to
scale out their graph databases, even if their current
datasets can still be managed by a single-node, scale-
up solution. When they invest in a graph solution,
they are not just addressing their current needs but
are also planning for future growth. Performance
is another area where continuous improvement is
essential. Customers consistently demand lower la-
tency and higher throughput to meet the increas-
ingly complex and real-time requirements of their
graph workloads. When it comes to benchmark-
ing, the requirements are diverse, reflecting the wide
range of graph use cases. Although lacking standard
benchmarks, the Linked Data Benchmark Council
(LDBC) has made significant strides in this area by
providing a comprehensive suite of benchmarks [1].
A broader adoption of such benchmarks will be cru-
cial in setting performance standards and guiding
future development in graph analytics.

HV: Scalability is a critical requirement for graph
analytics, involving both scale-out and scale-up strate-
gies. It’s not just about handling larger data sizes
but also managing growing workloads. While scala-
bility is important, single query performance, query
throughput, and update performance also matter,
making it a multi-dimensional challenge. The prior-
ities depend on the specific use case, organization,
and data. Moreover, achieving correct, reliable, and
trustworthy distributed computing is a complex task,
particularly when sharding graphs, given their highly
interconnected nature. There is no one-size-fits-all
solution; it requires a blend of techniques that will
mature over time, creating an adaptable system
capable of meeting diverse scalability needs.

WY: Future requirements for graph analytics in
terms of scalability, performance, and benchmarking
may include more efficient integration with upstream
and downstream AI and big data systems to provide
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holistic insights and value. Achieving end-to-end
scalability and performance is important; it is not
only about optimizing graph computations but also
about managing data format transformations, load-
ing and writing costs, and ensuring these processes
work effectively with other types of workloads. Ad-
ditionally, future benchmarking efforts could benefit
from covering more real-life scenarios, including a
wider variety of graph types from different domains,
expanding workloads beyond common algorithms
like Connected Components (CC) and PageRank,
and considering factors such as single-machine ver-
sus distributed environments, as well as the ease of
programming and integration with existing systems.

WZ: Large-scale graphs pose challenges in real-time
query response. Techniques like scale-out/scale-up
and query-specific summarization or indexing can
help improve performance. Well-designed query sets
are as important as datasets for ensuring meaningful
performance evaluations.

Q4 – GRAPH STORES
YT: In real-world applications, workloads are rarely
homogeneous. Graph analytics are often intertwined
with SQL queries, machine learning (ML), and other
forms of data analysis. Users don’t want fragmented
silos—they seek a unified platform that can seam-
lessly support various types of analytics.

In this context, polystores offer a significant ad-
vantage by providing a flexible environment where
different data models and analytics can coexist and
interact within a single system [11]. However, graph-
only stores aren’t necessarily limited in this regard.
They can also be closely integrated with other data
engines within a unified platform, enabling them to
support diverse analytics needs effectively. For ex-
ample, Neo4j recently announced a deep integration
with Microsoft Fabric [21].

HV: Graph platforms are crucial for future graph
analytics, enabling organizations to quickly derive
business value by representing their business domain
as a graph. This provides an intuitive way to explore
relationships between entities, a common focus of
high-value questions. A robust graph platform must
also support various data types—temporal, spatial,
nested, and vectors—to meet diverse use case needs.
Vector support is vital for generative AI (GenAI)
applications, especially in retrieval-augmented gen-
eration (RAG), which contextualizes large language
models (LLMs) with structured knowledge. Despite
vector importance, graphs remain the most natural
way to represent interconnected data.

WY: We believe that a “one-size-fits-all” approach
is insufficient, as the choice of storage solutions de-
pends on specific scenarios. Given the diversity of

storage options, including both graph stores and
polystores, it is crucial to focus on how to share
graph data between them and make it accessible
across various systems. At GraphScope, we have
taken two key initiatives to address this challenge.
First, to manage exchange graphs and graphs on
data lakes, we developed GraphAr [2], an open-
source, standard data file format for efficient graph
data storage and retrieval. Second, we proposed
GRIN [3], a common graph retrieval interface aimed
at unifying graph data access across different sys-
tems. These efforts make it easier to share graph
data and ensure accessibility across different storage
systems, whether they are graph-only or polystores.

WZ: Graph-only stores may not be sufficient for
the future of graph analytics. While they excel
at graph-specific tasks like graph traversals and
graph algorithms, many applications require inte-
grating graph data with relational, document-based,
or other unstructured data. Polystores enable seam-
less interaction between these data types, providing
more comprehensive analytics for various applica-
tions. Additionally, legacy systems and existing data
sources pose challenges that polystores can address.
As graph analytics evolves, polystores will become
crucial for managing complex, multi-modal data.

Q5 – DSL & API
MTO: We have witnessed a surge of APIs and DSLs
for graphs. For instance, Blueprints is an API for
the property graph model, underlying many graph
databases, e.g. Neo4j and Titan. As DSLs, sev-
eral graph databases and parallel graph analytics
started with their own, such Green-Marl [14] and
PGQL [35] – as front-ends with which users describe
their custom graph algorithms or pattern-matching
queries in Oracle PGX. This fragmented landscape
has been unified with the first versions of standard
graph query languages, such as SQL/PGQ and GQL,
respectively in 2023 and 2024, concerning pattern
matching in the DSL. A similar effort is highly de-
sirable for the graph analytics counterparts.

YT: In my opinion, the focus shouldn’t be solely on
developing new DSLs or APIs. Instead, the key is
unification. To avoid creating isolated graph silos, we
need to lower the barriers between graph databases
and other data systems, making it easier to integrate
graph analytics with broader data science, ML, and
LLM tasks. As mentioned before, it’s essential to
meet users where they are. This means providing
seamless integration with the tools and languages
that data scientists and engineers are already using,
such as SQL, Python, or even natural language
interfaces.

HV: To enable analytics on graph structures for
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data science, machine learning (ML), and large lan-
guage model (LLM) tasks, three factors are key.
First, ease of use through simple APIs and tools
that enhance developer productivity. Second, seam-
less cloud integration to support scalable workflows.
Third, enabling ML/AI applications requires ad-
vanced graph algorithms like embeddings and model
training to be easily accessible. This involves pack-
aging powerful algorithms behind simple APIs, with
tools for data ingestion, orchestration, and result
integration. DSLs and APIs must also integrate
smoothly with the generative AI (GenAI) stack to
fully unlock the potential of graph analytics.

WY: Specific DSLs and APIs may be needed to en-
able seamless analytics on graph structures for data
science, ML, and LLM tasks. ML and LLMs can
naturally interact with graphs in various ways, such
as representing them as sparse tensors for GNNs or
using them as knowledge bases through knowledge
graphs or GraphRAG [4] in LLMs. Furthermore, an
“ETL”-like DSL may assist in aligning and transform-
ing existing graph data into formats that are more
compatible with ML and LLM inputs, potentially
enabling more effective integration and utilization
of graph data in these advanced tasks.

Q6 – ANALYTICAL OPERATORS
MTO: There are few real static graphs, despite
an inordinate amount of research efforts devoted
to them. Most real graphs are dynamic – they are
entirely availability to the system (at least the vertex
set), but see updates, usually in the form of edge
additions and (sometimes) deletions. Theoreticians
usually call these semi-streaming graphs [37].

Majority of the focus has been on dealing with
topological dynamicity, i.e., changes graph topol-
ogy with updates to structure. However, in the
domain of property graphs, updates to vertex and
edge attributes are also important. The languages
need to support predicates on both topology and
attributes, and execution strategies need to optimize
those queries that include both predicates.

More challenging are streaming graphs that emerge
over time and are fundamentally unbounded. They
are more challenging since the graph is never fully
available to the system [27,28].

The features that are needed for addressing dy-
namic and streaming graphs are, at a minimum, the
following: incremental computation (to avoid batch
computation from scratch every time), nonblocking
operators for streaming graphs since the graphs as
operands are unbounded, windowed operators if we
want to do analytic computation requiring multi-
ple passes over data (windows provide a means of
batching), and support for temporality (somehow

keeping track of evolution of the graph) if we wish
to do time-travel (temporal) queries to determine
trends over time. If temporality is desired, it needs
to be added as a first-class object to the language.
YT: In most of today’s graph databases, time is
treated as just another property of vertices and
edges. To effectively support dynamic, incremental,
and streaming graphs, time needs to be elevated to
a first-class concept within graph structures. An-
other critical requirement is the seamless integration
with streaming ingestion systems like Kafka [17] and
Event Hubs [22]. Finally, in a world where data
streams in continuously, we want to avoid recom-
puting everything from scratch each time new data
arrives. Therefore, better support for incremental
updates of analytical results is crucial.
HV: In terms of analytical operators for dynamic,
incremental, and streaming graphs [45], it is impor-
tant to recognize that most organizations’ analytical
needs are not limited to pure streaming but also
involve historical and master data. Event-driven
processing plays a crucial role, especially in coordi-
nating multiple subsystems within a data ecosystem—
Kafka [17,18] is a prime example of a tool used for
this purpose. One essential capability in this context
is enabling the ecosystem around a graph to react to
changes in real time. Change Data Capture (CDC)
allows organizations to track and capture modifica-
tions to the graph database as they happen. By com-
bining CDC, event-streaming connectors like Kafka,
and high-throughput scalability, organizations can
meet many of their analytical requirements. Purer
forms of streaming are currently less prevalent and
remain an evolving area for the future.
WY: The requirements will likely depend on specific
scenarios, encompassing a broad range of existing
dynamic, incremental, and streaming processing ca-
pabilities found in relational data systems. Key
considerations may include stream processing, mate-
rialized views, time-series graphs, incrementalization
of existing graph algorithms, and designing a dy-
namic, incremental, and streaming graph store to
handle these complex needs effectively.
WZ: Incremental updates are crucial for handling
evolving graphs to avoid recomputation from scratch.
However, efficiently identifying the affected sub-
graphs and limiting the computation to them is
challenging, calling for a trade-off between recompu-
tation and incremental updates. In evolving graphs,
such as dynamic or streaming graphs, effectively
managing and analyzing temporal information is
also crucial. The operators need to support tempo-
ral queries in addition to structure-based queries to
ensure comprehensive analytics.
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