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Editor’s Notes
Welcome to the September 2022 issue of the ACM SIGMOD Record!
This issue starts with the Database Principles column featuring an article by Arenas, Croquevielle,
Jayaram, and Riveros. The article focuses on counting the answers to queries, a fundamental problem
with applications in query evaluation, optimization, and visualization. In the face of the #P-hardness
of the general case, the authors present recent results on approximate counting with fully polynomial-time randomized approximation schemes, and discuss applications of the results to automata
theory, graph databases, and conjunctive-query evaluation.
The Surveys column presents an article by Azcoitia and Laoutaris. The article shares results and conclusions from a survey covering almost 200 commercial data-trading entities, with a discussion of
the types of data that they trade and of their business models and the technologies that they rely
upon. The authors also point to promising open research questions in the area, encouraging the community to contribute to benefiting the growing ecosystem of data-trading entities.
The Research column presents an article by Kennedy, Subramaniam, Galhotra, and Fernandez. In the
domain of data markets, the authors focus on the problem of matching sellers with buyers for effective data allocation. The article presents the results of analyzing the data sold in the most popular
data-marketplace platforms, and discusses the outcomes of interviewing both buyers and sellers toward understanding their experiences. The authors connect the outcomes of the buyer and seller
interviews to the major challenges to allowing effective spread of data value in data marketplaces,
and offer avenues of future research.
The Reminiscences on Influential Papers column features contributions by Fatma Özcan and
Yuanyuan Tian.
The Advice to Mid-Career Researchers column features a contribution by Anastasia Ailamaki entitled
“The Formidable Mid-Career Crisis.” The article shares advice to mid-career professionals on going
after a risky vision, fostering collaborations, organizing and promoting their students, being picky
with the service they accept, all while having a lot of fun in the process.
The Future of Data(base) Education column focuses on presenting a series of perspectives on data
(base/science) education to help educators think about what we should be teaching in our courses,
and what resources we should use to teach them. In this issue, the column features a contribution
by Kumar, Deutsch, Gupta, Papakonstantinou, Salimi, and Vianu about the Database Lab at UC San
Diego (UCSD). Three years ago, UCSD launched the Halicioglu Data Science Institute (HDSI) to
shape the future of Data Science research, education and societal impact. As a result, the Database
Lab in the Department of Computer Science and Engineering (CSE) took a holistic view of database
education across the university to understand how database courses in CSE should interact with
and/or be redesigned for use within HDSI as well as within the Rady School of Management. The
article gives an overview of the resulting DB curricula, and their rationales.
The DBrainstorming column, whose goal is to discuss new and potentially controversial ideas that
might be of interest and potentially of benefit to the research community, features in this issue an
article by Balmau discussing the challenge of efficient data access from persistent storage in machine
learning. The author argues for the need to characterize I/O patterns in machine learning with a focus
on data preprocessing and training, and proposes to create the first open-access storage-focused
4
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benchmark for machine learning. The article provides an overview of the approach and of the expected impact.
The Industry Perspectives column features an article by Jindal and Leeka that presents arguments in
favor of considering query optimization as a service in modern cloud architectures. The authors introduce Oasis, a reference architecture for query optimizer as a service, and describe their success in
developing an early version of Oasis. They also discuss the risks and responsibilities involved with
Oasis to ensure it is a win-win for everyone.
The Reports column features an article by Kumar, Halevy, and Tatbul that discusses the new VLDB
Scalable Data Science (SDS) research-track category. The goal of SDS is to attract cutting-edge and
impactful real-world work in the scalable data-science arena to enhance the impact and visibility of
the VLDB community on data-science practice, spur new technical connections, and inspire new follow-on research. In this report, the authors reflect on the inaugural year of SDS, provide relevant
statistics, and share observations, lessons, and tips as inaugural Associate Editors for SDS.
The issue closes with a call for SIGMOD 2024 papers, with an announcement on the planned quarterly deadlines for the research track of the conference.
On behalf of the SIGMOD Record Editorial board, I hope that you enjoy reading the September 2022
issue of the SIGMOD Record!
Your submissions to the SIGMOD Record are welcome via the submission site:

https://mc.manuscriptcentral.com/sigmodrecord
Prior to submission, please read the Editorial Policy on the SIGMOD Record’s website:
https://sigmodrecord.org/sigmod-record-editorial-policy/
Rada Chirkova
September 2022

Past SIGMOD Record Editors:
Yanlei Diao (2014-2019)
Mario Nascimento (2005–2007)
Jennifer Widom (1995–1996)
Jon D. Clark (1984–1985)
Randall Rustin (1974-1975)

Ioana Manolescu (2009-2013)
Ling Liu (2000–2004)
Arie Segev (1989–1995)
Thomas J. Cook (1981–1983)
Daniel O’Connell (1971–1973)
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Alexandros Labrinidis (2007–2009)
Michael Franklin (1996–2000)
Margaret H. Dunham (1986–1988)
Douglas S. Kerr (1976-1978)
Harrison R. Morse (1969)
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ABSTRACT
Counting the answers to a query is a fundamental problem in
databases, with several applications in the evaluation, optimization, and visualization of queries. Unfortunately, counting query answers is a #P-hard problem in most cases, so
it is unlikely to be solvable in polynomial time. Recently,
new results on approximate counting have been developed,
specifically by showing that some problems in automata theory admit fully polynomial-time randomized approximation
schemes. These results have several implications for the
problem of counting the answers to a query; in particular,
for graph and conjunctive queries. In this work, we present
the main ideas of these approximation results, by using labeled DAGs instead of automata to simplify the presentation.
In addition, we review how to apply these results to count
query answers in different areas of databases.

1. INTRODUCTION
Query answering is arguably the most important problem in databases. In its full generality, the answers to
a query come in different sizes and flavors: in graph
databases, a query can retrieve nodes and paths; over
documents, the answers are spans or subsections of files;
and on relational databases, answers are given as a set
of tuples. Although data models and query languages
differ on the outcome, one output is ubiquitous in all
scenarios: counting the number of query answers.
Counting query answers is indeed a fundamental problem in data management systems. In fact, most query
languages include a COUNT clause for retrieving the number of answers of a query. For query optimization,
counting the number of answers could help in the optimization process, when the number of partial answers
of a subquery is needed. Even for user experience, displaying the number of answers could help a user to know
how many of them there are, before overflowing the
screen with answers. In all these scenarios, efficiently
counting query answers is crucial for the performance
of the database system.
The main challenge of counting query answers is that
the number of answers could be exponential in the size
6
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of the data. For this reason, directly counting the answers by evaluating the query is computationally expensive in practice. Even if the number of solutions is
polynomial or linear in the data size, this strategy is
expensive for all the applications mentioned above. A
better solution would be symbolically counting the number of answers; the query engine will not evaluate the
query and, instead, it will symbolically obtain the number of solutions directly from the query and data. For
instance, in the past, database researchers have used
this approach for counting the number of answers of
acyclic conjunctive queries without projection, the number of paths of a certain length in a graph database, and
the number of strings accepted by a deterministic automaton.
The bad news is that the symbolic approach is not
always possible in data management, since there are
computational complexity barriers that do not allow efficient algorithms for counting query answers. In the
late 70s, Valiant defined the class of #P-hard problems [26], which is consider as the counting analog of
NP-hard problems. Specifically, Valiant shows that several counting problems from different areas are #P-hard
[26, 27] and, similar to NP-hardness, researchers widely
believed that there are no polynomial-time algorithms
for solving them. Unfortunately, the #P-hard disease
also contaminates counting query answers, even over
data management problems whose decision versions are
tractable. For instance, it can be decided in linear-time
whether there is an answer for an acyclic conjunctive
query, but it is #P-hard to count the number of answers for such a query [23]. Notice that in these results
the query and the database are part of this input, so we
are considering the combined complexity of the problem (as opposed to data complexity where the query
is assumed to be fixed [28]). All of the results in this
article are about the combined complexity of counting
query answers.
One possible approach for tackling #P-hard problems
is to approximate the counting, namely, to have an algorithm that, given the input, outputs a value n̄ with
a relative error of ε (i.e., ∣n − n̄∣ ≤ ε ⋅ n for the actual
SIGMOD Record, September 2022 (Vol. 51, No. 3)

value n). If this algorithm is randomized, then the approximation is expected to be close to the actual value
with a high probability. In addition, if this approximation algorithm runs in polynomial time, we have what
is called a Fully Polynomial-time Randomized Approximation Scheme (FPRAS [18]). Interestingly, some #Phard problems admit FPRASs, like counting the number of truth assignments that satisfy a propositional formula in DNF [19] and counting the number of perfect
matchings in a bipartite graph [17]. Since counting the
number of query answers in databases is usually complex (i.e., #P-hard), our goal is to obtain an FPRAS
for this problem. Unfortunately, finding an FPRAS for
a #P-hard problem is challenging, and there are only
a few counting problems in data management that are
known to admit FPRASs.
The work in [4, 5] provided new results on counting query answers, by developing techniques that solve
counting problems related to query answering. Specifically, an FPRAS for the problem of counting the number of strings accepted by a non-deterministic finite automaton is given in [4]. Moreover, the extension of this
result to tree automata is given in [5]. Interestingly,
both problems live at the core of several query answering problems in areas like graph databases, information
extraction, and conjunctive query evaluation, thus allowing the development of efficient approximation algorithms for such query answering problems.
The goal of this document is to present the main ideas
and results in [4, 5]. These results heavily rely on automata theory, which requires some knowledge of the
reader in this topic. Instead, this paper provides a uniform setting for the results in [4, 5] based on a counting
problem for labeled DAGs. In this way, we simplify the
notation and the presentation of the main ideas.
The paper is organized as follows. In Section 2, we
present the counting problem over labeled DAGs and
the main ideas of its FPRAS. In Section 3, we extend
these ideas to succinct labeled DAGs, which is the main
artifact for the results in [5]. In Section 4, we present
applications of these results for automata theory, graph
databases, and conjunctive query evaluation.

2. COUNTING IN LABELED DAGS
We begin by defining the main problem studied in this
work. In what follows, assume that Σ is a fixed finite
alphabet containing at least two symbols. A labeled
DAG is a tuple D = (V, E) such that V is a finite set of
vertices, E ⊆ V × Σ × V is a (finite) set of labeled edges,
and the directed graph G = (V, {(u, v) ∣ ∃a ∶ (u, a, v) ∈
E}) is acyclic. The size of D is defined as ∣D∣ = ∣V ∣+∣E∣.
Each vertex u of a labeled DAG D = (V, E) defines
a language LD (u) over the alphabet Σ. Formally, a
vertex u of D is said to be a sink if u has no outgoing
edges (i.e., (u, a, v) ∉ E for every a ∈ Σ and v ∈ V ). Then
SIGMOD Record, September 2022 (Vol. 51, No. 3)
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Figure 1: Two labeled DAGs with alphabet {a, b}.

LD (u) = {λ} if u is a sink vertex in D, where λ is the
empty string. Otherwise, LD (u) is recursively defined
as follows:
LD (u) =

⋃

(u,a,v)∈E

{a} ⋅ LD (v),

where, given two sets L1 and L2 of strings, L1 ⋅ L2
is defined as the set of strings consisting of the concatenation of each string of L1 with each string of L2 .
Given that D is acyclic, it can be easily verified that
the set of strings LD (u) is correctly defined for every
u ∈ V . As an example, we show a labeled DAG D1
in Figure 1a. In this case, we have that LD1 (v4 ) =
{λ} as v4 is a sink vertex in D1 , and LD1 (v3 ) = {a} ⋅
LD1 (v4 )∪{b}⋅LD1 (v4 ) = {a, b}. Moreover, we have that
LD1 (v1 ) = {b} ⋅ LD1 (v3 ) ∪ {a} ⋅ LD1 (v4 ) ∪ {b} ⋅ LD1 (v4 ) =
{ba, bb, a, b}, and LD1 (v2 ) = {ba, bb, b}. Finally, we have
that LD1 (v0 ) = {aba, abb, aa, ab, bba, bbb, bb}. Notice that
for a labeled DAG D and a vertex u of D, it can be the
case that LD (u) is of exponential size in ∣D∣. For example, for the labeled DAG D2 in Figure 1b, it holds that
∣LD2 (v0 )∣ is 2n .
In this work, we are interested in the following counting problem:
Problem:
Input:
Output:

#LDAG
A labeled DAG D and a vertex u of D
∣LD (u)∣

Why is #LDAG an interesting problem? The setting
defined for labeled DAGs serves as an abstraction to
represent many other counting problems. In fact, we
will show in Section 4 some consequences of our results
for labeled DAGs, which are obtained by representing
different problems in this setting. As an example of this,
below we show how the problem #DNF can be reduced
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Figure 2: A labeled DAG encoding propositional formula (x ∧ ¬y ∧ z) ∨ (w ∧ x) ∨ (¬w ∧ y ∧ z).

to #LDAG.
Recall that #DNF is the problem of counting, given
a propositional formula ϕ in DNF, the number of truth
assignments that satisfy ϕ. For example, there are 7
truth assignments that satisfy the propositional formula
ψ = (x ∧ ¬y ∧ z) ∨ (w ∧ x) ∨ (¬w ∧ y ∧ z), one of which is
σ(w) = 0, σ(x) = 1, σ(y) = 0 and σ(z) = 1. To encode
this counting problem for ψ as a counting problem for
labeled DAGs, we represent each truth assignment for
the set of variables {w, x, y, z} as a string over the alphabet {w, w̄, x, x̄, y, ȳ, z, z̄}, where symbol x is used to
indicate that variable x is assigned value 1, while symbol
x̄ is used to indicate variable x is assigned value 0, and
likewise for the other variables. Then the set of strings
representing truth assignments that satisfy (x ∧ ¬y ∧ z)
can be succinctly encoded as the set of paths from v0
to a sink vertex in the following DAG:
w
v0

x

ȳ

z

w̄

In this way, the set of truth assignments that satisfy ψ
is represented by LD (v0 ), where D is the labeled DAG
shown in Figure 2. In particular, the number of such
truth assignments is equal to ∣LD (v0 )∣. This idea can be
easily generalized to any propositional formula in DNF.1
How difficult is #LDAG? It is straightforward to
prove that #LDAG is in the complexity class #P of
problems that can be expressed as the number of accepting paths of a polynomial-time nondeterministic Turing
machine [26]. Besides, as #DNF is known to be #Pcomplete [24] and above we provide a reduction from
#DNF to #LDAG, we conclude that #LDAG is #P1
The reader may have noticed the similarity of the labeled DAGs used to encode DNF formulas to the notion of
binary decision diagram used in knowledge compilation [8].
In fact, popular representations used in this area, such as
ordered or free binary decision diagrams [8], can be easily encoded by using labeled DAGs. Besides, some nondeterministic variants of these representations [1] can also
be encoded as labeled DAGs, thus allowing to transfer the
results of this article to such representations.
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complete. Therefore, #LDAG is a difficult problem
that is not expected to be solvable in polynomial time
(under standard complexity theoretical assumptions).
However, this result does not preclude the existence
of efficient approximation algorithms for this problem.
More precisely, the task is to obtain a fully polynomialtime randomized approximation scheme (FPRAS [18])
for #LDAG, which is a randomized algorithm satisfying the following conditions. The input of the algorithm
is a labeled DAG D, a vertex u of D and an approximation error ε ∈ (0, 1), and the task is to compute a value
N such that
3
.
Pr ((1 − ε) ⋅ ∣LD (u)∣ ≤ N ≤ (1 + ε) ⋅ ∣LD (u)∣) ≥
4
Moreover, there must exist a fixed polynomial p(x, y)
such that the algorithm executes at most p(∣D∣, 1ε ) steps
to compute N .
It is known that #DNF admits an FPRAS [20], so the
existence of a reduction from #DNF to #LDAG does
not preclude the existence of an FPRAS for #LDAG.
In fact, we obtain the following positive result:
Theorem 2.1. #LDAG admits an FPRAS.
In this section, we explain the main ideas behind the
proof of this result.

2.1

The algorithmic template of an FPRAS for
#LDAG

For the rest of this section, assume that the input of
the approximation algorithm for #LDAG consists of a
labeled DAG D = (V, E), a vertex vs ∈ V and an approximation error ε ∈ (0, 1). Moreover, for the sake of readability, assume that L(u) refers to the language LD (u).
Given a vertex v ∈ V , define the level of v in D
as the maximum length of a string in L(v), namely,
level(v) = maxs∈L(v) ∣s∣. Notice that level(v) = 0 if and
only if v is a sink vertex. This definition is extended
to each nonempty set of vertices P ⊆ V as level(P ) =
maxv∈P level(v). Let n = ∣V ∣ and m = level(V ), and fix a
value κ = ⌈ nm
⌉. Moreover, assume that n ≥ 2 and m ≥ 2,
ε
as otherwise #LDAG can be easily solved in polynomial time by an exhaustive computation. Then for each
vertex v ∈ V , the approximation algorithm stores a number N (v) and a set S(v) ⊆ L(v) such that:
● N (v) is a (1±κ−2 )` -approximation of ∣L(v)∣, where
` = level(v), and
● S(v) is a uniform sample from L(v) of size 2κ7 .

The first condition requires that the following be true:
(1 − κ−2 )` ⋅ ∣L(v)∣ ≤ N (v) ≤ (1 + κ−2 )` ⋅ ∣L(v)∣.

In particular, if ` = 0 (a sink vertex), we should have
that N (v) = ∣L(v)∣ = 1. The second condition requires
that each w ∈ S(v) is a uniform and independent sample
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1. For each vertex v ∈ V :

(a) Compute N (v) given {N (u), S(u) ∣ ∃a ∶
(v, a, u) ∈ E}. For level(v) = 0, the value
N (v) = 1 is computed without any additional
information.

(b) Call a subroutine to sample polynomially
many uniform elements from L(v) using the
value N (v) and the set {N (u), S(u) ∣ ∃a ∶
(v, a, u) ∈ E}.

(c) Let S(v) ⊆ L(v) be the multiset of uniform
samples obtained.

2. Return N (vs ).

Figure 3: Template of the FPRAS for #LDAG (to be
instantiated in Sections 2.2 and 2.3).
from L(v). Given this condition on the samples, it is
possible to obtain duplicates of an element w ∈ L(v).
In particular, if ∣L(v)∣ < 2κ7 , then S(v) has to contain
duplicate elements. Therefore, we allow S(v) to be a
multiset (meaning that the strings w in S(v) are not
necessarily distinct). The number N (v) and the set
S(v) can be understood as a summary of L(v) that
are used in the approximation algorithm to estimate
other quantities.
Having the above terminology, we provide in Figure 3
an algorithmic template of our FPRAS for #LDAG [4].
Notice that it proceeds like a dynamic programming
algorithm, computing N (v) and S(v) for every vertex
v of D in a depth-first search ordering. In particular,
it first computes N (v), S(v) for each sink vertex v, and
then it computes N (v), S(v) for each vertex v such that
{N (u), S(u) ∣ ∃a ∶ (v, a, u) ∈ E} has been computed.
The final estimate for ∣L(vs )∣ is N (vs ), where vs is the
input vertex.
In the rest of this section, we show how to instantiate
the template of our approximation algorithm.

2.2

Computing an estimate for a set of vertices

Recall that the input of the problem is a labeled DAG
D = (V, E) with n = ∣V ∣ and m = level(V ). Moreover,
recall that we assume n ≥ 2 and m ≥ 2, and we de⌉. Given ` ≤ m, define V` ⊆ V as the set
fine κ = ⌈ nm
ε
of all vertices v ∈ V such that level(v) ≤ `, and define a sketch data structure sketch[`] ∶= {N (v), S(v) ∣
v ∈ V` }. Moreover, assume that sketch[`] has already
been computed. In particular, N (v) is a (1 ± κ−2 )` approximation of ∣L(v)∣, and S(v) is a uniform sample
from L(v) of size 2κ7 for each v ∈ V` (notice that if
N (v) is a (1 ± κ−2 )r -approximation of ∣L(v)∣, then it is
a (1 ± κ−2 )s -approximation of ∣L(v)∣ for every s ≥ r).
Given P ⊆ V , define L(P ) = ⋃v∈P L(v). The goal of
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this section is twofold; we first show how to compute an
estimate of ∣L(P )∣ for every P ⊆ V` , which is denoted by
N (P ), and then we show how to compute an estimate
of N (v) for each vertex v ∈ V`+1 . Notice that the values
N (P ) will play a crucial role for computing not only
N (v), but also the set of uniform samples S(v).
Our first task is then to provide an algorithm to estimate N (P ), where P is a nonempty subset of V` . Notice
that if L(v1 ) ∩ L(v2 ) = ∅ for each pair v1 , v2 of distinct
vertices from P , then ∣L(P )∣ = ∑v∈P ∣L(v)∣. Hence an estimate of N (P ) can be easily constructed from the estimates N (v) for the vertices v ∈ P : N (P ) = ∑v∈P N (v).
Unfortunately, the previous non-overlapping condition
does not hold in general, as shown in Figure 1a, where
L(v1 ) ∩ L(v2 ) ≠ ∅. Thus, ∑v∈P N (v) is an over-approximation of the size of ∣L(P )∣, and we need to find
a way to deal with the nonempty intersections of the
sets {L(v) ∣ v ∈ P }.
To solve the previous issue, fix a total order ≺ over
P , and consider the following way to compute ∣L(P )∣:
∣L(P )∣ = ∑ ∣L(v) ∖
v∈P

⋃

u∈P ∶ u≺v

L(u)∣.

The question then is how to compute an estimate of
∣L(v) ∖ ⋃u∈P ∶ u≺v L(u)∣ for each vertex v ∈ P . To do
this, consider the following reformulation of the previous equation:
∣L(P )∣ = ∑ ∣L(v)∣ ⋅
v∈P

∣L(v) ∖ ⋃u∈P ∶ u≺v L(u)∣
∣L(v)∣

(1)

We call the ratio ∣L(v)∖ ⋃u∈P ∶ u≺v L(u)∣/∣L(v)∣ the intersection rate of v. Inspired by equation (1), we can estimate ∣L(P )∣ by using N (v) to estimate ∣L(v)∣ and S(v)
to estimate the intersection rate of v. More precisely,
we define the estimate N (P ) for ∣L(P )∣ as follows:
N (P ) = ∑ N (v) ⋅
v∈P

∣S(v) ∖ ⋃u∈P ∶ u≺v L(u)∣
∣S(v)∣

It is important to note that N (P ) can be computed in
polynomial time in the size of sketch[`]. In fact, the set
S(v)∖ ⋃u∈P ∶ u≺v L(u) can be computed by iterating over
each string w ∈ S(v), and checking whether w ∉ L(u)
for each u ∈ P such that u ≺ v. Notice that this can
be done in polynomial time in ∣D∣ and 1ε , as the size of
S(v) is 2κ7 , and it can be verified in polynomial time
whether w ∈ L(v), given w ∈ Σ∗ and v ∈ V as input. We
call the ratio ∣S(v) ∖ ⋃u∈P ∶ u≺v L(u)∣/∣S(v)∣ the estimate
of the intersection rate of v.
To show that N (P ) is a good estimate for ∣L(P )∣, we
need that the estimate of the intersection rate of a vertex v is good approximation of the (actual) intersection
rate of v. By a good approximation, we mean that the
following condition C(`) holds at each level `:
C(`) ∶= ∀v ∈ V` ∀P ⊆ V`
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∣

∣L(v) ∖ ⋃u∈P L(u)∣ ∣S(v) ∖ ⋃u∈P L(u)∣
1
−
∣ < 3
∣L(v)∣
∣S(v)∣
κ

As an immediate consequence of the definition of C(`),
we have that C(k) holds for every k ≤ ` if C(`) is true.
Conditions {C(`) ∣ ` ≤ m} are crucial to the results presented in this and the next section, and most of our
analysis in Section 2 assumes they are true. In Section 2.4, we show that, by Hoeffding’s inequality, condition C(m) holds with a probability that is exponentially
large over κ.
As a first consequence of our assumption that condition C(`) is true, we show that N (P ) is a good estimate
for ∣L(P )∣.
Proposition 2.2. If C(`) holds, then N (P ) is a (1±
κ−2 )`+1 -approximation of ∣L(P )∣ for every P ⊆ V` .

With the estimates of ∣L(P )∣ for every P ⊆ V` , we are
ready to give an estimate of ∣L(v)∣ for each vertex v ∈
V`+1 . For every b ∈ Σ (recall that Σ is the fixed alphabet
for the edge labels of D), define the set of vertices Pb =
{u ∈ V ∣ (v, b, u) ∈ E}. Thus, Pb is the set of all vertices
that can be reached from v by following an edge with
label b. Notice that Pb ⊆ V` for each b ∈ Σ, and that
{Pb ∣ b ∈ Σ} partitions L(v) in the sense that L(v) =
⊎b∈Σ {b} ⋅ L(Pb ), where A ⊎ B represents the disjoint
union of sets A and B. Hence, the previous equation
implies that
∣L(v)∣ =

∑ ∣{b} ⋅ L(Pb )∣ =

b∈Σ

∑ ∣L(Pb )∣.

(2)

b∈Σ

If we assume C(`) holds, then we have by Proposition 2.2 that N (Pb ) is a (1 ± κ−2 )`+1 -approximation of
∣L(Pb )∣ for each b ∈ Σ. That is, we know that the following condition holds for each b ∈ Σ:

(1 − κ−2 )`+1 ⋅ ∣L(Pb )∣ ≤ N (Pb ) ≤ (1 + κ−2 )`+1 ⋅ ∣L(Pb )∣.
Hence, we obtain that

−2 `+1
∑ (1 − κ ) ⋅ ∣L(Pb )∣ ≤

b∈Σ

−2 `+1
∑ N (Pb ) ≤ ∑ (1 + κ ) ⋅ ∣L(Pb )∣,

b∈Σ

b∈Σ

and we can conclude from equation (2) that

(1 − κ−2 )`+1 ∣L(v)∣ ≤ ∑ N (Pb ) ≤ (1 + κ−2 )`+1 ⋅ ∣L(v)∣.
b∈Σ

Therefore, we have that N (v) = ∑b∈Σ N (Pb ) is a (1 ±
κ−2 )`+1 -approximation of ∣L(v)∣, so we can derive an
estimate N (v) for ∣L(v)∣ by using the previously calculated estimates for V` .
Notice that for each v ∈ V`+1 , the computation of
N (v) is deterministic if we assume that C(`) holds.
Specifically, the estimate N (v) is exact for each vertex v ∈ V0 . Next, for each level k ≤ `, we have that C(k)
holds, and we can compute N (v) for level k + 1 by using
{N (u) ∣ u ∈ Vk } (in fact, by using some of the sets in
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{N (P ) ∣ P ⊆ Vk }). Then, we continue with the computation assuming that C(k + 1) is true, until we reach
level `. Therefore, by filling the sets {S(u) ∣ u ∈ V` } with
uniform samples, and assuming that C(`) holds, we can
compute each estimate N (v) for v ∈ V`+1 guaranteeing
that N (v) is a (1±κ−2 )`+1 -approximation of ∣L(v)∣. We
summarize this fact in the following proposition.
Proposition 2.3. If C(`) holds, then N (v) is a (1 ±
κ−2 )`+1 -approximation of ∣L(v)∣ for every v ∈ V`+1 .

Recall that our goal is to compute an estimate of ∣L(vs )∣,
where vs is the input vertex. The following proposition
shows that such an estimate is obtained after processing
all levels in the labeled DAG D.
Proposition 2.4. If C(m) holds, then N (vs ) is a
(1 ± ε)-approximation for ∣L(vs )∣.

In the next section, we show how to compute the set
S(v) using sketch[`], namely, how to generate a uniform
sample from L(v). Specifically, we show that assuming
C(`) holds, we can obtain uniform samples from the
sets L(v) such that condition C(` + 1) will hold with
high probability.

2.3

Uniform sampling from a vertex

To carry out our main approximation algorithm, we
must implement the algorithm template in Figure 3,
whose input is a labeled DAG D = (V, E), where n = ∣V ∣,
m = level(V ), m ≥ 2 and n ≥ 2. In the previous section,
we implemented Step (a) of this algorithm and, thus,
the goal of this section is to implement the sampling
subroutine in Step (b). This procedure is based on a
sample technique proposed in [18], but modified to suit
our setting.
Recall that V` is the set of all vertices v ∈ V such that
level(v) ≤ `. Let v ∈ V` , and assume that the condition
C(` − 1) holds. Notice that by Proposition 2.3, once we
have C(` − 1), we immediately get the estimate N (v)
of ∣L(v)∣. The procedure to sample a uniform element
of the set L(v) is as follows. We initialize a string w0
to be the empty string. Then we construct a sequence
of strings w1 , . . . , wk , where each element wi is of the
form wi−1 ⋅ bi with bi ∈ Σ, and we define the result of the
sample procedure to be wk . In other words, we sample
a string w of L(v) by building a prefix of the sample,
symbol by symbol. To ensure that w is an element of
L(v) chosen uniformly, we also consider a sequence of
sets P0 , . . . , Pk constructed as follows. The first set is
P0 = {v}. Then at the i-th step, we consider the set of
vertices that can be reached from Pi by reading letter
b, namely, for b ∈ Σ define:
Pi,b = {u ∣ ∃u′ ∈ Pi ∶ (u′ , b, u) ∈ E}.

Further, define the set Pi,λ = {u ∈ Pi ∣ level(u) = 0},
namely, all the sink vertices in Pi . Similar to the previous section, the sets {Pi,b ∣ b ∈ Σ} and Pi,λ induce a
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Sample(P, w, ϕ)
1. Compute Pb = {u ∣ ∃u′ ∈ P ∶ (u′ , b, u) ∈ E} for
every b ∈ Σ and Pλ = {u ∈ P ∣ level(u) = 0}.

2. Choose b ∈ {0, 1, λ} with probability:
pb =

N (Pb )
.
N (Pλ ) + ∑a∈Σ N (Pa )

3. If b = λ, then with probability ϕ return w, otherwise return fail.
4. Else return Sample(Pb , w ⋅ b, pϕb ).

Figure 4: Sampling algorithm for the FPRAS.

partition of the set L(Pi ):

L(Pi ) = L(Pi,λ ) ⊎ ⊎ {b} ⋅ L(Pi,b ).
b∈Σ

Notice that L(Pi,λ ) = {λ} if Pi,λ ≠ ∅, and L(Pi,λ ) =
∅ otherwise. Therefore, our sampling algorithm estimates the size N (Pi,b ) of L(Pi,b ) for b ∈ Σ ∪ {λ},
and chooses b with probability proportional to its size,
namely, N (Pi,b )/(N (Pi,λ ) + ∑a∈Σ N (Pi,a )). First, assume we choose b ∈ Σ. Then we define bi+1 = b, append
the symbol to obtain wi+1 = wi ⋅ bi+1 , define Pi+1 as
Pi,b , and continue with the recursion on wi+1 and Pi+1 .
Hence, we have that Pi+1 is the set of vertices such that
there exists a path labeled by wi+1 that connects v with
some vertex of Pi+1 . Instead, if we choose b = λ, then we
stop the procedure at this step, let say the k-th step, and
wk is the candidate output string. Since there could be
an error in estimating the sizes of the partitions, it may
be the case that some string were chosen with slightly
larger probability than others. To remedy this and obtain a perfectly uniform sampler, at every step of the
algorithm we store the probability with which we chose
a partition. Thus at the end, we have computed exactly
the probability ϕ with which we sampled the string wk .
We can then reject this sample with probability proportional to ϕ, which gives a perfect sampler. As long as
no string is too much more likely than another to be
sampled, the probability of rejection will be a constant,
and we can simply run our sampler O(log( µ1 ))-times to
get a sample with probability 1 − µ for every µ > 0.
This procedure is given in Figure 4. We call it with
the initial parameters Sample({v}, λ, ϕ0 ), corresponding to the goal of sampling a uniform element of L(P ) =
L(v). Here, ϕ0 is a value that we will later choose.
Notice that at every step of the sampling algorithm in
Figure 4, we have that ∣L(P )∣ is precisely the number
of strings in L(v) which have the prefix w, as L(P ) is
the set of strings x such that w ⋅ x ∈ L(v).
To get some intuition of the sampling algorithm in
Figure 4, assume for the moment that we can compute
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each pb exactly, namely, pb = ∣L(Pb )∣/∣L(P )∣. Now the
probability of choosing a given element x ∈ L(v) with
∣x∣ = k can be computed as follows. Let P0 = {v}, P1 ,
. . ., Pk be the sets obtained by the sequence of recursive
calls to Sample until it stops. Ignoring for a moment the
possibility of returning fail, we have that w is the string
returned by Sample({v}, λ, ϕ0 ). Thus, the probability
we choose x is:
∣L(Pk )∣
1
∣L(P1 )∣ ∣L(P2 )∣
⋅
⋅ ...
⋅
Pr(w = x) =
∣L(P0 )∣ ∣L(P1 )∣
∣L(Pk−1 )∣ ∣L(Pk )∣
1
=
.
∣L(P0 )∣

Now at the point of return, we also have that ϕ =
ϕ0 /Pr(w = x). Thus, if ϕ0 /Pr(w = x) ≤ 1, then the
probability that x is output is simply ϕ0 . The following
is then easily obtained:
Fact 1. Assume that pb (b ∈ Σ∪{λ}) in the sampling
algorithm in Figure 4 satisfies that
pb =

∣L(Pb )∣
.
∣L(P )∣

If 0 < ϕ0 ≤ 1/∣L(v)∣ and w ≠ fail is the output of the call
Sample({v}, λ, ϕ0 ), then for every x ∈ L(v), it holds
Pr(w = x) = ϕ0 .

Moreover, the algorithm outputs w = fail with probability
1 − ∣L(v)∣ ⋅ ϕ0 .

This shows that, conditioned on not failing, the above is
a uniform sampler. However, Fact 1 was obtained under
the strong assumption that each probability pb can be
computed exactly. Hence, in the next result one can
prove that with high probability the same result holds if
we approximate pb with N (Pb )/(N (Pλ ) + ∑a∈Σ N (Pa ))
(instead of assuming that pb = ∣L(Pb )∣/∣L(P )∣).

Proposition 2.5. Assume that condition C(` − 1)
−5
holds. If w ≠ fail is the output of Sample({v}, λ, Ne(v) ),
then for every x ∈ L(v):
Pr(w = x) =

e−5
.
N (v)

Moreover, it outputs fail with probability at most 1−e−9 .
Thus, conditioned on not failing, the algorithm returns
a uniform sample x ∈ L(v).
It is important to mention that, in order for Proposition 2.5 to be correct, we need that condition C(` − 1)
holds. In fact, the sampling procedure uses values N (P )
for approximating the real values ∣L(P )∣, which is supported by Proposition 2.2 that shows that N (P ) is a
good estimate for ∣L(P )∣ if C(` − 1) holds. In the next
section, we prove that C(m) holds with exponentially
high probability, which implies that C(`) holds with exponentially high probability for every ` ≤ m.
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2.4

∣S(v) ∖ ⋃u∈P L(u)∣
1
∣ ≥ 3 ∣ C(` − 1)) ≤
∣S(v)∣
κ

Bounding the probability of breaking the
main assumption

Recall that the input of the problem is a labeled
DAG D = (V, E), and that n = ∣V ∣, m = level(V ) and
⌉. As it was previously discussed, the compuκ = ⌈ nm
ε
tation of the sketch composed by the estimates N (v)
and sets S(v) is subject that the condition C(m) holds.
Therefore, this section is aimed to bound the probability that C(`) is false for each level ` ≤ m and show that,
indeed, this probability is exponentially low.
First, assume that we are back to a level ` ≤ m, condition C(`−1) holds, and we want to bound the probability
that condition C(`) holds. In other words, we want to
provide a lower bound for Pr(C(`) ∣ C(` − 1)), for which
we will use Hoeffding’s inequality.
Proposition 2.6. (Hoeffding’s inequality [16])
Let X1 , . . . , Xt be independent random variables bounded
by the interval [0, 1] such that E[Xi ] = µ. Then for every δ > 0, it holds that
2
1 t
Pr(∣ ∑ Xi − µ∣ ≥ δ) ≤ 2e−2tδ .
t i=1

For the first level ` = 0, the condition C(0) certainly
holds. Now assume that we are at some level `, and
recall that V` is the set of all vertices v ∈ V such that
level(v) ≤ `. If C(` − 1) holds, then we know by Proposition 2.5 that for each v ∈ V` , it is possible to fill S(v)
with 2κ7 uniform samples of L(v). Consider an arbitrary subset P ⊆ V` , and let S(v) = {w1 , . . . , wt } be
the uniform sample of L(v) of size t = 2κ7 . For each
wi , consider the random variable Xi such that Xi = 1
if wi ∈ (L(v) ∖ ⋃u∈P L(u)), and 0 otherwise. Then we
have that:
∣L(v) ∖ ⋃u∈P L(u)∣
E[Xi ] =
,
∣L(v)∣
t

∑ Xi = ∣S(v) ∖ ⋃u∈P L(u)∣,

i=1

and t = ∣S(v)∣. Therefore, by Hoeffding’s inequality we
infer that:
Pr(∣

∣L(v) ∖ ⋃u∈P L(u)∣
−
∣L(v)∣

∣S(v) ∖ ⋃u∈P L(u)∣
1
∣ ≥ 3 ∣ C(`−1)) ≤ 2e−4κ
∣S(v)∣
κ

Notice that in the previous inequality the condition
C(` − 1) does not change the assumptions of Hoeffding’s
inequality. We can bound Pr(¬C(`) ∣ C(` − 1)) by taking the union bound over all vertices v and all possible
subsets P ⊆ V` :
Pr(∃v ∈ V` ∃P ⊆ V` ∣
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∣L(v) ∖ ⋃u∈P L(u)∣
−
∣L(v)∣

n2n ⋅ 2e−4κ ≤ e4n ⋅ e−4κ ≤ e2nm ⋅ e−4κ ≤ e−2κ .

We conclude that, at level `, the probability Pr(C(`) ∣
C(`−1)) ≥ 1−e−2κ . Hence, we obtain the following lower
bound for the upper level m:
Pr(C(m)) = Pr( ⋀ C(`))
m

`=0

m

`−1

`=1
m

`′ =0

= ∏ Pr(C(`) ∣ ⋀ C(`′ ))
= ∏ Pr(C(`) ∣ C(` − 1))
`=1
m

≥ ∏(1 − e−2κ ) = (1 − e−2κ )m .
`=1

Moreover, it is possible to prove that (1 − e−2κ )m ≥
1 − e−κ . Therefore, putting everything together, we obtain the desired lower bound for the probability that
condition C(m) holds.
Proposition 2.7. The probability that E(m) holds is
bounded below by 1 − e−κ .

3.

COUNTING IN SUCCINCT LABELED
DAGS

In this section, we go one step further in abstraction
by considering succinct labeled DAGs. Intuitively, we
can generalize the idea of labeled DAGs by using edges
of the form (u, r, v), where r defines a set of labels succinctly encoded in some representation. Then we can
extend the counting problem #LDAG to succinct labeled DAGs. Interestingly, this problem is the key algorithmic step to provide efficient approximation algorithms for counting problems related to tree automata
and conjunctive queries, among other applications. In
what follows, we define our notion of succinct representation, extend labeled DAGs to its succinct version, and
then present our results for the extension of #LDAG
to succinct labeled DAGs.
As in the previous section, fix a finite alphabet Σ
containing at least two elements. Then a succinct setrepresentation schema (or succinct set for short) is composed by a (possible infinite) infinite set of representations R. For technical reasons, we assume the existence
of a size function ∣ ⋅ ∣ such that for every r ∈ R, the
number ∣r∣ represents the size (e.g., number of bits) to
store r in the underlying computational model (e.g., the
RAM model). We use each r ∈ R to represent a set of
strings over Σ, so we consider a function set such that
set(r) ⊆ Σ∗ . Here, each string w ∈ set(r) must be of
polynomial size with respect to r, that is, there exists a
polynomial g such that ∣w∣ ≤ g(∣r∣) for every r ∈ R and
w ∈ set(r) (where ∣w∣ is the usual length of a string).
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Furthermore, the number of strings represented by r
must be at most exponential in the size of r, that is,
there exists a polynomial h such that ∣ set(r)∣ ≤ 2h(∣r∣)
for every r ∈ R. The last assumption is to ensure that
the number of bits to encode the number ∣ set(r)∣ will be
at most polynomial in ∣r∣. Finally, we assume that there
exist polynomial-time algorithms for some key problems
to handle the representations in R. More precisely, we
first assume that membership in each representation
r ∈ R can be solved in polynomial time; that is, we
suppose that there exists an algorithm M that, given
w ∈ Σ∗ and r ∈ R, verifies whether w ∈ set(r) in polynomial time on ∣w∣ and ∣r∣. Second, we assume that the
number of strings in each representation r ∈ R can be
efficiently approximated; that is, we suppose that there
exists an algorithm C that, given r ∈ R and ε ∈ (0, 1),
outputs an ε-approximation of ∣ set(r)∣ in polynomialtime on ∣r∣ and 1ε . Finally, we assume that the strings
of each r ∈ R can be almost-uniformly generated; that
is, we suppose that there exist an algorithm U that,
given r ∈ R and ε ∈ (0, 1), outputs an ε-uniform sam1
ple from set(r) (i.e., with probability (1 ± ε) ∣ set(r)∣
) in
1
polynomial-time on ∣r∣ and ε . In summary, a succinct
set S is a tuple
S = (R, ∣ ⋅ ∣, set, M, C, U )

satisfying all the aforementioned properties.
Assuming that the underlying alphabet Σ = {0, 1}, a
simple example of a succinct set is given by the propositional formulas in DNF. In particular, a string w ∈
{0, 1}∗ represents a truth assignment, and each representation α ∈ R is a formula in DNF (encoded as a
string over the alphabet {0, 1}). The size ∣α∣ of a propositional formula α is defined as the length of the string
encoding it. Moreover, set(α) is defined as the set of
all truth assignments that satisfy α. In particular, if
α mentions n propositional variables, then set(α) is a
subset of {w ∈ Σ∗ ∣ ∣w∣ = n}. Moreover, given that
#DNF admits a fully polynomial-time randomized approximation scheme [19], it is possible to verify that the
propositional formulas in DNF satisfy all the properties
of a succinct set; in particular, there exist polynomialtime algorithms for approximate counting and uniform
generation of truth assignments satisfying a formula
in DNF.
From now on, assume that S = (R, ∣ ⋅ ∣, set, M, C, U )
is a fixed succinct set such that, for every a ∈ Σ, there
exists r ∈ R satisfying that set(r) = {a} (later we will
explain why this technical condition is needed). The notion of succinct set is introduced to have a succinct way
to represent the alphabet of a labeled DAG and the language associated to each of its vertices. Formally, a succinct labeled DAG is a tuple D = (V, E) such that V is a
finite set of vertices, E ⊆ V ×R×V is a finite set of edges
labeled by representations from S, and the directed
SIGMOD Record, September 2022 (Vol. 51, No. 3)

graph G = (V, {(u, v) ∣ ∃r ∶ (u, r, v) ∈ E}) is acyclic. The
size of D is defined as ∣D∣ = ∣V ∣ + ∑(u,r,v)∈E ∣r∣. Moreover, each vertex u of D defines a language, denoted by
LD (u), over the alphabet
⋃

(u,r,v)∈E

set(r).

Formally, if u is a sink vertex, then LD (u) = {λ} (recall that λ is the empty string); otherwise, LD (u) is
recursively defined as:
LD (u) =

⋃

(u,r,v)∈E

set(r) ⋅ LD (v).

Notice that the previous definition is based on the definition of the language associated to a node of a (nonsuccinct) labeled DAG. However, there are some differences between these definitions. First, each edge
(u, r, v) from D succinctly encodes a set set(r) that
can contain an exponential number of possible symbols. Second, the elements of each set set(r) cannot
be directly accessed; for instance, there may not be an
algorithm that can enumerate the elements of set(r)
with a polynomial-time delay between two output elements. Instead, we only know that three problems can
be solved efficiently for these sets: checking whether an
element belongs to set(r), generating almost-uniformly
at random an element from set(r), and approximating
the size of set(r).
In this work, we are interested in the following counting problem for succinct labeled DAGs.
Problem:
Input:
Output:

#SuccLDAG
A succinct labeled DAG D and a vertex u of S
∣LD (u)∣

Recall that for every a ∈ Σ, there exists ra ∈ R such that
set(ra ) = {a}. Given this condition, we know that an
input (D, u) of the counting problem #LDAG can be
viewed as an input of #SuccLDAG just by replacing
each edge (v, a, v ′ ) by (v, ra , v ′ ). Hence, we have that
#SuccLDAG is a generalization of #LDAG, from
which it is possible to conclude that #SuccLDAG is
a #P-complete problem (the proof of the membership
of #SuccLDAG in #P is left as an exercise for the
reader). Interestingly, as for the case of #LDAG, it is
possible to obtain an efficient approximation algorithm
for #SuccLDAG.
Theorem 3.1. #SuccLDAG admits an FPRAS.
In the rest of this section, we give an overview of the
main difficulties of #SuccLDAG, compared to the case
of (non-succinct) labeled DAGs. Given a succinct labeled DAG D = (V, E), we can proceed as in Section 2
to compute an estimate for ∣LD (u)∣. Namely, for each
vertex v ∈ V such that level(v) = ` (recall the definition
of level(v) from Section 2), we can store a number N (v)
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and a set S(v) ⊆ LD (v) such that, N (v) is a (1 ± κ−2 )` approximation of ∣LD (v)∣ and S(v) is a uniform sample
from LD (v) of polynomial size. Given the estimates of
level ` − 1, obtaining N (v) for vertices of level ` will
be similar than for labeled DAGs. Instead, the central
challenge is to design a polynomial time algorithm to
sample from the set LD (v), allowing the construction
of S(v).
To understand the main challenge for sampling from
LD (v), we can try to proceed as in Section 2. Given a
set of vertices P ⊆ V , define LD (P ) = ⋃v∈P LD (v) and:
set(P ) =

⋃

r ∶ ∃v∃v ′ ∶ (v∈P ∧ (v,r,v ′ )∈E)

set(r).

In other words, set(P ) are all the first symbols of strings
in LD (P ). Then, starting from a vertex v, we can sample one symbol at a time, building a sequence of strings
w1 , . . . , wk , where wi = wi−1 ⋅ bi and bi is the next symbol. This strategy gives the sequence of sets P0 , . . . , Pk
where P0 = {v}, and Pi+1 is defined from Pi and the
next symbol b ∈ set(Pi ). Specifically, for each symbol
b ∈ set(Pi ), define the set of vertices:
Pi,b = {u ∣ ∃u′ ∈ Pi−1 ∶ (u′ , r, u) ∈ E ∧ b ∈ set(r)}.

Then we can choose b with probability (approximately)
∣LD (Pi,b )∣/∣LD (Pi )∣, and continue with the recursion
with the set Pi+1 = Pi,b .
But there is a fundamental problem with this approach in the succinct case: the set of possible symbols
set(Pi ) is of exponential size with respect to D. Hence,
we cannot estimate ∣L(Pi,b )∣ for each b ∈ set(Pi ). Instead, our approach will be to approximate the behavior of the above “idealistic” algorithm that estimates all
these sizes, by sampling from set(Pi ) without explicitly
estimating the sampling probabilities. Namely, we can
sample a string w ∈ LD (P ) for a set P ⊆ V , by sampling
the next symbol from a “proxy” distribution which is
close to the true distribution over set(P ), where each b
is chosen with probability ∣LD (Pb )∣/∣LD (P )∣. For building this proxy distribution, we exploit the membership
algorithm M , the approximate counting algorithm C,
and the almost-uniform sampling algorithm from succinct set S. The reader is refer to [5] for the technical details of our sampling algorithm to build S(v)
from LD (v).

4. APPLICATIONS OF OUR RESULTS

For the last part of this paper, we present applications
of the results in Sections 2 and 3 to automata theory,
graph databases, and conjunctive query evaluation.

4.1

Automata theory

Given a non-deterministic finite automaton (NFA) A
over an alphabet Σ, let L(A) be the set of strings in
Σ∗ that are accepted by A. Then the following is a
14
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(a) Σ-tree t

q1
q0

q1

q1

(b) Run of T over t

Figure 5: Execution of a tree automaton T with alphabet Σ = {a, b}, initial state q0 , and transitions (q1 , a),
(q0 , a, q0 , q1 ), (q0 , a, q1 , q0 ) and (q0 , b, q1 , q1 ).
fundamental counting problem for automata.
Problem:
Input:
Output:

#NFA
An NFA A and a natural number n
(given in unary)
∣{w ∈ L(A) ∣ ∣w∣ = n}∣

The problem #NFA is known to be #P-complete, so
this problem is not expected to be solvable in polynomial time. However, as a corollary of the results in Section 2, it is possible to obtain an efficient approximation
algorithm for this problem.
Proposition 4.1. #NFA admits an FPRAS.
The extension of finite automata to trees has proved
to be very useful in many database applications [22,
25]. Such an extension is defined as follows. Given
an alphabet Σ, a Σ-tree is recursively defined as follows. Each symbol a ∈ Σ is a Σ-tree. If t1 and t2 are
Σ-trees and a ∈ Σ, then a(t1 , t2 ) is a Σ-tree. For example, a(b(a, a(b, b)), a) is a tree over the alphabet {a, b},
which can be depicted as shown in Figure 5a. Moreover,
the number of nodes of a Σ-tree t, denoted by ∣t∣, is recursively defined as: ∣a∣ = 1 and ∣a(t1 , t2 )∣ = 1 + ∣t1 ∣ + ∣t2 ∣,
for each a ∈ Σ. For example, for the tree t shown in
Figure 5a, it holds that ∣t∣ = 7.
A (top-down) tree automaton T over an alphabet Σ
is a tuple (Q, Σ, ∆, q0 ) such that Q is a finite set of
states, ∆ ⊆ (Q × Σ) ∪ (Q × Σ × Q × Q) is the transition
relation, and q0 ∈ Q is the initial state. Given a Σtree t, a run of T over t is a Q-tree ρ satisfying the
following conditions. Given q ∈ Q, denote by Tq the
tree automaton obtained from T by putting q as the
initial state, that is, Tq = (Q, Σ, ∆, q). If t = a, where
a ∈ Σ, then ρ must be the Q-tree q0 and (q0 , a) must be
a tuple in ∆. Moreover, if t = a(t1 , t2 ), where a ∈ Σ and
t1 , t2 are Σ-trees, then ρ must be a Q-tree of the form
q0 (ρ1 , ρ2 ), where (q0 , a, q1 , q2 ) ∈ ∆ for some q1 , q2 ∈ Q,
ρ1 is a run of Tq1 over t1 , and ρ2 is a run of Tq2 over t2 .
For example, Figure 5b shows a run of a tree automaton.
A Σ-tree t is accepted by tree automaton T if there
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Figure 6: A graph database, and two paths π1 and π2
in it.
exists a run of T over t. The set of all Σ-trees accepted
by T is denoted by L(T ).
As for the case of automata over strings, the following
is a fundamental counting problem for tree automata.
Problem:
Input:
Output:

#TA
A tree automaton T and a natural
number n (given in unary)
∣{t ∈ L(T ) ∣ ∣t∣ = n}∣

It is straightforward to prove that #TA is in #P. Then
from the #P-hardness of #NFA, it is possible to conclude that #TA is a #P-complete problem, so #TA is
not expected to be solvable in polynomial time. However, as a corollary of the results in Section 3, it is possible to obtain an efficient approximation algorithm for
this problem.
Proposition 4.2. #TA admits an FPRAS.
For the sake of presentation, #TA is defined in this
section for binary trees where each node has either no
children or two children. However, the previous result
can be extended to ranked trees, where each node can
have at most k children for a natural number k.

4.2

Graph databases

Given a set Σ of labels, a graph database G is a
pair (V, E) where V is a set of vertices and E ⊆ V ×
Σ × V is a set of labeled edges. For example, Figure 6
shows a graph database storing data about people and
their relationships; in particular, the set of labels for
this graph database is {friend, knows}, so that a triple
(a, friend, b) indicates that a and b are friends, while a
triple (a, knows, b) indicates that a knows b.
Path queries are a fundamental way to retrieve information from graph databases [2, 11]. In its simplest
form, a path query Q over a graph database G = (V, E)
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is a triple (a, r, b), where a, b ∈ V and r is a regular
expression over the set Σ of edge labels for G. An
answer to Q over G is a path from a to b whose labels conform to r. Formally, such a path is a sequence
π = v0 , p1 , v1 , p2 , . . . , pn , vn of vertices and labels such
that (vi , pi+1 , vi+1 ) ∈ E, a = v0 and b = vn . Moreover, π is said to conform to r if the string p1 p2 ⋯ pn
is in the regular language defined by r. For example, Q1 = (Zara, friend∗ , Paul) is a path query over the
graph database in Figure 6, for which the paths π1 and
π2 shown in the same figure are answers. Thus, an
answer to Q1 over the graph database shown in Figure 6 is a path of friends from Zara to Paul. The set
of answers of a path query Q over a graph database
G is denoted by Q(G). Clearly, Q(G) can be an infinite set, as paths can contain cycles, so there can be
an infinite number of them in a graph. For this reason, the length of the paths to be retrieved must also
be specified when posing a path query; the length of a
path π = v0 , p1 , . . . , pn , vn , denoted by ∣π∣, is defined
as n. Hence, in the most classical view of the query
answering problem in graph databases, a query is either a pair (Q, n) or a pair (Q, shortest) [9], where Q
is a path query, n a natural number and shortest is a
reserved keyword. Given a graph database G, a path π
is an answer to (Q, n) over G if π ∈ Q(G) and ∣π∣ = n.
Moreover, a path π is an answer to (Q, shortest) over
G if π ∈ Q(G) and ∣π∣ = `, where ` = minπ′ ∈Q(G) ∣π ′ ∣. For
example, assuming that Q1 = (Zara, friend∗ , Paul) and
G is the graph database shown in Figure 6, the path π2
in the same figure is an answer to (Q1 , 4) over G, given
that ∣π2 ∣ = 4. However, π2 is not an answer to the query
(Q1 , shortest) over G since minπ∈Q1 (G) ∣π∣ = 2. On the
other hand, π1 is an answer to (Q1 , shortest) over G.
In the case of graph databases and path queries, the
following are the fundamental counting query answers
problems to be solved:
Problem:
Input:

Output:
Problem:
Input:
Output:

#PathGD
A graph database G, a path query
Q and a natural number n (given
in unary)
∣{π ∈ Q(G) ∣ ∣π∣ = n}∣

#ShortestPathGD
A graph database G and a path
query Q
∣{π ∈ Q(G) ∣ ∣π∣ = `}∣, where ` =
minπ∈Q(G) ∣π∣

It is possible to prove that both problems #PathGD
and #ShortestPathGD are #P-complete [3, 21], so
they are not expected to be solvable in polynomial time.
However, by using the results of Section 2, it is possible
to prove that both problems admit efficiently approximations.
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Proposition 4.3. Both
#PathGD
#ShortestPathGD admit an FPRAS.

4.3

and

Acyclic conjunctive queries

Conjunctives queries (CQs) are expressions of the
form Q(x̄) ← R1 (ȳ1 ), . . . , Rn (ȳn ) where each Ri is a
relational symbol, each ȳi is a tuple of variables, and x̄
is a tuple of output variables with x̄ ⊆ ȳ1 ∪ ⋯ ∪ ȳn . Conjunctive queries are the most common class of queries
used in database systems, so the computational complexity of the tasks related to their evaluation is a fundamental object of study. Given as input a database
instance D and a conjunctive query Q(x̄), the query
evaluation problem is defined as the problem of computing Q(D) ∶= {ā ∣ D ⊧ Q(ā)}. Namely, Q(D) is the
set of answers ā to Q over D, where ā is an assignment
of the variables x̄ which agrees with the relations Ri .
The corresponding query decision problem is to verify
whether or not Q(D) is empty. It is well known that
even the query decision problem is NP-complete for conjunctive queries [6]. Thus, a major focus of research in
the area has been to find tractable special cases [29, 7,
13, 15, 14, 10, 12].
Beginning with the work in [29], a fruitful line of research for finding tractable cases for CQs has been to
study the degree of acyclicity of a CQ. In particular,
the treewidth tw(Q) of Q [7, 15], and more generally
the hypertree width hw(Q) of Q [14], are two primary
measurements of the degree of acyclicity. A class C of
conjunctive queries has bounded treewidth (hypertree
width) if tw(Q) ≤ k (hw(Q) ≤ k) for every Q ∈ C, for
a fixed constant k. It is known that the query decision
problem can be solved in polynomial time for every class
C of CQs with bounded treewidth [7, 15] or bounded hypertree width [14].
In addition to evaluation, counting the number of answers to a conjunctive query is a fundamental problem,
in particular because the optimization process of a relational query engine requires, as input, an estimate of
the number of answers to a query (without evaluating
it). Unfortunately, counting the number of answer of
a conjunctive query is more challenging than evaluating it. Specifically, given as input a conjunctive query
Q and database D, computing ∣Q(D)∣ is #P-complete
even when hw(Q) = 1 [23], that is, for so called acyclic
CQs [29]. However, these facts do not preclude the existence of efficient approximation algorithms for classes
of CQs with a bounded degree of acyclicity. In fact, we
show in this article how the results in Section 4.1 can
be used to construct a fully polynomial-time randomized approximation scheme for every class of CQs with
bounded hypertree width. Since hw(Q) ≤ tw(Q) for every CQ Q [14], this result also includes every class of
CQs with bounded treewidth. Specifically, consider the
following family of counting problems.
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Problem:
Input:
Output:

#k-HW
A CQ Q such that hw(Q) ≤ k and a
database D
∣Q(D)∣

Then it is possible to prove that:

Proposition 4.4. The problem #k-HW admits an
FPRAS for every k ≥ 1.

Recall that in Proposition 4.2, we show that the problem #TA admits an FPRAS. In what follows, we give
a high-level overview of a reduction to #TA from the
counting problem for the class of acyclic conjunctive
queries, that is, from the class of CQs Q such that
hw(Q) = 1. This reduction can be properly formalized, and it can be extended to each problem #k-HW,
so to conclude from Proposition 4.2 that each problem
#k-HW admits an FPRAS.
Consider a CQ Q1 (x) ← G(x), E(x, y), E(x, z), C(y),
M(z). This query is said to be acyclic because it can
be encoded by a join tree, that is, by a tree t where
each node is labeled by the relations occurring in the
query, and which satisfies that each variable in the query
induces a connected subtree of t [29]. In particular,
a join tree for Q1 (x) is depicted in Figure 7a, where
the connected subtree induced by variable x is marked
in red. An acyclic conjunctive query Q can be efficiently evaluated by using a join tree t encoding it [29];
in fact, a tree witnessing the fact that ā ∈ Q(D) can
be constructed in polynomial time. For example, if
D1 = {G(a), G(b), E(a, c1 ), E(b, c1 ), E(b, c2 ), E(b, c3 ),
C(c1 ), C(c2 ), M(c3 )}, then b is an answer to Q1 over
D1 , which is witnessed by the two trees shown in Figure 7b. Notice that the assignments to variable y that
distinguish these two trees are marked in blue.
As shown in Figure 7b, there is no one-to-one correspondence between the answers to an acyclic CQ and
their witness trees, so #1-HW cannot be directly solved
by counting such trees. However, we observe that in a
witness tree t, if only output variables are given actual
values and non-output variables are assigned an anonymous symbol ⋆, then there will be a one-to-one correspondence between answers to a query and witnesses.
Such structures are denoted as anonymous trees, an example of which is given in Figure 7c. But how can we
specify when an anonymous tree is valid? For example,
if t′ is the anonymous tree obtained by replacing b by a
in Figure 7c, then t′ is not a valid anonymous tree, because a is not an answer to Q1 over D1 . At this point,
tree automata come to the rescue, as they can be used
to specify the validity of such anonymous trees. In this
way, #1-HW can be reduced to #TA.
Proposition 4.4 can be extended to the case of unions
of conjunctive queries with a bounded degree of acyclicity. More precisely, a union of CQs (UCQ) is an expression of the form Q(x̄) ← Q1 (x̄)∨⋯∨Qm (x̄), where each
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Figure 7: Join, witness, and anonymous trees for a CQ.
Qi (x̄) is a conjunctive query, and the same tuple x̄ of
output variables is used in the CQs Q1 (x̄), . . ., Qm (x̄).
The set of answers of Q over a database D, denoted by
Q(D), is defined as Q(D) = ⋃m
i=1 Qi (D). Concerning
to our investigation, we are interested in the following
family of counting problem for unions of CQs.
Problem:
Input:

Output:

#k-UHW
A database D and a union of CQs
Q(x̄) ← Q1 (x̄) ∨ ⋯ ∨ Qm (x̄) such that
hw(Qi ) ≤ k for all i ∈ {1, . . . , m}
∣Q(D)∣

As expected, #k-UHW is #P-complete [23] for every
k ≥ 1. However, #1-UHW remains #P-hard even if we
focus on the case of UCQs without existentially quantified variables, as opposed to the case of CQs where
#1-HW can be solved in polynomial time if existential
quantifiers are not allowed [23]. Nevertheless, by using
Proposition 4.4, it is possible to provide the following
positive result.
Proposition 4.5. The problem #k-UHW admits an
FPRAS for every k ≥ 1.

5.
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ABSTRACT
Data is becoming an indispensable production factor for
the modern economy, matching or exceeding in importance traditional factors such as land, infrastructure, labor and capital. As part of this, a wide range of applications in different sectors require huge amounts of
information to feed machine learning models and algorithms responsible for critical roles in production chains
and business processes. A variety of data trading entities including, but not limited to data marketplaces, have
thus appeared in order to satisfy and match the offer
with the demand for data. In this paper, we present the
results and conclusions from a comprehensive survey
covering 190 commercial data trading entities, the types
of data that their trade, as well as their business models and the technologies that they rely upon. We also
point to promising open research questions in the areas
of data marketplace federation, pricing, and data ownership protection that could benefit the growing ecosystem
of data trading entities that we have surveyed.

1.

INTRODUCTION

As digitalization progresses, machines are increasingly playing a leading role in data value chains that begin with the collection of data through probes and sensors and terminate with their “consumption” by machine
learning (ML) models involved in services provided to
end users. In fact, the global amount of data created
annually is expected to grow by 530% from 2018 to
2025, of which at least 30% will come from machineto-machine communications [57]. This influx of new
and existing data is thus accelerating the data economy,
which is estimated to reach US$2.5 trillion globally by
2025 [36]. Regardless of whether “data” is a commodity
like oil, capital, an asset, or similar to labor [6], it is undoubtedly becoming a cornerstone of modern economies.
A number of open directories exist on the web for
listing data trading entities (DTE) [56, 20, 24]. Such
directories loosely tag as ‘data marketplace’ heterogeneous entities with hugely different objectives, focus,
customers, and business models. The term ‘business
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model’ has been defined in various ways in the literature [52]. For the purpose of our work, we will refer
to a company’s business model as the description of its
value proposition within the value chain for data, the
processes and activities it covers, the inputs it requires
and the outputs it provides to the market, as well as the
relationships it maintains with its peers [18].
For example, traditional data providers have been collecting, enriching, and curating public and private information from different sources and silos for years, building successful business models mainly in the areas of
marketing (Acxiom, Experian, etc), financial, and business intelligence (Bloomberg, Thomson Reuters, etc.).
More recently, data marketplaces (DMs), i.e., two-sided
platforms for matching data sellers and data buyers and
mediating in data exchanges and transactions, have also
arrived on the scene [60].
First-generation general-purpose DMs are being complemented by niche DMs that target specific industries
(e.g., Caruso for the connected car, Veracity for energy
and transportation), and cover data sourcing for specific
innovative purposes, such as trading IoT real-time sensor data (e.g., IOTA, Terbine), or feeding ML algorithms
(e.g., Mechanical Turk, DefinedCrowd). Additionally,
some leading data-management systems (e.g., Cognite,
Snowflake) and niche digital solutions (e.g., Openprise,
Carto, LiveRamp) are integrating secure data exchange
features and capabilities to their existing products with
the aim of breaking data silos [28].
Aided by recent legislative developments, including
the General Data Protection Regulation in the EU or the
California Consumer Privacy Act [25, 48], Personal Information Management Systems (PIMS) have appeared
with the purpose to empower individuals to take back
control of their personal information currently being collected by Internet service providers, with little or no consent. Some of them have also implemented functions for
helping users monetize their personal data [63].
Purpose of this paper: The complex ecosystem of data
trading entities combined with the inherently complex
nature of data as an asset, which is freely replicable and
SIGMOD Record, September 2022 (Vol. 51, No. 3)

(a) Entities by country

(b) Entities by year of foundation

(c) Entities by nº employees

Figure 1: Summary of entities included in the survey
non-perishable, serves a wide range of uses, and holds
an inherently combinatorial and aprioristically unknown
value that depends on the buyer and the use case [47, 1],
limits our ability to understand this evolving ecosystem
and contribute, from the research point of view, to its
evolution. Therefore, in this paper we strive to present
a comprehensive survey covering commercial data trading entities, and the wide spectrum of data types, business models, and technologies that they encompass. We
have developed a taxonomy system summarized in Table 1 for the more than 100 DTEs listed in Table 2. This
analysis points to a number of open challenges that we
believe should attract the attention of the research community, including issues of pricing, federation of different marketplaces, and data ownership protection.
The remainder of the paper is structured as follows.
Section 2 presents the scope of the survey, and characterizes a catalog of business models that we compiled
during our study. Section 3 provides more detail on crucial results of our survey regarding how different entities trade and exchange data on the Internet. Section 4
presents a number of state-of-the-art novel related proposals coming from the research community. Section 5
summarizes a series of key challenges that we identified while surveying the area and points to promising
research directions. Finally, Sect. 6 summarizes the key
takeaways from our analysis and presents some further
trends in this fast changing ecosystem.

2.
2.1

BUSINESS MODEL TAXONOMY
The ecosystem of data trading

We initially checked more than 190 companies offering data products on the Internet. After a brief initial
review, we selected 104 of them to analyze in detail
(final list available in Table 2). We discarded concept
projects, online advertising platforms, and Internet service providers not specifically offering data products.
The final set includes companies of different sizes
from 23 countries, as Fig. 1 shows. We collected inforSIGMOD Record, September 2022 (Vol. 51, No. 3)

mation published by these companies on their web-sites
to better understand their business models. For example,
we investigated the data that they trade, how they collect
and manage it, whom they sell it to, exactly what they
provide to customers, and how they deliver and price
their services. Furthermore, we collected information
about when these companies were founded (almost 50%
of them in the last five years) and how many employees
they have (40% of them have fewer than 20 employees).
Most companies in our sample are either scaling their
customer base (29) or are in commercial development
stage (61). In addition, we have included developing
companies working in new innovative concepts around
IoT, personal and ML data, or integrating blockchain in
decentralized architectures (e.g., DataBroker/Settlemint
and Dataeum). Finally, we chose not to include any
open data providers and repositories, but instead focus
only on commercial entities offering paid data products.

2.2

Data trading entities by customer segment

First, we found that the business models of data trading entities heavily depend on who they consider their
customers to be, which in turn depends on which side of
the chain they approach data trading from. Data management systems (DMSs) focus on managing the information an enterprise or individual owns. Conversely,
traditional data providers (DPs) focus on consumers of
data, and conceal data owners and often even their partners when selling their products. Whereas the former
approached data trading in order to allow secure data
exchanges within an organization or to authorize third
parties, the latter implemented data trading platforms
to complement their existing products or services with
those of third parties. In addition, data marketplaces
(DMs) were conceived from the beginning as two-sided
platforms dealing both with buyers and sellers.
Within the scope of the survey, we included 41 DMs
and 25 DMSs. As far as DPs are concearned, they often provide their products in commercial DMs, and we
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Table 1: Summary of business models
Concept (Sect.)
Data exchange (2.3)
Scope (3.1)
Type of data (3.1)
Roles / Players interacting
(2.3)
Gets data from (2.3)
Provides buyers with (2.3)

Data Trading Entities (DTE)
Providers
DP/SP
Public, semi-private, private
Focused
Any

PMP
Private

Specific data to be used
within their service / platform
Partners, Customers

Internet,
self-generated,
partners, users
API, datasets

Owners get access through
(2.3)
Buyers get data through
(2.3)
Access pricing for buyers
(2.3)
Access pricing for sellers
(2.3)
Data pricing schemes (3.2)

Partnership

Data price set by (3.3)
Payment (3.4)
Platform type (3.5)

Platform
Fiat currency
Centralized

Web-services, APIs
Subscription, pay for data
Partnership (when applicable)
Fixed one-off, subscription,
customized, volume-based

Data Marketplaces (DM)
General-purpose DM
Public / Semi-private
Diversified
Any

Data providers

API, access to data through
the system
Partnership, the service platform
Web-service, the service
platform
Included in the main platform
Partnership, time subscription
Subscription,
domainspecific (e.g., cost per click,
cost per 1,000 impressions,
...)
Platform, buyers

API, datasets

Data
providers,
enriched

self-

Web-services
Web-services

Web-services, APIs

Data exchanged within the
system

Personal data

Owner, requester

Users, data Providers, buyers
Users, Data providers

Data providers
API, Access to data through
the system
Data Management platform

API, Key to decrypt data

Data Management platform

Web-services, APIs, compatible systems
Pay for data

Mobile App Web services

Predominantly free. Some freemium, subscription and
data delivery charges
Predominantly free. Some freemium subscription, and
revenue-share charges
Fixed one-off, subscription
Customized, volume/usageand customized
based, fixed one-off

Add-on to the data management Platform
Subscription to the platform
Open

Open, bid by buyer

Platform, providers

Open
Open
Centralized

Users, Platform
Token, fiat currency
Decentralized

Fiat currency, token
Centralized or decentralized

Data trading business models

In this section we dive deeper into the different business models and their variations. Interestingly, we find
that some PIMSs and DMs only implement partial data
trading functionality. Such enablers provide a range of
solutions that includes, for example, anonymizing personal information (AirCloak), providing an anonymized
homogeneous identity to buyers (Datavant), facilitating
secure exchanges (Cybernetica), or empowering individuals to exert their rights on the information that data
providers hold about them (Saymine). When it comes to
charging and billing, enablers usually charge for transactions (e.g., calls to the API, volume of data processed,
etc.). Even though some enablers focus on specific types
of data (e.g., IoT-related, data for ML models, personal
data), or industries (e.g., health), we do spot generalpurpose enablers as well (e.g., those providing secure
data exchange of distributed data).
With regards to entities providing full-fledged sellerto-buyer solutions, Table 1 summarizes their main characteristics (in rows, along with the section the topic is
dealt with in the paper) and the differences between their
business models we identified (in columns), which we
further explain in the next sub-sections.
Data Providers. We consider two types. Data Providers
(DPs, aka vendors [60]) are entities which provide data
as a product, be they raw or enriched data, access to
information through a graphical user interface, or information contained in reports to third parties. They usu20

Focused
Industry or type-specific

Sellers, buyers

Partners, Data providers

managed to list 2,015 of them selling their products in a
sample of nine public or semi-private DMs. Hence they
are by far the most frequent business model. Since the
way they operate is often similar, we took a diversified
sample of 38 to understand how they deliver data and
how they price their services or products.

2.3

Data Management Systems (DMSs)
Embedded DM
PIMS
Private
Public / Semi-private

Niche DM

Free

ally combine data from different sources (e.g., from the
public Internet, from partners, or from other providers)
to enrich their products and add value to their offer.
Service Providers (SPs) are entities providing digital
services to end-customers, be they individuals or enterprises, based on data they own, or on that which they
collect from the Internet, or acquire from third parties.
Examples of them are Clearview.ai, a company that provides identity data based on pictures of people publicly
available on the Internet, or Factual, which offer marketing insights based on the movement of people. The
boundaries between data and service providers are often blurry: are not personal identifications provided by
Clearview.ai or insights by Factual data in the end?
From our point of view, supply side platforms and demand side platforms are SPs in the online marketing industry. The former allow publishers and digital media
owners to manage and sell their ad spaces, whereas the
latter allow advertisers to buy such advertising space, often by means of real-time automated auctions. Also in
online marketing, data management platforms (DMPs)
refer to audience data management systems that allow
advertisers to enrich their audience data with that provided by the DMP. Some marketing-related SPs (Liveramp, Lotame, Openprise, among others) are integrating
private marketplaces (PMPs) into their platforms to allow secure exchanges, monetization, trading and integration of audience data from trusted partners (among
them the so-called data brokers) within the platform.
Such marketplaces are frequently an add-on to DMP
subscriptions accessible by their users only.
Despite the fact that the term PMP often refers to data
trading platforms operated by marketing-related service
providers, similar business models have also flourished
in trading geo-located data (Carto, Here), business tech-
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nographic data (Crunchbase), and financial data (Factset, Quandl, Refinitive). They all provide their users
with a marketplace to enrich their data with relevant
second-party and third-party data. As opposed to public or semi-private DMs, data exchange in PMPs is a
private functionality of data and service providers that
complements their main value proposition, and hence is
only accessible by their customers on the buy side, or
authorized data partners on the sell side.
Interestingly, as well as commercializing their services directly through their websites, DPs and SPs also
use intermediaries to advertise their services, provide
access to free samples of data, or offer specific data
products. We found that 45% of data brokers (like Experian, Acxiom or Gravy Analytics) that offer their products through marketing-related PMPs (e.g., Liveramp,
TheTradeDesk or LOTAME) commercialize their products in other DMs such as AWS or DataRade, too. This
is also the case with providers such as RepRisk, Equifax
or Arabesque S-Ray, which make use of specialized financial PMPs.
Data Marketplaces. DMs are mediation platforms that
put providers in touch with potential buyers, and manage data exchanges between them. Such exchanges usually involve some kind of economic transaction, as well,
either through payments in fiat currency or in a cryptocurrency often created and controlled by the platform.
DMs are either public - i.e., open to any data seller or
buyer - or semi-private, meaning any seller or buyer is
subject to the approval of the platform in order to be allowed to trade data. Furthermore, DMs often deal with
data categorization, curation and management of metadata to help buyers discover relevant data products.
Whereas general-purpose DMs like AWS, Advaneo
or DataRade trade any type of data, niche DMs are focused on certain industries (martech, automotive, energy) and on certain types of data (spatio-temporal data,
or that coming from IoT sensors). By analyzing the date
of foundation, we spotted a clear trend towards real-time
data streaming marketplaces to harness the potential of
IoT (e.g., IOTA, Terbine), and those specialized in training ML models (e.g., Skychain, Ocean Protocol), both
very active lines of scientific research (see Sect. 4).
The large number of identified marketplaces, each one
having proprietary on-boarding processes, access protocols/APIs and user-interfaces, makes it challenging for
data providers to establish presence in all of them and
thus reach the widest possible audience. The fragmentation of the DM ecosystem calls for establishing interoperability standards that will allow different marketplaces to federate as discussed in Sect. 5 (Challenge 1).
Sellers and buyers are often invited to subscribe for free
to the platform. However, some platforms charge for
freemium subscriptions or charge IaaS-like fees for deSIGMOD Record, September 2022 (Vol. 51, No. 3)

livering data. A few of them opt for charging sellers according to the money they make through the platform,
either through commissions or revenue sharing.
In addition, buyers oftentimes pay marketplaces for
data. Both the data seller and the platform are in charge
of setting the prices for data products - in most cases
one-off charges for downloading or gaining access to
datasets, or periodic subscriptions to data feeds in general-purpose DMs. Conversely, niche DMs more frequently resort to volume or usage-based charging for APIs,
and price customization depending on who the buyer is
and on what the purpose of purchasing the data is.
Some DMs build on top of data marketplace enablers
(DMEs). For example, Ocean Protocol provides marketplace functionality for ML data trading, whereas GeoDB
and Decentr are DMs that use Ocean Protocol.
Data Management Systems. On the one hand, enterprise DMSs are increasingly offering add-ons to carry
out secure data exchanges within an organization, and
to enrich its corporate information base by acquiring
data from second or third-party providers. Such embedded DMs - meaning they are built in an already existing
DMS - rarely include full marketplace functionality, but
rather restrict themselves to securing data exchanges,
and to controlling the delivery and access to data assets
within the walled-garden of information under their control of each customer. Some of them charge IaaS-like
fees for delivering data, and a recurring subscription fee
to authorized sellers.
On the other hand, PIMSs look to empower individuals to take control of their personal data, and act as
a single point of control to manage them. They leverage recent data protection laws so as to let users collect personal information controlled by digital service
providers, exercise their erasure or modification rights
as granted by law, manage permissions of mobile apps
to give away their data, manage cookie settings, etc.
In addition, some of them seek their users’ consent
to share their personal information through the platform
with third parties in exchange for a reward. Almost half
of the surveyed PIMSs include marketplace functionalities, and focus on trading personal data for marketing
purposes such as user profiling and ad targeting. Therefore, they leave data subjects (as the owners) and data
providers to negotiate fees for consenting to get access
to their data. This way they become personal data brokers, letting users monetize their data, and controlling
who has access to it and for what purposes.
Recently, health-related PIMSs (Longenesis, HealthWizz, MedicalChain) specialize in managing healthcarerelated information of their users. We found that healthrelated PIMSs often resort to blockchains to provide additional security to such sensitive data, and comply with
a very strong sectorial regulation. However, it is unclear
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(a) Breakdown of entities by data category and business model

(b) Breakdown of products in general-purpose DMs

Figure 2: Data trading entities and the kind of data they trade
whether and how their solutions also protect against data
replication and distribution off the chain.
Finally, survey PIMSs (e.g. Citizen.me, ErnieApp or
People.io) aim to facilitate targeted marketing surveys
among their users, leveraging information about their
profile to offer an accurately targeted audience, and rewarding users for participating in the processes.
As opposed to enterprise DMSs, PIMSs are more decentralized platforms that often leverage the users’ devices to store information, and they are always offered
for free to individuals. Some charge one-off fees, subscription, or data delivery fees to potential data buyers.

3.

QUANTITATIVE INSIGHTS INTO
DATA TRADING

Having characterized qualitatively the business models of DTEs, this section takes a closer quantitative look
into crucial aspects of data trading. In particular, we
tackle questions related to the kind of data being traded
(3.1), pricing schemes (3.2) and responsible parties to
set the prices (3.3), payment methods (3.4), storage and
high-level architectural design principles (3.5), whether
they facilitate buyers testing of data (3.6), and security
issues (3.7).

3.1

What kind of data is being traded?

Figure 2a shows a breakdown of the kind of data being traded by DMSs (in blue), DMs (in orange) and DPs
(in grey). There are notable differences in what kind of
data entities do trade depending on their business model.
• DPs specialize in a market niche, either a specific type
of data or a customer segment. Only one of them (Quexopa) is publicly focusing on collecting and delivering
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data for a certain region (Latin America). Even though
the range of data they deal with is diverse, it turns out
that most providers in our sample are related to marketing, corporate, contact or financial data.
• Within DMSs, PIMSs focus on personal and healthrelated data, whereas business-oriented DMSs are usually designed to trade different types of corporate data.
• With regards to DMs, at least 14 of them are generalpurpose and trade any kind of data, whereas niche DMs
deal with healthcare, automotive, IoT-related, trading or
alternative investment data.
Focusing on general-purpose DMs, we carried out a
deeper analysis, drilling down to the level of data products, to better understand what are the categories of data
most frequently offered in those markets. For that purpose, we gathered public information about almost two
million data products from AWS, DIH, Advaneo, DataRade, Knoema, Snowflake, DAWEX, Carto, Veracity,
Crunchbase and Refinitiv, and matched their category
tags at a high level.
Figure 2b presents the most frequent data categories
of data products in general-purpose DMs. The pie chart
on the left includes free and paid data products, whereas
the one on the right includes only those that are paid
(10,860 products). ‘Marketing’ and ‘Economy and Finance’ fall among the most popular categories for paid
data products. Moreover, the presence of ‘Geography
and Demographics’ and ‘Geospatial’ data marks the importance of geo-located data in the sample, as well.
Other interesting takeaways from this analysis are that
most data products in general-purpose DMs are made
available for free, and that some of them such as DIH,
Advaneo, and Google Cloud Marketplace lack any sigSIGMOD Record, September 2022 (Vol. 51, No. 3)

nificant offer of paid products. We observe that these
free data products are either open data from public repositories, or samples uploaded by data providers.
Surprising though it may seem in the case of entities
whose aim is to make profit, marketplaces like DIH or
Advaneo collect and link open data made available by
authorities or public institutions. They give up on generating revenues from reselling paid data, and they monetize the effort to organize and facilitate the exploitation
of free open data assets in other different ways. For example, some DMs offer free datasets as part of a subscription to the platform (e.g., Carto), whereas others
charge for processing and integrating data within the
platform (e.g., Advaneo, and those managed by cloud
service providers). Such a vast amount of data may also
serve as a ‘hook’ for sellers and buyers, and as a complement to third-party paid data products.
Moreover, we find that some providers are making
use of public marketplaces to upload outdated samples
of their products so that buyers can manipulate them and
get to know how useful the whole data product would
be for their purposes. This practice would indeed be
interesting for DMs, provided it was they who eventually sold the corresponding paid product after the trial.
However, data providers usually refer interested buyers
to their own commercial channels, and the host marketplace merely acts as a showcase for their products.

3.2

How is data being priced?

Figure 3a provides a summary of the most widely
adopted pricing mechanisms. Most pricing schemes are
in line with the current state-of-the-art [54]:
• Most buyers pay a lump-sum as a fixed one-off for a
dataset, or a fixed subscription charge for accessing a
stream or a service for a period of time.
• Customized. Price (and the product) is personalized
depending on who the buyer is and what the data is intended to be used for.
• Open. The platform lets buyers and sellers agree on
the prices, and eventually consent to the data exchange.
This is the preferred approach of enablers that focus
on facilitating data exchanges but do not involve themselves in setting their economic terms.
• Volume-based. Price directly depends on the volume
of information that is downloaded or accessed (e.g., contacts, images), often with volume discounts.
• Bid by buyer. Buyers place bids (e.g., in a PIMS)
that sellers must accept for the transaction to take place.
This avoids sellers deciding on an upfront asking price.
• Usage-based pricing is frequently used for API calls
and offered in tiers. Charges include volume discounts
and depend on the number and type of calls.
In addition, we identify some other interesting mechanisms being used in specific contexts.
SIGMOD Record, September 2022 (Vol. 51, No. 3)

(a) Data pricing mechanisms

(b) Stakeholders setting the prices of data

Figure 3: Data transaction pricing
First, MyDex used to charge transactions using revenue sharing: when a buyer purchased the rights to
access a user’s personal data, the platform claimed its
rights to 4% of the revenues that such a buyer made on
the platform from that individual. Digi.me, a PIMS enabler, also mentions this pricing scheme. Although innovative in terms of pricing data, its feasibility is still to
be proven: would a PIMS be able to control how much
money buyers are making from each user and charge accordingly? None of them are using this scheme now.
Cost per 1,000 impressions, cost per click and percentage of gross media expenses are specific to PMPs
of online advertising platforms (e.g., LiveRamp, Oracle
or Kochava), thanks to their end-to-end control of online
ad campaigns.
Finally, auctions are very popular price setting mechanisms in other fields, and they are widely used in online
advertising where advertisers bid in real time to show
their ads to a user browsing a certain webpage [53].
Nonetheless, they are not so common when selling data,
due to its non-rivalrous nature - meaning selling a piece
data to A does not prevent from selling the same data
to B, hence A and B do not behave as rivals. Even
though some works of research have already defined a
whole family of auctions that artificially creates competition among interested buyers [34, 33], we found only
one enabler (Ocean Protocol) that mentions auctions as
a potential mechanism to set the prices of data products.
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3.3

Who sets the price of data products?

The answer to this question again depends on the business model, as Fig, 3b shows. Whereas providers tightly
control the price of their data or services, PIMSs give
more control to their individual users (the actual data
subjects), and usually let them agree with buyers on
transaction prices. Although DMs usually play an active
role in setting the prices for data products on their platform, they always do it in conjunction with providers. In
fact, some of them (Dawex, Battlefin) charge for advisory services in setting the prices for their data products.
Such advisory services for pricing are empirically provided since developing a more rigorous methodology for
data pricing remains an open challenge as further elaborated in Sect. 5 (Challenge 2).

3.4

How do entities deal with payments?

Whereas data providers have traditionally charged for
their services in fiat money (dollars, euros, etc.), 55% of
surveyed PIMSs and almost 40% of marketplaces are
using cryptocurrencies instead. The benefits they seek
by using this alternative include a higher availability if
compared to going through banks or establishments, an
increased speed of transfers and a greater liquidity. Realtime data exchanges like the ones trading with IoT sensor data are broadly opting for cryptocurrencies when it
comes to liquidate payments.

3.5

How do entities store data products?

PIMSs usually opt for a more decentralized architecture by leveraging data subjects or providers to store
and process users’ data. With some exceptions, they
avoid making copies of personal information, which is
retrieved from the users’ personal data storage, instead.
On the contrary, DPs and DMs have traditionally preferred a centralized information storage architecture.
Figure 4 shows a trend towards decentralization of
the storage of both data products and transactional data.
In fact, distributed ledger technologies (DLTs) are increasingly being used to store transactional or management data related to data trading. Due to the high cost
of storing data in a DLT, it is not yet being considered
as a alternative for storing data for sale, except for specific concept models and developing prototypes related
to healthcare (BurstIQ, MedicalChain), marketing (Datum, already closed) and automotive (AMO), whose feasibility is yet to be proven.

3.6

Can buyers “try” before buying?

Buyers cannot be sure about the true value of a dataset
before they get access to it and, e.g., train a ML algorithm and test its resulting accuracy/performance. This
chicken-and-egg problem, known as Arrow’s information (or disclosure) paradox, often deters potential buy24

Figure 4: Data management architecture in time
ers from actually purchasing data. A big challenge for
the data economy is thus to come up with ways to reduce the uncertainty for buyer [63]. Next we look at
how the different surveyed entities approach this challenge (Challenge 3).
We found that 69% of entities answer this question
on their websites, which reflects this is indeed an important issue for them. They claim to be using one or more
of the following mechanisms: publishing or sending in
advance free samples of data to potential buyers; allowing free access to part of the data (e.g., some fields of a
structured data base); offering a trial period in which to
have access to a data feed or subscription-based service;
providing buyers with a sandbox (Battlefin, Otonomo)
that lets them experiment with real data before bidding
for it or making a purchase decision; offering a live
demo of their services and the data they offer; or hosting a reputation mechanism by which buyers are able
to rank information and providers.

3.7

What security measures are taken?

PIMSs and DMs often publish high-level information
related to security of data and data exchanges to gain the
trust of potential users, be they buyers or sellers. Unsurprisingly, it is PIMSs that express the greatest concern
about it: most of them include a section dedicated to
data security, and address users’ and buyers’ frequent
concerns in this respect. On the contrary, DPs are generally reluctant to give away any information about security, which is considered an internal policy.
Some of the measures taken to secure data include:
user authentication and identification; TLS encryption;
Anonymization or de-identification of personal information; delivery through revokable DLT decryption keys
or public-key cryptography allowing buyers to decrypt
an encrypted data stream or dataset; use of temporary
URL to deliver data; secure data connectors; tamperproof data delivery through data signatures and message
chaining, which sometimes make use of a blockchain to
ensure immutability; or use of specific service and software that certifies the origin of data.
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However, DMs still fail to provide a fully effective
solution to avoid unauthorized data replication, and protecting data ownership was found to be a key challenge
(Challenge 4). Moving from providing data to providing services has traditionally been the most commonly
accepted recipe to mitigate this risk [61]. For example,
ML niche DMs look to sell model training services [19],
rather than bulk data to train models as general-purpose
DMs do.
DMSs and PMPs sell data to be used within their
systems and services, and heavily restrict outgoing data
flows. Extending the scope of controlled environments
like embedded DMs might be a means to impose severe
barriers to data replication and enhance the control of
the access to data. Still it needs to be proven whether
an open version of such a controlled trust model can be
scaled and bootstrapped to the entire Internet as standards like the International Data Space [7] and initiatives like Gaia-X [29] are aiming to.

4.

DATA MARKETPLACES IN THE RESEARCH COMMUNITY

Once we have presented the results of the survey, this
section summarizes the efforts of the research community in defining marketplaces, trading and pricing mechanisms for data.
Other survey papers have been published regarding
DMs [60, 51, 63, 62]. Ours is more up-to-date (half
of the surveyed entities were founded in 2016 or later),
broader in scope, and provides an in-depth analysis of
three times more entities than previous works, as shown
in Fig. 1. Further - and following our study of 20 of
them - this work is also, to the best of our knowledge,
the first to address the business models and challenges
of PIMSs.
Recent vision papers state the different research challenges envisaged by the research community when building a data marketplace [28]. Not only do they focus on
data transactions, but they do also emphasize challenges
related to discoverability, integration, and transparency,
and deal with the systems perspective.
An important ongoing research effort is focused on
designing marketplaces intended to train ML models.
Different value-based data marketplaces have been designed based on this concept, from sellers selecting a
price-value from a mix offered by the DM [16], to buyers bidding for data and returning a proportional value
in return [1], or collaborative DMs [49]. Some broker
prototypes, designed as smart contracts, use cryptography techniques to train - still simple - ML models while
protecting data privacy [40]. Other prototypes based on
blockchain look to integrate IoT data flows in ML models [71]. In such settings, calculating payoffs according
to the accuracy that data brings to a model is a complex
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problem (Challenge 5), often dealt with by approximating Shapley values of data [58, 30]. Some authors have
proposed adding a data appraisal layer to select private
training data from a ML marketplace [9, 67].
The pricing of data has also attracted the attention of
the scientific community from different fields [45, 54].
As a result, different schools are applying disparate tools
to set arbitrage-free revenue-maximizing prices to data
products, often in specific contexts. Such tools include
auction design [34, 33], differential privacy [31, 43],
pricing of queries to a database [39, 15] and qualitybased pricing [35, 68, 69]. Other authors focus on personal data within the online ad ecosystem [50, 53, 13],
spatio-temporal [4, 5], or IoT sensors data [46].
Despite the ongoing innovation in the market, most
theoretical concepts in research papers regarding pricing, privacy-preserving techniques and value-based payment distribution are still under development, and cannot be found in commercial platforms yet. On the contrary, some commercial DMs (IOTA for IoT data, Swash
for personal data, or MedicalChain for health-related
data) are implementing blockchain-based data exchange
platforms, often supported by their own public whitepapers. Some of these start-ups, such as the PIMS Datum, have failed due to the exorbitant costs of storing
the transacted data in a blockchain, and most of them
restrict the use of DLTs to transactional data.
Next we summarize the open challenges we highlighted throughout the paper, and we appoint technologies to
address them.

5.

OPEN CHALLENGES

Despite its remarkable potential and observed initial
growth (50% yearly growth of the number of products
offered in AWS and DataRade in 2021 [8]), the market
for business-to-business (B2B) data is still at its nascent
phase. Like all nascent economies, the data economy
faces a yet uncertain future. Regardless of which companies and business models finally succeed, we identified some key, intertwined, open challenges related to
increasing the practicality and trust of the ecosystem:
(Challenge 1) The current fragmentation of data markets, as reflected by the ever-growing large number of
companies in market surveys and the variety of data being traded (see Sect. 3.1), makes us think that a consolidation could take place in the future and a new single
monopoly or ‘niche’ data trading champions may arise.
Instead of waiting for such champions to solve it for everyone, and given the importance and complexity of the
task, solutions must be sought that respect transparent
Internet and web governance and expansion principles,
including openness, standardization, and layering [42].
(Challenge 2) Regarding data economics, there are open
problems and unexplored questions related to pricing, as
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we pointed out in Sects. 3.2, 3.3, and 4. Moreover, a
healthy data market requires knowledgeable neutral references (like web services suggesting a range of prices
to second-hand car sellers based on the model, year, nº
km, etc.) to avoid ending up in a radical and sustained
price fluctuation of data products, as recent measurement works show, too [8].
(Challenge 3) Due to the fact that ‘data’ is an experience
good, it is far from obvious for potential buyers to anticipate the value of data in certain settings such as ML
tasks [10, 30]. Hence, developing new solutions allowing buyers to first locate [12] and then select better data,
which improve the - still primitive - ones presented in
Sect. 3.6, is important, too [9].
(Challenge 4) Dealing with data ownership and fighting
against piracy and theft of data are of uttermost importance to ensure trustworthiness in data trading. This is
even more arduous when malicious players are able to
copy and transmit data at zero cost, and the market lacks
a sound notion of authorship, as pointed out in Sect. 3.7.
(Challenge 5) Related to data provenance, computing
fair compensations for providers at scale is an additional
challenge for DMs, and especially for PIMSs dealing
with individuals (see Sect. 4). In accordance to the research community, such compensations must ideally be
based on the value they bring to a specific task or buyer,
and DMs must be accountable and transparent about the
process [28].
Fortunately, some existing cutting-edge technologies
will decisively help in overcoming these daunting challenges, specifically:
Effective data provenance, even spanning outside of
trust ecosystems, may be built upon advances on watermarking [23, 44, 17, 2], hashing [32, 70], trusted execution [59], and network tomography [14].
Usage-based economics may be built upon crowdsourcing [38, 37], cryptography [22], and blockchainbased Non Fungible Tokens (NFTs) [66].
Information Centric Network principles [3] at its
data layer provide a base to handle data naming, routing,
and in-network storage and replication.
Finally, significant regulatory challenges lie ahead related to data trading, both for competition authorities
and ex ante regulatory bodies.
Due to their market power, tech companies are increasingly under the scrutiny of regulators both in the
US and the EU. Policymakers are currently evaluating
the imposition of some degree of data sharing to dominant tech firms in their effort to balance its market power.
However, designing such a policy is complex in the case
of data assets due to its potential harm to privacy and
security [11].
Within the realm of personal data, protecting privacy
was the main purpose of recent legislation in the EU and
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the US. New legislative proposals in the EU [26, 64] aim
to foster data sharing and ‘offer an alternative to data
handling practice of major tech platforms’ [27]. Assuming regulatory bodies are able to enforce such regulations, some authors have proposed that individuals are
compensated for their personal data [41, 55], while others suggest that entities collecting personal data must be
required to act as a fiduciary [21], or even that the mass
collection and sharing of sensitive personal data must be
banned and prosecuted [65].

6.

CONCLUSION

We have catalogued ten different business models in
this paper, based on a comprehensive survey that analyzed 104 entities trading data on the Internet. Through
this extensive study, it has become clear to us that most
of the challenges these entities face have to do with trust.
On the one hand, sellers express an ambition for absolute control of their data, and demand a strong commitment from marketplaces that data is not replicated
and resold, nor used without their authorization. On the
other hand, potential buyers need to test data and know
its value before closing a transaction, and certify that
information comes from trusted data sources.
Not surprisingly, the most successful market players
nowadays are horizontally integrated service providers
that protect (rather than share) their most valuable data
assets. Traditional providers are being challenged by
marketplace platforms that work both with data sellers
and buyers to facilitate data transactions. It is unclear
whether there is a one-fits-all solution, and more recent
niche coexist with general-purpose DMs in the market
nowadays. Nonetheless, their business model must still
prove feasible, and it is not clear whether specialization is convenient. On the one hand, niche DMs have
clear advantages over general-purpose ones. First, because focusing on certain data space and leveraging their
specific expertise let them provide value-added services
both to buyers and sellers along with data sharing. Second, because their platform is adapted to the kind of
data they trade, and they concentrate their commercial
efforts on attracting a specific buyer segment. On the
other hand, niche DMs target a much smaller market,
and the concept of a one-stop-shop for any kind of data
is arguably attractive.
Unlike public DMs, embedded DMs and PMPs consider data trading more as an add-on to the services they
already provide. This commodification of data trading
has two important competitive advantages. First, they
leverage an existing potential customer base on the buy
side, which lets them concentrate on finding the right
data partners to attract their captive demand. Second,
they sell data to be used within a specific environment,
which significantly reduces the risk of replication and
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lets them provide more focused, processed, and thereby
more valuable data.
Fighting against the data-for-services dynamics of the
Internet is the main challenge of PIMSs, provided the
rights of new data protection legislation are enforced by
competent authorities. They are focusing on gaining the
trust of users to build a minimum viable base, yet their
feasibility is still to be proven. Consequently, they are
struggling to make themselves known, leveraging an increasing concern around privacy on the Internet. Conversely, the variety of existing isolated platforms may
undermine their trustworthiness. A future consolidation
may help them acquire users, though it may well turn
the odds against them unless they differentiate themselves from the big ‘datalords’- why trust your data to
a PIMS instead of Internet service providers? Adopting
data trust models might be a way to overcome this.
In conclusion, the data economy is a thriving though
controversial ecosystem still under development. A huge
corporate, entrepreneurial and research effort aims to
de-silo data and enable a healthy trading of such an important asset, which is key to fully unleash the power
of the knowledge economy. In this study we have revealed significant differences between what is working
in the market right now and what the market is developing. Through commodifying and specializing data trading, the market is moving away from horizontally integrated monolithic siloed data providers, and towards
distributed ‘niche’ exchange platforms.
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APPENDIX
Table 2 lists data trading entities analyzed in depth in
the survey, and their corresponding business models.
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ABSTRACT
Well-functioning data markets match sellers with buyers
to allocate data effectively. Although most of today’s
data markets fall short of this ideal, there is a renewed
interest in online data marketplaces that may fulfill the
promise of data markets. In this paper, we survey participants of some of the most common data marketplaces
to understand the platforms’ upsides and downsides. We
find that buyers and sellers spend the majority of their
time and effort in price negotiations. Although the markets work as an effective storefront that lets buyers find
useful data fast, the high transaction costs required to
negotiate price and circumvent the information asymmetry that exists between buyers and sellers indicates
that today’s marketplaces are still far from offering an
effective solution to data trading. We draw on the results of the interviews to present potential opportunities
for improvement and future research.

1.

INTRODUCTION

In theory, data markets hold the promise of creating value in an increasingly data-driven economy by enabling transactions for sellers who own data that is useful to buyers. In practice, they do not always fulfill their
potential. Some data markets are ubiquitous, with billions of participants trading data daily, such as the barter
market formed by online services that offer search, social networks [5, 7] and other services to individuals
in exchange for their data [1, 10]. Other markets are
opaque, such as the data broker industry [19, 45, 46] that
coordinates business-to-business data exchange, sometimes trading data about subjects who are not aware of
the transaction. In barter and broker data markets, the
market controller often reaps most of the benefits, sometimes at the expense of privacy of the involved subjects.
A promising direction to increase the value of data for
more participants is online data marketplaces, which are
seeing a renewed interest. These online platforms such
as AWS Marketplaces [22] and Snowflake [51] provide
sellers pricing options for their datasets, and provide
buyers search functionality to identify useful datasets.
30

These marketplaces promise to allow data-hungry organizations to extract value from datasets offered for sale.
In this paper, we study how these online data marketplaces work, and assess how closely they meet the objective of efficient allocation of valuable data. To do so,
we conduct a series of structured interviews with market participants that shed light on their perspective on
the upsides and downsides of today’s marketplaces. We
analyze the data we gathered after surveying around 70
participants and conclude with a series of challenges,
including in data management, that we believe must be
tackled for these markets to fulfill their promise.
We conclude that modern online data marketplaces
are still far from reaching their potential. They act as a
storefront, where sellers can list their offerings and buyers have a central place to identify interesting data. As a
storefront, marketplaces reduce the search cost for buyers, and help them quickly identify valuable datasets.
But they fall short on the promise of distributing the
value of data widely and efficiently, as transaction costs
remain high. This is mainly because every transaction
requires a one-on-one negotiation: buyers want to make
sure the data they are buying is useful and sellers want
to avoid releasing the data before obtaining a payment.
Today’s marketplaces do not incorporate any feature to
assist with resolving this information asymmetry, which
is fundamental to trading data [21]. Furthermore, current marketplaces lack support to help sellers document
and publish datasets and identify competitive prices.
Our work revisits the results presented in [50, 44] a
decade ago. We share with that previous work the intention of understanding the data marketplace landscape.
But we focus on the barriers found by market participants and conduct our work using data marketplaces
that did not exist a decade ago. In fact, the marketplaces
analyzed in [50, 44] have now largely disappeared. In
addition, our work complements a recent survey [23]
that presents an in-depth study of the kinds of organizations that trade data based on a thorough online data
collection effort. Complementary to this work, we interview and survey those entities, face-to-face, to unSIGMOD Record, September 2022 (Vol. 51, No. 3)

derstand the barriers in trading data. Then, we use this
information to propose directions for improvement. To
recruit participants, we took advantage of the relatively
recent introduction of the California Consumer Privacy
Act (CCPA) [3], which requires any data broker to list
their name and company information online [46].
In Section 2, we overview different data markets and
explain how data is traded in data marketplaces in Section 3. We then present the user study in Section 4, a list
of improvement opportunities for marketplaces in Section 5 and the conclusion in Section 6

2.

LANDSCAPE OF DATA MARKETS

Definition. In its simplest form, a data market consists
of sellers who have data, buyers who want data, and
sometimes an intermediary that coordinates transactions
between sellers and buyers. Data may be exchanged directly, by sharing raw datasets, or indirectly, by services
provided on top of data, such as queries [25, 24, 40, 42],
machine learning and statistical inferences [20, 34, 39].
For a classification of data markets, we refer the reader
to [41, 49] where the authors present a taxonomy.

2.1

Market Types

The B2B data broker industry. We refer to data brokers as organizations that collect, generate, or pool data
from diverse sources and resell it to interested buyers.
Examples include Acxiom [19], Nielsen [45], and others, such as those listed in California’s Data Broker registry [46]. In general, data brokers sell data via a sharing agreement that determines what the buyer receives.
Although brokers can sell any kind of data, some recognizable businesses dominate sales. For example, customer segmentation data permits companies to classify
customers in different groups and is hence used for marketing purposes. Another example is financial data, as
sold by Bloomberg [2] and Morningstar [8] to traders
and other interested parties. Data brokers are private
businesses and data transactions are typically opaque,
making it difficult to derive much insight about brokers’
pricing strategies.
Data bartering – Social networks and Individual’s
Data. Individuals trade their personal data in exchange
for services such as email [6], social networks [5, 7],
entertainment [10], online shopping [1], and more. We
mention these data markets because the exchanged good
is data, and companies make profit from access to that
data via different revenue streams. For example, they
sell advertisements, and offer users content recommendations that increase the time individuals spend in the
platforms, subsequently increasing revenue raised from
advertisements. Although for a long time, these services
were wrongly considered “free", there is today a larger
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recognition of the market characteristics of these platforms, and even some movements towards compensating individuals more fairly for their contribution, such
as data unions [13, 16, 18, 17], trusts [12, 15, 14], and
the data dividend [4].
Black Markets for Data. Personal data such as passwords, and other authentication information, is often sold
in the dark web. Although we do not focus on these
black markets, it is important to recognize their existence. A prior qualitative analysis explained how data
thieves maximize the number of fresh data copies sold
by strategically reducing prices on data [38].

2.2

Data Markets in the Literature

In this section, we present work in economics and
data management that engage with data’s main characteristics: infinite replicability at low cost.
Digital Goods Markets. Goldberg et al. [37, 36, 35]
studied truthful auction based mechanisms for revenuemaximization in the case of digital goods, which are infinitely replicable at zero cost. These studies observe
that buyers’ utilities are the only factor in maximizing
revenue under infinite replicability. [37, 36] devised
truthful competitive single and multiple-price auctions
equivalent to setting the optimal fixed price on each item.
[35] proved a tradeoff between truthfulness, revenue,
and envy-freeness, and advocated randomized auctions
as a mechanism to elicit almost-truthful bids from buyers while still ensuring revenue maximization.
Data Markets for Machine Learning (ML). The increased importance of ML techniques in the real-world
has motivated development of ML-specific data markets. These works [20, 34, 39] consider the dataset exchange problem where the buyer’s utility is the accuracy
of the trained ML model. These studies assume sellers
are cooperating and focus on fair revenue allocation via
efficient computation of Shapley value. [20, 31] focus
on disincentivizing strategic behavior based on infinite
replicability. [20] combats the strategy of replicating the
same feature to maximize revenue by proposing a version of the Shapley value that is robust to replication.
[31] provides a mechanism to update prices temporally
to combat the strategy of underbidding on the same data
over time to purchase it at a reduced price.
Data Markets in Data Management. There has been
a lot of work in the data management community [25,
24, 40, 42] to develop quoted price data markets that are
designed for selling views of relational databases in a
way that ensures no arbitrage1 . Many recent proposals
have studied data discovery and integration tasks [33],
and pricing [30, 27, 43] for ML-related tasks. [43] com1 No-arbitrage:

it is cheapest to purchase a view directly instead of an equivalent combination of views
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bines the Shapley value, arbitrage-free pricing, and differential privacy into a revenue-maximizing end-to-end
marketplace for ML models. [30] propose completed
federated Shapley value, an extension of Shapley value
that allows two data owners with the same local data to
receive the same valuation. A broader survey of analytical techniques for data pricing can be found in [48].

2.3

Online Data Marketplace Platforms

In its most basic form, data marketplaces offer an
online list of datasets for sale and search functionality. Sellers contribute datasets and buyers can find them
and purchase them. Datasets are often traded by money,
but sometimes datasets are offered for free and the marketplace acts as a discovery platform. When sold for
money, the pricing strategy varies from subscriptionbased pricing for cases where data freshness matters, to
one-time transactions for a fixed price.
Datasets in these platforms rarely contain raw data
about individuals, but commonly include aggregates ranging from socio-economic factors, to demographics and
more [23]. Finally, most datasets are not sold exclusively in these platforms, and can instead be purchased
directly by the sellers, that include many data vendors
such as the data brokers we mentioned above. The most
popular data marketplaces that enable easy access to datasets include Snowflake Data Marketplace [51], Narrative’s Data Streaming Platform [9], Streamr Marketplace [11], AWS Data Exchange [22], and Dawex Global
Data Marketplace [28]. Each of these platforms are popular among individuals from different industry sectors.
Table 1 presents a summary of the different kinds of datasets traded in these marketplaces. Dawex and Narrative do not show complete lists of datasets, so we use the
number of datasets displayed for a buyer account.
For our study we focus on two platforms, AWS, and
Snowflake. These two offer the most transparency and
that permits us to reach out to sellers and buyers to conduct structured interviews.

Identify the Need for
External Sources

Data
Discovery

Consider
Purchasing

Transaction

Negotiate

Buyer
Platform Interaction

Both

Seller
Identify
Data to Sell

Prepare
Data

Documentation
and schema

Assign price
and license

Figure 1: Data Trade Transaction Lifecycle. Dotted
lines denote buyers’ and sellers’ reliance on the marketplace platform for respective components.
ifornia and Vermont have increased restrictions on data
trading through their data broker laws, which define the
term “data broker" and require that data brokers register
with the state, and disclose any security breaches [46,
47]. These laws apply to sellers of consumer data.
Prepare data. Before publishing the datasets, sellers
generally perform data cleaning and processing to prepare it for potential consumers. Although preparing data
without a concrete objective or a customer is hard, certain transformations such as removing personally identifiable information, removing duplicate values and encoding categorical attributes are often useful, e.g., M/F
to Male/Female, or 0/1 to non-existent/existent values.
Documentation and Schema. Including metadata that
describes the dataset is a key component of the seller’s
pipeline. According to the Arrows’ information paradox [21], buyers do not buy datasets that they do not
know help them, while sellers do not release data without a payment. This is one of the main challenges that
hinders frictionless transactions among different entities. Including metadata that explains the dataset and
how to use it is a way of signaling the value of the
dataset to potential buyers. Most marketplaces require
certain fields to be documented and allow sellers to include additional details that maybe helpful for buyers.

In this section, we present the lifecycle of a data transaction from a sellers’ and buyers’ perspective. We construct the lifecycle (see Fig. 1) based on the studied platforms (i.e., AWS Marketplace and Snowflake) and informed by the interviews.

Assign price and license. Sellers must choose a license
for the published data. Most marketplaces offer a predefined list, and permit sellers to include bespoke licenses
when necessary. Finally, sellers must choose a price for
the dataset based on their understanding of its value and
popularity. However, current marketplaces do not provide tools to help sellers price datasets, e.g., demand in
the form of customer search logs indicating intent.

3.1

3.2

3.

DATA TRANSACTION LIFECYCLE

The Seller Pipeline

Identify Data To Be Sold. Sellers list datasets for sale
that they believe will have a demand. Indeed, their competitive advantage is often that they possess market knowledge. When listing datasets, sellers must take into consideration potential legal constraints. For example, Cal32

The Buyer Pipeline

Identify the need for external data sources. Buyers
participate in markets when they have a data need they
cannot satisfy with the data they already own. The degree to which buyers can explain their data need differs
among use cases. In some cases it may be very speSIGMOD Record, September 2022 (Vol. 51, No. 3)

Industry

Ag/Envi-ronment

Audience
Marketing

Automotive

Corporate

Energy

Entertainment
/Media

Finance

Health

Logistics

Manufacturing

Public Sector

Transportation
/Travel

Telecomm-unication

Common
Features

pollution
levels,
precipitation

customer
profiles,
transactions

dealership
performance

employee
count,
corporate
linkage

oil
levels,
resource
depletion
rates

film
reviews,
news
archives

credit
scores,
investment
/trading

disease
registry,
virus
tracking

imports
/exports,
supply
chains

machine
performance

tax
rates,
education
performance

accident
reports,
airline
traffic

cell
tower
data,
signal
strength

Dawex
Narrative
AWS
Streamr
Snowflake

> 90*
×
×
10
18

> 149*
> 24*
1386
8
238

> 339*
> 27*
88
×
×

> 130*
> 1*
×
×
129

> 207*
×
×
4
51

> 303*
> 8*
234
3
29

> 581*
> 50*
1362
21
326

> 234*
> 1*
379
4
66

> 201*
> 1*
×
2
37

×
×
85
×
×

> 139*
×
638
×
12

> 196*
> 1*
×
9
51

×
×
237
5
×

Table 1: Summary of data products and quantity available on data marketplaces as of May 2022.*estimates, as
all datasets are not shown.
cific and concrete, such as when traders request tick data
collected in the survey.
from the stock market. In contrast, it may be vague and
Recruiting participants. We obtained consent from all
harder to define, such as when a company wants to exparticipants and did not collect any personal informapand to new markets.
tion. To recruit sellers we obtained their publicly offered
Data Discovery. Once in the marketplace, buyers get
access to a simple, keyword-search-based search interface as well as to faceted search functionality that permits category-based searching such as ‘file type’, ‘vendor’, ‘sector’, etc.
Investigate potential purchase. Buyers can consult the
metadata (documentation and schema) associated with
datasets, but cannot directly observe data without payment. Samples of data may be included, but are not
guaranteed. Usually, a buyer can also contact the seller
to discuss their requirements.

3.3

The Transaction

Before a transaction takes place, buyers will often
contact sellers to understand pricing, and clarify any
characteristics of the dataset that are not available in
the listing. Seller contact information is often included
with each dataset listing and includes traditional methods such as phone numbers and email. We refer to this
stage as negotiation, and include it in both the seller and
buyer pipeline. Given the inconvenience of this stage in
terms of time and effort, we performed user studies and
interviews to understand seller and buyer engagement in
data transactions and online marketplace use.

4.

STUDYING DATA MARKETS

In this section, we present results of a survey of 30
sellers and 40 buyers, and interviews of 7 sellers and 16
buyers who actively participate in marketplaces (AWS
and Snowflake). We requested interviews with all survey participants, some of whom are included in our interviews. We seek to understand whether current marketplaces fulfill their promise to distribute the value of
data to wider audiences, and the challenges they face.

4.1

Study Methodology

We collected data from sellers and buyers via a survey
and structured interviews. The interviews let us followup with participants and complement the information we
SIGMOD Record, September 2022 (Vol. 51, No. 3)

contact information from vendor websites in online marketplaces and from the list of brokers registered in California according to CCPA [46]. Recruiting buyers was
difficult because marketplaces do not offer transaction
information so we did not have a direct way of knowing
who is buying data. We again relied on the CCPA broker
registry and a spreadsheet provided as part of previous
work [29] to find potential buyers, meaning the buyers
are brokers. Both buyers and sellers come from a wide
range of industries such as automotive, finance, etc. We
had a low response rate, partially due to previous studies
portraying brokers in a negative light [26].

4.2

Study Results

We present the results by presenting quantiles where
the first or second quantile indicated either (i) agreement
on the likert scale (3 or higher) (ii) 20% or more, depending on the question format.

4.2.1

Buyer Results

BQ1: For what purpose do you buy data? Participants were given the following list of categories to choose
from: customer acquisition, efficiency of operations, employee satisfaction, reducing unnecessary expenses, resale, etc. More than 50% indicated that they purchased
data mostly for customer acquisition, and around 25%
indicated resale as the reason for the purchase. These
results highlight the strong presence of brokers in data
marketplaces, and hence, their presence in our sample.
BQ2: How do you decide if a price is worth it? How
do you value a dataset? We provided buyers with the
following characteristics of data and asked about their
importance on a likert scale from 1-5 to help with understanding value. i) metadata characteristics: highlevel dataset statistics included in the listing like titles,
descriptions, data samples, identifiable vendor, open license, subscription plan, usage examples; ii) hidden characteristics: characteristics that only become apparent after negotiation rounds with sellers (such as quality e.g.
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number of missing values, price, size, update frequency,
geographical source, rareness).
More than 75% of buyers indicated that data title and
usage description are helpful (5 on the likert scale). More
than 75% of buyers indicated that they purchase datasets
only when a seller is marked as an ‘identifiable vendor’
(≥ 4 on likert scale). Choosing an identifiable vendor
helps reduce scams. This highlights the importance of
vendor reputation and personal relationships in marketplaces. Suggested usage of a dataset was not considered
an important characteristic to estimate its value.
Regarding dataset characteristics, buyers pay most attention to the price (> 75% participants rated it to be the
most important characteristic), followed by data quality
(around 50% of the participants rated it 4 or above), of
which they mostly refer to the existence of missing values. They do not weight as much other characteristics
such as dataset size, update frequency, and geographical
source of data.
BQ3: How much work do you do on the dataset after
acquiring it?
Participants were provided a list of actions and asked
to provide the percentage of time spent in the following
aspects of a transaction: negotiating license, receiving
files, familiarizing themselves with data, capitalizing on
insights, sending the data to others, etc. More than 75%
of the participants indicated that they spend the most of
their time familiarizing themselves with the data, once
it is acquired.
BQ4: What’s the value of data marketplaces for buyers? What do they lack?
Participants mentioned that most time is spent in negotiations with the sellers, followed by figuring out license negotiations and data transfers. They indicated
the main value of marketplaces is to obtain access to
a centralized list of datasets. We asked survey participants which data marketplace features among keyword
search, vendor filter, industry filter, file type filter, descriptions, contact information and metadata they consider necessary. More than 75% of participants find
metadata most valuable, followed by concrete contact
information and search filters. The latter emphasizes the
expectation that a one-on-one negotiation will be necessary before a transaction takes place.

4.2.2

Seller Results

SQ1: Why do you sell data? Do you experience longterm benefits to sharing your data beyond the initial
transaction?
Every participant had differing opinions on the impact that making data more available would have on the
economy. Yet, all of them agreed that monetary gains is
the main reason to sell data – this is the main business
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model of data brokers.
SQ2: How much effort goes into sharing a dataset
for sale? Preparing, removing PII, etc.
Participants were provided a list of actions and asked
to provide the percentage of time spent. More than 75%
of participants indicated they generally spend the maximum amount of time on data preparation tasks like formatting, filling missing values, layout changes (e.g., splitting a column into two). Sellers spent less time on documentation because they do not know what documentation is useful for buyers (learned from interviews).
SQ3: How do you choose a price for the dataset?
Participants were provided various criteria for pricing
datasets to choose from: collection date, size, quality,
market demand, documentation, likelihood of similarity to other datasets on the market, prices of other data
sold before, resources spent for collection. Most participants indicated that “demand” is the primary criteria
that drives prices. Data brokers are in the marketplace
because they have already identified an opportunity to
sell data. Other factors that influence prices include data
collection costs, data errors, and dataset uniqueness.
SQ4: What is the most time-consuming, costly part
of the process of selling data?
Participants were provided a list of actions and asked
to provide the percentage of time spent: negotiating price,
negotiating license, finalizing sale, transferring data, technical issues, other. More than 50% of participants mentioned they spend at least a quarter of the effort negotiating a price for the transaction, even though there was
high variance among respondents. Better known datasets sold regularly require less negotiation, while newer
datasets take longer. Sellers mentioned that price is one
of the main reasons why transactions fall apart.
SQ5: What’s the value of marketplaces for sellers?
Participants were provided options such as: choosing
among open and configurable licenses, choosing between
pricing options, assistance in determining how much data
is worth, sensitive data identification, publishing data
easily. Publishing data received one of the highest scores–
27 of 30 participants rated it 4 or 5 out of 5, reflecting
that sellers leverage marketplaces for publicity and to
gain exposure. However, more than 75% of participants
indicated that having some assistance to select a price
for their data would be helpful. We did not hear any
proposal to achieve that, and it remains one of the most
difficult aspects of a transaction.

4.2.3

Result Synthesis

Today’s online data marketplaces act as a storefront
where sellers have an opportunity to list datasets and
buyers a central place to search for opportunities. The
main value of these marketplaces is in reducing search
SIGMOD Record, September 2022 (Vol. 51, No. 3)

costs. The transaction cost is high, as both buyers and
sellers emphasize they must negotiate sales one-on-one,
and that this process remains mostly manual (BQ2, BQ4,
SQ4). Buyers find metadata describing the datasets and
contact information most useful, while sellers would benefit from strategies to price their datasets (BQ2–BQ4,
SQ2). Their current strategy takes into consideration
demand, as sellers consist mostly of organizations that
have already identified an opportunity to trade data (SQ3).
Additionally, devising tools to identify useful metadata
to document and publish datasets (SQ2) and strategize
pricing based on its demand and popularity (SQ4) would
help sellers.

5.

NEXT STEPS FOR DATA MARKETS

One of the key requirements of a well-functioning
data market is that buyers and sellers engage in frictionless transactions. This permits the spread of the value of
data to wider audiences effectively and efficiently. One
mechanism to ensure this is with low transaction costs,
which is possible if the markets are thick [49], meaning there are many transactions and consequently search
costs are low. Increased transactions mean that more
people benefit from the available datasets. It also simplifies the pricing aspect of data, as prices tend to settle
to clear the market, i.e., to supply the existing demand.
As we found in BQ2, BQ4, and SQ4, one-on-one negotiation of each sale is the main bottleneck to allow smooth
transactions. In fact, negotiations take more effort than
other tasks (BQ2, SQ4). Below are some measures markets could take to improve transactions and to converge
towards better (frictionless) data markets.
Reducing search effort for buyers. Current systems
require buyers to discuss their needs with sellers to understand the value of available data, which is time consuming (BQ2-BQ4). If buyers instead find it effortless
to find relevant data, they will have more incentive to
search for that data in the market. This requires datasets to be accompanied with metadata and development
of sophisticated tools to allow buyers to estimate usefulness of datasets without the overhead of an interaction.
Reduce publishing cost for sellers. Current data markets do not offer sellers much help to document and
price datasets (SQ2-SQ4). Designing tools to reduce
the effort needed to populate metadata and publish valuable data would reduce friction. If sellers find they profit
from sharing datasets, they will be incentivized to share.
Below, we provide our perspective on opportunities
to exploit existing technological advances, create new
innovative solutions to data management problems and
engineer better data markets.
Data as a service. A fundamental challenge of data
markets is that buyers do not pay without knowing the
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value they get from a dataset, and sellers will not release the dataset before receiving a payment. This is
because, unlike with rival goods (that cannot be freely
replicated), once buyers see the data, they can copy it
and lose any incentive to pay sellers. Although legal
mechanisms could be put in place, these are precisely
the kinds of manual mechanisms that motivate the oneon-one negotiations precluding frictionless transactions.
Instead, we argue that data’s value is often instrumental: data is valuable as a means to an end, e.g., valuable to complete the buyer’s task. This suggests a path
towards addressing this issue: offer data as a service,
by requesting the service from buyers and automatically
finding datasets that satisfy the task. Buyers can price
how valuable they find the task solution, and the market can match supply and demand. We are working on
a new platform that would support these data-blind interfaces, as explained in previous work [33, 32]. We
believe these mechanisms are a way of achieving low
transaction cost that would incentivize buyers to participate, hence increasing market thickness.
Curation tools. One component of publishing cost is
ensuring privacy: a seller will only share their dataset
for sale if the advantages of selling the dataset outweigh
the risk of leaking sensitive and private information. Services to prepare datasets that protect sellers by helping
manage privacy constraints as well as populating metadata will enrich markets, increase seller trust and incentivize more sellers to share their data.
Market Robustness. We end with a note on robustness [49] of markets to strategic attacks from adversarial
self-interested individuals. Recent studies reveal attacks
that could affect the normal course of transactions [20,
31] and theoretical mechanisms for a robust market design. A non-robust market will quickly disincentivize
honest participants, reducing transactions and breaking
the market. Therefore, robustness is crucial in designing
marketplaces, assuring sellers that they received the best
price, and buyers that they did not overpay.

6.

CONCLUSION

In this paper, we studied the most popular data marketplace platforms. We analyzed the data sold in the
platforms, and then interviewed both buyers and sellers
to understand their experience. We gained insight into
both the lifecycle of data trading, which we presented
here, and the major roadblocks to frictionless data trading. We presented the results of the interviews conducted and then connected them to what we believe are
the major challenges to allowing the effective spread of
data value in data marketplaces. We offered a few avenues of future research.
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SQL processors that I worked with later on. It conceptualized query semantics and optimization in a
very elegant way, which was also recognized by the
SIGMOD Test of Time Award in 2002.

Yuanyuan Tian
Microsoft Gray Systems Lab
yuanyuantian@microsoft.com

Hamid Pirahesh, Joseph M. Hellerstein, and Waqar
Hasan.
Extensible/Rule Based Query Rewrite Optimization in Starburst.
In Proceedings of ACM SIGMOD Conference, pages
39-48, 1992.

Grzegorz Malewicz, Matthew H. Austern, Aart J.
C. Bik, James C. Dehnert, Ilan Horn, Naty Leiser,
and Grzegorz Czajkowski.
Pregel: A System for Large-scale Graph
Processing.
In Proceedings of ACM SIGMOD Conference, pages
135–146, 2010.

This paper introduces QGM (Query Graph Model)
and the rewrite engine that optimizes SQL queries
using query transformations. QGM is a unique graph
representation that describes the data flow and dependencies in a query, without dictating an execution order, hence capturing the semantics of an SQL
query. This is critical in normalizing and optimizing
queries as SQL allows expressing the same semantic query using many different constructs. Many
database systems represent queries as a tree of algebraic operators, which makes it harder to normalize
the query into a canonical representation.
This paper also introduces a rewrite engine, which

In summer 2008, I obtained my PhD degree from
University of Michigan, with a thesis titled “Querying Graph Databases”. In the fall of the same year,
I joined the well-known database research group
at IBM Almaden Research Center in the height
of big data era. Immediately, I embraced myself
with MapReduce and Hadoop, studying join algorithms on MapReduce, data placement policies on
HDFS, federation between Hadoop and enterprise
data warehouses, etc. But I never forgot my first
love in research – graphs. Researchers and industry
practitioners applied MapReduce/Hadoop to solve
various big data problems, including relational work-
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loads, machine learning, and of course graph analytics. A large body of work, including some of
my own, developed specific MapReduce algorithms
or MapReduce-based frameworks for graph analytics. However, the restricted Map and Reduce APIs,
along with repeated reads and writes from HDFS
for iterative algorithms (e.g. PageRank) limits the
performance for the above approaches.
In 2010, the seminal Pregel paper was published
in SIGMOD. This marks the start of specialized big
graph processing engines. Pregel adopts the Bulk
Synchronous Parallel (BSP) model to support iterative graph algorithms. It also employs a “think like
a vertex” programming model, where computation
is expressed at the level of a single vertex and communication is done through message passing. Compared to MapReduce, this programming model is
more intuitive for expressing graph algorithms. In
addition, during execution graph data is kept in distributed memory across iterations, leading to huge
performance improvement.
Since its introduction, Pregel has sparked a large
number of research works on extending its basic
framework in different aspects. Some of my own research on graphs was also heavily impacted and inspired by Pregel. In one work, we extended Pregel’s
vertex-centric framework with a subgraph-centric
model, where computation can be expressed at a
subgraph level and value propagation within each
subgraph could bypass network communication. In
another work, we adapted the basic Pregel framework to apply point-in-time analysis on dynamic interaction graphs, in which new interactions (edges)
are continually added over time. By August 2022,
the Pregel paper has 4700+ citations on Google
Scholar! It has become a must-to-read paper for
anyone entering the field of graph analytics. No
wonder that it received the SIGMOD Test of Time
Award in 2020. Moreover, it also impacted the
graph industry in fundamental ways. Apache Giraph was created as the open source counterpart of
Pregel, and today many graph databases/systems,
such as GraphX / GraphFrame and JanusGraph,
adopt the Pregel-like APIs to support graph algorithms.
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ADVICE TO MID-CAREER RESEARCHERS
We are starting a new series to provide advice to mid-career researchers. There are a number of programs that
SIGMOD organizes for researchers at the beginning of their careers (PhD Symposium and the like) and senior people
do not (or should not) need much help. There are considerable challenges for those who are about to transition from
an early researcher to a more senior role. In academia, these are people who are about to get tenured that comes with
starting to think of moving from shorter-term research objectives to longer-term ones. In industrial research, this
corresponds to the transition from participating in projects to initiating and leading them. As a community we don’t
seem to talk about these challenges much. That is the gap this series attempts to fill. We will get the views of senior
researchers from diverse backgrounds and diverse geographies. We will continue as long as we find original advice
and the views are not repetitions.
M. Tamer Özsu
University of Waterloo

The Formidable Mid-Career Crisis
Anastasia Ailamaki, École Polytechnique Fédérale de Lausanne (EPFL)
Switzerland
My high school grades were top except for one subject:
composition. Free text was (and still is) my absolute
nightmare. After high school I only had to do technical
writing, which is much easier: it boils down to math.
Fact, supporting evidence, implication, which leads to
another fact, repeat. So, when Tamer asked me to write
a piece about mid-career challenges, I was excited at
first, and then I was terrified. I wrote five outlines and
veto’ed them all. “I am not good at this,” I wanted to
say, “ask somebody else!” But, then I remembered – this
happens every time I get into unknown territory.
Mid-career, on paper, feels as if you’re neither here nor
there. You are no longer a hot promising assistant
professor, but you are not an established full prof either,
and this comes with issues, most prominently,
uncertainty. Hurray – you did get through your first
promotion, which means two things. First, important
people from the international research community that
nurtures you to date wrote great things about you in
recommendation letters. Second, the other professors in
your department want to keep seeing you at the faculty
meetings. But after the dust settles, there are many
questions. How many committee assignments should
you accept? Which ones? Can you still ask around for
advice when the going gets tough? Do people expect
you to keep working on the same good ol’ stuff that got
you here or can you go a little out in the wild?
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Well, there’s good news and there’s great news. This
mid-career period is your golden age! This is the time to
have LOTS and LOTS of fun with no worries and no
stress while research is still interesting, but your job no
longer depends on that paper being accepted to
SIGMOD or VLDB. You are junior enough to still ask
around for as much advice as you need, while you are
senior enough to attract more and better students. Here
below are some thoughts on what worked (in retrospect
of course) during my time as a mid-career professor.
Go after a risky vision. Since my student years and as
a junior faculty I oscillated between two (seemingly
unrelated) topics: hardware/software codesign and
scientific data management. It’s been hard to choose
because the former was more prolific: working with
domain scientists produced far less publications than
architecture-conscious databases, plus it’s difficult to
publish interdisciplinary research. Conferences
typically center around a single research field and if it is
difficult to find reviewers to appraise papers on data
management and computer architecture, it is much more
challenging to write, review, and publish in data
management and neuroscience or astronomy. The latter,
however, although rather time-consuming, fulfilled a
personal desire to make my work as useful as possible
which (strangely!) motivated all my other activities.
Many senior faculty advised me to invest my time only
on architecture-conscious databases –– but it was
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impossible for me to quit the super interesting projects I
was exposed to, through domain science collaborations.
Mid-career I expanded both directions – I started
working on GPU-CPU systems and co-authored and coled two pillars of the Human Brain Project, an ambitious
billion-euro project to understand cognition and brain
diseases through combining clinical and simulated
neuroscience data and neuromorphic computing. Being
immersed in these two related but distant worlds was
extremely inspiring: a future became possible where
domain scientists never have to install or configure a
database again and could express questions regardless
of infrastructural limitations. Through endless
abstraction (which becomes second nature after so many
years in computer science) I resolved to mathematical
solutions to combine functionality (expressiveness) and
performance (scalability) and decided on the NoDB /
RAW vision which, in turn, opened a world of new
experiences in research and entrepreneurial activities.
Foster collaborations. If you like to collaborate, data
management can be a superb field because it overlaps
with many research goals in other fields of computer
science but also in domain sciences. I always like to
learn from others and collaborations are an excellent
way, but they take much time and effort; hence, midcareer is the optimal time to explore working with
others. During my eight years as faculty at the Computer
Science Department at CMU, I had anywhere from three
to six collaborations in parallel at any given time. I
worked with computer scientists in the department as
well as domain scientists from astronomy,
environmental engineering, mechanical engineering,
earthquake simulation, and several others. The lessons I
learned:
1. Work on a goal that’s exciting for you (too). When I
first heard about the Quake group’s quest to study
earthquakes in the Los Angeles basin, or about the
astronomer’s navigation through the Sloan Digital
Sky Survey data, for example, I was first fascinated
by their goal and wanted to help – and the scientists
were equally excited about having a database expert
in their team. Nevertheless, in every case it took a
long time (nearly 1.5 year) of immersion into their
world and of completing DB101 tasks such as
schema normalization and index tuning before I saw
through to a challenge which allowed me to write a
SIGMOD Record, September 2022 (Vol. 51, No. 3)

database paper. The experience was educational and
creative, although at the same time stressful because
I was an assistant professor for most of this period
and I needed publications. As I went on to midcareer, collaborations were a lot more fun.
2. Hold weekly meetings and assign a student to the
project. I cannot overemphasize the importance of
regular (weekly) meetings and having a student
assigned to the project to keep a collaboration alive.
All the collaborative efforts where meetings were
less regular or I didn’t assign a student from the start
died an inglorious death, and that before I learned a
single thing from them. That’s not to say that if you
have regular meetings and assign a student to the
collaboration will always be fruitful, but this way
you give the project a fighting chance. Remember,
the other party is at most as serious about this
collaboration as you are, and they expect at least as
much of it as you do.
Organize and promote your students. As you are no
longer junior faculty but are still young and energetic,
you will likely be attracting your best students during
this time – and your advising is essential to help them
flourish. Our mission as faculty is to turn students’ raw
talents into a successful future for them; your expertise
and passion is key to this journey. As you probably have
already seen, every student is different and their
qualifications and needs vary wildly. Each of the 27
Ph.D. students who have graduated from my group to
date has been a unique experience for me. I have found
new ways to be creative with my advising for each one
of them, and in turn each advisee has taught me different
things.
A good practice, especially if you like to have a large
team like I do, is to encourage them to discuss with each
other and work together. Some students will inevitably
be loners but most will like talking to others and over
time a nourishing pipeline will be formed with a
collaborative team culture. As systems take time and
group effort to build, I always encourage junior students
to work with senior ones initially and spawn off
individual PhD topics around the third year, while
keeping the collaboration alive until the end of their
PhD career. This way students learn to work
independently on their own PhDs while co-authoring
papers with other students and engaging in other
41

activities in parallel such as teaching assistantships,
helping with proposal writing, applying for fellowships
and so on. This way you can also concentrate your
advising on higher-level topics and not worry about
repeating basic paper structure too often as the osmosis
will take care of that.
Despite the teamwork, and even if you have post-docs,
you should still make sure to meet with all your students
individually every week or at least every two weeks.
There are many things the student will tell you but not
their peers and each student has different qualities and
shortcomings. Senior faculty have always advised me to
spend more time with my academically stronger
students and invest less time in the weaker ones. I have
found spending as much time with a student as they need
to be more constructive for my team, as a student with
more shortcomings is just a bigger challenge to help
shine. In addition, helping late bloomers reinforces the
group spirit and smoothens differences amongst
students.
Last but not least, I cannot possibly over-emphasize the
importance of promoting our students. Examples are the
(obvious) practice of having the student’s name as first
author in a paper rather than our own, nominating
excellent students for fellowships or honors regularly,
reporting their names to program chairs when they help
with reviews and suggesting senior student names for
reviewing when appropriate, explain proper etiquette in
communications with their peers both offline and at
conferences, and most importantly teach them to give
great talks. In an era when social networks and indirect
communication is taking over our lives (my kids don’t
even have the “phone” application on their
smartphones!), science is based on one-on-one
discussions and live presentations; by going out of your
way to teach your students to interact, you not only help
them find a future, you also set a brilliant example of
professional ethics.

importance before an assignment which will give you
great visibility. There is no way to predict future
invitations, so unfortunately you will have to evaluate
assignments in-order. I always consider service requests
individually, and acceptance is a function of several
factors: (a) if my time permits to accept and do the work
at a high standard, (b) if it is volunteer work to help
underprivileged people, (c) if I will enjoy doing the
work, (d) if it will help my career or (e) if a friend is
asking – after a few decades in the community this last
factor becomes relevant! Each of us may have a
different list of criteria or different set of priorities but it
is important that you make such a list – and stick to it,
which means that you do not accept invitations unless at
least one or two of your criteria are met. This way you
minimize the probability to have to decline or be
overwhelmed by assignments which you would
otherwise enjoy.
Summary. I opened this piece with a small example of
how, despite that I hate getting out of my comfort zone,
I find myself jump at every opportunity to do so. Being
a faculty member is unique in that there really is no job
description, as each of us defines a successful work day,
month, or career differently. The common thread is that
being a teacher, an advisor, and a researcher is a labor
of love and we are in it for the fun of doing things we’ve
never done before. Unlike a midlife crisis, your midcareer period welcomes risky projects with adrenalinehigh unpredictability, stress-free work with interesting
peers, energetic meetings with your students, and
infinite creativity leading to innovative achievements.
And for those of us in a midlife crisis – okay, a BMW
M4 is pretty impressive, too.

Be picky with service you accept. This advice holds in
general, but I found the mid-career period particularly
challenging in that, from the moment my grace period
as junior faculty was over, I was literally showered with
invitations to committees. There is a danger that
invitations will arrive in the “wrong” order and that you
will end up with too much service: for example, you
may receive an invitation to a committee of moderate
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1.

INTRODUCTION

We are in the golden age of data-intensive computing. CS is now the largest major in most US universities. Data Science, ML/AI, and cloud computing have
been growing rapidly. Many new data-centric job categories are taking shape in industry, e.g., data scientists,
ML engineers, analytics engineers, and data associates.
The DB/data management/data systems area is naturally
a central part of all these transformations. Thus, the DB
community must keep evolving and innovating to fulfill
the need for DB education in all its facets, including its
intersection with other areas such as ML, systems, HCI,
various domain sciences, etc., as well as bridging the
gap with practice and industry.
This article gives an overview of the DB curricula
at UC San Diego and their rationales. Our Database
Lab is one of the leading academic research groups in
this area [2]. So, we have faculty resources to flesh
out curricula that many other institutions may not have.
Our research and teaching span all the major themes
of theory, systems, languages, interfaces, and applications, as well as intersections with other data-oriented
fields [5]. Areas of particular strength include database
theory, data integration, semistructured and heterogeneous databases, hardware-conscious data processing,
query processing and optimization, data exploration, data
analytics, data systems for machine learning, causal inference, and responsible data science. Application areas
of particular interest have included healthcare, Internet
of Things, and social media.
As a result, our course repertoire in the DB area is
extensive and eclectic. In this article we focus only on
DB-related courses and exclude other prerequisites, e.g.,
Python for Data Science, as well as courses in nearby areas such as data mining, NLP, data visualization, and
spatial computing. Note that UC San Diego follows
the quarter system; so, each course is only 10 weeks
long. We have over 18 distinct courses that are typically offered at least once, spread across 3 academic
units: Computer Science and Engineering (CSE), Halicioglu Data Science Institute (HDSI), and Rady School
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of Management. The courses span all degree levels (BS,
MS, and PhD), as well as professional and Online Masters degrees. In particular, as a strategic decision we
created separate course series at HDSI tailored for Data
Science majors instead of just cross-listing courses in
CSE designed for Computer Science/Engineering majors. Key undergraduate courses (CSE 132A, DSC 100,
and DSC 102) are offered twice or even thrice a year.

2.

COURSES IN CSE

Four of five DB area faculty are affiliated with CSE.
Naturally, CSE has the largest number of DB courses.

2.1

Undergraduate Level

The flagship database course, CSE 132A, is a required
course for CS majors. It is typically offered at least
twice a year, with enrollments surpassing 200. CSE
132B and CSE 132C are follow-up courses for students
interested in application-oriented or systems-oriented aspects of RDBMSs. They are typically offered once a
year and see enrollments in the order of 50. These courses
are primarily aimed at students interested in becoming
data engineers, DBMS developers, software engineers,
data analysts, and DBAs.
CSE 132A: Database System Principles. It covers
the basic concepts of databases, including data modeling, relational databases, query languages (SQL, QBE,
JDBC, recursive queries), query optimization, database
dependencies, schema design, and concurrency control.
It includes hands-on assignments with RDBMSs. Prerequisites include the basics of logic and data structures.
CSE 132B: Database System Applications. It covers
the design of databases, transactions, triggers, embedding SQL in general-purpose programming languages,
and the architecture of database-powered websites. It
also covers performance measurement, as well as the organization and use of index structures and materialized
views. Prerequisite: CSE 132A.
CSE 132C: Database System Implementation. It covers the internals of an RDBMS such as data storage sys43

tem, buffer management, indexing, sorting, relational
operator implementations, query processing and optimization, parallel RDBMSs, and “Big Data” systems. It
also includes two C++ programming projects to implement components in an RDBMS skeleton, BadgerDB
from UW-Madison [1]. Prerequisites: CSE 132A, C++
programming, and basics of computer organization; optionally, an operating systems course.
CSE 135: Online Database Analytics Applications.
This course is offered only sporadically nowadays. It
covers data warehouse and data cube design, analytical SQL queries, online analytics applications, visualizations, data exploration, and performance tuning. Prerequisite: CSE 132A.
CSE 190: Post-Relational Data Models. It surveys
a wide range of data models and high-level query languages that have achieved prominence with the advent
of the Data Science revolution. These include graph
database models and query languages in their various
incarnations, ranging from XML to JSON, RDF and Semantic Web, and graph databases. The course distills the
common ideas across these models and languages, connecting them to their common roots in object-oriented
and SQL databases. Prerequisite: CSE 132A.

2.2

Graduate Level

These are offered once a year. The flagship course,
CSE 232A, is popular with CSE’s large MS pool and
sees over 200 enrollments. The other courses are more
specialized and see enrollments in the order of 20 to 50.
CSE 233 and CSE 234 are one of a few courses of their
respective kinds in the world, covering advanced topics.
CSE 232A: Database Systems Principles. It covers
the principles of the internal implementation of SQL
database systems: storage organization, query processing, transaction processing. It also covers selected advanced and modern functionalities, such as columnar
storage, materialized views, and scalability. Prerequisite: CSE 132A or equivalent.
CSE 232B: Database Systems Implementation. It offers a hands-on approach to the principles of DBMS implementation via a project that takes students from specification of the grammar and semantics of the query language to implementing an evaluation engine, then building in optimizations. The project uses as vehicle the
XML data model, but its lessons are universal across relational and post-relational models. Prerequisite: CSE
132A (or equivalent) and Java programming.
CSE 233: Database Theory. It covers the theory of relational databases, database dependency theory, deductive databases, incomplete information, and query languages, including connections to logic and complexity
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theory. Prerequisites: CSE 132A (or equivalent) and a
basic course on computability and complexity.
CSE 234: Data Systems for Machine Learning. It
covers data management and systems issues across the
ML analytics lifecycle, including data sourcing, preparation, and organization for ML, programming models
and systems for scalable ML training, systems for feature engineering and model selection, systems for inference and deployment, and ML platforms and feature
stores. It offers a research project option instead of regular quizzes/exams. Students also review 8 to 10 cuttingedge research papers. This course is popular with students interested in becoming ML engineers or data scientists. Prerequisites: CSE 132A (or equivalent) and an
OS course, or CSE 132C; an ML algorithms course.

2.3

Other Related Courses

Two other graduate courses overlap with DBMS topics but they are offered under the systems or ML areas.
CSE 223B: Distributed Computing and Systems. It
covers distributed systems and networked servers, concurrent and event-driven architectures, remote procedure
calls, load shedding, distributed naming/directory and
storage services, replication and Byzantine fault tolerance, two-phase commit, consensus, CAP theorem, security in distributed systems, and blockchains.
CSE 255: Big Data Analytics with Spark. It covers
scalability in data analysis using MapReduce and Spark,
including minimizing bottlenecks in massively parallel
computations, programming with PySpark, identifying
computational tradeoffs in using Spark, performing data
loading and cleaning using Spark and Parquet, modeling
data with statistical and ML methods, and large-scale
supervised and unsupervised ML using MLlib.

3.

COURSES IN HDSI

UC San Diego launched HDSI in 2018, now its own
academic unit, as part of a strategic decision to shape
the future of Data Science education, research, and societal impact. As noted in a recent VLDB panel [6], we
see the DB area as one of the key bridges between CS
and Data Science. Thus, HDSI is also investing heavily
in DB education but aimed largely at students interested
in becoming data scientists and ML engineers, as well
as data analysts and data engineers. HDSI majors are
less likely (than CS majors) to become DBMS developers or software engineers. So, we re-thought the DB
curricula from scratch for HDSI to de-emphasize some
topics and add other relevant topics. Two of five DB
area faculty are affiliated with HDSI. Researchers at the
San Diego Supercomputer Center (SDSC) also regularly
teach some HDSI courses.
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3.1

Undergraduate Level

The two flagship courses, DSC 100 and DSC 102,
are both required courses for HDSI majors. They are
offered twice or sometimes thrice a year. Enrollments
include 200 majors each year, with dozens more from
other departments. DSC 104 is an elective for students
interested in non-structured databases.
DSC 100: Introduction to Data Management. It introduces the storage and management of large-scale relational data, with an eye toward applications in Data
Science. It covers the relational data model and some
schema design aspects, relational algebra, SQL, some
elements of query optimization, and some aspects of
RDBMS-backed applications. This course is still evolving and we plan to add more discussion about the relationship between relational algebra and Pandas, including in the lower division course where Pandas is introduced. Prerequisites: Algorithms, data structures, and
Python for Data Science.
DSC 102: Systems for Scalable Analytics. This is the
first course of its kind in the world tailored for Data
Science undergraduates. It offers a holistic bottom-up
view of systems for scalable data-intensive computing.
It covers the basics of computer organization and OS
(only what is relevant for Data Science), memory hierarchy, data file formats, cloud computing, principles of
scalable and parallel data processing, “Big Data” systems (MapReduce/Hadoop and Spark), and how all that
matters for end-to-end workloads in Data Science. It
includes Python programming assignments to analyze
40GB+ datasets using Dask on AWS and Spark on SDSC
private cloud to perform data exploration, preparation,
feature engineering, and ML model building. Prerequisites: DSC 100 and an ML algorithms course.
DSC 104: Beyond Relational Data Management. It
introduces “NoSQL” data models, data formats, highlevel query languages, and programming abstractions
for semi-structured and graph-structured data, hierarchical and unrestricted graph DBMSs, array DBMSs, a comparison of expressive power of these data models, and
parallel programming abstractions such as MapReduce
and its descendants. Prerequisites: DSC 100.

3.2

Graduate and Other Related Courses

HDSI launched its MS and PhD programs in Data
Science in Fall 2022. As with the UG courses, we rethought the graduate DB courses from scratch for HDSI
instead of reusing CSE courses. A key reason was to
offer viable pathways for students with non-CS UG majors (e.g., statistics, social sciences, or natural sciences)
to enter Data Science careers after MS or pursue PhDlevel research. Some of these courses are still being creSIGMOD Record, September 2022 (Vol. 51, No. 3)

ated. DSC 202 is a required course. DSC 204A is a conditional requirement that can be replaced with a graduate algorithms course by more theory-inclined students.
CSE 234 (Section 2.2) and CSE 255 (Section 2.3) will
be cross-listed and offered as electives.
DSC 202: Data Management for Data Science. It is
the graduate version of a mix of DSC 100 and DSC
104, along with some more advanced topics. It covers the relational data model, relational algebra, basic
SQL, “NoSQL” databases (document, key–value, graph,
and column stores), and multidimensional data management, including data warehousing, OLAP queries, data
cubes, and visualizing multidimensional data. Prerequisites: Similar to DSC 100.
DSC 204A: Scalable Data Systems. It is the graduate version of DSC 102. It covers the memory hierarchy, “Big Data” storage management, distributed scalable computing (cluster, cloud, and edge), parallel data
processing at scale, dataflow programming models and
systems (MapReduce/Hadoop and Spark), and their use
for end-to-end ML analytics. Prerequisites: Similar to
DSC 102; basics of computer organization and OS.

4.
4.1

COURSES IN OTHER PROGRAMS
MAS in Data Science and Engineering

The Master of Advanced Science (MAS) is a professional degree offered by the Jacobs School of Engineering aimed at working professionals [3]. It offers
graduate-level courses in a classroom-style environment
but follow a hybrid model combining synchronous distance learning and one in-residence week each quarter.
Data Science and Engineering (DSE) is one of three
MAS programs, and it includes four DB-related courses.
Apart from the two below that are custom-designed for
MAS, CSE 255 content is offered as “Scalable Data
Analysis” and DSC 104 content is offered as “DSE 250:
Beyond Relational Data Models.”
DSE 201: Data Management Systems. It covers relational, hierarchical, and network data models, SQL and
other query languages, DBMS architectures (including
parallel, columnar, and array systems), and advanced
SQL features, including user-defined functions, triggers,
statistical functions, and support for spatial data.
DSE 203: Data Integration and ETL. It covers the
fundamentals of data integration, including schema mapping and matching, entity disambiguation, ontology development and management, data provenance, and crowdsourcing and ML strategies for integration. It includes
hands-on projects to integrate two or more datasets from
an application domain of their choice, e.g., geospatial,
healthcare, finance, bioinformatics, etc.
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4.2

Online Masters in Data Science

UC San Diego launched its first Online Masters in
2022, focused on Data Science and created jointly by
CSE and HDSI [4]. Like the MAS in DSE, OMDS is
also aimed at working professionals interested in Data
Science careers. But OMDS is more like a regular MS
in its structure, rigor, and learning outcomes, albeit fully
online. It also has more emphasis on statistics, deep
learning, AI, and data ethics. It will feature a new DB
course designed with a careful mix of content from DSC
100, DSC 102, and DSC 104. CSE 255 content will also
be offered as DSC 232R.
DSC 208R: Data Management for Analytics. It covers principles, techniques, and tools for organizing, storing, querying, transforming, and using data for analytics
and ML computations at scale. This includes the basics
of data storage, acquisition, governance, organization,
principles of the relational data model, relational algebra and its relationship to DataFrames, SQL, RDBMS
features for faster querying and analytics, and basics of
“NoSQL” systems. Major data quality issues and approaches to clean data, basics of cluster/cloud computing, MapReduce/Spark, and their application to scale
feature engineering will also be covered. Methodologies
to critically evaluate analytics results, including debugging and reasoning about bias and fairness in analytics
pipelines will also be covered.

4.3

Rady School of Management

Relational databases and SQL are commonly taught
to MBAs and other students in business schools as well.
At UC San Diego, the Rady school also covers such topics in at least three analytics courses. A new course also
covers “Big Data” systems such as Hadoop and Spark.
MGT 153: Business Analytics. It is designed to help
a business manager use data to make good decisions
in complex decision-making situations. It covers core
business analytics concepts and skills, including Excel,
relational databases, and SQL, principles of effective
data visualizations and interactive data visualization (e.g.,
Tableau), and data preprocessing and regression analysis using data analytics programming (e.g., Python).
MGT 455: Customer Analytics. Many firms have extensive information about customers’ choices and how
they react to marketing campaigns but few have the expertise to efficiently act on such information. This course
teaches a scientific approach to marketing with handson use of technologies such as databases, analytics, and
computing systems to collect, analyze, and act on customer information.

scale and complex data for business applications. Students will learn how to handle large volumes of data
through database systems and to use big data technologies to perform scalable analytics.
MGTF 495: Special Topics in Business Analytics. It
covers data modeling, relational database systems, SQL,
text analytics, and elements of NLP using Python libraries. Class projects involve analyzing SEC 10Q reports from public company and combining this information with relational data about the company obtained
from web sources.

5.

CONCLUDING REMARKS

We hope this article on DB education at UC San Diego
is helpful to organizations planning to reshape or expand their own DB education repertoire. We recognize
that we are likely at the higher end of the spectrum on
extensiveness. And yet, there are ever more emerging
DB-related topics that could merit their own courses,
e.g., ML for data management and RDBMSs, data ethics
and responsible data management, knowledge graphs
and knowledge management, scalable systems and interfaces for visual analytics, and DataOps and MLOps
in this era of cloud, Web, and IoT. We believe all universities and in turn, wider society, will benefit from investing more in relevant DB-related education, research, and
translation programs to better serve our modern datadriven world.

6.

REFERENCES

[1] BadgerDB at UW-Madison. Online at
https://pages.cs.wisc.edu/~jignesh/
cs564/projects/BadgerDB/BufMgr/docs.
[2] CS Rankings for “Databases” Area. Online at
https://csrankings.org/#/index?mod&us.
[3] MAS in DSE at UC San Diego. Online at
https://jacobsschool.ucsd.edu/mas/dse.
[4] OMDS at UC San Diego. Online at
https://omds.ucsd.edu.
[5] UC San Diego Database Lab. Online at
https://dbucsd.github.io.
[6] I VES , Z., G EHRKE , J., G ICEVA , J., K UMAR , A.,
AND P OTTINGER , R. VLDB Panel Summary:
“The Future of Data(base) Education: Is the Cow
Book Dead”. SIGMOD Record (sep 2021).

MGTA 462: Big Data Technology and Business. It offers students the skills and knowledge to manage large46

SIGMOD Record, September 2022 (Vol. 51, No. 3)

Characterizing I/O in Machine Learning with
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Data is the driving force behind machine learning (ML)
algorithms. The way we ingest, store, and serve data
can impact the performance of end-to-end training and
inference significantly [11]. However, efficient storage
and pre-processing of training data has received far less
focus in ML compared to efforts in building specialized
software frameworks and hardware accelerators. The
amount of data that we produce is growing exponentially, making it expensive and difficult to keep entire
training datasets in main memory. Increasingly, ML algorithms will need to access data from persistent storage
in an efficient way.
To address this challenge, this work sets out to characterize I/O patterns in ML, with a focus on data preprocessing and training. Our goal is to create the first
open-access storage-focused benchmark for ML.
Why a new benchmark? An extensive body of
work proposes benchmarks for ML algorithms (e.g.,
MLPerf [8], OpenAI Gym [6], Deepmind Lab [5],
DawnBench [7]). While these benchmarks provide a
valuable end-to-end test of an ML environment, they
make it difficult to isolate the value of each component. Moreover, existing benchmarks tend to focus
on the compute required for training and inference.
As a consequence, the storage setup is simplified and
the cost of data pre-processing is largely ignored. Finally, prior benchmarks have a high barrier to entry for
non-ML practitioners, requiring expensive accelerators
(e.g., GPUs, TPUs, AWS Inferentia) and extensive MLspecific knowledge to run. All these reasons justify the
need for a storage-focused benchmark for ML that is
easy to deploy and is accelerator-agnostic.
Approach. We are exploring trace collection to understand storage impact in ML, similar to the SPECstorage benchmark [2]. Key factors we are investigating include the workload type, software framework used
(e.g., PyTorch [10], Tensorflow [3, 9]), accelerator type,
dataset size to memory ratio, and degree of parallelism.
The trace collection is done through eBPF [1] and system monitoring tools such as mpstat, and NVIDIA
Nsight. Our traces include VFS-layer calls such as
SIGMOD Record, September 2022 (Vol. 51, No. 3)

read, write, open, as well as mmap calls, block I/O
accesses, CPU, memory, and accelerator use. We are
collecting traces for workloads with different I/O profiles, based on the MLPerf Training [8] benchmark reference implementations and datasets. Specifically, we
are focusing on computer vision, natural language processing, and recommender systems workloads, collecting traces during the training phase. The current system
is single-node, with the data residing in local storage. In
the second stage of the work, we intend to switch the focus to data cleaning and pre-processing for these three
workload types. Finally, we intend to expand the work
to a multi-node setup.
To account for different memory to dataset size ratios
we will scale up the datasets (e.g., through data replication and adding noise), and we will limit the main memory size (e.g., through cgroups). Note that, while still
required as the base criteria to generate faithful traces,
the data quality and accuracy of the trained models are
less relevant to our work, as we only focus on understanding I/O patterns at different stages of the workload.
Based on the trace analysis, we will build a synthetic
I/O workload generator. The workload generator will
accurately reproduce I/O patterns for representative ML
workloads. We make it a central design point for the
workload generator to be user-friendly to non-ML researchers and practitioners. In particular, we take inspiration from the fio [4] interface, which is familiar
to storage researchers. Finally, one of our design goals
is to enable users to run the workload generator without having to use ML accelerators. One possible way
to achieve this is artificially introducing delays between
the I/O calls, to simulate the accelerator compute time.
Impact. A key question this work will help answer is
how to provision a balanced training cluster that is not
bottlenecked on storage or compute for a complex mix
of workloads. Furthermore, a storage-focused benchmark will accelerate the research and development of
specialized storage systems for ML. Finally, the detailed
trace analysis will uncover compelling research directions at the intersection of storage and ML.
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ABSTRACT
Query optimization is a critical technology that is common across all modern data processing systems. However, it is traditionally implemented in silos and is deeply
embedded in different systems. Furthermore, over the
years, query optimizers have become less understood
and rarely touched pieces of code that are brittle to changes
and very expensive to maintain, thus slowing down the
pace of innovation. In this paper, we argue that it is time
to think of query optimizer as a service in modern cloud
architectures. Such a design can help build a common
set of well-maintained optimizations that are externalized from the query engines and that could be learned
and improved using the large workloads present in modern clouds. We present, Oasis, a reference architecture
for query optimizer as a service and describe our success
in deploying the early version of it in Cosmos. Finally,
we discuss the risks and responsibilities involved with
Oasis to ensure it is a win-win for everyone.

1.

INTRODUCTION

Query optimization has been the bread and butter of
data processing engines for improving performance and
reducing the cost of declarative user queries. It is now
also becoming critical piece in modern clouds where
data systems are pervasive, user expertise is minimal,
and lowering operational costs is paramount. Consequently, we are seeing a lot of effort and investment
in building advanced query optimization capabilities in
cloud-native data systems, such as Spark [27], Greenplum [10], Snowflake [25], F1 [23], Azure SQL [2],
SCOPE [7], Spanner [26], Big Query [4], RedShift [20],
Athena [1], CockroachDB [9], among others.
Unfortunately, the current approach to building query
optimization capabilities results in re-implementing similar techniques in different systems over and over again.
For example, many systems, including Spark, Calcite,
Greenplum, Snowflake, F1, SQL Server, and SCOPE,
have implemented Cascades-style query optimization.
* Work
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As a result, there is a lot of repeated effort to get query
optimization right in each of these systems. Instead, unifying the query optimization capabilities into a common
platform will help serve these customers better by advancing the state-of-the-art across the board.
Apart from the redundant effort across systems, getting query optimization right just for a given system is
hard by itself. This is evidenced by decades of research
on improving strategies for query plan search, models
for estimating query costs, and models for intermediate
cardinalities and other statistics. In fact, most production systems have been hardened over the years based on
countless user scenarios, performance regressions, and
customer incidents seen by the product teams over time.
This has also resulted in query optimizers turning into
massive black boxes that are not just hard to understand
or tune but also something that the product teams are
highly skeptical to touch or change significantly.
The heart of the problem in current query optimizers
is the deep coupling of the optimizer within the query
engine, a design decision that is now a big problem for
development costs and is hard to advance the query optimizer to fast changing needs of the newer query processing engines. Therefore, it is time to decouple the query
optimizer from the query engine into a separate platform. This will help consolidate the efforts and advance
the state-of-the-art rapidly. This is also akin to how different components in the Hadoop stack, including the
file system (HDFS [5]), resource manager (YARN [30]),
task scheduler (Tez [29]), etc., were carved out into independent layers for more agility and standardization. It
is time to do the same for the query optimizer.
In this paper, we rethink the traditional query optimizer and present a service-oriented architecture for query
optimization in modern clouds. Our core philosophy is
not to build yet another query optimizer that replaces
the existing ones, something not practical for the large
number of systems deployed out there, but rather to externalize the various query optimizer components to an
external service and look them up when optimizing each
new incoming query. A key enabler for such external49

ization is the plethora of recent machine learning based
techniques to improve various query optimizer components, such as cardinality, cost model, and query planner. These learning-based approaches could train over
large cloud workloads and specialize for various databases
or workload instances. The learning algorithms and models can then accrue towards a common query optimization platform that can be shared across and developed
much more rapidly. We have taken a series of incremental steps in recent years towards realizing this architecture at Microsoft, and this paper puts these efforts
together into a coherent vision.
In the rest of the paper, we first describe a rethinking
of query optimizers from traditional deeply embedded
one to an external and service-oriented one (Section 2).
We present, Oasis, a reference architecture for optimizer
as a service (Section 3), and discuss our production successes in implementing Oasis by externalizing different
components of the SCOPE query optimizer (Section 4).
Finally, we touch upon several risks that an externalized
and ML-based optimizer service carries and our responsibilities towards them (Section 5).

2.

RETHINKING QUERY OPTIMIZER

In this section, we describe our rethinking of query
optimizers from traditional to a service-oriented one.

2.1

Traditional Query Optimizer

Traditionally, a query optimizer consists of three core
components, namely the cardinality estimator, the cost
model, and the query planner, that are embedded inside
a query engine. Figure 1(a) illustrates this simplified
architecture. We describe each of the three components
in more detail below.
The query planner explores the space of possible query
plans for the given user query. Various query plan searching approaches have been proposed in the literature, including bottom-up planner that starts from the input and
builds up to the final, top-down planner that starts from
the final required plan and implements it down to the
base inputs, and randomized planner that explores permutations in the neighborhood to discover more optimal plans. In particular, the Cascades optimizer, a topdown query planner, has become widespread in industry with several engines such as SCOPE, SQL Server,
Spark, Snowflake, Greenplum, F1, and others adopting
it. The goal of the query planner is to produce the cheapest query plan to execute based on the cost model.
The cost model estimates the cost of a candidate query
plan. It uses the cardinality or the intermediate size after each operator in the query plan as a core ingredient to estimate the CPU, IO, latency, and other costs
into a single numerical value for each candidate query
plan. Naturally, this numerical value does not correspond to any standard metric such as seconds but rather
50

it gives a relative value to compare how good different query plan candidates are. For multi-core and distributed query processors, parallelism is another key factor since the costs are going to be very different based
on the number of threads or the number of nodes that
can process data in parallel. This becomes tricky because the system may not want to use all available parallelism due to other concurrent queries [22] and also
because the performance may not consistently improve
at higher parallelism due to increased data movement
and IO [19]. As a result, picking the right parallelism is
very challenging and yet very important for parallel and
distributed plans. In practice, cost models are highly
sensitive components of the query optimizer which are
typically tuned over some key customers or benchmarks
and rarely touched henceforth. Any changes in the cost
model could not only take years in development but are
also hard to deploy due to their large and unknown impact on the query plans [24].
The cardinality estimator estimates the output number
of rows (or cardinality) from each operator in the query
plan. It is a key ingredient when estimating the cost of a
query subexpression and further combining those costs
recursively for the entire query. A cardinality estimator
relies on statistics such as histograms, sketches, min/max, distinct value counts, etc., on the base tables, operator semantics to determine the output size given the
inputs, e.g., key foreign key join, cross join, etc., and
heuristics derived from customer experience for many
other unknowns, e.g., the selectivity of table and scalar
UDFs. Cardinality estimator also suffers from limited or
stale statistics due to their cost of collection, exponential
error propagation which grows worse with larger query
plans [17], and the black box nature of user defined operators that are typically present in production workloads. Consequently, cardinality estimation is highly
challenging and is routinely found to be off by orders
of magnitude in production systems [32].
Some open-source projects have attempted to abstract
out the query optimizer into more modular code structure that could be applied to different query processing
engines. Most notably, the Apache Calcite [6] project
provides a generic and extensible planner framework,
with adapters built for many different query engines.
Unfortunately, getting the cardinality estimator and the
cost model right are the bare essentials of the query optimizer, and these two highly depend on the execution
environment and the workload instances at hand. Therefore, Calcite requires users to plug-in these things from
their environments which is non-trivial.
In summary, traditional query optimizers have been
built over the years with significant effort and using domain knowledge that were relevant at some point in time.
However, they have now turned into system components
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Figure 1: Contrasting traditional and service-oriented query optimizer architectures.
that are too sensitive to touch and too brittle to change.

2.2

Service-oriented Query Optimizer

Given the limitations of traditional query optimizers,
let us now consider an alternative service-oriented approach to query optimization. Figure 1(b) illustrates this
new architecture. The first thing to notice is the externalization of the three main components of the query optimizer, namely the cardinality estimator, the cost model,
and the query planner, from the deeply embedded query
optimizer to an external service. Second, the externalized components are hosted as learned ML-models trained
over the past query workloads seen by a given set of
customers in a given environment. For each incoming
query, relevant models are loaded to the query engine,
based on the patterns in the query, over a REST endpoint. The query engine still contains its default query
optimizer; however, its components are overridden by
learned models loaded from the external service.
The above service-oriented design for query optimizer
a.k.a. QO, has several advantages:
• We do not introduce yet another QO but rather a practical approach for better query optimizer development.
• The service-oriented approach is decoupled yet completely integrated end-to-end, unlike Calcite that requires to plug-in cardinality estimator and cost model.
• It opens up the black box to see how good different
components are, and which ones really matter.
• It constantly improves the different components of
query optimizer via better machine learning techniques.
• The system gets better with more usage on the cloud
since more diverse training data becomes available.
• Externalization allows exploring better optimization
possibilities without worrying about overloading QO.
• There is a natural instance optimization for specific
workloads and patterns, something which is desirable.
• The decoupled approach allows scaling query engine
and externalized optimization decisions separately.
SIGMOD Record, September 2022 (Vol. 51, No. 3)

• The hosted models and techniques are shareable across
different databases or even engines since models learn
the characteristics of the underlying data anyways.
• We essentially build a single knowledge base that could
be easily instantiated for different settings.
• We can deploy several versions of the optimizer at the
same time; users can choose which version they want.
• It is easier to debug and investigate the issue with respect to each of the components.
• It is easier to roll back for a specific customer.
• We can easily fall back to default behavior if required.
• System developers can focus more on training the core
query optimizer components independently, thus accelerating the software engineering life cycle.
• Finally, the service-oriented design makes the query
optimizer future proof for the scale, variety, and complexity of the cloud workloads; future workloads simply means training newer and better ML models, e.g.,
better featurization, better model selection, or parameter tuning over the new workload.
In summary, the service-oriented approach opens a
new way to think about query optimization, bringing
in several notable advantages of doing so. It is also
the most natural design in modern clouds where complex systems are typically broken down into smaller and
simpler services that could be managed independently.
With this, in the following section, we present a reference architecture for turning a traditional query optimizer into a service-oriented one.

3.

Oasis
We now present the Oasis reference architecture. This
is derived from our prior work on building workload optimizations for cloud query engines [12, 21], however,
we tailor the discussion for building Oasis below. Our
goal is not to replace the traditional query optimizer with
a new one, since that is not possible in production setting, but rather to transform it into a service-oriented
one. Below we present a seven-step recipe for turning a
given query optimizer into Oasis.
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3.1

Signatures

The first step to creating an Oasis is to implement
signatures, or hashes, for every query subexpression (or
query sub-tree).A signature essentially captures a query
sub-pattern whose behavior could be learned across the
entire workload. Therefore, it could also be seen as an
extremely lightweight featurization, which is very useful given the sub-second end-to-end time spent in many
typical query optimizers. One could also create multiple
signatures for different granularity of the sub-patterns.
Finally, as we will see in this section below, signatures
facilitate training smaller micromodels and trivially distributing the training pipeline over large clusters.

3.2

Observability

The query engine needs to emit the signatures along
with its corresponding runtime metrics telemetry. This
observability helps understanding the query performance
in a given runtime environment, i.e., it can help build
better cardinality and cost models for these workloads.
Some of the key things to consider include keeping the
overheads of observability minimal on the query performance and making sure the telemetry store can handle
the volume of incoming data, e.g., by making telemetry
collection asynchronous and scaling the back-end store
to support fast ingestion. Furthermore, we need to preserve the customer privacy by anonymizing any business
sensitive or personally identifiable information.

3.3

Training Input

Once the telemetry is collected, we need the training input for different optimizer components. This is a
cumbersome process that involves extracting the telemetry into a tabular structure, imputing missing data values, denormalizing the data into a flat table that is more
amenable to training, and applying data cleaning techniques to it. Given the complexity, we want to do this
step once and share the resulting training data for building all models. This is also the step where we can bring
in data from other sources, e.g., resource manager or the
machine counters, and combine them with the query optimizer telemetry to produce a rich training input.
It is noteworthy that, as workloads and underlying
data in shared cloud infrastructures change we repeat
this step periodically. We do it once for each instance,
depending on the rate of change of data and workload.

3.4

Micromodels

The crux of Oasis is micromodels [13], or per-signature
models which are lightweight (typically linear models),
way smaller in size, and much more specialized than
large general-purpose models. As a result, they are faster
to train and easy to replace quickly. Micromodels trade
the generality of traditional query optimizers, wherein
they had to produce the exact same behavior for ev52

ery query and every customer, with specialized behavior that is ultra-local to a given customer and a given
workload, i.e., each customer can essentially have their
own cardinality estimator, cost model, and query planner customized for their workloads. Furthermore, micromodels do not see a customer workload as monolithic
but rather splits it into fine-grained chunks that could be
learned independently and then combined later for the
overall query optimization.

3.5

Model Lookup

3.6

In-process Scoring

3.7

Overriding Default Behavior

One of the key aspects of Oasis is how query optimizer components are loaded into the query optimizer.
We can load models by customers, query templates, or
signatures. We can even choose to load the models selectively for subset of customers (e.g., pilot customers
or those who have signed up), while still providing the
default behavior to others. Such access control makes
deployment and onboarding of Oasis far easier. This
change requires establishing a contract between query
engine and externalized service. Over and above that
model lookup is fast, for Cosmos users we found lookup
time to be 10-15 msec, we achieved this by caching.
Oasis scores models in-process within the query optimizer. This is to reduce the overhead of making thousands of external invocations for model scoring. Instead,
Oasis loads the model into the optimizer and scores them
wherever needed. While this requires changes to the optimizer context, the models themselves have low footprint since they are way smaller in size, and the actual
scoring is fast since they are typically linear models.
Finally, Oasis needs to override the default optimizer
behavior. This could be done either by additional condition checks for the presence of available models or existing mechanisms for overriding the default behavior,
e.g., row counts hints could be used to substitute cardinality from default estimator with those obtained from
the learned models. This is a one-time deep change in
the existing query optimizers that is useful to control the
behavior from the externalized service.

4.

PRODUCTION SUCCESS

4.1

Externalized Cardinality

In this section, we describe our production success in
deploying the Oasis architecture for Cosmos big data
platform in Microsoft. Below we discuss how we went
about externalizing each of the three components in the
SCOPE query optimizer and the lessons learned so far.
Sharing the same infrastructure with other query engines
like Spark and SQL DW [28] is still an ongoing effort.
Cardinality estimation in SCOPE could be orders of
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magnitude off – from up to tens of thousand times underestimation to up to a million times over-estimation [32].
This is due to user defined operations that end up as
black boxes for query optimizer. Fortunately, SCOPE
workloads have many subexpression patterns that could
be generalized across queries. As a result, we were able
to achieve up to six orders of magnitude more accuracy. Unfortunately, better cardinality does not necessarily translate to better performance. Therefore, we had
to identify scenarios that lead to consistently better performance with externalized cardinality models. Via extensive experimentation, we identified a range of heavy
over-estimation, which when fixed leads to lower processing time. This was an important step in enabling
externalized cardinality in production, and it was made
possible due to externalization since the cardinality models could be independently trained, tested, validated, and
experimented over and over again. In a nutshell, externalization helped achieve quick deployment and common subexpression helped achieve accuracy.
Still, many gaps remain in current version of externalized cardinality. For instance, combining cardinality
from learned and default models could lead to expensive plans. Our solution so far has been to leverage retraining. Improving cardinality models remains ongoing
work and something that is facilitated by Oasis.

4.2

Externalized Cost Models

Cost models in the SCOPE query engine have remained
relatively static for several years. There was a significant effort to replace the original cost model, however,
it never got enabled by default due to unknown implications. As such it remains optional for customers to
try out [24]. Our learning when trying to build learned
cost model was that one of the biggest influences of cost
estimates in SCOPE is on resource selection. Specifically, we realized that the number of containers to be
used for each query is often mis-calculated, resulting in
either wasted resources or poor performance [22]. Furthermore, query and resource optimization decisions are
often made independently, even though they affect each
other [31]. Therefore, we focused on extending the cost
models to also make resource decisions in the query
optimizer. Our deployed solution was to avoid overallocation by predicting peak resources for a query plan.
This resonated well with customers since they could get
more work done with the same amount of resources.
Several follow-ups are possible to our initial deployment of externalized cost models. Approaches we tried
include predictively giving up resources in later parts of
the query plan [3]. These approaches have gaps in terms
of production readiness, e.g., how do we avoid ending
up under-allocating. However, the externalized architecture of Oasis provides a solid foundation for iteratively
improving these approaches.
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4.3

Externalized Query Planning

5.

RISKS & RESPONSIBILITIES

The SCOPE query planner consists of 256 rules. Unfortunately, one third of the rules are not enabled in any
of the current workloads [18]. This is because even
though a significant effort is spent in writing new rules [16],
it is very hard to understand their implications on wider
workloads, leading them to remain optional and unused.
Our approach to externalizing the query planner was
to identify which set of rules make sense for a query,
thereby steering its search space towards efficient plans.
Additionally, it will be inefficient for optimizers to steer
the search space without externalization because workloads as well as data keeps evolving, which requires frequent changes to the optimizer code, and the need to
wait for optimizer’s next release cycle to be deployed.
To keep things explainable, our current production
deployment only changes the space of rules by one at
a time, thereby incrementally steering queries to paths
that are also understandable to engineers and customers.
Other than steering the search space for a given query,
multi-query optimization is also an important part of the
query planner. CloudViews [8, 14] is our approach to
reuse common computations across queries, whereby
we externalize which computations could be reused and
load them via Oasis. CloudViews has been deployed in
production and given its automatic and self-discovering
nature, customers have found it very useful. Furthermore, the externalized aspect naturally allows for experimenting with newer view selection algorithms that can
be readily plugged into [11].
Finally, physical layouts (partitioning, etc.) of tables
are important for avoiding expensive shuffles. This is
a multi-query optimization problem since choosing the
right layouts depend on all consumers of the dataset.
Given that datasets in Cosmos have producer-consumer
relationships, our approach is to analyze all consumers
of a given dataset to decide on the layout that the producer should be creating. However, when deploying
in production we realized that making this automatic
can have unexpected implications on some consumers.
Therefore, our current version simply recommends layouts for the owners of the producer jobs, and they can
choose to apply them. Again, providing these multiquery optimization decisions from an external service
allows them to be refined and improved over time.

Applying machine learning for building better systems has emerged as a hot trend in recent years. It is
motivated by the fact that modern cloud systems have
become too complex and unwieldy to manage or optimize, coupled with rapid advances and the ease of use
of machine learning ecosystem. As a result, it is attractive to leverage machine learning over large work53

loads in modern data systems to derive better performance, lower costs, and add more automation for a productive yet cost-effective experience for a large body of
data users out there who may not have the expertise to
achieve many of these things on their own.
Even though it makes sense to apply machine learning for building better query optimizers, it is well known
that machine learning also comes with its own set of
dangers. The question is whether by applying machine
learning for query optimization, we are importing those
dangers as well. Therefore, in this paper, we also make
one of the very first attempts to study the risks and responsibilities of applying ML to query optimizers. We
believe this will help us as a community of data system
builders to be more responsible. While in the ML community, ethical and responsible AI emerged as later topics, we want to start this conversation early in the data
systems world to avoid the pitfalls and suggest best practices before they get baked too deeply in system stack.
Some of the critical questions that we raise include
what is the deeper impact of ML on query optimizers
and for ML-for-systems? Are we making systems strictly
better? Is new system behavior still aligned with the intended one? Should users be aware of a new goal setting? Should system developers be aware of changes
in how users are served? Our goal is to provide pointers and suggestions on making ML-for-systems more responsible, one that is more ethical, fairer, and considers
the overall good of the user community.

5.1

Are We Serving All Customers?

Rich Gets Richer. One of the biggest risks of using ML
for query optimizers is that customers with larger workloads benefit more, both in terms of performance and efficiency, since they can train better models to make the
optimization decisions. In contrast, the cloud provider
has a responsibility to serve all customers and so they
need to devise techniques to transfer the learnings across.
Marginalizing Small Players. Learning-based optimizations affect specific instances rather than improve the
overall system, small players risk getting seriously marginalized with outdated system behavior with little incentive
for the provider to take them into account given their
smaller size. Therefore, the cloud providers still need to
find mechanisms to democratize Oasis for all players.

5.2

Are We enabling New Workloads?

Penalizing the Explorer. Customers who try new analysis risk creating diverse workloads that may not provide enough learnable patterns to Oasis, thus penalizing
the exploring and rewarding repetitive work with better
performance and lower costs. The question then is how
to incentivize explorers with good performance without
asking them to become more predictable.
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Differentiating the Workload. Applying ML to query
optimizers is also often considered as instance optimization [15], which by definition, seeks to optimize different portions of the workload differently. The question
then is how do we divide the workload into different
portions and how to make this a fair division.

5.3

Are We Building Better Systems?

Opaque Systems. By externalizing and replacing parts
of the query optimizer with ML models, we risk substituting transparent, well understood components with
models that could be hard to explain or reason about,
i.e., are we leading to fundamentally better systems?
The Curse of Convenience. It is convenient to learn
what is already being observed, instead of emitting new
telemetry, and feedback using existing mechanisms, instead of building new ones, thus, missing the big picture.
For instance, learning cardinality over the past workloads ends up biasing over known plans and potentially
not guiding the optimizer into unknown spaces.

5.4

Are We Helping System Developers?

MLOps without ML Background. Modern clouds have
a devops model, where developers are part of the operational process as well. Unfortunately, ML-for-Systems
now puts the developers on the MLOps path without
them having the necessary ML background.
Hammer for Every Nail. Developers can easily fall
into the trap of fixing everything in the system software
via ML, bypassing better coding and system building
practices in the first place. The challenge though is that
they now need to maintain both the default base system
and augmented part of it in Oasis.

5.5

Are We Generating Value?

Learning vs Improving. It is non-trivial to understand
the improvements due to a learned component beforehand. In fact, big improvements in accuracy may not
translate to improvement in performance or other metrics. Therefore, much effort must be put in before the
real value is understood or derived.
Throwaway Work. Quickly retraining a large number
of ML models that can inform various aspects of the
query optimizer implies creating more work of lesser
value. The question is whether the resources could instead be used for work whose value is longer lasting.

6.

CONCLUSION

This paper opens up a fundamentally new debate in
query optimization — to build query optimizer as a service. We explored this radically new design from several
practical aspects and presented a reference architecture,
Oasis, as the first step. We also shared lessons from
early deployments of Oasis in Cosmos and also introspected risk and responsibilities associated with it.
SIGMOD Record, September 2022 (Vol. 51, No. 3)
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Affiliation Types of Authors

As Figure 1 shows, SDS proved attractive to authors
from both academia and industry. There were several
submissions from top software companies and research
universities from around the world. About half the submissions had at least one industry co-author, although
the majority of first authors were from academia, mostly
students. Interestingly, papers with a mix of industry
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Figure 1: Statistics on author affiliation types.
and academic co-authors saw a significantly higher acceptance rate than papers with only academic or only
industry authors.

SOME SALIENT STATISTICS

Out of 882 Research Track submissions to Volume
14, 112 (13%) were under SDS, 692 (78%) under Regular, 55 (6%) under Experiments, Analysis & Benchmarks (EA&B), and 23 (3%) under Vision. PVLDB
does not impose acceptance rates per se. 31 SDS submissions underwent revision and 26 were accepted in
the end, yielding an acceptance of 23% for SDS, which
was roughly the same as the Regular research category.

2.1

tatbul@csail.mit.edu

INTRODUCTION

As part of the International Conference on Very Large
Data Bases (VLDB) 2021 / Proceedings of the VLDB
Endowment Volume 14, a new Research Track category
named Scalable Data Science (SDS) was launched [2,
6]. The goal of SDS is to attract cutting-edge and impactful real-world work in the scalable data science arena
to enhance the impact and visibility of the VLDB community on data science practice, spur new technical connections, and inspire new follow-on research. The inaugural year proved to be successful, with numerous interesting papers from a wide cross section of both industry
and academia, spanning several data science topics, and
originating from several countries around the world.
In this report, we reflect on the inaugural year of SDS
with some statistics on both submissions and accepted
papers, SDS invited talks, and our observations, lessons,
and tips as inaugural Associate Editors for SDS. We
hope this article is helpful to future authors, reviewers,
and organizers of SDS, as well as other interested members of the wider database / data management community and beyond.

2.

Nesime Tatbul

Intel Labs and MIT

Figure 2: Statistics on countries of authors.

2.2

Countries of Authors

There was significant geographic diversity among both
submissions and accepted papers, with the US and China
accounting for the largest numbers. Several papers were
also cross-national collaborations. Figure 2 shows the
top 6 countries based on the nation of affiliation of the
lead author and co-author mixtures. The countries in the
“Others” category in the plots include Australia, Austria, Belgium, Brazil, Denmark, France, Greece, Hong
Kong SAR, India, Israel, Italy, Morocco, New Zealand,
Portugal, Qatar, Russia, Saudi Arabia, South Korea, Sweden, Turkey, and the UK.
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1. “Towards Scalable Online Machine Learning Collaborations with OpenML” by Joaquin Vanschoren
of the Eindhoven University of Technology.
2. “Internet Traffic Analysis at Scale” by Anja Feldmann of The Max Planck Institute for Informatics.

Figure 3: Statistics on primary sub-areas of papers.

2.3

Primary Sub-Areas of Papers

3. “The Power of Summarization in Graph Mining
and Learning: Smaller Data, Faster Methods, More
Interpretability” by Danai Koutra of the University
of Michigan.

Given the nature of SDS, sub-areas that overlap with
Data Science topics naturally saw the highest representation among the primary subject areas. The recently
growing sub-area of “ML/AI and Databases” turned out
to be the largest, followed by popular classical topics
at PVLDB such as data mining/analytics, data integration/quality, and semistructured/graph data. The 2 accepted papers in the “Others” category in the plot had
a primary area of provenance/workflows and distributed
data systems. Figure 4 shows the “word clouds” produced from the titles of all SDS submissions and accepted papers.

4. “Designing Production-Friendly Machine Learning” by Matei Zaharia of Databricks and Stanford
University.
5. “From ML models to Intelligent Applications: The
Rise of MLOps” by Manasi Vartak of Verta.
6. “Summarizing Patients Like Mine via an On-demand
Consultation Service” by Nigam Shah of Stanford
University.

4.
Figure 4: Word clouds of paper titles: submissions
on the left and accepted papers on the right.

2.4

Code Release and Reproducibility

In line with the other Research Track categories of
PVLDB, SDS encourages authors to open source their
research code and data (or at least make them available
privately to reviewers) but this is not mandatory. Out of
26 accepted papers, 16 had provided open-sourced code
by submission time; 2 others shared their code privately
to the reviewers; the remaining 8 did not provide code,
with most of their authors being from industry.

3.

SDS INVITED TALKS

At the VLDB 2021 conference itself, we had an exciting lineup of 6 eminent invited speakers on SDS-related
themes. The talks covered a variety of topics from both
industry and academia spanning algorithmics, systems,
and applications of Data Science, including Internet data
analytics, graph mining, biomedical informatics, and infrastructure for ML and Data Science. The talk titles and
speakers are listed below. The talk abstracts and speaker
biographies are available online [4] and as part of the
conference proceedings [1].
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OBSERVATIONS, LESSONS, AND TIPS

Finally, we now share some interesting aspects of serving as inaugural Associate Editors (AEs) of SDS. We
also share some lessons for future AEs and other organizers, as well as tips for both authors and reviewers.

4.1

Salient Observations and Lessons

Data Science is a fast-growing field with high interest in both industry and academia around the world. We
were happy to see a high volume of high-quality submissions from both universities and companies, including
from outside North America and Europe. For instance,
the inaugural Best SDS Paper Award went to a paper
from Singapore with authors from NUS and Grab [5].
As the CFP explains, SDS welcomes submissions of
two types: deployed and evaluated solutions [2]. We
were happy to see a healthy mix of both. Many papers described interesting research methods or tools that
were at the cusp of practical impact or had just been
adopted in practice, helping advance key industrial or
domain science applications.
The SDS-specific guidance provided to Research Track
reviewers proved sufficient for the most part. That said,
in several cases we had to call attention to the special focus on potential for impact and scalability, as well as not
overemphasizing novelty of techniques vs. other valuable forms of novelty, such as a new important problem,
new key application impact, etc. We hope such multifaceted research evaluation continues.
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• To SDS reviewers: Read the SDS-specific evaluation criteria again before reviewing such papers.
Keep an open mind on the various forms of novelty a paper can bring to the table and also its potential for practical impact, especially if it is of the
evidential type.

We oversaw just under a dozen papers being moved
across categories of the Research Track as part of a Revision, e.g., SDS to Regular, SDS to EA&B, or Regular
to SDS. As can be expected, some reviewers found these
moves hard to judge due the differing evaluation criteria. We took this feedback to improve the guidelines for
reviewers and also passed it along as an action item to
the Editors in Chief and SDS AEs of PVLDB Vol 15.
SDS-specific guidelines on technical contributions and
scalability were also refined further [3].

4.2

Common Reasons for Rejections

We now list some common reasons we saw why SDS
papers got rejected. Some reasons are clearly similar to
Regular but their interpretation is often SDS-specific.
1. The paper did not effectively articulate the practical importance of the problem or the potential for
practical impact of the work. This criterion is more
important for SDS than Regular, since the latter
also focuses on speculative or long-term basic research.
2. The empirical evaluation was too weak. While
this issue is similar to Regular, SDS-specific criteria that were often underappreciated by authors included showing meaningful scalability metrics and
use of real-world datasets.
3. The methods were considered too straightforward
or simplistic and there were not enough other forms
of novelty to rebalance. Such papers were especially tricky to handle, since this difference in emphasis for SDS vs. Regular is new. It is possible
that even a simplistic solution could lead to interesting insights at scale and in deployed scenarios.
4. The paper was entirely ML algorithmics-oriented,
with little relevance for the database / data management audience. Data Science is a broad new
interdisciplinary field, and PVLDB will not be a
suitable venue for many kinds of Data Science papers. Most of the 9 desk-rejected SDS submissions
fell under this rationale.

4.3

SDS-Specific Tips

• To SDS authors: Read the CFP on SDS-specific
criteria carefully before submitting [3]. Also check
out the above list of common reasons for rejections
to avoid those pitfalls.
Overall, it was an honor for us to serve PVLDB as
AEs to help shape and launch SDS. We are delighted
by the enthusiastic response to this new publication category from both academia and industry. We hope this
momentum continues and grows alongside the impact
and visibility of the VLDB community in the exciting
interdisciplinary arena of Data Science.
Acknowledgments. We thank Xin Luna Dong and Felix Naumann for their feedback on this article.
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We conclude with some SDS-specific tips based on
our experiences as SDS AEs:
• To SDS AEs: Recall the SDS-specific evaluation
criteria to reviewers when needed during discussions. Keep an open mind on moving a submission
across the different categories under the Research
Track if the paper’s merits warrant that and after
discussing with the Editors in Chief.
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SIGMOD 2024: Santiago, Chile, June 11- 16, 2024
Planned quarterly deadlines for research track
The research track of the ACM SIGMOD Conference on Management of Data is
moving to a quarterly submission model, with four deadlines each year, from the
2024 conference onwards.
The planned submission deadlines for the research track of SIGMOD 2024 are as
follows:
Round 1: January 15, 2023
Round 2: April 15, 2023
Round 3: July 15, 2023
Round 4: October 15, 2023
The formal Call for Papers will be disseminated in October 2022.
More information and updates will appear on the conference website:
https://2024.sigmod.org
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