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Charles Lamb, Linda Lee, Susan LoVerso, John Merrells, Mike Olson, Carol Sandstrom, Steve Sarette, David
Schacter, David Segleau, Mario Seltzer, and Mike Ubell (2020)
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SIGMOD Jim Gray Doctoral Dissertation Award

SIGMOD has established the annual SIGMOD Jim Gray Doctoral Dissertation Award to recognize excellent
research by doctoral candidates in the database field. Recipients of the award are the following:
§
§
§
§
§
§
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2006 Winner: Gerome Miklau. Honorable Mentions: Marcelo Arenas and Yanlei Diao
2007 Winner: Boon Thau Loo. Honorable Mentions: Xifeng Yan and Martin Theobald
2008 Winner: Ariel Fuxman. Honorable Mentions: Cong Yu and Nilesh Dalvi
2009 Winner: Daniel Abadi. Honorable Mentions: Bee-Chung Chen and Ashwin Machanavajjhala
2010 Winner: Christopher Ré. Honorable Mentions: Soumyadeb Mitra and Fabian Suchanek
2011 Winner: Stratos Idreos. Honorable Mentions: Todd Green and Karl Schnaitterz
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2012 Winner: Ryan Johnson. Honorable Mention: Bogdan Alexe
2013 Winner: Sudipto Das, Honorable Mention: Herodotos Herodotou and Wenchao Zhou
2014 Winners: Aditya Parameswaran and Andy Pavlo.
2015 Winner: Alexander Thomson. Honorable Mentions: Marina Drosou and Karthik Ramachandra
2016 Winner: Paris Koutris. Honorable Mentions: Pinar Tozun and Alvin Cheung
2017 Winner: Peter Bailis. Honorable Mention: Immanuel Trummer
2018 Winner: Viktor Leis. Honorable Mention: Luis Galárraga and Yongjoo Park
2019 Winner: Joy Arulraj. Honorable Mention: Bas Ketsman
2020 Winner: Jose Faleiro. Honorable Mention: Silu Huang

A complete list of all SIGMOD Awards is available at: https://sigmod.org/sigmod-awards/
[Last updated: June 30, 2021]
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Editor’s Notes
Welcome to the June 2021 issue of the ACM SIGMOD Record!
This issue starts with the Database Principles column featuring an article by Doleschal, Kimelfeld,
and Martens. The article starts with an observation that information extraction can be viewed as a
process in which relational operators are applied to relations extracted from text. Given this conceptual connection between relational databases and information extraction, the main question
addressed in the article is whether principles of relational data management can be leveraged in
text analytics. The authors examine this and related questions through the lens of document spanners, a framework that has been established to build the foundations of relational principles in information extraction. Formally in this framework, a document is a string d over a finite alphabet, a
span of d represents a substring of d by its start and end positions, and a spanner is a function that
maps every document d into a relation over the spans of d. The article presents an overview of recent research efforts in this area, including query evaluation and complexity analysis, aggregate
queries, provenance, and parallel correctness. The authors also provide pointers to work in related
areas and describe open directions of further research.
The Surveys column features an article by Doulkeridis, Vlachou, Pelekis, and Theodoridis that provides an overview of state-of-the-art big-data processing frameworks and techniques for data of
interest in mobility analytics, that is, for spatial, spatio-temporal, and trajectory data. The need for
mobility analytics gives rise to research and practical challenges in many domains, including urban
contexts, air-traffic management, and marine applications. The authors survey prototype systems
and frameworks that represent key building blocks for applications that involve mobility analytics.
The article presents overviews of storage techniques and of spatial and spatio-temporal parallel
processing frameworks. The presentation of individual systems is coupled with explanations of
prominent underlying methods for partitioning, indexing, and query processing, thus serving as a
guide for further research in the area. The authors conclude with a discussion of challenging open
problems in the field of mobility analytics.
It is a pleasure to introduce two new SIGMOD Record columns, Advice to Mid-Career Researchers
and DBrainstorming. The former column opens with an introduction by the column editor Tamer
Özsu. The first article featured in the column is by Patrick Valduriez; it discusses challenges and
presents experience-based hints for researchers who have successfully completed the junior stage
of their career and are looking at the next step. The author invites the reader to examine why they
want to do (or keep doing) research, describes the challenge of shifting from being “woodcutter” to
becoming “forester,” examines approaches to coming up with research projects and to cultivating
collaborations, and shares many other ideas and insights with mid-career researchers. As part of
the bigger picture, the article will also be of interest to mentors of mid-career researchers, to junior
faculty, as well as to graduate students and to those undergraduate students who are thinking
about research-oriented careers.
The goal of the second new SIGMOD Record column, DBrainstorming, is to discuss new and potentially controversial ideas that might be of interest and potentially of benefit to the research community. The column series opens with an article by Manos Athanassoulis on transparent data transformations; the article explores what would happen if there were a way to decouple physical data
layout from data-access performance. The ideas explored in the article culminate in calls for collaboration between the data-management community and researchers in other disciplines, including
programming languages and software engineering.
4
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The Distinguished Profiles column features two articles. The first article is an interview with Sourav
Bhowmick, professor at Nanyang Technological University in Singapore (NTU), ACM Distinguished
Member, recipient of the VLDB Service Award and of a Lecturer of the Year Award from NTU, and a
member of the initiative on Diversity and Inclusion in Database Conference Venues. Sourav’s Ph.D.
is from NTU. In this interview, he talks about the areas of research in which he has been working,
including the unusual and fascinating area of human-data interaction. Sourav explains the importance of detecting conflicts of interest in database-conference venues, which can be viewed as a
data-cleaning problem, and shares his thoughts and experience in addressing major challenges in
this area. He speaks about contributions of his own visual art to humanitarian causes, shares
thoughts on parallels between creating art and creating science, and shares ideas of interest to
fledgling and mid-career database researchers. The second interview in the column is with Viktor
Leis, who won the 2018 ACM SIGMOD Jim Gray Dissertation Award for his thesis entitled Query
Processing and optimization in Modern Database Systems. Viktor is now at the University of Erlangen-Nuremberg; his Ph.D. is from the Technical University of Munich. In the interview, Viktor talks
about his thesis, how it has advanced the state of the art, and what impact it has had in industry. He
reminisces on his Ph.D. time and provides advice for graduate students.
The Reports column features an article by Dosso, Ferilli, Manghi, Poggi, Serra, and Silvello. The authors report on the outcomes of the Italian Research Conference on Digital Libraries (IRCDL), which
took place online in February 2021, with 145 participants in attendance. The focus of the conference this year was on bridging the field of research and information science with the related field of
digital libraries. The article summarizes the keynote by Prof. Carole Goble and overviews the papers
presented in six thematic sessions, as well as the panel organized to discuss the future of Digital
Libraries. The conference materials are available online; in addition, the authors point the readers
to the next IRCDL conference, which is to be held in Italy in 2022.
On behalf of the SIGMOD Record Editorial board, I hope that you enjoy reading the June 2021 issue
of the SIGMOD Record!
Your submissions to the SIGMOD Record are welcome via the submission site:

https://mc.manuscriptcentral.com/sigmodrecord
Prior to submission, please read the Editorial Policy on the SIGMOD Record’s website:
https://sigmodrecord.org/sigmod-record-editorial-policy/
Rada Chirkova
June 2021
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Douglas S. Kerr (1976-1978)
Harrison R. Morse (1969)
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ABSTRACT
A common conceptual view of text analysis is that
of a two-step process, where we first extract relations
from text documents and then apply a relational query
over the result. Hence, text analysis shares technical
challenges with, and can draw ideas from, relational
databases. A framework that formally instantiates this
connection is that of the document spanners. In this
article, we review recent advances in various research
efforts that adapt fundamental database concepts to text
analysis through the lens of document spanners. Among
others, we discuss aspects of query evaluation, aggregate
queries, provenance, and distributed query planning.

1.

INTRODUCTION

Different tools and paradigms have been developed
over the past decades to facilitate the challenge of
extracting structured information from text—a task
generally referred to as Information Extraction (IE).
Common textual sources include natural language
from a variety of sources such as scientific publications, customer input and social media, as well
as machine-generated activity logs. Instantiations
of IE are central components in text analytics and
include tasks such as segmentation, named-entity
recognition, relation extraction, and coreference resolution [55]. Rules and rule systems have consistently
been key components in such paradigms, yet their
roles have varied and evolved over time. Systems
such as Xlog [59] and IBM SystemT [13] use IE rules
for materializing relations inside relational query languages. Machine-learning classifiers and probabilistic
graphical models (e.g., Conditional Random Fields)
use rules for feature generation [38, 62]. Rules serve
as weak constraints in Markov Logic Networks [51]
and in the DeepDive system [60]. Rules are also used
for generating noisy training data (“labeling functions”) in the state-of-the-art Snorkel system [54].
Even though there is a fundamental difference
in the structure of the underlying data, there is a
tight connection between IE rules and relational
databases: both provide machinery for manipulating base relations, either given explicitly (relational databases) or extracted from the text (IE).
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In the latter case, the base relations are typically
constructed via generic extractors implemented in
a variety of ways, from regular expressions (e.g.,
dictionary lookups) to machine-learned networks.
We refer to these extractors as primitive extractors;
hence, we view IE as a process where relational operators are applied to the relations extracted via
primitive extractors.
Given the conceptual connection between relational databases and IE, can we leverage the principles of relational data management, as established
over decades of research and practice, in the world
of IE (and text analytics in general)? Particular
questions include the following.
• What is the expressive power of extraction languages? What is the contribution of the relational
operators to the expressiveness of the language of the
primitive extractors? Does the relational component
add power or just facilitates query formulation?
• What is the computational complexity of evaluating IE programs? How does it depend on the
query and the textual data (combined/data complexity)? What guarantees can be made by an algorithm for streaming out many answers (enumeration
complexity)? Can we understand their fine-grained
complexity as we do for database algorithms [20]?
Can we evaluate aggregate queries efficiently without
materializing the aggregated tuples?
• How do we approach query planning for IE? Can
we come up with useful plans that parallelize the
task at hand among many independent computational units? Can we analyze the query to infer
such independence as done in the context of parallelcorrectness in databases [5]?
• How can we leverage and efficiently manage the
provenance accumulated in the process of extracting
information from text? Can we use machinery that
is based on firm mathematical foundations such as
the provenance semirings in databases [30]?
The framework of document spanners (spanners
for short) has been established with the aim of providing the theoretical basis to pursue the above
questions and build the foundations of relational
principles in IE [21]. It has been originally introSIGMOD Record, June 2021 (Vol. 50, No. 2)

duced as the theoretical basis underlying IBM SystemT. Formally, in this framework a document is a
string d over a finite alphabet, a span of d represents
a substring of d by its start and end positions, and
a spanner is a function that maps every document
d into a relation over the spans of d [21].
The most studied instantiation of spanners is
the class of regular spanners—the closure of regexformulas (regular expressions with capture variables)
under the standard operations of the relational algebra (projection, natural join, union, and difference).
Equivalently, the regular spanners are the ones expressible as variable-set automata (vset-automata for
short)—nondeterministic finite-state automata that
can open and close capture variables. These spanners extract from the text relations wherein the capture variables are the attributes. The vset-automata
are computationally challenging since number of extracted tuples can be exponential in the size of the
automaton; hence, combined with the input string,
a vset-automaton constitutes a compact representation of a relation, similarly to the concept of a
Factorized Database (FDB) [44]; and as in FDB, we
aim to evaluate queries over the represented relations
efficiently, without materializing these relations.
In the remainder of this article, we will describe
some of the research progress that has been made
over recent years in an attempt of addressing the
aforementioned questions. While we skip (for lack
of space) any discussion on aspects of expressiveness that have been thoroughly studied [21, 25, 41,
48, 50, 57, 58], we will review recent progress on
the evaluation complexity of spanners [4, 6] (Section 3), the incorporation of provenance and aggregate queries [15, 18] (Section 4) and parallel evaluation [16] (Section 5).
We note that much of the content of this article
is based on prior publications of the authors [14,
15, 16, 17, 18, 19], where the reader can find the
technical details that we omit here.

2.

SPANNERS IN A NUTSHELL

We view a document (or word) d as a finite sequence of symbols from a finite alphabet Σ. That
is, we have d = σ1 · · · σn where σi ∈ Σ for every
i ∈ {1, . . . , n}. We denote the length n of d as |d|.
A span of d is an expression of the form [i, ji with
1 ≤ i ≤ j ≤ n + 1, representing the interval of d that
starts with the i-th symbol and ends right before the
j-th symbol. For instance, the span [23, 30i on the
document in Figure 1 represents the interval that
starts at position 23 and ends right before position
30. For a span [i, ji of d, we denote by d[i,ji the
word σi · · · σj−1 . That is, for the document d in
Figure 1, d[23,30i is the word Belgium.
A document spanner is a function that transforms
documents to span relations, which are database
relations wherein every value is a span [21]. To
SIGMOD Record, June 2021 (Vol. 50, No. 2)

a span relation we can associate a string relation,
which is obtained by replacing every span [i, ji in
the span relation with the string d[i,ji .
Example 2.1. Consider the document in Figure 1.
The table at the bottom left depicts a span relation
over the document. The relation at the bottom right
is the corresponding string relation, from which we
see that the spanner extracts locations along with the
corresponding number of events from the document.
In more formal terms, spanners use span variables
from an infinite set Vars, which is disjoint from the
alphabet Σ. Let V be a finite subset of Vars. A
document spanner (henceforth spanner) over V is a
function S that maps each document d to a finite
|V |-ary relation where the variables in V serve as
attribute names and all the values are spans of d.
(We denote by |X| the cardinality of a set X.)
Spanners can be specified using a wide range of
formalisms. We focus here on formalisms that are
based on regular languages, but the literature has
examples that go beyond that, such as core spanners [21, 57] (that can also be represented also via
SpLog [25]), context-free languages [48], and Datalog
for spanners [50].

2.1

Regular Spanners

The most studied class of spanners is the class
of regular spanners. Such spanners can be defined
using generalized regex formulas, which are regular
expressions with capture variables. Formally, we
define their syntax with the inductive rule
α := ε | σ | x` | ax | (α ∨ α) | (α · α) | α∗ ,

where ε denotes the empty word, σ ∈ Σ, x ∈ Vars,
∨ denotes disjunction, · denotes concatenation, and
∗
denotes Kleene closure. We usually leave the notation of concatenation implicit. Here x` and ax are
the operations that do not match a symbol in the
input document, but rather “open” and “close” the
variable x, respectively. To each generalized regex
formula α, we can associate a language L(α) over the
set of symbols Σ ] {x` | x ∈ Vars} ] {ax | x ∈ Vars}
using the standard semantics of regular expressions.
Furthermore, we denote the set of variables that
occur in α by Vars(α) (similarly for words w). In
order to properly define a spanner, generalized regex
formulas need some syntactic restrictions. In particular, we need to ensure that
(a) every variable is “opened” before it is “closed”:
for every word w ∈ L(α) and every x ∈ Vars(α),
we have that x` occurs before ax in w and
(b) every variable is “opened” and “closed” exactly
once: for every word w in L(α) and every x ∈
Vars(α), each of x` and ax appears exactly
once in w.
We call α functional if it meets these two conditions. From now on in the paper, we assume that
all generalized regex formulas are functional.
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Figure 1: A document d (top), a span relation R (bottom left), a partial function fw (bottom
middle), and the corresponding string relation with weights w(d, t) from weight function w :=
(xevents , fw ) (bottom right).
Before we explain the semantics of generalized
regexes, we look atWan example, in which we use Σ
as a shorthand for σ∈Σ σ.

Example 2.2. Consider again the document in Figure 1. Extracting the numbers (sequences of digits)
from this document can be done with the regex
Σ∗ (t ∨ -) x` (0 ∨ 1 ∨ · · · ∨ 9)∗ ax (t ∨ -)Σ∗ .

Intuitively, the this regex starts by reading an arbitrary prefix, then reads the blank symbol t or a
dash -, and “opens” the variable x. The variable
x is “closed” after reading an arbitrary number of
digits, followed by a blank symbol or a dash and an
arbitrary postfix. As such, the regex extracts the span
relation containing the spans [11, 12i, [32, 33i, and
[34, 36i from the document in Figure 1.
We define the semantics of a (functional) regular spanner α. Observe that each word w ∈ L(α)
encodes two things:
• a document doc(w), which is obtained from w
by deleting the symbols of the form x` and ax
for variables x; and
• a tuple tup(w) of spans that is obtained from
the positions where x` and ax occur in w.
The former is rather clear, but we explain the latter
a bit more precisely. Since α is functional, every
word w ∈ L(α) can be written as
w = ux x` vx ax wx ,

in a unique manner for each x ∈ Vars(α). The tuple
tup(w) maps each variable x ∈ Vars(w) to the span
[ix , jx i where ix = | doc(ux )| and jx = ix +| doc(vx )|.
Notice that doc ensures that the indices ix and
jx refer to positions in the document and do not
consider other variable operations.
We can now associate to α a spanner that maps
every document d to
α(d) := {tup(w) | w ∈ L(α) and doc(w) = d} .

Notice that α(d) is indeed a span relation.
Spanners can be defined using finite automata.
Indeed, since L(α) is just a regular language, we can
just as well use non-deterministic finite automata
over the alphabet Σ ] {x` | x ∈ Vars} ] {ax | x ∈
Vars} to define it. Such automata, that therefore
8

also define the class of regular spanners, are called
variable-set automata (vset-automata for short) in
the literature. Just as generalized regexes, they can
open and close variables.

2.2

Regular Spanners Are Robust

Generalized regex formulas can define words of the
form x` a y` b ax c ay, where the opening and closing operations of variables is not “properly” nested.
The more conventional way of incorporating variables (e.g., in Perl regular expressions) is via “capturing” (or “capture groups”) where variables take on
complete sub-expressions of the regular expression
and, in particular, feature proper nesting of variable
assignments. In our formalism, such expressions
correspond to a restriction of the generalized regex
formulas, as we do next.
We define the syntax of regex formulas with the
recursive rule
α := ∅ | ε | σ | (α ∨ α) | (α · α) | α∗ | x` α ax ,
Although spanners defined by regex formulas are
expressively weaker than those defined by generalized regex formulas, their expressiveness becomes the
same again when they are closed under the relational
algebra operators. Since spanners produce span relations, thus objects that live in relational database
systems, it is natural to ask ourselves whether the
expressiveness of a class spanners increases if we
additionally allow their output span relations to be
manipulated by the relational algebra operations:
select, project, join, union, and difference.
Note that the algebraic operators view spans as
atomic values and, in particular, disregard the underlying document. For instance, in the natural
join of two spanners S and S 0 , the join condition
on two tuples t ∈ S(d) and t0 ∈ S 0 (d) is that, for
all x ∈ Vars(S) ∩ Vars(S 0 ), the spans [ix , jx i := t(x)
and [i0x , jx0 i := t0 (x) are equal: ix = i0x and jx = jx0 .
Similarly, the atomic predicates of the selection involve equality and disequality of spans (and not their
associated strings). Selection conditions that involve
the equality of the associated substrings give rise to
core spanners that we discuss in the next section.
SIGMOD Record, June 2021 (Vol. 50, No. 2)

For any class S of spanners, we write S with RA
to denote the closure of S under these relational
algebra operations.
Theorem 2.3 (Fagin et al. [21, 22]). The following
are equally expressive:
(a) vset-automata
(b) generalized regex formulas
(c) regex formulas with RA
(d) vset-automata with RA
(e) generalized regex formulas with RA
The result shows that regular spanners are a very
robust class. For this reason, we will focus our
attention in this article mostly on regular spanners.

2.3

Extensions of Regular Spanners

Other languages have been studied in connection
to regular spanners. For example, the core spanners
are the closure of the regular spanners under the
positive relational algebra (union, projection and
natural join) along with the selection operator that
is based on the string-equality predicate. Fagin et
al. [21] showed that every core spanner can be represented as a regular spanner followed by a filtering
based on string equality among variables (namely
the Core Simplification Lemma [21, Lemma 4.19]).
Peterfreund et al. [50] considered the application
of Datalog on top of regular spanners, and showed
that the resulting language has precisely the expressiveness of the class of spanners computable in
polynomial time.

3.

EVALUATION

We are now ready to discuss central problems that
are associated to evaluating spanners.

3.1

Enumerating the Output

Similarly to database queries, complexity analysis
for spanners should account for the fact that they
are required to produce a stream with potentially
many answers. Hence, we adopt complexity notions
of enumeration problems. Moreover, the complexity
of database queries has been studied under various
yardsticks of tractability and hardness, including
data complexity (where the query is fixed and the
data is the input), combined complexity (where both
are the input), course-grained complexity (e.g., polynomial vs. exponential time) and fine-grained complexity (e.g., linear vs. quadratic time). Notably,
past research has established characterizations of
conjunctive queries that admit enumeration with a
constant delay (i.e., time between consecutive answers) after linear-time preprocessing, that is, the
time that is required just to read the input and then
write the answers one by one [7, 11]. The complexity of evaluating regular spanners has been studied
under these complexity concepts, and the strongest
guarantee is by Amarilli et al. [3].
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Input:
Task:

Eval
Spanner S and document d.
Compute S(d).

Theorem 3.1 ([3, Theorem 1.1]). Let α be a generalized regex formula and d be a document. It is
possible to enumerate the span relation α(d) with
linear preprocessing and constant delay in |d|, and
polynomial preprocessing and delay in |α|.

This result was a culmination of a line of work on
enumeration of the answers of MSO-definable queries
on words and trees [1, 2, 4, 9, 24, 39, 42, 43, 46, 47].
It should be noted that some of this work considers
the underlying word or tree to be static, while others
allow updates [2, 4, 9, 24, 39, 42, 43, 46, 47], which
is technically a very different setting.

3.2

Random Sampling and Counting

The problem of answer enumeration goes hand in
hand with those of counting answers (i.e., calculating |S(d)|) and sampling answers (i.e., producing a
random tuple t ∈ S(d) with a uniform probability
1/|S(d)|). When enumerating a large number of answers, one wishes to count the answers, faster than
actually producing all answers, in order to know how
far along she is, and one can sample answers in order
to get insights with statistical significance about the
answer space. The two tasks are related, as sampling
techniques often require counting and (approximate)
counting often requires sampling [6, 32].
We parameterize the counting problem by a class
S of spanners, since the problem is intractable in
general and we are interested in classes that make
the problem efficiently solvable.
Input:
Task:

Count for S
Spanner S and document d.
Compute |S(d)|.

This problem has mostly been studied for spanners
that are represented by vset-automata. The reason
is that notions such as unambiguity, which lead
to better complexities, are more established on automata models. Indeed, the following theorem states
that, Count is tractable if the vset-automaton is
unambiguous, whereas it is intractable for the general class of vset-automata. Loosely explained, a
vset-automaton A is said to be unambiguous if, for
every document d, every tuple in A(d) is witnessed
by a single run of A.
Throughout this article, we denote by VSA the
set of all functional vset-automata and by uVSA the
subset thereof that is unambiguous.
Theorem 3.2 ([6, 24]). The following holds for
spanners given as vset-automata:
(a) Count is spanL-complete.
(b) Count is in FP for uVSA.
(c) Count can be approximated by an FPRAS.
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Part (a) of the theorem was proved by Florenzano et al. [24, Theorem 5.2] and parts (b) and
(c) were proved by Arenas et al. [6, Corollaries 4.1
and 4.2]. The complexity class spanL is generally
considered to be an intractable class. A canonical
problem that is spanL-complete is #NFA: given a
non-deterministic finite automaton A and an integer
n, how many words in L(A) have length n? The
#NFA problem has also been proved to be #Pcomplete by Kannan et al. [33]. (Indeed, under
the type of reductions considered by Kannan et al.,
spanL = #P.)
Parts (b) and (c) of Theorem 3.2 are tractability
results. That is, Count can be solved exactly in
polynomial time (FP) if spanners are given by unambiguous vset-automata. Part (c) of Theorem 3.2
states that, even though exactly solving Count is
intractable for VSA, which we know by part (a), it
is possible to approximate the answer with a fully
polynomial-time approximation scheme (FPRAS): a
randomized algorithm that, given S, d and ε > 0,
returns an approximation of |S(d)| within a multiplicative factor of 1 ± ε, with high probability (say
3/4) and running time bounded by a polynomial in
|S|, |d| and 1/ε.
Furthermore, the scientific breakthrough of finding
the FPRAS in Theorem 3.2 also led to the discovery of a polynomial-time Las Vegas uniform generator (PLVUG) for the outputs of vset-automata: a
polynomial-time randomized algorithm that, given
S and d, returns a uniformly sampled t ∈ S(d) and
is allowed to fail with a small probability (say, 1/4).
Counting the answers, as well as sampling thereof,
is a special form of an aggregation operation over the
answers. In the next section, we look more generally
at aggregate queries with spanners.

4.

WEIGHTS AND AGGREGATION

The list of practically relevant computational tasks
for spanners does not end with computing the entire output or counting the size of the output. In
many text analysis tasks, it is desirable to compute
aggregate functions over the output. For example,
Radinsky et al. [52] investigate patterns in textual
news in order to make predictions. In this context,
one may be interested in sequences of events that
are close to each other in the text and compute aggregate functions over values assigned to such events.
Such values can be, for instance, monetary quantities
if we focus on financial events, or casualty counts if
we look for conflicts. Such scenarios are common in
subsequence mining [8, 52].
We now give a drastically simplified scenario where
aggregation plays a central role. Furthermore, the
example illustrates why it may be interesting to
avoid the computation of huge intermediate results.
Example 4.1. Consider the following document d,
describing car configurations.
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There are 30 additional options that you
can add to the default configuration of
your car. Option 1) for e140, 2) for
e900, [. . .], and the last option for e405.
Even though there are only 30 options that one
can choose from, they give rise to 230 , hence over
one billion possible configurations of cars. Let α be
a spanner with Vars(α) = {x1 , . . . , x30 }, extracting
all possible car configurations, that is, each tuple
t ∈ α(d) encodes one configuration. Therefore, the
relation α(d) contains 230 = 1, 073, 741, 824 tuples.
Let w(d, t) be the price of the configuration, encoded
by t. If we would want to do aggregation over these
tuples, like computing the average or median price
of a car configuration, is it possible to avoid materializing the relation containing the 230 tuples?
The above example is indeed just a toy example,
but in effect the question is whether the materialization of an intermediate result of size in O(|d||α| )
can be avoided if one is interested in computing an
aggregate value. A scenario where this question may
also arise is in the development phase, where one
wishes to get quick statistics about intermediate IE
functions in a live manner without actually spending
the time computing the entire set of answers.
This setting poses a range of new research questions. In fact, computing aggregate queries for spanners gives rise to at least two research challenges:
(a) Spanners have tuples of spans as output, but
aggregation functions act on numerical values.
So, how do we assign such numerical values,
i.e., weights to the tuples in S(d)?
(b) How do we compute the aggregation over these
weights efficiently?
In the remainder of this section, we will discuss
initial approaches that we have investigated to tackle
these challenges.

4.1

Aggregation Functions

Before we dive into the two aforementioned research challenges, we give definitions of some commonly used aggregation functions in databases. The
definitions assume the existence of a weight function
w that assigns weights to tuples of spans. In fact, we
will formally model weight functions more generally
as functions of the signature
w : Σ∗ × T → Q ,

where Σ∗ is the set of all documents (that use symbols in Σ) and T is the set of all tuples of spans.
Using this definition, one can also take the context
of a tuple inside the document into account.
Let d be a document and S be a spanner such that
S(d) 6= ∅. Let w be a weight function. We define
the following spanner aggregation functions:
X
Sum(S, d, w) :=
w(d, t)
t∈S(d)
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Sum(S, d, w)
Count(S, d)
Median(S, d, w) := median w(d, t)
Avg(S, d, w) :=

t∈S(d)

Min(S, d, w) := min w(d, t)
t∈S(d)

Max(S, d, w) := max w(d, t)
t∈S(d)

It remains to discuss the weight functions in more
detail. We will discuss one instantiation here and
discuss less restrictive options in Section 4.3. The
simplest weight functions that we have considered
are single-variable weight functions w, which assign
values based on the strings selected by one variable
in the spanner. Single variable weight functions can
be specified in the input as a pair (x, fw ) where x
is a variable and fw is a partial function from the
set of all words to Q. The weight of each tuple t is
then defined as
w(d, t) = fw (dt(x) ).
Recall that our tuples of spans are partial functions
t that map variables to spans. Therefore, t(x) is
a span and dt(x) is a subword of d. We note that
this notion can be easily extended to constantly
many variables [14]. We illustrate these notions on
a simple example.
Example 4.2. Consider again the document in Figure 1 and assume that we wish to calculate the total
number of mentioned events. The table at the bottom left depicts a possible extraction of locations
with their number of evens. The table at the bottom middle depicts the partial function fw and the
table on the bottom right depicts the corresponding
string relation with the associated weights. To get
an understanding of the total number of events, we
may want to take the sum over the weights of the
extracted tuples, namely 7 + 9 + 3 = 19.

4.2

Computational Complexity

A natural question is now in which cases it is
possible to avoid the materialization of the potentially huge output S(d), which can be in the order of
O(|d|2k ), where k is the number of variables of the
spanner, and at what computational cost. To this
end, one can study computational problems such as
the following, which are parameterized by a class S
of spanners.
Input:
Task:

Sum for S
Spanner S ∈ S, document d ∈ Σ∗ ,
and a weight function w.
Compute Sum(S, d, w).

The problems Average, Median, Min, and Max
for a class S of spanners are defined analogously and
just use a different aggregation function.
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Theorem 4.3 ([15]).
(a) Max and Min are in FP for VSA.
(b) Sum, Average, and Median are in FP for
uVSA and are intractable for VSA.
Here, by intractable we mean spanL-hard or #Phard. Note that Theorem 4.3 states that Sum,
Average and Median behave similarly to Count.
Furthermore, as long as the weights assigned to tuples are non-negative, we can obtain a similar result
as Theorem 3.2: the output of these problems can
be approximated by an FPRAS. If weight functions
can assign both positive and negative weights (−1
and +1 suffice), then the output of these problems
cannot be approximated unless commonly believed
conjectures do not hold.1

4.3

More Powerful Weight Functions

In principle, the framework does not need to limit
itself to single-variable weight functions—the weight
of a tuple could be any function that maps the tuple
(alongside the document) into a number: the product of multiple variables, the sum of all numbers in
the tuple, the difference between the leftmost and
rightmost, and so on. The difficulty with this formulation is that we need to assume that this function
is given as input, yet its naive representation is a
table with an exponential number of rows (in the
size of the spanner) and it is not realistic to assume
that one can prepare it in advance. Therefore, we
need to consider compact specifications of weights,
and we do so via machine representations.

Polynomial-Time Weight Functions. A polynomialtime weight functions w is given in the input as a
polynomial-time Turing Machine M that maps (d, t)pairs to values in Q and defines w(d, t) = M (d, t).
Not surprisingly, there are multiple drawbacks of
having arbitrary polynomial-time weight functions.
The first is that all considered aggregates become
intractable (i.e., #P-hard or OptP-hard), even if the
vset-automata in the input are already unambiguous.
On the other hand, a “positional” approximation of
the median is possible in the following sense. Given
a vset-automaton, a document, and a parameter
ε > 0, there is a randomized algorithm that runs in
time polynomial in the input and 1/ε and returns
a value in the (0.5 ± ε)-quantile of the data with
probability at least 3/4. (Notice that the median is
the 0.5-quantile of the data.)
Regular Weight Functions. Since single-variable
weight functions are too verbose and polynomialtime weight functions can be considered as too powerful, the question is which representation of weight
functions strikes a nice balance between complexity
and expressiveness. One candidate is the class of
1
That is, depending on the aggregate, the existence of
an FPRAS would either imply that RP = NP or that
the polynomial hierarchy collapses.
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regular weight functions that is based on the concept
of a K-Annotator [18].
We consider (unambiguous) functional weighted
vset-automata over the tropical semiring (also called
min/plus semiring)2 and the numerical semiring.
A regular weight function w is represented by
a functional weighted vset-automaton W (over a
semiring K) and defines w(d, t) as the K-sum of the
weights that W assigns to the ref-words w that produce the tuple t on the document d, that is, the
ref-words w such that doc(w) = d and tup(w) is the
tuple t, restricted to the variables Vars(W ).
There is indeed a natural hierarchy in these classes
of weight functions. If we denote by SVar the singlevariable weight functions, Reg the regular weight
functions, UReg the regular weight functions given
by unambiguous weighted spanners, and Poly the
polynomial-time weight functions, then we have the
following.
Theorem 4.4 ([14, 15, 18]). SVar ⊆ UReg ⊆
Reg ⊆ Poly.

We will now give some complexity results for regular weight funcitons.

Theorem 4.5 ([15]). The following holds for spanners given as uVSA-automata and UReg weight
functions over the tropical or numerical semiring:
(a) The problems Min, Max, Sum, and Average
are in FP.
(b) The problem Median is #P-hard.
Recall that, even though Median is #P-hard for
UReg weight functions and uVSA-automata, the
(0.5 ± ε)-quantile can be approximated, even for
Poly weight functions and vset-automata.
The complexity landscape for regular weight functions is a bit more involved and strongly depends
on the semiring of the weight function. For instance, Sum and Average for uVSA and regular
weight functions over the numerical semiring are
tractable, whereas in the same setting Min and
Max are intractable. Orthogonaly, Min is tractable
for VSA and regular weight functions over the tropical semiring whereas Max, Sum, and Average are
intractable. We refer to Doleschal et al. [15] and
Doleschal [14] for a more complete list of results.

5.

PARALLELIZATION

In this section, we discuss the aspect of parallelization in query evaluation. When applied to a large
document, an IE function may incur a high computational cost and, consequently, an impractical execution time. However, it is frequently the case that the
program, or at least most of it, can be distributed
2
One can also consider the tropical semiring with
max/plus, in which case the complexity results are analogous to the ones we have for the tropical semiring with
min/plus, with Min and Max interchanged.
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by separately processing smaller chunks in parallel.
For instance, Named Entity Recognition (NER) is often applied separately to different sentences [34, 35],
and so are instances of Relation Extraction [40, 63].
Algorithms for coreference resolution (identification
of spans that refer to the same entity) are typically
bounded to limited-size windows; for instance, Stanford’s well known sieve algorithm [53] for coreference
resolution processes separately intervals of three sentences [36]. Sentiment extractors typically process
individual paragraphs or even sentences [45]. It is
also common for extractors to operate on windows
of a bounded number N tokens (a.k.a. N -grams or
local contexts) [12, 29]. Finally, machine logs often
have a natural split into semantic chunks: query logs
into queries, error logs into exceptions, web-server
logs into HTTP messages, and so on.
Tokenization, N -gram extraction, paragraph segmentation (identifying paragraph breaks, whether or
not marked explicitly [31]), sentence boundary detection, and machine-log itemization are all examples
of what we call splitters. When IE is programmed
in a development framework such as the aforementioned ones, we aspire to deliver the premise of being
declarative—the developer specifies what end result
is desired, and not how it is accomplished efficiently.
In particular, we would like the system to automatically detect the ability to split and distribute. This
ability may be crucial for the developer (e.g., data
scientist) who often lacks the expertise in software
and hardware engineering. We recently embarked
on a principled exploration of automated inference
of split-correctness for information extractors [17]:
the ability to detect whether an IE function can be
applied separately to the individual segments of a
given splitter, without changing the semantics.
The basic motivation comes from the scenario
where a long document is pre-split by some conventional splitters (like the aforelisted ones), and
developers provide different IE functions. If the system detects that the provided IE function is correctly
splittable, then it can utilize its multi-processor or
distributed hardware to parallelize the computation.
Moreover, the system can detect that IE programs
are frequently splittable, and recommend the system administrator to materialize splitters upfront.
Even more, the split guarantee facilitates incremental maintenance: when a large document undergoes
a minor edit, like in the Wikipedia model, only the
relevant segments (e.g., sentences or paragraphs)
need to be reprocessed.

5.1

Splittability and Split-Correctness

A splitter is just a spanner with one variable. As
such, it always transforms a document into a set
of spans, which means that it can be understood
as a spanner that splits the input document into
pieces of text, hence the name splitter. Typical such
pieces of text in practice are sentences, paragraphs,
SIGMOD Record, June 2021 (Vol. 50, No. 2)

N -grams or HTTP requests. Notice that the spans
in the output can overlap, as in N -grams.
In order to define splittability, we need to define
the composition S ◦ P of a spanner S and a splitter
P . Intuitively, S ◦ P is the spanner that results
from evaluating S on every part of the document
extracted by P , with a proper shift of the indices.
More formally we obtain the output of S ◦ P on
a document d as follows. For each span s ∈ P (d),
we consider the word ds . We then run S on each
such ds and shift the indices of the output so that
the spans refer to the intended place in d instead of
ds . Concretely, this means that, if s = [i, ji and if
[is , js i ∈ S(ds ), then we output [i + is − 1, i + js − 1i.

Example 5.1. Consider the document in Figure 2
and a splitter P that extracts subsentences. This
can be done, for example, by the following extended
regular expression, where Σ0 = Σ − {, }.
(ε ∨ (Σ∗ ,)) x` Σ0∗ ax ((,Σ∗ ) ∨ .) .

Figure 2 shows the corresponding span relation. The
composition of the spanner S from our running example and P is obtained by executing S on the subdocuments extracted by P (cf. Figure 3) and taking
the union of the three relations, where every span is
shifted accordingly. That is, the spans of the second
relation – [10, 16i, [2, 6i – are shifted by 31 − 1 and
the spans of the last relation – [11, 17i, [2, 7i – are
shifted by 48 − 1. Observe that the resulting span
relation is exactly the span relation in Figure 1.
Since executing S on each individual output of P
enables parallelization, it is interesting if there is a
difference between the output of S and S ◦P on some
document d. This property clearly depends on the
definitions of S and P . We define this formally next.
For the following definitions, recall that a spanner
is a function from documents to span relations. As
such, we consider two spanners to be equal if this
function is the same.
A spanner S is self-splittable by a splitter P if
S =S◦P .

If this is the case, then one can always run P over
the input document d, run S over every extracted
subdocument in parallel, and output the union of
the obtained results (with indices properly shifted).
The obtained result is then the same as S(d), for
every document d.
Another interesting scenario is the more general
one where we allow the spanner on the chunks produced by P to be some spanner SP different from
S. In this case, we say that S is splittable by P via
SP , which is formally defined as
S = SP ◦ P .

If, for given S and P , such a spanner SP exists, we
say that S is splittable by P .
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With these definitions, we formally define the following computational problems, which are again
parameterized by a class C of spanners.
Split-Correctness for C
Spanners S, SP ∈ C and splitter
P ∈ C.
Question: Is S splittable by P via SP ? In
other words, is S = SP ◦ P ?
Input:

Splittability for C
Input:
Spanner S ∈ C and splitter P ∈ C.
Question: Is S splittable by P ? In other words,
is there a spanner SP ∈ C, such that
S = SP ◦ P ?
Self-Splittability for C
Input:
Spanner S ∈ C and splitter P ∈ C.
Question: Is S self-splittable by P ? In other
words, is S = S ◦ P ?
Note that the problem Self-Splittability is a
special case of Split-Correctness by choosing
SP = S. It can also be seen as a restriction of
Splittability in the sense that it implies Splittability.
We illustrate these notions by a few examples.
Many spanners S that extract person names do not
look beyond the sentence level. This means that,
if P splits to sentences, it is the case that S is
self-splittable by P . Now suppose that S extracts
mentions of email addresses and phone numbers
based on the formats of the tokens, and moreover,
it allows at most three tokens in between; if P is
the N -gram splitter, then S is self-splittable by P
for N ≥ 5 but not for N < 5. As another example,
suppose that we analyze financial reports. Assume
that S extracts those paragraphs that contain specific keywords and that P splits reports into single
paragraphs. Then S is self-splittable by P . It is also
splittable by P via the spanner SP that selects the
entire document if it contains the keywords.

5.2

Splitter Synthesis

When a spanner S is splittable by P , it is natural
to ask whether one can synthesise a spanner SP
such that S = SP ◦ P . It turns out that, in the case
of regular spanners, this is indeed the case. One
can define a canonical spanner SPcan such that S is
splittable by P via SPcan if and only if S is splittable
by P at all.
Theorem 5.2 ([17]). Let S be a spanner and P be
a splitter. Then S is splittable by P if and only if S
is splittable by P via SPcan .
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Theretaret7te v e n t sti ntB e l g i u m ,t9 - 1 5ti ntF r a n c e ,tt h r e eti ntB e r l i n .
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x

dx

[1, 30i There are 7 events in Belgium
[31, 46i 9-15 in France
[47, 63i three in Berlin

Figure 2: A document d (top) and the span relation (bottom) extracted by a splitter P , which
splits a document into its sub sentences.
Theretaret7te v e n t sti ntB e l g i u m
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1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

xloc

xevents

[23, 30i [11, 12i

xloc

xevents

[10, 16i [2, 6i

xloc

xevents

[11, 17i [2, 7i

Figure 3: The three sub sentences, extracted from the document in Figure 2 and the corresponding span relations.
The definition of SPcan is the following:

SPcan (d) := t | ∀d0 ∈ Σ∗ , ∀s ∈ P (d0 ) such that

d0s = d, it holds that (t  s) ∈ S(d0 ) .

Intuitively, SPcan selects all tuples that are “safe to
select”, since they don’t contradict splittability, independent of the context.
Here, if s = [i, ji, then the tuple (ts) denotes the
tuple obtained from t by “shifting it i − 1 positions
to the right,”, that is, adding i − 1 to every index
in t. Interestingly, Theorem 5.2 does not assume
that S or P are regular. But if they are, then the
definition of SPcan is useful to actually construct SP .

5.3

Complexity of Splitting Problems

We now have a look at the complexity of the
aforementioned splitting problems. It turns out that
they are all decidable and even polynomial-time
solvable if the involved spanners are unambiguous
and they satisfy a condition that we call highlander
condition that we explain next.
We say that [i, ji covers [i0 , j 0 i if i ≤ i0 ≤ j 0 ≤ j.
Furthermore, if t is a tuple, we say that [i, ji covers
t if [i, ji covers t(x) for every variable x ∈ Vars(t).
A spanner S and a splitter P satisfy the highlander
condition if for every document d and every tuple
t ∈ S(d) there exists at most one span s ∈ P (d)
which covers t.3
We note that the highlander condition is expected
to be satisfied in many cases in practice. For instance, if the splitter is disjoint (i.e., only outputs
spans [i, ji, [i0 , j 0 i such that i ≤ j ≤ i0 ≤ j 0 or
i0 ≤ j 0 ≤ i ≤ j) and the spanner is proper (which
is the case if it has at least one variable and does
3

This is in acclimation to the tagline “There can be only
one” of the Highlander movie.
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not return empty spans) then the highlander condition is satisfied. Typical splitters that are used
in the context of tokenization, sentence boundary
detection, paragraph splitting, and paragraph segmentation are disjoint. Examples of non-disjoint
splitters include N -grams and pairs of consecutive
sentences.
Theorem 5.3 ([17]). The following holds for spanners and splitters given as functional vset-automata:
(a) The Split-Correctness problem is complete
for PSPACE, Splittability is PSPACE-hard
and in EXPSPACE, and Self-Splittability
is PSPACE-complete.
(b) Assuming the highlander condition and unambiguity of vset-automata, Split-Correctness
is in PTIME while Splittability is PSPACEcomplete and, yet, Self-Splittability is in
PTIME.
Finally, we note that the highlander condition can
be efficiently tested.
Proposition 5.4 ([17]). Let S be a regular spanner and P be a splitter, given as functional vsetautomata. Then it can be checked in polynomial
time whether S and P satisfy the highlander condition.

5.4

Reasoning with Black-Box Spanners

While we have a good understanding of splittability in the case of regular spanners, spanners in
practice are often not regular and can be defined by
programs that are way more complex than regular
expressions or automata. It is even possible that
they are just given to us as black-box algorithms
for which we know some properties, such as the fact
that they do not look beyond chunks of consecutive
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sentences. In the following examples, we denote by
S(x, y) that spanner S uses the variables x and y.
Example 5.5. Consider the spanner S that seeks
to extract adjectives for Galaxy phones from reports.
We define this spanner by joining three spanners:
The spanner S1 (x, y) is given by the regex formula
Σ∗ x` Galaxy[A − Z] \ d∗ ax Σ∗ y` Σ∗ ay Σ∗

that extracts mentions of Galaxy brands (e.g., Galaxy
A72 and Galaxy S21) followed by substrings y that
occur right before a period.
The spanner S2 (x, x0 ) is a coreference resolver
(e.g., the sieve algorithm [53]) that finds spans x0
that coreference spans x. The spanner S3 (x0 , y) finds
pairs of noun phrases x0 and attached adjectives y
(e.g., based on a Recursive Neural Network [61]).
For example, consider the review “I am happy
with my Galaxy A72. It is stable.” Here, in one
particular match, x will match (the span of) Galaxy
A72, x0 will match it (being an anaphora for Galaxy
A72), and y will match stable. (Other matches are
possible too.)
How should a system find an efficient query plan to
this join on a long report? Naively materializing each
relation might be too costly: S1 (x, y) may produce too
many matches, and S2 (x, x0 ) and S3 (x0 , y) may be
computationally costly. Nevertheless, we may have
the information that S2 is splittable by paragraphs
and that S3 is splittable by sentences (hence, by
paragraphs). This information suffices to determine
that the entire join S1 (x, y) ./ S2 (x, x0 ) ./ S3 (x0 , y) is
splittable, hence parallelizable, by paragraphs.
Example 5.6. Now consider the spanner that joins
two spanners: S(x) extracts spans x followed by the
phrase “is kind” (e.g., “Barack Obama is kind”).
The spanner S 0 (x) extracts all spans x that match
person names. Clearly, the spanner S(x) does not
split by a natural splitter, since it includes, for instance, the entire prefix of the document before “is
kind.” However, by knowing that S 0 (x) splits by sentences, we know that the join S(x) ./ P 0 (x) splits by
sentences. Moreover, by knowing that S 0 (x) splits
by 3-grams, we can infer that S(x) ./ S 0 (x) splits by
5-grams. Here, again, the holistic analysis of the
join infers splittability in cases where intermediate
spanners are not splittable.
It is therefore also important to develop a theory
of splittability in the presence of such black-box
spanners. Next, we mention a few results that do
not assume regularity. The first one states that the
composition operator ◦ is associative and transitive.

Theorem 5.7 ([17]). The spanner/splitter composition is associative and transitive. That is, for all
spanners S and splitters P1 , P2 it holds that
(a) S ◦ (P1 ◦ P2 ) = (S ◦ P1 ) ◦ P2 ,
(b) if S is splittable by P1 and, furthermore, P1 is
splittable by P2 , then S is splittable by P2 , and
SIGMOD Record, June 2021 (Vol. 50, No. 2)

(c) if S is self-splittable by P1 and, furthermore, P1
is self-splittable by P2 then S is self-splittable
by P2 .
As we will see in the following example, spanner composition does not distribute over the join
operator in general.
Example 5.8. Let
S1 := Σ∗ x1 ` a ax1 x2 ` b ax2 Σ∗ ,
S2 := Σ∗ x2 ` b ax2 x3 ` a ax3 Σ∗ , and
P := Σ∗ x` ΣΣ ax Σ∗ .

That is, S1 extracts every “a00 in variable x1 which
is followed by a “b00 , extracted in variable x2 , S2
extracts every “b00 in variable x2 which is followed
by an “a00 that is extracted in variable x3 , and P
extracts all substrings of length two.
Let S := S1 ./ S2 be the join of both spanners and
let d = aba. It follows that P (d) = {[1, 3i, [2, 4i}
and S(d) = {t}, where t(x1 ) = [1, 2i, t(x2 ) = [2, 3i,
and t(x3 ) = [3, 4i. As there is no span s ∈ P (d)
that covers t ∈ S(d) it follows directly that S is not
splittable by P and therefore S =
6 S ◦ P . However,
both spanners, S1 and S2 , are self-splittable by P
which implies that
(S1 ◦ P ) ./(S2 ◦ P ) = S1 ./ S2 = S .

It follows directly that

(S1 ./ S2 ) ◦ P 6= (S1 ◦ P ) ./(S2 ◦ P ).

Therefore, in general it is not true that spanner
composition does distributes over join.
However, composition distributes over join if the
splitter is disjoint, the spanners share at least one
variable, and the join of both spanners restricted to
the shared variables is proper.
Theorem 5.9 ([17]). Let P be a disjoint splitter and
S1 and S2 be spanners such that X := Vars(S1 ) ∩
Vars(S2 ) 6= ∅ and the spanner S1 ./ S2 restricted to
the variables in X is proper. Then
(S1 ./ S2 ) ◦ P = (S1 ◦ P ) ./(S2 ◦ P ) .

Hence, Theorem 5.9 illustrates that knowing properties of spanners allows to establish query plans
that might considerably optimize the computation.

6.

CONCLUSIONS AND OUTLOOK

Viewing IE as a relational query over relations
extracted from text allows us to incorporate and
benefit from database paradigms in text processing. We have given an overview of a list of research
efforts in this general direction, including query evaluation and complexity analysis, aggregate queries,
provenance, and parallel-correctness. This list excludes some other efforts (due to space limitation).
In particular, other database problems have been
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studied in the context of document spanners, including recursion and expressiveness aspects [21, 25, 26,
27, 41, 48, 50, 57, 58], extracting incomplete information and data cleaning [17, 23, 41, 49], ranked
enumeration [10, 18], queries over dynamic data (incremental maintenance) [28], and ontology mediated
IE [37, 56].
Many directions are left open for future research,
including aspects of system implementation, a theory of spanners based on artificial neural networks,
aspects of explanations to query answers (that has
gained considerable attention by the database community over the past decade), and so on. Moreover,
some of the past research has only scratched the surface of the studied topics; to highlight a particular
direction, we believe that there is much impactful
investigation to be done on query optimization with
black-box extractors based on known behavior constraints (e.g., splittability [17]). Finally, we believe
that understanding queries over non-relational data
using the relational view and its establishment over
decades, as spanners facilitate in the case of text,
could be followed by other modalities of data such
as graphs, images, and voice.
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ABSTRACT
In the current era of big spatial data, the vast amount
of produced mobility data (by sensors, GPS-equipped
devices, surveillance networks, radars, etc.) poses new
challenges related to mobility analytics. A cornerstone
facilitator for performing mobility analytics at scale is
the availability of big data processing frameworks and
techniques tailored for spatial and spatio-temporal data.
Motivated by this pressing need, in this paper, we provide a survey of big data processing frameworks for mobility analytics. Particular focus is put on the underlying
techniques; indexing, partitioning, query processing are
essential for enabling efficient and scalable data management. In this way, this report serves as a useful guide
of state-of-the-art methods and modern techniques for
scalable mobility data management and analytics.

1.

INTRODUCTION

Nowadays, the ever-increasing rate of mobility
data generation has resulted in vast volumes of spatiotemporal data, thus leading to new challenges for
scalable processing and analysis of big mobility data.
Interestingly, this applies to different domains of everyday life, from urban, to marine, and even further
to air-traffic management. Miscellaneous applications and systems, such as surveillance networks,
sensor readings on moving objects, human-related
mobile data, social activity in location-based social networks, produce and gather positional data
at rapid rates and at global scale.
In tandem with this explosion of mobility data,
management of big data raises numerous research
challenges [34] in different phases of the big data
processing and analysis pipeline, including: (a) data
acquisition, (b) data pre-processing and cleaning,
(c) data integration, aggregation, and representation, (d) modeling and analysis, and (e) interpretation. The modern trend for scalable storage of massive datasets is by means of a NoSQL store [13, 16].
18

The exact choice depends on numerous parameters,
including the type of data, the data access patterns, the purpose of data processing (read/write,
read-only, etc.), as well as any special requirements
with respect to the Consistency, Availability, and
Partition-tolerance (also known as CAP).
Also, the current landscape of big data management comprises multiple frameworks targeting different aspects of big data. One major separating
line is drawn between frameworks for batch and
real-time processing, although lately some systems
have been designed to tackle both cases. In the
batch processing domain, Spark [65] is one of the
most popular solutions nowadays with a large and
growing user-base. However other solutions, such
as Flink [12], are also applicable with success. In
particular, Spark has successfully addressed many
of the limitations of Hadoop [18], and operates in
main-memory by its core abstraction: RDDs (Resilient Distributed Datasets) [64]. In the real-time
processing domain, the most notable systems in use
today are Storm [53] and Flink [12].
This paper provides an overview of the state-ofthe-art in big data storage and processing, focusing primarily on scalable solutions for mobility data,
i.e., spatial but most importantly spatio-temporal
data. Despite the rich literature on management of
spatio-temporal and mobility data, only a limited
number of research prototypes attempt to address
this problem in the context of big data, while most
evaluations and benchmarks focus mostly on big
spatial data [3, 22, 29], rather than spatio-temporal
data [40]. The majority of developed prototypes extend Hadoop or Spark in order to be applicable for
spatial data. In this survey, we also cover big data
approaches that handle the temporal dimension.
The remaining of this survey is structured as follows: Section 2 provides background concepts related to spatio-temporal and mobility data. In Section 3, we present typical partitioning techniques
SIGMOD Record, June 2021 (Vol. 50, No. 2)

Figure 1: Basic spatial query types.

Figure 2: Basic trajectory queries.

used for mobility data. Then, in Section 4, we describe distributed indexing techniques for big spatial and spatio-temporal data. Section 5 provides
an overview of query processing, focusing on range
and k-NN queries as well as joins. Section 6 classifies existing storage systems and processing frameworks based on the underlying techniques that were
presented in the previous sections. Finally, we conclude the paper in Section 7 and sketch future research directions.

ure 2(c), a trajectory similarity query is depicted
which, given a trajectory similarity function, retrieves the most similar trajectory to a given query
trajectory. Variants of this query can use a distance
threshold on similarity or retrieve the k most similar trajectories. Lastly, in Figure 2(d), the case of
trajectory join is shown, where two data sets of trajectories are given, and the task is to identify pairs
of trajectories that satisfy a condition (typically expressed as similarity constraint).

2.

3.

BACKGROUND

In this section, we provide some basic background
concepts related to query types for spatial, spatiotemporal and trajectory data.
Figure 1 depicts the most basic spatial query types
for spatial point data. Obviously, these queries can
be generalized for other types of spatial objects,
such as polygons. In Figure 1(a), a range query
is depicted which is defined by a query point q and
a radius r, and retrieves all objects within distance
r from q (in this example: {a, b, c}). Other ways to
express the spatial constraint also exist, e.g., as a
2D box instead of a circle, but the concept remains
the same. Figure 1(b) shows the case of a k-nearest
neighbor (k-NN) query, defined by a point q and
an integer k (in this example, the 2-NN of q are: a
and b). In Figure 1(c), the case of a distance join
between two data sets is depicted, where the result
is pairs of objects from the two data sets that are
within a user-specified distance.
Extending these queries for spatio-temporal data
points is straightforward by adding time as third
dimension to the query. In the case of k-nearest
neighbors, different options exist, such as retrieval
of the spatially k nearest objects that satisfy a temporal constraint, or the k temporally closest objects
that satisfy a spatial constraint.
Figure 2 shows basic trajectory queries. On the
left, a spatio-temporal range query for trajectories
is depicted, which retrieves all portions of trajectories inside a spatial region during a temporal interval. Then, a k-NN query is shown, which retrieves
the 2 trajectories closest to a given point. In FigSIGMOD Record, June 2021 (Vol. 50, No. 2)

PARTITIONING TECHNIQUES

Data partitioning is the key technique for achieving efficient parallel processing of mobility data.
Partitioning techniques for big mobility data have
the following distinguishing features: (a) they operate on a sample of data in order to produce partitions for the complete data set, (b) they need to
cope with skewed data distributions, (c) they should
be adaptive both with respect to changing data distributions as well as changes in the query workload,
(d) they need to balance the workload to the available nodes, which is further complicated by object
duplication to nearby partitions.

3.1

Spatial and Spatio-temporal Partitioning

Partitioning techniques for the 2D space include
partitioning based on Grid, STR (sort-tile-recursive),
Quadtree, k-d tree, as well as mapping to 1D values
using space-filling curves followed by 1D partitioning. All partitioning techniques for spatial data can
also be applied for spatio-temporal data, if we consider time as another dimension. However, some
frameworks for big spatio-temporal data organize
data based on temporal partitions, which are further partitioned in the 2D space. As an example,
ST-Hadoop [4, 6] follows this approach.
Grid partitioning. This is a standard space
partitioning technique that splits the underlying space
in non-overlapping cells. Several frameworks use
grid partitioning, including SpatialHadoop [21], SpatialSpark [60], and GeoSpark [61].
It should be noted that sometimes the partition19

Figure 3: Object duplication vs. object clipping.

ing step is followed by object duplication to neighboring cells. This is typically the case for distance
joins over point data or spatial joins over data with
extent. Also, in the latter case, another alternative is to perform object clipping, thus separating
an object to multiple parts and assign each part to
a different cell, as shown in Figure 3.
STR partitioning. A widely used partitioning
scheme adopted by several prototypes (Simba [58,
59], SpatialHadoop [21], DITA [49], UlTraMan [17])
is Sort-Tile-Recursive (STR) [35], which is considered one of the best partitioning schemes for spatial
data. For example, in Simba [58, 59], random sampling is performed over the input data, and then the
first iteration of STR is executed to produce partition boundaries. Obviously, these partitions may
not cover the entire data space, as they have been
constructed based on a sample only, therefore they
need to be extended to cover the entire data space,
as shown in Figure 4.
R*-Grove [55] has been recently proposed for spatial partitioning, aiming to address some limitations of pre-existing partitioning schemes, such as
STR. Its core idea is to use the node split algorithm
of R*-tree in order to create compact, square-like
partitions, in contrast to the thin and wide partitions that are often produced by STR. In addition,
R*-Grove adopts a load-balancing mechanism that
forces the generation of full blocks.
Quadtree partitioning. Other prototypes support Quadtree-based partitioning on a data sample
as an alternative technique. Again, the aim is to
produce partitions that take into account the (inferred) data distribution, and handle skewed spatial
distributions gracefully. This approach is supported
by frameworks such as SpatialHadoop [21], LocationSpark [52], and STJoins@ESRI [56, 57].
K-d tree partitioning. Another approach to
handle skewness of input data is to use a k-d tree,
20

Figure 4: Sample-based data partitioning,
followed by extension of partition boundaries.

in which the leaves correspond to data partitions
in the distributed file system. This approach is
adopted by AQWA [7] and some statistics are maintained in main memory, in order to capture the distribution of data. Furthermore, AQWA adopts an
adaptive mechanism for partitioning aiming to handle changes in the query workload, where a partition may be further decomposed in case of updated
data distribution or queries. Other frameworks that
support partitioning based on k-d trees include SpatialHadoop [21] and SpatialSpark [60].
Partitioning based on space-filling curves.
In this approach, the 2D data is mapped in 1D
values using a space-filling curve (such as Z-order
or Hilbert curve), and then partitions are generated by grouping the 1D values into intervals. SpatialHadoop [21] supports this type of partitioning.
Also, this partitioning scheme is popular in big data
storage systems, such as MD-HBase [42], Pyro [36],
and QUILTS [43].

3.2

Trajectory Partitioning

Some frameworks for trajectory data management
also adopt partitioning techniques such as those described above. However, other specialized partitioning techniques are also employed. For example, HadoopTrajectory [9] supports both partitioning per moving object (so as to have the complete
trajectory in the same partition), as well as spatiotemporal partitions. These partitions must be small
in order to avoid accessing trajectories that do not
match with the query, but also large enough in order to avoid splitting trajectories into multiple partitions.
Finally, a different approach is used by DITA [49],
where the STR algorithm is used, but it operates
on selected points of trajectories, namely the first
and last points of each trajectory. The trajectories
SIGMOD Record, June 2021 (Vol. 50, No. 2)

are grouped based on their first points, and then
subgroups are created by grouping based on the last
points. Intuitively, this partitioning technique aims
to group together trajectories with similar starting
positions and similar ending positions.

4.

DISTRIBUTED INDEXING

The basic idea behind distributed indexing, which
is adopted by most existing prototypes and systems,
is to employ a two-level indexing scheme.
At the local level, index structures such as Rtrees, Quadtrees, and Grids are typically used. An
alternative approach is to map data to 1D values using space-filling curves and use traditional B-trees
for local indexing. This latter approach is widely
adopted by NoSQL stores. In the case of spatiotemporal data, some approaches index first the temporal dimension, and then the spatial dimensions.
At the global level, the most common approach is
to assemble summary information from the local indexes of nodes, in order to build a global index for
directing queries to nodes. Essentially, this summary is partition boundary information, such the
Minimum Bounding Rectangles (MBRs) that describe the local data on each node. This is depicted
in Figure 5, which presents the approach adopted
by Simba [58, 59].

4.1

Spatial and Spatio-temporal Indexing

The combination of local and global indexing is
used by several frameworks for big spatial data processing. Indicative examples of such frameworks include Hadoop-GIS [2], SpatialHadoop [21] and LocationSpark [52]. For the local indexes, classic 2D
data structures are employed: R-tree, Quadtree, as
well as Grid.
In the case of spatio-temporal indexing, one approach is to first organize data based on time, and
then based on space. ST-Hadoop [4, 6] builds a temporal hierarchy of spatial indexes. This approach
favors queries with high selectivity in the temporal dimension. Other approaches handle the three
dimensions equally and build spatial indexes in the
3D space. STARK [30] uses R-trees to index spatiotemporal data, by following this idea.

4.2

Indexing Trajectory Data

In the case of trajectory data, one indexing approach is to employ the afore-mentioned solutions
for 3D spatio-temporal data. As an indicative example, HadoopTrajectory [9] follows this approach
and builds a grid in the 3D space or a 3DR-tree.
However, more specialized indexing techniques tailored for trajectory data are also used. DITA [49]
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Figure 5: Example of global/local indexing.

uses global/local indexes, but proposes an approximate representation technique for trajectories based
on pivot points. Two indexes are built, one for the
first points of trajectories, and another one for the
last points.

5.
5.1

QUERY PROCESSING
Big Spatial and Spatio-temporal Data

In the following, we review query processing techniques for the most standard query types for big mobility data under the global/local indexing scheme.
Range queries. Range queries comprise the
most standard query type supported by all prototypes and systems. In a distributed system, processing a range query typically starts at the level
of global indexing, where the partitions that overlap with the query range are identified. Then, each
of these partitions is queried in parallel using its
local index, and the local results are collected and
returned to the user.
Nearest-neighbor queries. Typically, nearestneighbor queries can be processed as range queries,
as long as a good radius can be estimated that is
guaranteed to include the k nearest neighbors. Ideally, if the distance to the k-th nearest neighbor was
known in advance, we would retrieve exactly the k
nearest neighbors. Consequently, the major challenge is accurate radius estimation for the query
range. This issue relates to selectivity estimation
for spatial queries [14, 15]. Also, in a distributed
setting, the range query may intersect with multiple partitions that belong to different nodes in the
system, which need to process the query, thus increasing the cost of query execution.
This approach is followed in AQWA [7], where
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given a query q the surrounding cells are visited
in increasing order of minimum distance (MinDist).
As soon as the aggregate count of objects in the
visited cells reaches k, the largest MaxDist of these
cells is used as query radius.
Simba [58, 59] attempts to improve the tightness
of the estimated query radius, by following a twostep approach. In the first step, the nearest partitions to q that are guaranteed to contain k points
are actually queried, in order to find the k-nearest
neighbors of each partition. Assuming l such partitions, then Simba uses the l · k candidates in order
to compute the k-th minimum distance from q, and
uses this value as query radius in the second step
in order to ensure that the k-nearest neighbors are
found. Essentially, Simba computes a tighter radius, at the cost of processing a k-nearest neighbor
query locally over few partitions.
Joins. For an elaborate survey on spatial join
processing, we refer to [33]. In Hadoop-based big
data systems, such as SpatialHadoop [19, 21] and
Hadoop-GIS [2], spatial joins are processed using
the following approach: first, one data set is sampled and an in-memory index is built using the sample. Then, the leaf nodes of the index are mapped
to HDFS blocks, which now contain data with spatial locality. Finally, objects are assigned to HDFS
blocks based on the MBR of the block, and the join
is performed between blocks, since pairs of blocks
from each relation have the same MBR.
A different approach is applied in the case that
data is stored without a spatial partitioning method.
Quite often, a Grid-based structure is used in order
to re-partition data to grid cells, followed by local
join processing in each cell in parallel. To guarantee
that each partition can be processed independently,
one must handle the case of spatial objects that
may join with objects in other cells, therefore object
duplication to such cells is performed. For example, this is the approach followed in GeoSpark [61,
62]. Variations of this method include the use of
data structures that are data-aware (e.g., dynamic
Grid, Quadtree, R-tree, etc.) and use of leaf nodes
as cells. Such data structures can typically cope
better with skewed data distributions. LocationSpark [51, 52] follows a similar approach where a
sample is taken from the first input, followed by the
construction of a global spatial index. Then, workers re-partition their data based on the leaf nodes of
the global index. When the join is processed, data
from the second input are sent to the corresponding overlapping partitions, in order to produce join
results locally. Notice that the overlapping partitions depend on the type of the join and the type
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of spatial objects. In [51], LocationSpark also reports a method for detecting skewed partitions and
splitting them to smaller partitions that are repartitioned, in order to reduce the execution time.
More complex joins, as for instance k-NN joins,
have also been studied in a MapReduce context,
for example in [38] using Voronoi partitioning, and
in [66] using Z-order and resulting in an approximate algorithm. Later, in Simba [59], a centralized
processing step is used that exploits the partitions
of the first dataset (built using STR), an R-tree
built over a sample of the second dataset, in order
to transform the join to n local k-NN joins. DISON [63] is a Spark-based approach for distributed
similarity search and join for trajectory data in road
networks, which computes signatures for trajectories that are used in a filter-and-refine framework.
Finally, comparisons between the different systems
for different join types are also of interest, e.g., for
distance joins [26].

5.2

Big Trajectory Data

The most prominent and generic works in this
field include HadoopTrajectory [9], DITA [49], UlTraMan [17], and MobilityDB [67], which are reviewed in Section 6.
Fang et al. [23] address the problem of k-NN join
by using the MapReduce framework. More specifically, given two sets of trajectories R and S, an
integer k and a time interval [ts , te ], the objective is
to return the k nearest neighbors from R for each
object in S during this interval. In order to achieve
this, a five step procedure (five MR jobs) is adopted,
where the data are preprocessed, subtrajectories are
extracted, the time-dependent upper bound is computed, candidates are found and the trajectories are
joined. The intuition is to find a distance upper
bound d for each trajectory of S, that includes at
least k trajectories from R and then perform a plane
sweep distance join based on d.
Tampakis et al. [50] study a more generic problem
of sub-trajectory join, where the aim is to retrieve
maximal portions of similar trajectories. Their most
efficient algorithm uses a MapReduce job as preprocessing step in order to repartition data in balanced partitions based on the temporal dimension,
followed by a second MapReduce job that produces
the maximal sub-trajectories that join.
There is also work on joins over objects moving
on road networks [47, 48]. The objective is to find
all pairs of network-constrained trajectories that exceed a similarity threshold in a parallel manner.
In [47], a two-phase algorithm is proposed that is
parallelized and computes for each trajectory other
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similar trajectories in its first phase. Then, during the second phase, it performs result merging in
order to deliver the final result. However, the parallelization adopted is per trajectory, which assumes
that all data need to be replicated for each trajectory, a fact that makes such a solution hard to apply
in a big data setting.

6.

SYSTEMS & FRAMEWORKS

In this section, we classify existing systems and
frameworks for big spatial and spatio-temporal data
processing. We review systems for scalable storage
(Section 6.1) separately from big data processing
frameworks (Section 6.2). The reason for this distinction is that although storage systems support
(basic) processing, they offer only limited querying capabilities. For instance, join processing is not
supported by the storage systems, whereas big data
processing frameworks can compute parallel joins
be re-partitioning data across nodes.

6.1

Scalable Storage

Systems that extend scalable storage solutions for
multidimensional data have been proposed, most
notably MD-HBase [42], but also solutions tailored
specifically for spatio-temporal data (Pyro [36]) and
for spatio-temporal RDF data [54], as well as spatiotextual data (ST-HBase [39]). In all these storage
systems the main underlying challenge is to map
spatial or spatio-temporal data (2D or 3D) to 1dimensional (1D) values, which are used as keys for
storage in key-value based NoSQL storage systems.
The mapping is typically achieved using variants
of space-filling curves, such as Z-order, Hilbert, or
Moore encoding. An overview of the different systems is provided in Table 1.
Essentially, this mapping is necessary in order
to bridge the gap between mobility data and (1D)
key-based NoSQL stores. Based on this mapping
to keys, data is distributed, replicated and stored
based on partitioning techniques that operate at the
level of 1-dimensional key. The challenge is then
to translate spatial and spatio-temporal queries to
multiple 1D range scans and discover efficient and
scalable processing algorithms.

6.1.1

Individual Systems & Techniques

MD-HBase [42] encodes multidimensional data
in 1D values using Z-order encoding. This 1D representation is then used by an index layer as a key
for storing data in HBase (the storage layer). In
this way, standard multidimensional index structures, such as k-d trees and Quadtrees, can be implemented on top of a distributed key-value store.
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By using the properties of a technique called longest
common prefix naming scheme, this mapping of multidimensional indexes to 1D ranges is achieved, offering, in turn, the fundamental mechanism for answering point, range, and nearest-neighbor queries.
R-HBase [32] follows a similar approach.
Pyro [36] employs the Moore encoding algorithm,
inspired from the Moore space-filling curve, in order to transform (map) spatio-temporal data to 1D
values. Then, range queries are translated to multiple 1D range scans, which are processed efficiently
by means of different optimizations introduced at
the storage layer of HDFS, resulting in PyroDFS,
and at an extension of HBase, named PyroDB. In
addition, a multi-scan optimizer is used to find the
best reading strategy from HBase by considering
multiple range scans. Also, a new block grouping
algorithm is introduced at the level of the PyroDFS,
which preserves data locality and improves the efficiency of dynamic load rebalancing. Pyro is shown
to outperform MD-HBase by one order of magnitude for rectangular range queries.
ST-HBase [39] focuses on spatio-textual data,
namely data that combines spatial location with
textual description. Typical examples of spatiotextual data include geo-tagged objects, for instance
tweets, images, etc. ST-HBase resembles the approach followed by MD-HBase, since it also exploits
Z-order to transform spatial data to 1D values. However, it goes one step further to support combined
spatial and textual retrieval, by introducing the functionality of an inverted index and representing keywords along with 1D values as key in HBase. In
this way, textual filtering is supported together with
spatial filtering.
GeoHashes. The concept of GeoHashes has been
exploited to map spatio-temporal data to 1D values that are stored in Accumulo [25]. Practically, it
relies on a hierarchical spatial data structure that
partitions the data space in cells, which are then
used to build string keys encoded using Base32.
These keys resemble the cell identifiers produced
by a space-filling curve, such as Z-order. A similar approach is taken by ST-Hash [28], where the
generated 1D values are stored in MongoDB.
datAcron Encoding. In [54], an 1D encoding
scheme for spatio-temporal data is proposed in the
context of the H2020 datAcron project1 , which is
applicable for online settings, where the temporal
partitioning needs to be performed as data arrive
in the system [46]. One challenge addressed by
this work is dynamic temporal partitioning, since
the temporal extent of the data is not known in
1

http://datacron-project.eu/
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System

1D Mapping

MD-HBase [42]
Pyro [36]
GeoHashes [25]
ST-Hash [28]
ST-HBase [39]
datAcron [54]
QUILTS [43]

Z-order
Moore
Z-order
Z-order
Z-order
Z-order, Hilbert
Generic

Data
type
multidimensional
spatio-temporal
spatio-temporal
spatio-temporal
spatio-textual
spatio-temporal
multidimensional

Data
space
static
static
static
static
static
dynamic
static

Data
skew
–
–
–
–
–
X
X

Adaptive

Queries

–
–
–
–
–
–
X

range, k-NN
range
range
range
range
range
range

NoSQL
store
HBase
PyroDB
N/A
MongoDB
HBase
N/A
HBase

Table 1: Comparative overview of storage techniques.
advance, with the objective to keep compact 1D
values. A space-filling curve (Z-order or Hilbert)
is used for the spatial domain, while the temporal
part is encoded in the same identifier. This encoding scheme has been applied for encoding spatiotemporal RDF data, and specifically in the storage
layer of the DiStRDF [41] engine, which has been
developed in Apache Spark.
QUILTS [43] investigates space-filling curves that
fit a given data skew and query characteristics. A
new method is proposed for partitioning multidimensional data based on a family of space-filling
curves that take into account data skewness and
query workload characteristics. QUILTS is implemented on top of HBase.

6.1.2

Classification

Even though the systems above share many similarities, they also have subtle differences that are
important for providing a comprehensive classification of storage solutions. We identify four significant dimensions for the classification: data dimensionality, statically/dynamically defined data space,
data skew, adaptivity to query workload. The result of this classification is summarized in Table 1.
First, regarding the data dimensionality, practically all approaches that rely on space-filling curves
can be applied to multidimensional data. This also
includes spatio-temporal data, which can be seen
as 3D data. One exception is ST-HBase [39] which
targets 2D spatial data and text.
The second observation is whether the underlying
data is constrained to a statically defined space or
whether the data space changes dynamically. Practically all systems make the assumption that data
is defined within a multidimensional box of known
size. Although data insertions and updates can be
supported, the size of the data space must remain
unchanged, otherwise the space partitions need to
be redefined. The only notable exception is the
mapping proposed in [54], which targets applications that collect streaming spatio-temporal data
and need to accommodate this data in an online
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manner. In this setup, the problem is that the temporal dimension cannot be statically defined, and its
range increases as new data arrive in the system.
Also, only limited works have explicitly focused
on handling data skew. A noteworthy approach is
QUILTS [43], which aims to identify the most appropriate 1D mapping for a given data set, under
the presence of data skew. The approach in [54] also
tackles this problem, focusing mainly on temporal
skew in mobility data.
Finally, adaptive mappings have not been explored
yet. The problem can be stated as finding the best
mapping for a given query workload, and selecting
when the system should adapt its storage at runtime
(e.g., build a different 1D mapping). QUILTS [43]
is the only system that identifies changes in the
query workload that lead to decisions for adapting
the storage scheme.

6.2

Processing Frameworks

Lately, several research projects have extended
popular parallel data processing platforms, such as
Hadoop or Spark, in order to provide customized
solutions for big spatial or spatio-temporal data.
The most prominent prototypes and systems in this
field include Hadoop-GIS [2], SpatialHadoop [21],
AQWA [7], ST-Hadoop [4, 6], SpatialSpark [60],
GeoSpark [61] (recently joined Apache Incubator as
Apache Sedona2 ), LocationSpark [52], Simba [58,
59], and STARK [30]. We also refer to [29] for a
comparative evaluation of big spatial data processing systems.

6.2.1

Spatial and Spatio-temporal Frameworks

Hadoop-GIS [2] is a large-scale spatial data warehousing system for executing spatial queries in parallel. It is available both as a library and as an integrated package in Hive, thus facilitating ease of use.
To support indexing, global indexes are built and
replicated on all nodes using Hadoop’s Distributed
Cache. Thus, each node can efficiently determine
the regions of the space that contain relevant re2

http://sedona.apache.org
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Spatial

Framework
Hadoop-GIS [2]

Partitioning
N/A

SpatialHadoop [21]

Space partitioning (Grid,
Quadtree), data partitioning
(STR, k-d tree), spacefilling curves (Z-order, Hilbert)
Adaptive (based on k-d tree)

AQWA [7]
SpatialSpark [60]
GeoSpark [61]

Spatiotemporal

Trajectory

Fixed Grid partitioning,
binary space partitioning,
tile partitioning
Grid-based partitioning

LocationSpark [52]

Data partitioning e.g.
using Quadtree (based
on sampling)

Simba [58, 59]

STRPartitioner (sampling
and STR)

ST-Hadoop
[4, 6]

Multi-level temporal
partitioning

STARK [30]

Spatial-only

STJoins@ESRI
[56, 57]

Data (re-)partitioning based
on Quadtree decomposition

HadoopTrajectory [9]
Parallel
Secondo [37]
UlTraMan [17]

MBR-based grouping
and partitioning
N/A

DITA [49]

MobilityDB
[10, 11, 67]

Supports a repartition
operator to support different
partitioning strategies
(including STR)
Grouping of trajectories based
on first & last point, and
use of STR for partitioning
Hierarchical partitioning,
multidimensional partitioning

Indexing
Global/local indexing (global
region indexes, on demand
local indexing)
Global/local indexing
(R-trees, Grid files)

Queries
Range queries (box),
spatial joins

N/A

Range queries,
k-NN queries
Range queries,
spatial join

Pre-built local
indexes on HDFS
Local indexes (R-tree
and Quadtree)
Global/local indexing
(global: Grid and region
Quadtree, local: Grid,
R-tree, Quadtree, IR-tree)
IndexRDD

Temporal hierarchy of spatial
indexes at multiple levels
of temporal resolution
R-trees
Equi-sized splitting of
complete data set
and local Quadtrees
Global index in the
form of 3D Grid or 3DR-tree
Local indexing using fullfeatured Secondo DBMS
In-memory: random access
RDD using on-heap arrays
or using ChronicleMap, an
embedded, key-value store
Global/local indexing:
(global: two R-trees built
on MBR of first & last points
respectively, local: trie-like
index on selected points)
Local indexing
based on PostGIS

Range queries (box),
k-NN queries,
spatial join

Range queries, k-NN
query, spatial join
Range queries,
k-NN query, spatial
join, k-NN join,
spatio-textual queries
Range queries, k-NN
query, distance
join, k-NN join
Spatio-temporal range
queries and joins
Spatio-temporal range
queries and joins
Spatio-temporal join

Range queries
All those offered
by Secondo
Range query, k-NN,
aggregation,
comovement
pattern queries
Similarity search,
similarity join

Range, k-NN, not
distributed joins

Table 2: Overview of spatial and spatio-temporal parallel processing frameworks.
sults for the spatial query at hand. Local indexes
are dynamically constructed on demand, using main
memory. Regarding query types, Hadoop-GIS supports range queries and spatial joins.
SpatialHadoop [21] is an extension of the basic
Hadoop implementation, designed for efficient processing of spatial data, that supports spatial indexing, a feature missing from basic Hadoop. SpatialHadoop utilizes a two-layered spatial index which
enables selective access to data by spatial operations. Implemented indexes include R-trees, R+ trees and Grid files. In more detail, SpatialHadoop
uses a single global index and several local indexes.
The global index maintains information about the
data partitions across cluster nodes. The local inSIGMOD Record, June 2021 (Vol. 50, No. 2)

dexes organize data stored on single nodes. Different partitioning techniques have been studied and
evaluated [21] in the context of SpatialHadoop, including Grid, Quadtree, STR, STR+ and k-d trees,
as well as partitioning based on Z-order and Hilbert
curve. Also, a spatial MapReduce language called
Pigeon [20] is also provided as part of SpatialHadoop,
thus easing the development of scalable applications
that process vast-sized spatial data.
AQWA [7] is a research prototype system that
focuses on adaptive partitioning for big spatial data,
with a strong emphasis on query-workload-aware
partitioning. AQWA is demonstrated on top of
Hadoop, but its techniques are in principle applicable to other systems as well. In contrast to Spa25

tialHadoop that uses static partitioning, AQWA incrementally updates the partitions based on data
changes and the distribution of queries.
SpatialSpark [60] is a prototype implementation that focuses mainly on efficient processing of
spatial joins in parallel, although range queries are
also supported. For data partitioning to machines,
data partition strategies such as fixed Grid or k-d
tree are employed. SpatialSpark has implemented
several spatial indexing and spatial filtering techniques, and it reuses (at the local level) the popular JTS3 API for spatial refinement, i.e., testing
whether two geometric objects satisfy a certain spatial relationship (e.g., point-in-polygon) or calculating a certain metric between two geometric objects
(e.g., Eucledian distance).
GeoSpark [61] (Apache Sedona) is a framework
for processing large spatial data. Essentially, it offers a spatial layer built on top of Apache Spark,
aiming at providing efficient support for spatial data
processing. GeoSpark uses JTS to create and process geometries in order to support different query
types: range queries, k-NN, and spatial join. It
provides a new abstraction named Spatial Resilient
Distributed Datasets (SRDDs). Spatial RDDs, such
as PointRDD and RectangleRDD, are used in order to effectively partition spatial data to different
machines. Partitioning is achieved using a uniform
Grid partitioning mechanism, and spatial objects
that intersect more than one Grid cells are duplicated to all cells. Each RDD partition can be indexed locally using Quadtree and R-tree indexes.
However, global indexing is not supported.
LocationSpark [52] is a spatial data processing
system developed on top of Spark that supports different spatial operators (e.g., range, k-NN, spatial
join, k-NN join). It follows the global/local indexing approach, where a global index is used (based on
sampling) to partition data to cluster nodes, while
local indexes are built for each partition. Different options are implemented in terms of global and
local indexes. Global indexing of data partitions
is achieved by sampling the data and creating equisized partitions. Each partition is locally indexed on
each machine using a local index of choice, including
a Grid index, an R-tree, a Quadtree, or an IR-tree.
In this way, data skew can be effectively addressed.
Also, the authors address query skew, by means of a
query scheduler that identifies data partitions that
are queried by many queries and chooses to reallocate partitions when this cost is affordable. Interestingly, processing of range queries is performed
3

https://sourceforge.net/projects/
jts-topo-suite/)
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by exploiting a Spatial Bloom Filter that efficiently
determines whether a point is contained in a spatial
range, thus avoiding the overhead of typical cases
for parallel range query processing: (a) replicating
points to neighboring partitions, or (b) directing a
range query to all overlapping partitions. Experiments report one order of magnitude improvement
in performance compared to GeoSpark.
Simba [58, 59] is a system for in-memory spatial analytics implemented in Spark. It extends the
Spark SQL engine to support spatial query processing and develops an optimizer that can exploit indexes in order to improve the performance of query
processing. At a technical level, Simba introduces
the concept of IndexRDDs, thus allowing efficient
random access in large datasets in memory, thereby
avoiding the limitation of linear (in-memory) scan
of Spark when accessing RDDs. Simba supports
a new partitioning type, named STRPartitioner,
which performs random sampling on the input and
then runs one iteration of the STR algorithm [35]
in order to determine the partition boundaries. The
computed partition boundaries need to be extended
in order to cover the space of the complete data set.
In terms of query operators, Simba supports range
queries, k-NN, distance join, and k-NN joins, and
introduces new physical execution plans to Spark
SQL, in order to efficiently process such spatial queries.
This is a notable difference to other systems, such
as GeoSpark and SpatialSpark, which are libraries
implemented on top of Spark, whereas Simba introduces changes to the kernel of Spark SQL. In this
way, cost-based optimization of spatial queries is
also provided in Simba. Moreover, Simba supports
multiple dimensions, in contrast to most other systems that are constrained to 2 dimensions. Simba is
evaluated against SpatialHadoop and Hadoop GIS
and is considerably faster, due to the in-memory
processing. Also, Simba is shown to be more efficient than in-memory parallel processing systems,
such as GeoSpark and SpatialSpark, because of its
indexing and query optimizer which are built inside
the query engine of Spark.
ST-Hadoop [4, 6] is an open-source MapReduce
extension of Hadoop tailored for spatio-temporal
data processing. Support for spatio-temporal indexing is a core feature of ST-Hadoop. It is achieved
by means of a multi-level temporal hierarchy of spatial indexes. Each level corresponds to a specific
time resolution (e.g., day, month, etc.). Also, at
each level the entire data set is replicated and spatiotemporally partitioned based on the temporal resolution of that particular level. ST-Hadoop supports spatio-temporal range queries, aggregations
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and spatio-temporal joins. Another recent work
called Summit [5] is based on ST-Hadoop, and focuses on trajectory data.
STARK [29, 30] is one of the few existing solutions targeting big spatio-temporal data. STARK
addresses query processing of spatio-temporal data
in Spark, whereas other approaches only consider
the spatial dimensions. STARK supports spatiotemporal partitioning and indexing using R-trees.
Thus, it supports spatio-temporal filtering and join
operations. However, the temporal dimension is not
treated equally to the spatial dimensions. For example, partitioning in [30] is performed solely based
on spatial criteria, and the temporal part of a query
is used to filter out data objects that do not satisfy the temporal constraint. In essence, the temporal dimension is treated as yet another dimension
that can be queried, and it cannot be used for eager pruning of data in the case of a very selective
temporal constraint.
STJoins@ESRI [56, 57] presents an algorithm
for spatio-temporal join over large spatio-temporal
data sets. It is not a complete system of a framework that supports different functionalities, rather
the focus is on a specific operation. In the case
that one of the inputs is relatively small and fits
in memory of cluster nodes, broadcast join is employed, where the small data set is sent to all nodes,
whereas the other one is partitioned to the nodes.
In the case that both inputs are large, a repartition
join algorithm is employed, which is called bin join.

6.2.2

Trajectory Management Frameworks

HadoopTrajectory [9] is an extension of Hadoop
that integrates spatio-temporal data types, indexed
access and trajectory operators. At the indexing
level, a global index is constructed (either as 3D
Grid or in the form of 3DR-tree), and it can be
used at query time to identify relevant partitions
at worker nodes to the query at hand. Partitioning
of trajectories can be performed either at trajectory level or per moving object. At the processing
level, various trajectory operators are implemented
as MapReduce jobs, most notably trajectory range
queries.
Parallel Secondo [37] is a hybrid system that
is built using Hadoop in order to efficiently process mobility data. It combines Hadoop with a
set of single node instances of Secondo database,
which has been built for mobility data management
and processing. This hybrid coupling is inspired by
an earlier attempt, namely HadoopDB [1], to couple Hadoop with relational DBMSs. Parallel Secondo offers the data types and execution language
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as a front-end, thus enabling users to express their
queries to the parallel engine transparently, while
using the features of the execution language.
UlTraMan [17] proposes a unified platform for
the complete management cycle of big trajectory
data. It provides both storage and processing layer
for trajectory data. In the storage layer, ChronicleMap is used, an embedded key-value store, which
is integrated in the block manager of Apache Spark.
In the processing layer, UlTraMan employs an enhanced MapReduce paradigm that provides flexible
APIs to applications. Interestingly, this is one of
the few approaches that target the entire lifecycle
of big trajectory data, from data loading and indexing, to processing and analytics. Supported query
operators include range queries, k-NN queries, and
aggregation queries. In addition, co-movement pattern mining on trajectory data is also supported,
demonstrating the trajectory analytics capabilities
of UlTraMan. Dragoon [24] is an extension that
supports both offline and online analytics.
DITA [49] is another recent research prototype
that targets in-memory trajectory analytics, also
extending Apache Spark. It offers an extended Spark
SQL language that facilitates the declarative specification of queries, but also index construction. Furthermore, DITA extends the Catalyst optimizer of
Spark SQL in order to optimize trajectory similarity queries, using cost-based optimization. At the
indexing level, DITA uses global/local indexes and
proposes an approximate representation technique
for trajectories based on pivot points. For data partitioning the STR algorithm is used, operating on
selected points of trajectories, namely the first and
last points of each trajectory. The trajectories are
grouped based on their first points, and then subgroups are created by grouping based on the last
points. Then, the global indexing mechanism consists of two R-trees, one constructed on the MBRs
of first points and another one constructed on the
MBRs of last points. The local indexing is a variant of trie-based indexing which is built on top of
the pivot points of trajectories. At the algorithmic/processing level, DITA adopts the filter-andrefine paradigm, in order to efficiently process similarity search and similarity joins.
MobilityDB [10, 11, 67] provides a distributed
system that scales PostgreSQL horizontally over multiple workers. It uses two partitioning schemes: hierarchical (first based on time, then space) and multidimensional (where the 3D space is partitioned to
cells) to distribute the data to workers in a loadbalanced way. Distributed MobilityDB supports
many spatio-temporal query types, but not the generic
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case of distributed spatio-temporal joins (e.g., selfjoin on positions of moving objects) that require
re-distribution of data.

7.

CONCLUSIONS & OUTLOOK

In this paper, we provided a succinct overview of
big data processing frameworks and techniques for
spatial, spatio-temporal, and trajectory data, which
are key building blocks for applications that involve
mobility analytics. We presented prototype systems
and frameworks both at the storage layer and at the
processing layer. Moreover, we couple the presentation of individual systems with an explanation of
the most prominent underlying techniques for partitioning, indexing and query processing, as a guide
for further research in this field.
Regarding open problems and research directions,
a challenging problem is extending big data frameworks towards handling spatio-temporal-textual retrieval, which is very common in modern applications. Incorporating text makes the setup highdimensional and this raises challenges for effective
indexing and partitioning. Existing efforts [8, 31]
have so far focused on mapping/encoding the textual information in numeric values to be handled
uniformly with the spatio-temporal information, however there exist limitations with respect to the used
mappings and they still focus on centralized settings.
Another challenge in a big data setting relates to
management of skewed spatio-temporal data, which
may result in partitions of uneven size. Addressing the problem of data skew, in order to achieve
load balancing and minimize the execution time of
distributed query processing, is still a promising research field. In addition to this, learned indexes [44,
45] are researched lately, as an alternative way to
index spatial data by learning the data distribution
Last, but not least, real-time processing and analysis of spatio-temporal data calls for stream processing frameworks and online techniques, often in
conjunction with building concise data summaries
and approximate processing, aiming at low latency
execution. Although this direction is outside the
scope of this survey, we acknowledge research initiatives in this direction [27, 46].
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[67] E. Zimányi, M. A. Sakr, and A. Lesuisse. MobilityDB: A
mobility database based on PostgreSQL and PostGIS.
ACM Trans. Database Syst., 45(4):19:1–19:42, 2020.

29

ADVICE TO MID-CAREER RESEARCHERS
We are starting a new series to provide advice to mid-career researchers. There are a number of programs that
SIGMOD organizes for researchers at the beginning of their careers (PhD Symposium and the like) and senior people
do not (or should not) need much help. There are considerable challenges for those who are about to transition from
an early researcher to a more senior role. In academia, these are people who are about to get tenured that comes with
starting to think of moving from shorter-term research objectives to longer-term ones. In industrial research, this
corresponds to the transition from participating in projects to initiating and leading them. As a community we don’t
seem to talk about these challenges much. That is the gap this series attempts to fill. We will get the views of senior
researchers from diverse backgrounds and diverse geographies. We will continue as long as we find original advice
and the views are not repetitions.
M. Tamer Özsu
University of Waterloo

Making the Right Move to Senior Researcher: Some Challenges and Hints
Patrick Valduriez, Inria, France
I have been working on research in data management
for the last 40 years. I like my job and my research
institution (Inria, the French national research institute
for computer science), which have offered me great
opportunities to learn a lot, do good work, get to know
smart and nice people and overall feel useful. However,
since the early days of my mid-career, the research
environment, including academia and industry, has
certainly become more complex, making the move from
junior (or pre-tenure) researcher to senior researcher
quite challenging. Based on my experience, I review
some of the main questions and challenges and give
some hints on how to deal with them. I’ll sometimes use
stories and anecdotes to illustrate the point.
Let’s start with a basic question: why do you want to do
(or keep doing) research? This is an important question
you should reflect on, since research requires major
personal investment. I have heard many different
answers, e.g., I want to make the world a better place, I
like the freedom given by my job, it is fun (e.g.,
programming), I want to be the best, … Whatever your
reason is, the motivation must be very strong and
profound (not just guided by your ego), in particular, to
deal with ups and downs in funding, projects and results.
The question may also help you to consider careers
outside of research. After all, if you survived as a junior
researcher, you have developed proficiencies such as
creativity, autonomy, rigor, reliability, communication,
etc., which will be invaluable in many other domains.
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The first challenge in rising to a senior researcher is the
necessary shift from “woodcutter” to “forester”. In the
mid 1980s, as a junior researcher at Microelectronics
and Computer Technology Corporation (Austin,
Texas), during one of my yearly performance reviews,
my boss said to me something like: “So far, you have
been a great woodcutter, taking one problem after the
other and giving it a nice solution. But it is now time to
move on as a forester, looking at the overall forest, so
you can choose the best trees by yourself.” This was a
great advice, which required a radical shift in the way to
do research. A junior researcher is often given research
directions to work on, with full control over the
solutions and implementation details. The shift to
becoming a forester requires working on problems for
which you may not have all the knowledge and skills to
solve. Thus, you will have to learn new scientific
methods and move outside of your comfort zone. You
should also work with experts from other fields, which
requires much humility and patience as you realize they
know so much more in their field.
The next challenge is to shape a research agenda. This
is the hard part as a serious project typically involves
several other researchers and students, so you will also
have to turn into a team leader. You may also choose to
work on several unrelated projects, which will be even
harder as it may lead to dispersion of attention and
effort. I’ve always preferred to focus on a single,
ambitious (high-risk) project, perhaps decomposed into
several smaller projects, as it yields more overall
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coherence and synergy between people working on
different pieces. A good example is building a new
database system (a big project), with smaller projects
such as query engine, transaction manager and storage
engine.
There are two approaches to come up with a project:
reactive and proactive. The reactive approach, e.g.,
proposing a project to answer a call for funding, is easier
as most of the burden of identifying the research
directions may have been done by the people who wrote
the call, but may not benefit from all your creative
potential. The proactive approach is harder as you need
to identify a real, challenging problem that you can
solve. This may take time, talking to many people, e.g.,
close colleagues as well as people from applications and
industry, to understand the domain and state of the art.
For instance, to come up with my Zenith project on
scientific data management, I spent much time talking
to colleagues in machine learning and data mining, as
well as to scientists, e.g., plant biologists, to understand
their requirements in data management. The proactive
approach yields more freedom than the reactive
approach, as you are not bound by specific calls, and
may have higher impact, e.g., by setting a completely
new research direction. And you can either find generic
calls for funding, or apply to specific calls by adapting
the project to fit in.
To lead the team in charge of the project, you will need
to develop management skills. This takes time as just
taking a management class is not going to be enough.
You will also have to learn how to deal with smart but
very different people and have them work together as a
unified body. Books and courses will help, but real
experience will be critical. At the same time, you should
be careful not to lose technical skills, which are useful
to communicate with the other researchers, students and
engineers who will do the actual work. One way to do
this is to take your share in the project development,
e.g., do programming, which may be challenging but
also fun. In a world controlled by technology, technical
skills will always be an asset to realizing your own
vision and not to be fooled by techie woodcutters. Many
years ago, I was teaching databases at a top engineering
school in Paris (a so-called “grande école” in France). A
student was complaining that it was too technical, which
is true: databases is a very technical subject. So, I asked:
“But aren’t you supposed to learn engineering, which is
SIGMOD Record, June 2021 (Vol. 50, No. 2)

quite technical?”. And the student gave me that answer:
“Yes, but I want to be a manager”. Then, I continued
with the advice I just gave you.
Having a great research project is a first step, but not
enough as you will also need the right people with
complementary expertise to help you along the way.
Within your organization, collaborating with colleagues
from other teams will be much more productive and
more pleasant than competition. It will also save you
much pain and time lost in all kinds of useless fights.
Collaboration is also more and more international,
leveraging diversity of ideas, practices and resources.
International cooperation is also a good way to obtain
funding, e.g., the European Commission is instrumental
in supporting big projects in several countries, even
outside Europe. Furthermore, some research institutions
have very strong international programs, e.g., Inria’s
associated team program that funds tight collaboration
with a foreign team for up to five years. To succeed in
collaboration, you must develop a solid network of
collaborators, both within and outside your
organization, and keep nurturing it. This takes time and
patience as you will have to learn to work with different
people. In the long run, it is very rewarding and
pleasant, and some collaborators become best friends.
Once you have the right project and the right people,
you need to produce results, yet another major
challenge. I advise producing high-quality papers,
always favoring quality and long-term impact over
quantity. Thus, it is best to avoid the LPU (least
publishable unit) strategy. Not only does it generate just
too many papers to get read and referenced, it is also
counter-productive if you look for promotion at a
serious research institution, where for instance, you will
be asked to give your top 5 papers that will get read by
the selection committee. Publishing impactful papers is
hard and takes time, as extensive validation and often
reproducible results are required. Producing software is
also important, not only to validate the research results
but to deliver artefacts that other researchers can use and
build on, e.g., open-source software. Some highly
successful projects even go the extra mile of creating a
user community around the software, with much longterm impact. For instance, the Ingres DBMS project at
UC Berkeley in the mid-1970s has been the basis for the
PostgreSQL community that has thousands of
developers today. Another example is the Pl@nNet
31

platform for plant identification developed in my Zenith
team with plant scientists from other French institutions
(CIRAD, INRAe and IRD), which has millions of
mobile phone end-users world-wide.
A final challenge is to be a role model for people around
you, which means behaving ethically. The ACM Code
of Ethics and Professional Conduct is an excellent guide
for ethical decision-making. In a world that is more and
more controlled by algorithms and data science, it is
important to act responsibly, with a good understanding
of the impact of our work on people’s lives and planet
Earth. This raises many questions on how to make
algorithmic decision-making fair, accountable and
transparent (FAT), as discussed at the VLDB 2018
panel on data and algorithmic ethics.
Let me end with the common issue of searching for the
elusive perfect place to do research. I have met many
researchers during my career who, even though they
were relatively happy with their job and organization,
were always looking for the next better place. Of course,
there are many good places, both in academia and
industry, and doing the right move at the right time, e.g.,
at the end of a project, should be quite beneficial for
your career. However, searching for the perfect place to
work may be endless and illusive. Let me illustrate with
this nice tale. There was an old man sitting at the
entrance of a city. A stranger comes and asks: “I have
never been to this city; what are the people who live here
like?” The old man replies: “How were the people in the
city you came from?” The stranger says: “Selfish and
mean. That's why I left.” The old man continues: “You
will find the same here.” A little later, another stranger
approaches and asks: “I have just arrived, tell me what
are the people who live in this city like.” The old man
replies: “How were the people in the city you came
from?” The stranger says: “They were good and
welcoming. I had many friends.” The old man says:
“You will find the same here.” Someone who watched
the scene asks: “How can you give two completely
different answers to the same question?” The old man
replies: “Well, each of us carries its own universe.”
Thus, you may want to consider changing the way you
look at your current situation, before considering
moving to the next place.
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Transparent Data Transformation
Can I have my Rows and eat my Columns too?
Manos Athanassoulis
Boston University

A big dichotomy in data system design is the columnvs. row-stores one. The first supports analytical, and
the latter transactional workloads. There have been several efforts to bridge the two, especially in light of new
hybrid transactional analytical processing workloads.
For example, SAP HANA [11] and Oracle TimesTen
[8] use in-memory column-stores to offer efficient analytical processing and employ a row-wise write-store to
support ACID transactions. MemSQL uses a row-store
for data ingestion in memory, and writes columns on
disk to reduce future I/O [13]. IBM dashDB is a hybrid
store that supports mixed workloads [4]. Academic systems [2, 3, 9] also combine columnar and row-wise architectures. They all require conversions between rowwise and columnar formats, and, hence, they have to
balance between efficient analytics and data freshness.
What if we had a way to decouple the physical data
layout from the data access performance?
In other words, what if we could store any layout L1 , and
ship through the memory hierarchy any layout L2 , transparently converting rows to columns and vice versa? We
now have two fundamental questions: (a) how to offer
such transparent data transformation? (b) once we have
it, how to change the data system’s architecture? In this
short note we focus on the first challenge.
Data movement is one of the biggest inefficiencies in
computing [5], so the initial motivation of column-stores
is to avoid unnecessary column accesses. Row-wise layouts allow transactional workloads to ensure update and
insert locality and avoid updating multiple locations.
In an in-memory system, we can address both these
requirements with a smart memory controller that implements projection and offers access to arbitrary groups
of columns. As Moore’s law is slowing down, domainspecific accelerators are becoming viable in the long run
[6], hence, we envision to embed a light-weight vertical partitioner in the memory c ontroller to on-the-fly
project arbitrary groups of columns. This controller will
have access to a much higher bandwidth than what is exposed to the processor, as it will be able to exploit in full
the parallelism of memory chips. The query processor
SIGMOD Record, June 2021 (Vol. 50, No. 2)

can decide at compile-time the optimal layout for each
query and request it from the memory controller. From
the software side, a special type of ephemeral variables
can act as pointers to virtual hybrid layouts (similar to a
non-materialized view). Accessing them would start the
projection machinery and propagate through the cache
hierarchy the desired layout without creating a physical
copy in main memory. This vision has similar motivation with disaggregated memory [10], however, it aims
to build local smart memory, that can also allow cloud
systems to access disaggregated smart memory.
Similarly, in a disk-based system, we can address these
challenges by pushing projection to storage and send up
the memory hierarchy the desired data layout for each
query. By employing modern devices like smart SSDs
[7], we can implement in-storage custom logic to vertically partition data. Analytical queries will access readonly versions of their optimal layout without creating
permanent copies in memory. Updates will access roworiented base data, and existing read-only versions of
columns will be invalidated when relevant updates are
received and old queries complete. Pages with column
projections are marked as read-only, while pages with
full rows are marked as read/write. The two levels of
transparent data transformation can work synergistically.
How to achieve this? Building an FPGA prototype memory controller requires collaboration between data management and hardware researchers [1]. Near-data execution of relational operators [14] using programmable
logic in the middle [12] will use an on-the-fly column
extractor which compacts the useful data and ships it
through the cache hierarchy. Ultimately, our goal is to
build new memory and disk controllers to offer transparent data transformation.
What is next? If a query can consume data with the
ideal layout, how should query optimization change?
What about heuristics, like pushing selection? Can this
be extended to allow for efficient access in arbitrary slices
of tensors and matrices? This vision will fuel strong
interaction between data management, hardware, programming languages and software engineering.
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Sourav Bhowmick Speaks Out on
Drawing Your Queries, Ethics, and
Drawing for Ethics
Marianne Winslett and Vanessa Braganholo

Sourav Bhowmick
https://personal.ntu.edu.sg/assourav/
Welcome to ACM SIGMOD Record’s series of interviews with distinguished members of the database community.
I’m Marianne Winslett, and today I have here with me Sourav Bhowmick, who is a professor at Nanyang
Technological University in Singapore, better known as NTU. Sourav is an ACM Distinguished Member. He
received the VLDB Service Award, and a Lecturer of the Year Award from NTU. Sourav is also a member of the
Initiative on Diversity and Inclusion in Database Conference Venues. His PhD is from NTU. So, Sourav, welcome!
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Thank you very much for inviting me, Marianne. I’m
really honored to be in this set of interviews.
You’ve worked in several classical areas of data
research, but also in an unusual one: human data
interaction. Can you tell me about that?
I explore the interaction of users and data through a
visual interface. We database folks love query
languages. We have invented query languages for all
sorts of different data types – we started with SQL and
now we have graph query languages. But most domain
experts don’t use these languages. Many do not want
to write any queries using query languages: they prefer
to draw or to have a very intuitive natural languagebased interaction. That’s why visual interfaces for
queries are very powerful for many domain experts.
Visual query interfaces offer a lot of interesting
research opportunities which we haven’t explored in
the past. For example, twenty years ago I was working
on XML because a lot of biological data was in XML
format. If the user queries this XML data by drawing a
tree structure, we get the benefits of the query being
revealed incrementally to the query engine, because
the user is drawing the query incrementally. We also
get the benefit of the latency of a human drawing on an
interface, and the research community had never
explored how to leverage that. Our paradigm was that
the query engine was not going to do anything until it
got the complete query, and then it would find the best
way of processing the query.
In a scenario where the queries are getting expressed
incrementally as the user draws them, we have the
opportunity to partially process these queries while the
user is drawing, by exploiting the latency of the human
interaction with the user interface. This allows us to
integrate query processing and query formulation
much more tightly than was possible before, opening
up new opportunities such as efficient query feedback
and query response time. But instead of doing that, we
were still slapping a visual query interface on top of a
database and that’s it: the query engine still waits for
the entire query to be formulated before it starts
processing.
Our first paper about how to change this was a short
paper in ICDE 20061, long before people were thinking
about what we now call exploiting think time. That’s

1

Sourav S. Bhowmick, Sandeep Prakash: Every Click You
Make, I Will Be Fetching It: Efficient XML Query
Processing in RDMS Using GUI-driven Prefetching. ICDE
2006: 152.
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become a buzzword nowadays, for interactive
exploration, but back then, it was hard to get the paper
accepted. The reviewers were saying that this is HCI
related, so hey, don’t submit it to database
conferences! As if the usability of data systems were
not important! But that’s how we database researchers
used to view our own field: we were working under the
hood, and user interfaces, how the users search or
query, is not our problem. That really limited the
usability of database systems. I’m glad that that
attitude has changed dramatically in the past decade.

If you pick up any […]
textbook, its authors will use
diagrams to explain the
concept of graphs to you. […]
But when we are using a
query language to search a
particular graph data
source, we are asking the
query writers to write their
query in text form, even
though that is not intuitive
for humans.
After getting started with human data interaction
research through XML we moved on to graphs, where
we worked on blending visual graph query formulation
with processing. And then we moved on to the idea of
creating visual query interfaces in a data driven
manner. That means that the user gives us a dataset and
then we give them a visual interface for that data,
automatically generating it for them. We did this for
graph data.
The reason we focus a lot on graphs is because graphs
are very intuitive to draw. If you pick up any data
structures textbook or any algorithms textbook, its
authors will use diagrams to explain the concept of
graphs to you. They don’t want to describe the graph in
text form. But when we are using a query language to
search a particular graph data source, we are asking the
query writers to write their query in text form, even
though that is not intuitive for humans. In fact, humans
using drawing to express themselves predates any form
of textual expressions.
Suppose that the user has a graph data source and I
give them two hypothetical options. Option 1 is that I
SIGMOD Record, June 2021 (Vol. 50, No. 2)

give them a box with hundreds of knobs to turn, and I
tell the user, “Hey, this is the fastest data processing
system you can ever have. Your every query can be
answered in constant time. But you figure out how to
write your query by tuning these knobs.” Option 2 is
that I give the user a nice visual interface, and I tell the
user, “Hey, I’m not always going to give you every
answer very fast, but you don’t need to learn query
languages. You can just draw your query intuitively,
the way you see it, and search.” Which one do you
think a domain expert will prefer? That’s why I believe
there’s a lot of potential for graph queries to be visual
in nature: it’s much more intuitive to visualize a
structure than to write it down in text form.
What’s the state of the art for visual queries today?
Now we know how to process a set of subgraph search
queries by interleaving query formulation and query
processing. We have a series of papers in SIGMOD2
that describe how to do this.
We also know how to create the visual interface for a
graph data source automatically for large networks, as
well as for a large collection of small or medium size
data graphs, like chemical compounds3.
What are you doing with the Initiative on Diversity and
Inclusion in Database Conference Venues?
Recently, I was invited to co-lead its subgroup that is
looking at issues in managing conflicts of interest in
database conferences.
What’s a conflict of interest?
2

GBLENDER: Towards Blending Visual Query Formulation
and Query Processing in Graph Databases. Changjin Jiu,
Sourav S Bhowmick, Xiaokui Xiao, James Cheng, Byron
Choi. In SIGMOD, 2010.

QUBLE: Blending Visual Subgraph Query Formulation with
Query Processing on Large Networks. Ho Hoang Hung,
Sourav S Bhowmick, Ba Quan Truong, Byron Choi,
Shuigeng Zhou. In SIGMOD, 2013.
BOOMER: Blending Visual Formulation and Processing of
p-Homomorphic Queries on Large Networks. Yinglong
Song, Huey Eng Chua, Sourav S Bhowmick, Byron Choi,
Shuigeng Zhou. In SIGMOD, 2018.
3

AURORA: Data-driven Construction of Visual Graph
Query Interfaces for Graph Databases. Sourav S
Bhowmick, Kai Huang, Huey-Eng Chua, Zifeng Yuan,
Byron Choi, Shuigeng Zhou. In SIGMOD, 2020.

CATAPULT: Data-driven Selection of Canned Patterns for
Efficient Visual Graph Query Formulation. Huang Kai,
Huey Eng Chua, Sourav S Bhowmick, Byron Choi,
Shuigeng Zhou. In SIGMOD, 2019.
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A conflict of interest is a set of circumstances that
creates the risk that your professional judgment or
actions regarding a primary interest will be unduly
affected by a secondary interest. That’s the definition,
independent of any specific area. In our context, the
primary interest might be an impartial review of a
paper, and you can imagine secondary interests as
possible benefits like financial gain, favors for your
friends, professional advancement and so on.
The secondary interest becomes objectionable when it
is believed to be so large that it may have too much
influence on your judgment about the primary interest.
Essentially, this is nothing but human bias. Conflict of
interest is just one aspect of human bias, and there has
been a lot of research from the psychology community
showing that conflicts of interest indeed have a serious
impact on impartial evaluation of someone’s work.
ACM has clearly stated a policy about the kinds of
conflicts of interest – COIs – to be avoided for ACM
publications4. ACM also says that knowingly hiding or
falsifying the declaration of COIs is actually a
violation of the ACM code of ethics.
For a long time, most database venues have had a COI
policy written on their websites. When you submit
your paper, you should mark this blah-blah-blah and so
on, right?
Yes.
These policies are trying to transform the definition of
a conflict of interest into a more clear-cut and
actionable definition. Now, the problem lies here: how
do you check that authors have indeed reported all
their COIs?
Why do you need to check that?
For a long period of time, we didn’t have to check it
because we were operating based on gentlemen’s
agreements and trust. But I’m not aware of any human
society which is purely based on trust and gentlemen’s
agreements. Otherwise, we would not need any police!
Sure.
The majority of people are law abiding, and the police
are designed for the small minority who are not law
abiding.
For a long period of time, our community’s handling
of conflicts of interest was based on trust. We had our
policies, and we believed that the authors will
4

https://www.acm.org/publications/policies/conflict-ofinterest
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truthfully and completely declare their COIs. Recently,
I wrote a piece of data-driven software called
CLOSET5 that is designed to check if this is really the
case. We ran it in a few conferences, initially. In a very
recent conference, ICDE 2021, we ran CLOSET postfacto and found a non-negligible number of unreported
COIs. So far, in every venue where we have run
CLOSET, there is non-empty set of unreported COIs.

You need to try to avoid
ethical compromises at all
costs, because once you’re in,
you are in forever.
What kind of conflicts of interest are you talking
about?
Those due to coauthorship or being at the same
institution.
In the old days, the computer science research
community had small numbers of submissions, small
program committees, and they could manually check
for COIs: “Hey, this guy should not review that guy’s
paper” and so on.
But we are in a time where in every data-oriented field,
PC sizes are becoming huge. The number of
submissions is growing like crazy. It is impossible for
a PC chair to manually check whether authors and
reviewers have declared their COIs. That’s totally out
of the realm of possibilities. So, we have our conflict
of interest policies, and how do we enforce these
policies? We have a huge gap. The implementation
can’t be manual or based on mutual trust anymore
because the data is showing otherwise.
So, we need tools. We need data driven tools which
will automatically check COIs for our program
committee chairs so that they can minimize the bias in
the reviews. This will have a downstream effect on the
quality of the reviews; on the science which comes out,
based on which other people build their science; and
essentially, on the healthiness of our scientific
community. So it’s a very fundamental building block
that needs to be put in place.
Now, you’ll be amazed to hear this next part. We are
the data people, right? And we have a lot of data
driven techniques.

5
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Yeah.
On a whole bunch of use cases.
Sure.
If you search for the keyword data driven in DBLP,
you’ll get more than 10,000 hits. We have written
more than 10,000 papers on a wide array of issues, but
very few on the very scientific framework on which we
build our science: our peer review system. We data
researchers really need to work on this because it has
significant downstream impact on many aspects of
science.
This is where I got involved, because the data was
showing that indeed, there are unreported COIs, and
we need to have proper management of this, and
proper education. Maybe people do not realize the
importance of correctly reporting COIs. And we need
to look into possible alternatives for defining COI
policies, because our current COI policies are not
really capturing existing biases effectively.
What have you been doing to fix those problems?
The CLOSET software that I wrote takes as input the
list of submissions and reviewer assignments from any
conference management tool, like CMT or EasyChair,
and determines whether there are unreported COIs. It
detects whether there are program committee members
whose review assignments violate the COI policy of a
venue, and it does this automatically by analyzing data
from several different sources. Then it produces a
report for the program committee chairs, saying, “Hey,
take a look into these papers. Their review assignments
may have COI violations, based on the COI policies of
the conference.”
The major conference submission review management
systems like CMT and EasyChair do have some
automated conflict detection functionality now. But I
hear from the PC chairs that CLOSET is detecting
COIs that have bypassed the conference management
system’s conflict detection system. We don’t know
how those algorithms work because their code is not
published, but CLOSET is regularly detecting COIs
they miss.
While we want to detect undeclared COIs, we also do
not want to change the traditional way that authors and
reviewers and PC chairs interact with the review
management system. We don’t want to arm-twist them
and ask for a lot of data from them. So, one good thing
about CLOSET is that it does not request any
additional data from authors and reviewers. It just uses
the same kinds of data that authors and reviewers have
always provided.
SIGMOD Record, June 2021 (Vol. 50, No. 2)

The AI community has taken a different approach,
where they ask authors and reviewers for a lot of data,
Google Scholar pages and DBLP addresses and all
recent collaborators, which can be quite annoying. If
I’m a senior author and I have a bunch of
collaborators, you’re asking me to remember all of
them and enter them into the review management
system? This is too hard.
Taking too much input from users also increases the
chances for the data to be dirty. A PC chair recently
told me that they tried to collect Google Scholar and
DBLP IDs from reviewers and there were a lot of
mistakes. So, if we trust this dirty input data and use it
to find COIs, we are bound to have a lot of false
negatives.
At the 30,000 feet, the COI detection problem looks
deceptively simple: you look up the author’s name in,
say, DBLP, you look at the co-authors list on that page
and if the reviewer’s name is there then there’s a
conflict, and if it’s not there then there’s no conflict.
But once you look deep into the data, you find a lot of
issues, and the problem is not that straightforward.
The problem is challenging because, first, the data is
dirty. Authors do not always specify their names in the
same way that their names are listed in DBLP. Second,
even DBLP data is not completely clean, although it is
a great data source for us and the cleanest one around.
Sometimes DBLP has publications of people assigned
to someone who is not actually the correct author,
mainly due to homonym problems. Because names are
ambiguous, DBLP also has disambiguation pages,
where many papers end up because DBLP is not
certain which person wrote them. There are more than
270 different computer science researchers named Wei
Wang in DBLP!

and have even sold your artwork to benefit
humanitarian causes. What kind of art do you do?
The topics I choose to paint are often driven by sociopolitical causes, and one that is close to my heart is
refugees. We have millions of refugees worldwide
from conflicts and other causes. A few years ago was
the peak period of the Syrian crisis, as well as the
Myanmar refugee crisis.
One of the refugee crises, the Myanmar crisis, was
very close to Singapore. A couple of other painters and
I were thinking that Singapore is like a bubble, it’s a
place like nowhere else. People are very well taken
care of by the government here, and people don’t
worry about the basic things in life. Since there is
nothing important to worry about, people instead focus
on small issues, relatively speaking, issues that
probably other countries will not bother to talk about.
Being a refugee is not something you see in Singapore
and it does not gather much attention from local
people. To educate people here about the refugee
problem and to support refugees across the world, my
art buddies and I had a series of exhibitions.
In the creative process in art, you start by thinking,
looking deep into a problem and start observing things
the same way as you do in science. You start with
nothing, a blank canvas. You observe what’s going on
in the same way that we scientists observe our data,
and then try to create something out of it. And that’s
what we also do in science.

Maybe someday ORCID IDs will solve the problem,
but right now many people don’t have an ORCID or
don’t use it when they write their papers. Certainly
they didn’t use it on their old papers. Many people
have multiple ORCID IDs, too.
Because there are so many data cleaning issues, the
problem is much more challenging than you would
think. Of course, if we just use a string-matching
technique, even regular expression matching and try to
look for a name, we will always find some COIs. And
that gives us that false security that “hey, I can detect
that COI!” But the challenge, the actual issue, is the
false negatives. What are we missing? We see that
when we run CLOSET and detect some of the COIs
which were overlooked by industrial strength review
management systems.
You were talking earlier about visual interfaces to
data. I understand that you are a visual artist yourself
SIGMOD Record, June 2021 (Vol. 50, No. 2)

The painting above tells the story of a boy named
Omran, who was found all covered in dust but still
alive, in a place in Syria where the buildings were all
destroyed by bombing. In the background of the
painting you see the total destruction of the city. The
T-shirt he was wearing that day is different from the
one in the painting, which shows a particular color
combination that is a symbol of peace. It was used in a
peace flag back when Iraq was invaded, so this color
combination means give peace a chance. The painting
39

is symbolic in that the boy is trying to tell you to give
peace a chance, through his T-shirt.

Thank you for showing us those.
Do you have any words of advice for fledgling or midcareer database researchers?
I don’t want our young people to be like Aung San Suu
Kyi, looking away from big ethical problems. I
recommend that young researchers be ethics centric
and ethics first in their approach to research.
But how can you be acting ethically if your advisor is
not completely ethical? What should you do?

The painting above shows refugees who are fleeing
Myanmar by boat. In the painting, even though they’re
fleeing, you can see that they are together. They have
nothing but they are together and trying to help each
other, as you can see from how they are trying to pick
up other people from the water. Some governments
were using helicopters to drop aid packages on the sea
for them to pick up, and they are swimming out from
the boat to get the aid packages and then going back to
the boat.
Up on the right-hand corner, there’s a dove, a message
of peace. And on the left edge, there’s a lady who’s
looking at the opposite direction to where all the other
people are looking. She represents Aung San Suu Kyi,
looking away from the problem.
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There will be some people, I hope, in your university
who want to support students who are ethically correct.
And if that is the case, one approach is to change your
supervisor. That is what our students at NTU do if they
find that they cannot work with their advisor for
various reasons. You need to take that leap of faith and
have the courage to remove yourself from any
situations like this. You need to try to avoid ethical
compromises at all costs, because once you’re in, you
are in forever. One favor leads to another and then it
leads to another and then you have a big problem.
Thank you very much for talking to me today.
It’s been a pleasure!
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Viktor Leis Speaks Out on
Concurrency and Parallelism on
Multicore CPUs
Marianne Winslett and Vanessa Braganholo

Viktor Leis
https://www.cs6.tf.fau.de/person/viktor-leis/
Welcome to ACM SIGMOD Record’s series of interviews with distinguished members of the database community. I’m
Marianne Winslett, and today I have here with me Viktor Leis who won the 2018 ACM SIGMOD Jim Gray Dissertation
Award for his thesis entitled Query Processing and Optimization in Modern Database Systems. Viktor is now at the
University of University of Erlangen-Nuremberg and his Ph.D. is from the Technical University of Munich, where he
worked with Thomas Neumann and Alfons Kemper. So, Viktor, welcome.
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Can you tell me what your thesis is about?
Sure! My thesis is in the context of the HyPer system,
which is a main memory database system, which we’ve
been building at TU Munich. And in my thesis,
specifically, I looked at a couple of different aspects.
One big theme is really how do you exploit multicore
CPUs. So, a big part of the thesis is how do you do that
for concurrency control, for index structures, but also on
query processing. How do you parallelize queries, so
that you really exploit all these many core CPUs that
you have nowadays? And so, in the thesis, you find lots
of different techniques that really make it possible to get
really good performance and really good speed-ups on
modern CPUs.
Nowadays, almost any server CPU has dozens of cores.
And so, that’s really what I would say is the main focus
of my thesis. It also has a chapter on query optimization.
But I would say, if there was really one big thing, it’s
really concurrency and parallelism on multicore CPUs.
So, what was the state of the art like before you did this?
Why was this work needed?
So, at that time – and this is also how HyPer started –
the initial idea was that in traditional systems you have
lots of locks and latches, and this really doesn’t scale.
And so, the idea was you have to get rid of all of them,
and you have to partition your data. And you also have
to partition your workload and that obviously can give
you very good performance if your workload and your
data are actually partitionable. That may work very well
for microbenchmarks and for many macro benchmarks
that we use in research. But I’m a little bit skeptical: in
the real world, a lot of workloads are very messy, very
complicated, and it’s very hard to find a partitioning that
will make this thing actually work. Another way of
saying it is that if your workload is partitionable, you
can just run five different instances of your database.
That would work as well. That’s all.

on. Actually, my goal is always if you have a system
with 50 CPU cores, then you want a speed up close to
50. Now, you don’t always get it, right, but this not
totally unrealistic. For most queries, you will actually
get that. And to achieve that actually requires a lot of
work because what you see at these kinds of speed-ups
is that Amdahl’s law really kicks in. Because any small
part of your query that doesn’t scale, that is not
parallelized, means you will not get that speed-up of 50.
So, it requires a lot of work, and every single operator
needs to be parallelized. A lot of these operators are
described in my thesis. And not just joins, but also
aggregation, sorting, and window functions. All these
operators. And I think there’s a lot of work required,
both in terms of algorithms and in terms of a lot of lowlevel techniques.
What kind of impact do you see your thesis having in
industry?

[…] pick the right advisor.
And they must be someone
that you respect […]
technically, scientifically […]
So, my thesis was about the system HyPer. We made a
startup, and pretty quickly after my graduation it was
acquired by Tableau. And they then put it into their data
visualization products. So, if you now click around in
Tableau, then it will use HyPer behind the scenes. So,
it’s actually pretty cool! Particularly, the code of the
query parallelization and the query engine that I was
talking about is actually now used every day by
hundreds of thousands of people. I don’t know the exact
number, but that’s something I am really proud of.
That’s really cool. I’m so glad to hear that. Do you have
any words of advice for today’s graduate students?

Yeah.
That’s, in a way, a little bit cheating. And so, I think 10
years ago, it was not really clear if you could actually
achieve very good synchronization without partitioning.
And I think now we can say that we can actually do that.
So, what kind of speed-ups do you get now compared to
before with your techniques?
So, for the intra-query parallelization: you have one
query that scans lots of data, does lots of joins, and so
42

Sure. And I should say that, nowadays, you hear a lot of
scary stories about how terrible a Ph.D. is. I actually had
the best time ever in my Ph.D. But I think that depends
mostly on your thesis advisor. So, my main advice,
basically, is to pick the right advisor. And they must be
someone that you respect, like technically,
scientifically, their skills, and also what they’re
interested in. I think that it’s very important that these
things are aligned with your interests, and also on a
personal level. A Ph.D. takes a long time, and it’s also a
very personal experience, and so, that is important.
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So, I think that’s maybe the most important thing. It’s
probably much more important than whether it’s a very
fancy school or something in comparison with
somebody’s who’s maybe not in an as fancy university.
But if you have a good relationship and you respect the
person, that will go a very long way. So, I think that
that’s a really big thing.
The second piece of advice I could give is – actually, I
did my Ph.D. like five years ago, so now I also have a
lot of experience on the other side. And so, one thing
that I see from a lot of students is, when they have an
idea or did something and it’s reasonably okay, they
immediately want to publish it. They think that’s a great
thing. I think there’s a risk in that because not
everything that you can publish – and it turns out you
can actually publish everything if you spend a lot of
effort there – should be published in the sense that it’s
much better to try a couple of things, and then pick the
best one and then spend that half a year or whatever it
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takes to polish the paper and so on. I think that’s a much
better approach.
And I think paradoxically, this can lead to you
publishing more work. You will have stronger results
that are easier to publish. It will actually make you
happy if you believe in the stuff that you are working
on. And so, it’s pretty easy to do a couple of prototypes.
Maybe work on something for a month, and see, “is that
just an okay idea or is it actually really good?” It’s much
better to reiterate and do a couple of prototypes. So, I
think that’s something more people should do and not
just decide on one topic and then fight it through.
Because you can do it, but it’s just not a lot of fun. So,
that would be a second thing I can recommend.
Thank you very much for talking to me today.
Thank you.
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INTRODUCTION

Since 2005 the Italian Research Conference on
Digital Libraries is a yearly date for researchers on
Digital Libraries and related topics, organized by
the Italian Research Community. Over the years,
IRCDL has become an essential national forum focused on digital libraries and associated technical,
practical, and social issues. IRCDL encompasses
the many meanings of the term digital libraries, including new forms of information institutions; operational information systems with all manner of digital content; new means of selecting, collecting, organizing, and distributing digital content; and theoretical models of information media, including document genres and electronic publishing.
Digital libraries may be viewed as a new form of
information institution or an extension of the services libraries currently provide. Representatives
from academia, government, industry, research communities, and research infrastructures, are usually
invited to participate in this annual conference. The
conference draws from a broad and multidisciplinary
research area, including computer science, information science, librarianship, archival science and practice, museum studies and practice, technology, social sciences, cultural heritage and digital humanities.
This year the focus was bridging the broad field of
Research and Information Science with the related
field of Digital Libraries. Indeed, IRCDL2021 aimed
at approaching “Digital libraries” by embracing the
field at large, comprehending three critical areas of
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interest, that are scholarly communication (e.g. research data, research software, digital experiments,
digital libraries), e-science/computationally-intense
research (e.g. scientific workflows, Virtual Research
Environments, reproducibility) and library, archive
and information science (e.g. governance, policies,
open access, open science). There were a total of 25
submissions, and 17 of these were accepted: 11 full
papers, and 6 short papers. The overall aim of IRCDL is to help young researchers to move the first
steps in the competitive research world. For this
reason, weak papers are shepherded and a thorough
feedback is provided to the authors before possibly
leading to acceptance.
The conference has been organized in Padua (Italy)
at the Department of Information Engineering of
the University of Padua. 145 participants attended
the conference, coming coming for the most part
from Italy, and also from Switzerland, Sweden, Denmark, Russia, Brasil, Germany and the UK. Participants are mainly from academia, but also culture
heritage related industry and institutions (e.g., libraries and archives). Due to the COVID-19 emergency, the conference has been entirely online on 18
and 19 February 2021. The proceedings are published in the CEUR-WS Vol-2816 http://ceurws.org/Vol-2816/. The papers are available in
gold open access, and all the videos of the presentations are available on YouTube and accessible via
the conference Website: http://ircdl2021.dei.
unipd.it/
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2.

CONFERENCE CONTRIBUTIONS

All the contributions were peer-reviewed by three
of the twenty-two members of the Program Committee, and eighteen were accepted, out of which
seven were short papers. IRCDL 2021 [8] featured
one invited speaker and six thematic sessions devoted to the presentation of the accepted research
papers.

Invited talk: The swings and roundabouts of a decade
of fun and games with Research Objects
Prof. Carole Goble’s keynote1 focused on the concept of Research Objects2 [4]. We are transitioning
toward the fourth paradigm of science, a concept
based on the idea that computational science constitutes a new set of methods beyond empiricism,
theory, and simulation. It requires the integration
between tools, technologies, and platforms in shared
methodologies and processes, also designing methods for researchers to share their data. It allows the
integration of these tools and technologies, creating
new research opportunities not available before [15].
In this paradigm research outcomes are more than
publications and data, but include software, models,
workflows, SOPs, lab protocols, etc. All these products of science should be considered as first class
citizens of scholarship, and be treated following the
FAIR and Reproducible principles (FAIR+R). The
Research Object is a general framework, where research outcomes are related and bundled together,
to form a single reusable and citable object in support of reproducibility. RO’s metadata describes
the attribution, reuse, relational properties of the
bundled objects, to ensure their FAIR+Rness. These
resources thus become shareable, citable, exchangeable across different platforms, present versioning
and snapshots, can be identified with tools such as
PIDs and can be registered and deposited on their
own in services, thus to be later unpackaged, accessed, activated, and reproduced if appropriate.

Data and Platforms
This section presented new platform to manage and
share data, and shed light on important challenges
faced by already existing and widely-used data infrastructures. Biasini et al. [7] presented FullBrain3 ,
a social e-learning platform where students can share
and track their knowledge, helping each other in
their learning process. Gargiulo et al. [13] noted
1

https://www.slideshare.net/carolegoble/theswings-and-roundabouts-of-a-decade-of-fun-andgames-with-research-objects-242974091
2
http://researchobject.org/
3
https://fullbrain.org/
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that the FAIR RDM initiatives in Italy are still
based on communities of practice, thus investigate
the perception of some leader initiative with respect
to good practices, challenges and the strategic vision. Baglioni et al. [3] highlighted the “service
misuses” suffered by the ORCID infrastructure, that
put in jeopardy its very mission.

Data Access and Monitoring
This section presented new systems and techniques
based on data and how its correct use can have
meaningful impacts on different aspects of people’s
everyday life, ranging from learning to security.
Zanichelli et al. [21] noted that digital games
could be a valuable tool for enhancing learning and
aim to understand how to improve the assessment
of learning obtained through them. Avanzi et al.
[2] presented NoBis, a new service for monitoring
the crowding of indoor spaces during the COVID19 era. Spadi et al. [19] presented the first results
of the project RESTORE, whose main goal is the
recovery, integration, and accessibility of data and
digital objects produced in the last twenty years by
the partners of the project, thus building a knowledge base on the history of the town of Prato (Tuscany, Italy).

Information and Knowledge
This section presented new applications and measures to obtain and evaluate information. Irrera
and Silvello [16] addressed the problem of finding
context information for news articles by extracting
entities and relationships from documents. The idea
is to provide context to documents and improve
learning to rank methods’ effectiveness. Lancioni
et al. [17] use Generative Adversarial Networks to
predict keyphrases, i.e., short text sequences that
convey the main semantic meaning of a document.
Ferrante et al. [12] extend the AWARE measure
with a set of supervised methods, by using TREC
collections.

Character Recognition
This section presented new approaches to address
problems connected to the automatic recognition of
handwritten text to uncover texts still unreadable
and provide new and meaningful tools to the experts. Fante and Di Nunzio [10] proposed a mixed
qualitative-quantitative approach to OCR error detection and correction to develop a methodology for
compiling historical corpora. Heil et al. [14] introduced Handwritten Text Recognition and Document Image Analysis approaches to address the
challenges inherent to the original drafts of Astring
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Lindren, a Swedish author whose original drafts and
manuscripts are edited in the Melin system of shorthands, as of today considered undecipherable. Marinai et al. [18] described a system for the location of
simple graphemes in medieval manuscripts based on
the Mask R-CNN convolutional neural network. A
first approach to provide paleographers with a tool
to speed up and refine dating and determining the
origin of manuscripts.

Text Analysis
This section explores new potential applications connected to the analysis of documents, opening up
new applications and research lines. The work proposed by Bernasconi et al. [6] explored the idea
of navigating the semantic relationships among extracted entities to search a text corpus, and the evaluation carried with potential users has shown the
feasibility and effectiveness of the approach. Ferilli
[11] presented a paper which deals with architectural floorplans, proposing an approach based on
formal representation and reasoning for their understanding and interpretation, opening up a viable
and promising new line of research. Dosso and Silvello [9] proposed a new problem, called Data Credit
Distribution, to annotate data in a database with
a value, called credit, representing the impact and
importance of this data in the scientific domain.

DL Services
Bernasconi et al. [5] presented the Knowledge Graph
they developed within the ERC NOTAE project4
and showed how navigating such graph can help researchers at finding non trivial implications in data,
providing them support in investigating graphic symbols dating back to the Roman State and PostRoman Kingdoms. Svarre [20] studied labels used
by Danish academic library websites that can support user interactions with library websites and their
related content, shedding more light on the characteristics and variety of labels used across libraries.
Almeida et al. [1] are developing the ROSSIO Thesaurus, whose objective is to support content discovery and management in the ROSSIO Portuguese
research infrastructure for arts and humanities, and
describe its modeling process and integration in the
infrastructure, together with its publication as LOD.

3.

CONCLUSION AND PROSPECT

The world of DLs is going through profound transformations, and the research activities and results
presented at IRCDL2021 gives a clear indication of
4

http://www.notae-project.eu/
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how multifaceted Digital Library research is.
A panel of experts was organized to continue the
dialogue started in the last years to discuss DL’s
next future. The purpose is to enlarge DL’s scope
and open IRCDL to the challenges to come.
The panel opened with an introduction by Gianmaria Silvello, who reported the panel’s outcomes
at IRCDL 2020 about the future of IRCDL. In 2020
the panel concluded that IRCDL has a central role
for the Italian DL community and is a reference
point for the young researchers, who, thanks to this
conference, can move the first steps in research in a
friendly and open environment. Nevertheless, there
is the need to update the topics of the conference
and to open-up to new emerging fields while maintaining the roots: i) IRCDL is an Italian conference
with an international view; thus, it can be organized by international researchers and in English,
but it has to maintain its national connotation; ii)
cultural heritage, the humanities and library science
are essential topics for IRCDL that have to keep a
central role in the conference; iii) IRCDL maintains
its focus on students and young researchers.
This year’s panel discussed the challenges for the
DL community in an evolving world and how IRCDL can adapt and be a catalyst for these changes.
There were five panelists. The first panelist was
Nicola Ferro (University of Padua), who discussed
the role of Computer Science and Engineering research in DL. The second was Julian Bogdani (University of Rome - Sapienza), who reported his experience working in the PAThs project 5 , that is
an ERC interdisciplinary project involving archaeology and computer science. Stefania Gialdroni (University of Roma3) further discussed the intersections between cultural heritage and computing, by
reporting her experiences in the field of legal history and depicting the objectives of her future work
within the ERC MICOLL project. Luigi Siciliano
(Free University of Bozen-Bolzano) dug on digital
libraries’ role in the ever-changing world of information access; he analyzed prominent vendors and
software houses and how they impact the management and access to knowledge. Finally, Donato
Malerba (University of Bari) presented the many
contact points between Data Science and Digital
Libraries, opening up to future collaborations between these two fields.
The next edition of IRCDL will be held in 2022 in
Italy. IRCDL2021 consolidated the Italian community presence and widened international participation opening up to authors from all around Europe.
5

http://paths.uniroma1.it/

SIGMOD Record, June 2021 (Vol. 50, No. 2)

Our goal for IRCDL2022 is to further open up to
international involvement to shape DL’s future.
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