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ABSTRACT
Approximately every five years, a group of database re-

searchers meet to do a self-assessment of our commu-

nity, including reflections on our impact on the industry

as well as challenges facing our research community.

This report summarizes the discussion and conclusions

of the 9th such meeting, held during October 9-10, 2018

in Seattle.

1. INTRODUCTION
From the inception of the field, academic database

research has strongly influenced the state of the
database industry and vice versa. The database
community, both research and industry, has grown
substantially over the years. The relational database
market alone has revenue upwards of $50B. On the
academic front, database researchers continue to be
recognized with significant awards. With Michael
Stonebraker’s Turing Award in 2014, the commu-
nity can now boast of four Turing Awards and three
ACM Systems Software Awards.

The strong progress the database research com-
munity has made in recent years is clearly evident.
Over the last decade, our research community pio-
neered the use of columnar storage, which is used in
all commercial data analytic platforms, whether or
not they are based on a relational engine. Database
systems o↵ered as cloud services are widely used
and have witnessed explosive growth. Hybrid trans-
actional/analytical processing (HTAP) systems are
now an important segment of the industry. All
data platforms have embraced SQL-style APIs as
the predominant way to query and retrieve data. A
new generation of data cleaning and data wrangling
technology is being explored. Database researchers
have played an important part in influencing the

evolution of streaming data platforms as well as
NoSQL systems.

Our achievements show that the state of our com-
munity is strong. Yet, in technology, the only con-
stant is change. Today, we are living in a data-
driven society where decisions are increasingly driven
by the insights gathered from analysis of relevant
data (“data is the new oil”). This societal trans-
formation places us squarely in the center of tech-
nology disruptions. However, the fact that data is
at the center of everything today also means that
the field has grown in breadth and that new chal-
lenges have arisen. Indeed, just in the last five years,
much has changed in industry and the research com-
munity. Technology trends are providing our com-
munity with an unprecedented opportunity to have
an even bigger impact in today’s data-driven world
than ever before.

In the Fall of 2018, the authors of this report met
in Seattle to identify and discuss research directions
for the community that seem especially promising,
considering the key developments that impact our
field. There is a long tradition of such meetings in
our community, held approximately every five years.
The first such meeting was held in conjunction with
VLDB 1988 [3] and the last one prior to Seattle took
place in Irvine in 2013 [2].

This report summarizes the findings from the Seat-
tle meeting of database researchers. We begin by
reviewing key technology trends that impact our
field. The central part of the report covers research
themes that we believe are especially promising. We
close by discussing steps the community can take to
be more impactful beyond solving the technical re-
search challenges.

44 SIGMOD Record, December 2019 (Vol. 48, No. 4)



2. WHAT HAS CHANGED IN THE LAST
FIVE YEARS?

The transformation to data-driven decision mak-
ing has been in progress for many years. In fact, the
last report identified Big Data as our field’s central
challenge [2]. However, in the last five years, the
transformation has accelerated well beyond our pro-
jections, in part due to technological breakthroughs
in machine learning (ML) and artificial intelligence
(AI). Deep neural networks (DNNs) have led to un-
precedented progress in image analysis and natu-
ral language processing (NLP), among other disci-
plines. Reinforcement learning emerged as a power-
ful paradigm to complement traditional supervised
learning. Recently, models such as BERT hold the
promise of democratizing the use of natural lan-
guage as an interaction model for tasks in any enter-
prise, not just Internet companies with a rich infor-
mation corpus. The barrier to writing ML-based ap-
plications has been sharply lowered by widely avail-
able programming frameworks, such as TensorFlow
and PyTorch, as well as new FPGA, GPU, and
specialized hardware for use in private and public
clouds. The database community has a lot to o↵er
to ML users given our expertise in data discovery,
versioning, cleaning and integration. These tech-
nologies are critical for a machine learning platform
to derive insights from data. Execution of inference
and training workflows can potentially benefit from
query optimization techniques. The database com-
munity can also help shape how traditional SQL
querying functionality is seamlessly integrated with
machine learning. Moreover, with the increasing
availability of usage data, ML can be leveraged to
transform the database platform itself.

A related development has been the rise of data
science as a discipline that combines elements of
data cleaning, transformation, statistical analysis,
data visualization, and machine learning techniques.
Today’s world of data science is quite di↵erent from
the previous world of statistical tools such as SAS
and SPSS, and from traditional data transforma-
tion tools in the enterprise data integration world.
Notebooks have become by far the most popular in-
teractive environment. Our expertise in declarative
query languages can enrich the world of data science
by making it more accessible to domain experts, es-
pecially those without traditional computer science
background.

Our society has become increasingly concerned
about the state of data governance. This is a di�-

cult challenge as data moves within information sys-
tems as well as across organizational entities and na-
tional borders. Data governance requires that data
owners adhere to data privacy and other constraints
related to the movement of data. To meet this re-
quirement, data provenance and metadata manage-
ment technology are important ingredients. Data
governance has also led to the rise of confidential
cloud computing whose goal is to exploit cloud re-
sources while keeping the data encrypted. Beyond
data governance, another societal concern is ethical
and fair use of data. This concern impacts all fields
of computer science, but is especially important for
data management, which must enforce such policies.

The last report observed that “Cloud Comput-
ing has become mainstream” [2], and indeed, usage
of managed cloud data systems has grown tremen-
dously in the last five years. As an alternative to
provisioned resources, the industry now o↵ers on-
demand resources that provide extremely flexible
elasticity, popularly referred to as serverless. For
analytics, the industry has converged on a data lake
architecture, which uses elastic compute services to
analyze data in cloud storage “on-demand”. The
elastic compute could be jobs on a Big Data system
such as Apache Spark, a traditional SQL data ware-
housing query engine, or an ML workflow. It oper-
ates on cloud storage with the network in-between.
This architecture disaggregates compute and stor-
age, so they can scale independently. These changes
have profound implications on how we design future
data systems.

Industrial Internet-of-Things (IoT), focusing on
domains such as manufacturing, retail, and health-
care greatly accelerated in the last five years, aided
by versatile connectivity, cloud data services, and
data analytics infrastructure. Its requirements have
further stress-tested our ability to do fast data in-
gestion and quickly discover insights with minimal
delay for real-time scenarios such as monitoring.
Their e↵ectiveness also depends on e�cient data
processing at the edge, including data filtering, sam-
pling, and aggregation.

Finally, there are significant changes in the hard-
ware landscape. With the end of Dennard scaling,
and the rise of compute-intensive workloads such
as DNN, a new generation of powerful accelera-
tors leveraging FPGAs, GPUs, and ASICs are be-
ing used. These technologies appear to be the only
viable approaches today to train big models. The
memory hierarchy continues to evolve with the ad-
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vent of a new generation of SSD and low-latency
NVRAM. Specialized interconnects as well as im-
provements in network bandwidth and latency con-
tinue to be remarkable. Beyond datacenters, the ad-
vent of 5G with ample bandwidth can reshape the
workload characteristics of data platforms. These
developments point to the need to leverage an in-
creasingly heterogeneous hardware landscape as we
rethink the architecture of the next generation of
database engines.

3. RESEARCH CHALLENGES
While we have made progress in some of the key

challenges articulated in the last report [2], many of
the di�cult questions remain relevant today. The
changes described in the previous section present
us with new scenarios that deserve our considera-
tion as well. This report combines these two sets
of research challenges, organized into four subsec-
tions. The first subsection addresses challenges in
data science where our community can play a major
role. The second focuses on the emerging societal
concerns of data governance. The last two cover
the cloud data services and the closely related topic
of database engines. It should be noted that some
of the challenges cut across multiple themes, e.g.,
machine learning.

3.1 Data Science
The NSF CISE Advisory Council1 defines data

science as a field that focuses on “the processes and
systems that enable the extraction of knowledge or
insights from data in various forms, either struc-
tured or unstructured ”Over the past decade, it has
emerged as a major interdisciplinary field and it will
become even more important in the future.

Data science is used to drive important decisions
in companies and discoveries in science. It is used
for one-o↵ decision making as well as for track-
ing Key Performance Indicators (KPIs) over time.
From a technical standpoint, data science is about
the pipeline from raw input data through data in-
tegration and wrangling, to data analysis, data vi-
sualization, and finally insights.

Through the history of database systems, users
have extracted insights from their databases. They
have used complex SQL queries, online analytical
processing (OLAP), data mining techniques, and
statistical software suites. The modern data sci-
entist works in a di↵erent environment. Jupyter
1https://www.nsf.gov/cise/ac-data-science-
report/CISEACDataScienceReport1.19.17.pdf

Notebooks are the new de-facto standard, and data
scientists rely on a rich ecosystem of open-source li-
braries for sophisticated analysis, including the lat-
est ML techniques. They also work with data lakes
that hold structured and unstructured datasets with
varying levels of data quality – a significant depar-
ture from carefully curated data warehouses. Fur-
thermore, data science is fundamentally a multidis-
ciplinary field with deep integration with an ap-
plication domain, whether in science or industry.
These characteristics have created new requirements
for the database community to address, as discussed
below.

Data integration and wrangling: Data scientists re-
peatedly say that data integration and data wran-
gling is 80-90% of their challenge. These are prob-
lems the database community has worked on for
decades. Thus, it can bring a solid understanding
of the core challenges and known solutions. In the
past, we have focused much of our e↵orts on solving
“point problems”, e.g., algorithms for specific chal-
lenges such as entity resolution. Instead, we need
to devote more e↵orts on the end-to-end data-to-
insights pipeline, including understanding systems
that go all the way from raw data to an end-user’s
desired outcome, such as a visualization of the an-
swer to the user’s question, or a prediction by a
machine learning model.

Data context and provenance: Data scientists need
to understand the quality of the results that they
are getting from a data to insights pipeline. In tra-
ditional database applications, query results are as-
sumed to be correct, complete, and fresh. The data
is trusted because it was created by the same entity
that consumed it. In modern applications, correct-
ness, completeness, freshness, and trust cannot be
taken for granted. Consumers need to know the de-
gree to which these properties of their data hold and
to reason about their impact. This requires under-
standing the context of the incoming data and the
processes working on it. This is a classic data prove-
nance problem, which involves tracking, integrating,
and analyzing this metadata. Beyond explaining re-
sults, data provenance also enables reproducibility,
which is key to data science, although it is especially
di�cult when data has a limited retention policy.
This is an area where we need to focus our e↵orts.

Data management in support of machine learning:
Data science pipelines require machine learning, in-
cluding the latest techniques such as deep learn-
ing. The database community needs to embrace
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this new type of workload. In addition to develop-
ing e�cient methods for executing such workloads
(see Section 3.4), it needs to investigate declarative
programming paradigms to specify and optimize all
stages of machine learning pipelines (data discov-
ery, data preparation, and model building). The
management of models and machine learning exper-
iments is an area where our community can provide
rich support, including but not limited to model
versioning. Data provenance is also important in
machine learning, as it can help identify di↵erences
between test data and training data that cause mod-
els to lose accuracy.

Fast Exploration: To support exploratory analyses
by data scientists, systems must provide interac-
tive response times over Big Data, since high la-
tency reduces the rate at which users make observa-
tions, draw generalizations, and generate hypothe-
ses. More research is needed for at scale visualiza-
tion and interactive query processing. Research is
also needed in developing methods that make cre-
ating and debugging complex data science pipelines
easier than writing code in an imperative language
like Python. This work also requires a change in the
database community conference culture, promoting
user studies that assess the impact of novel technol-
ogy on data scientists.

Modern data analysis and management, includ-
ing data science, continues to move to public clouds
where the data for analysis is drawn from data lakes.
This change has significant implications, as discussed
later in this report. Big Data, Data Science, and AI
have also led to more diverse applications that of-
ten do not fit well with the relational model. Data
management researchers should work on determin-
ing the right data models, query operators, storage
schemes, and optimizers for emerging data-intensive
applications. This requires participation in building
end to end systems and experimentation with user
applications.

Since the database research community has worked
on many facets of data-to-insights pipeline, we are
well positioned to have a big impact. However,
we must collaborate with other disciplines so that
our technological contributions are recognized and
adopted widely. The time has come for our commu-
nity to develop a data science agenda that builds
on our strengths, attracts broad participation, and
helps shape this emerging field.

3.2 Data Governance
The data management, and indeed the entire com-

puter science community, has become socially aware.
As technology continues to impact society in more
profound ways, the database community must focus
more attention on the societal impact of the tech-
nology they develop.

Today, end-users generate data that becomes in-
put to many data-intensive applications. Some of it
is about people: our homes have become “smart”,
with sensors located in doorbells, thermostats, and
other appliances; virtual assistants have entered our
living rooms; medical records are digitized; and so-
cial media is publicly available and widely popu-
lar. Data-intensive applications that use these data
sources raise not only technical challenges but also
those of privacy and ownership. Data producers
have an economic and personal interest that the
data is used only in certain ways. For instance, they
might have licensed the use of their personal health
records for medical research, but not for military
applications. The European Union’s General Data
Protection Regulation (GDPR), which has gained
wide adoption beyond Europe, is directly related to
the issues of data privacy and data use. These top-
ics of data governance are discussed below.

Data use policy and data sharing: In industry, data
science pipelines are often complex and di↵erent
sub-teams work on di↵erent steps of the pipeline:
one team prepares the data; another builds models
on the data, and yet another team accesses the data
and models through interactive dashboards. Addi-
tionally, data science teams leverage multiple het-
erogeneous data sources in data lakes. The database
community needs to develop tools that support col-
laborations around data, including labeling, anno-
tating, exchanging, securing, discovering, and cap-
turing provenance of data. Such collaborations and
sharing must adhere to fine-grained access control
and auditing requirements to ensure data is used by
the right people for the right purpose. Data prove-
nance technology is needed to support auditing at
scale so that checks for legitimate usage can be im-
plemented. Finally, as data volumes grow, we need
to better techniques to compress data, move data
to cold storage, and choose data to discard.

Data Privacy: As we continue to aggregate data,
balancing the need for data privacy with analyt-
ical usage of such data for decision support has
emerged as a key challenge. Cryptographic tech-
niques as well as di↵erential privacy have emerged

SIGMOD Record, December 2019 (Vol. 48, No. 4) 47



as a foundation for much of the privacy work, in-
cluding in our community. However, it is still un-
clear in what way di↵erential privacy may be em-
bedded in the database platforms e↵ectively with-
out restricting the query surface significantly. Col-
laborations across organizations are also subject to
privacy constraints and require techniques such as
Multi-Party Computation.

Ethical data science: Machine learning models can
contribute to bias and discrimination. Activities
around surfacing and countering those problems have
gained traction in research and practice. The bias
often comes from the input data itself. Sometimes,
it comes from insu�ciently representative data used
to train models. Our community can apply exper-
tise in data quality and data integration to help
address this problem. Responsible data manage-
ment has emerged as a new research direction where
the data management community has much to con-
tribute. A related challenge is identifying data de-
signed to misinform, e.g., on social media platforms.
Addressing the above challenge requires inferring
intent, as well as collaboration with the NLP, com-
puter vision, and other communities.

3.3 Cloud Services
The movement of workloads to the cloud has led

to explosive growth for cloud database services, which
in turn has led to substantial innovation, experi-
mentation, as well as new research challenges.

Challenges of new consumption models: The sim-
plest consumption model is Infrastructure-as-a-Service
(IaaS). This model is very flexible, but users must
handle all operational management of the database
system themselves. An emerging trend for such ser-
vices is to exploit innovations such as “spot pricing”
in the underlying IaaS services to optimize costs for
non-critical workloads. In contrast to IaaS, man-
aged services, o↵ered either by first-party cloud pro-
viders or third-party multi-cloud vendors, sharply
reduce operational complexity but provide less flex-
ibility. When managed services were introduced,
users paid for them by a provisioned capacity model.
Alternative consumption models have now emerged:
usage-based pricing as well as hybrid models that
support on-demand event-driven auto-scaling of com-
pute and storage. As we continue to move away
from pre-provisioned resources to on-demand elas-
tic infrastructure, including serverless, new chal-
lenges for state management arise. What will be the
best way to o↵er serverless database services with
the pay-as-you-go on-demand model? Such event-

driven on-the-fly creation of data services will have
a significant impact on the architecture of the query
or the storage engines. Two other key di�culties for
users of cloud data services are the absence of SLAs
for cloud data services that go beyond availability
and the lack of transparency on how auto-scaling
and other choices a↵ect the cost.

Challenges of cloud architecture: The cloud archi-
tecture raises unique opportunities and challenges
for innovative database system design:

• Disaggregation: An important characteristic
of cloud architectures is the use of very large
pools of commodity hardware that are subject
to hardware and software failures at scale. To
handle such failures, modern cloud databases
are increasingly decoupling storage and com-
pute for high availability, scalability, and dura-
bility. For example, all distributed data lake
platforms have been or are being rearchitected
with compute and storage services decoupled.
Disaggregation is key to enabling elastic com-
pute, but its ability to meet response time re-
quirements critically depends on caching e↵ec-
tively, which is challenging due to the multiple
levels of memory hierarchy. It also depends on
supporting some minimal compute within the
storage service that can sharply reduce data
movement. (See also Section 3.4)

• Multi-tenancy: Unlike traditional environments
where resources are scarce and carefully pro-
visioned per workload, cloud-based infrastruc-
ture o↵ers an opportunity to rethink databases
in a world with an abundance of resources that
can be pooled together for a set of workloads.
In such an environment, it is critical to sup-
port multi-tenancy to control costs and uti-
lization. This requires mechanisms to respond
swiftly and alleviate resource pressure as de-
mand causes local spikes. Telemetry can be
used to predict usage and take proactive mea-
sures. Over longer time frames, there are chal-
lenges of capacity management. The range
of required innovation here spans reimagining
database systems as composite single-tenant
and multi-tenant microservices, creating and
operating predictive models, developing mech-
anisms for agile response to resource demands,
reorganizing resources among active tenants
dynamically without impacting active applica-
tion workloads and ensuring tenants are iso-
lated from noisy neighbor tenants.
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• Hybrid cloud: In an ideal world, on-premise
data platforms would seamlessly draw upon
compute and storage resources available in the
cloud “on-demand”. There is a pressing need
to identify architectural approaches that make
it possible for on-premise data infrastructure
and cloud systems to take advantage of each
other instead of relying on“cloud only” or “on-
premise only”. As enterprises split their data
processing across on-premise systems and the
cloud, they need a single control plane for the
entire data estate.

• Edge and cloud: IoT has resulted in a sky-
rocketing number of computing devices con-
nected to the cloud, in some cases only inter-
mittently. The limited capabilities of these de-
vices, characteristics of their connectivity (e.g.,
limited bandwidth for o↵shore devices, am-
ple bandwidth for 5G-connected devices), and
their data profiles will lead to new optimiza-
tion challenges for distributed data processing
and analytics.

Leveraging uniqueness of SaaS: Software-as-a-Service
(SaaS) applications need to be multi-tenant. But in
contrast to ad-hoc multi-tenancy, each tenant has
approximately or exactly the same database schema
(but no shared data) and the same application code.
One way to support multi-tenant SaaS applications
is to have all tenants share one database instance
with the logic to support multi-tenancy pushed into
the application stack. While this is simple to sup-
port from a database platform perspective, this ap-
proach makes customization (e.g., schema evolu-
tion), query optimization, and insulation from a
noisy neighbor harder. The other extreme approach
is to spawn a separate database instance for each
tenant. While flexible, this approach is not cost-
e↵ective as it fails to take advantage of common-
ality among tenants. Yet another approach is to
pack tenants into shards with large tenants placed
in shards of their own. Such packing of tenants
into shards is nontrivial. Moreover, security con-
siderations may also constrain the specific architec-
ture that is chosen. Thus, there is a need to think
carefully about tradeo↵s between design alterna-
tives in architecting SaaS and about functionality
that needs to be supported at the cloud database
infrastructure vs. implemented in the application
stack.

Multi data center issues: Cloud applications that
operate across multiple data centers, potentially ge-
ographically distant from each other, remain a key

challenge for both analytics and active-active on-
line transaction processing (OLTP) workloads (see
details in Section 3.4). Some countries have data
sovereignty laws that make it illegal to move their
citizens’ data to another country’s data center. More
work is needed to understand how these consid-
erations impact data center replication and high
availability.

Auto-tuning: Cloud databases need to support a
diverse set of time-varying multi-tenant workloads,
and no one configuration tuning works well univer-
sally. Furthermore, the vastly expanded user base
of cloud databases lacks expert DBAs. Studies of
cloud workloads indicate that many cloud database
applications do not use best practices for configu-
ration settings, schema design, or data access code.
Thus, while auto-tuning has always been important,
for cloud databases it is of critical importance. For-
tunately, cloud systems’ telemetry logs are plenti-
ful and present a great opportunity to improve the
auto-tuning functionality of the database systems.
Machine learning may be helpful here as well.

Confidential cloud computing: Enterprises are con-
cerned about security and privacy of their data when
it moves into a public cloud. This has led to the
rise of confidential cloud computing, which makes
data visible only to the enterprise, so no security
lapse in the cloud infrastructure compromises its
privacy. The challenge is to enable this functional-
ity with an acceptable loss of performance. While
there has been progress in this area, a comprehen-
sive approach to confidential cloud computing is yet
to emerge and thus this remains a fertile research
area.

Opportunity for data sharing: The cloud o↵ers a
unique opportunity for flexible data sharing. More
importantly, we need to define architectures for data
sharing idioms. In its most stringent form, data
sharing can be viewed as a variant of the multi-party
computation (related to confidential cloud comput-
ing described above). In its simplest form, it is
the ability to leverage public data sets along with
private data sets. We should explore other idioms
of data sharing between these extremes. A related
challenge is a scalable flexible search for data sets
and providing provenance and other related meta-
data that are crucial for data sharing.

Minimizing lock-in for cloud data services and
facilitating interoperability across multi-clouds will
benefit all users. Today, each public cloud is a
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“walled garden”, created using rich supporting tools
around data services. While important, there has
been little e↵ort in facilitating multi-cloud either in
the industry or in the research community.

3.4 Database Engines
As mentioned earlier in the report, the last two

decades have witnessed significant changes that have
impacted the architecture of data platforms. One
change a↵ecting the core database engines is the
rise of scalable distributed“document-stores”, which
support key-value look up and horizontal scaling.
Another is the evolution of the Hadoop ecosystem to
a more e�cient Spark ecosystem for extract-trans-
form-load jobs (ETL) and support for relational ex-
ecution over such a runtime by leveraging query
processing techniques from database engines. New
memory-optimized data structures, compilation, and
code-generation have significantly enhanced perfor-
mance of traditional database engines. Main-memory
database techniques have become established in both
industry and research, often as part of HTAP sys-
tems. Another key achievement of the field are
highly scalable streaming systems that are widely
used. All data analytics engines have now imple-
mented column-oriented storage. The cloud has
reinvigorated work in geo-distributed replication, and
the industry has made significant progress on that
front. As mentioned earlier, the need for elastic
computation in cloud platforms has led to rearchi-
tecting database engines for disaggregated storage
and compute.

We now discuss the key themes related to the evo-
lution of database engines.

Heterogeneous computation: We see a clear trend
towards heterogeneous computation with the death
of Dennard scaling and the advent of new accelera-
tors introduced to o✏oad compute. GPUs and FP-
GAs are available today, with the software stack for
GPUs much better developed than that for FPGAs.
Likewise, we see increasing deployments of RDMA.
The memory and storage hierarchy is also more het-
erogeneous than ever before. The advent of high-
speed SSDs has already had significant performance
impact and altered the traditional trade-o↵s be-
tween in-memory systems and disk-based database
engines. Engines with the new generation of SSDs
are destined to erode some of the key benefits of in-
memory systems. Furthermore, NVRAM is finally
becoming generally available, which might have sig-
nificant impact on database engines due to their
support for persistence and low latency. Embracing

this new normal world of heterogeneous hardware
and re-architecting the database engine accordingly
will be one of the most important tasks for the com-
munity. We also need to explore what would be
an ideal hardware-software co-design that will best
support database engines. For example, a co-design
could help with asynchronously doing bulk lookup
of objects for queries. Thus, we expect database ar-
chitects to have an active agenda to take advantage
of disaggregation, recent and upcoming hardware
innovations, and to explore hardware-software co-
design.

Data lakes and modern data warehousing applica-
tions: The needs of traditional data warehousing
applications have expanded. They need to consume
data from a variety of data sources. They need to
transform the data and perform complex analyses
more quickly. These new requirements have a pro-
found impact on the design of core database engines
that support them. The community is in the mid-
dle of a transition from classical data warehouses to
a data-lake-oriented architecture for analytics. Al-
though popularized in the public cloud due to the
wide availability of scalable low-cost blob storage,
a data lake architecture is equally applicable for
on-premise systems. Instead of a traditional set-
ting where data is ingested into an OLTP store and
then swept into a data warehouse through an ETL
process, perhaps powered by a Big Data framework
such as Spark, the data lake is a flexible repository
that can ingest a variety of data objects. Subse-
quently, a variety of compute engines can operate
on the data, to curate it or execute complex SQL
queries, and store the results back in the data lake
or send it to other operational systems. Thus, data
lakes exemplify a disaggregated architecture. One
unique challenge of data lakes is scalable data dis-
covery. Therefore, data profiling, which provides a
statistical characterization of data, is of utmost im-
portance in data lakes. Data profiling is challenging
for data lakes, as profiling must have low latency de-
spite having to provide a statistical summary of very
large, heterogeneous, and possibly semi-structured
data sets. Other challenges include finding all data
relevant to a task quickly, e.g., identifying data that
is joinable with other relevant data sets after suit-
able transformations.

Leveraging approximation: As the volume of data
continues to explode, we must seek techniques that
reduce latency or increase throughput of query pro-
cessing. For example, leveraging approximation for
fast progressive visualization of answers to queries
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over data lakes can help exploratory data analysis to
unlock insights in data. Data sketches have already
gone mainstream and are classic examples of e↵ec-
tive approximations. Sampling is another tool that
can be used to reduce the cost of query processing.
However, the support for sampling in today’s Big
Data systems is quite limited and does not cater to
the richness of query languages such as SQL. Our
community has done much foundational work in ap-
proximate query processing, but we need a better
way to expose it in a programmer-friendly manner
with clear semantics.

Distributed transactions: Data management systems
are increasingly being distributed across multiple
machines both within a single region and across
multiple geographic regions. This has renewed in-
terest in industry and academia on the challenges of
processing distributed transactions. The increased
complexity and variability of failure scenarios, com-
bined with increased communication latency and
performance variability in distributed architectures
has resulted in a wide array of tradeo↵s between
consistency, isolation level, availability, latency,
throughput under contention, elasticity, and scal-
ability. There is an ongoing debate between two
schools of thought: (1) Distributed transactions are
hard to process at scale with high throughput and
availability and low latency without giving up some
traditional transactional guarantees. Therefore, con-
sistency and isolation guarantees are reduced at the
expense of increased developer complexity. (2) The
complexity of implementing a bug-free application
is extremely high unless the system guarantees strong
consistency and isolation. Therefore, the system
should o↵er the best throughput, availability, and
low-latency service it can, without sacrificing cor-
rectness guarantees. This debate will likely not be
fully resolved anytime soon, and industry will of-
fer systems consistent with each school of thought.
However, it is critical that application bugs and lim-
itations in practice that result from weaker system
guarantees be better identified and quantified, and
tools be built to help application developers using
both types of system achieve their correctness and
performance goals.

Leveraging machine learning: Recent advances in
ML have inspired our community to reflect on how
some of hard data engine problems could use ML
to advance the state of the art. The most obvi-
ous such problems are in auto tuning. For example,
we can systematically replace “magic numbers” in
database systems with data-driven learning models

and use them to auto-tune system configurations.
ML also provides new hope for progress in query
optimization, which has seen only minor improve-
ments in the last two decades. Although in principle
almost any component can potentially be improved
with ML, answers to some key questions are prereq-
uisites for success, such as availability of training
data, a well-thought software engineering pipeline
to support an ML component (debuggability is no-
toriously hard), and availability of the guard-rails
so that when test data or test queries deviate from
the training data and training queries, the system
degrades gracefully.

Support for machine learning in database engines:
As we briefly discussed in Section 3.1, modern data
management workloads include ML. This adds an
important, new requirement for database engines.
We must immediately address the challenge of ef-
ficiently supporting “in-database” ML. Today, this
is achieved by leveraging the traditional extensibil-
ity mechanisms of databases. However, as DNN
models become more popular and bigger, support-
ing e�cient inferencing and training will require
database engines to leverage heterogeneous hard-
ware and support popular ML programming frame-
works. This evolution is still in its early stage.
Database engine architects need to work with ar-
chitects responsible for building ML infrastructure
using FPGAs, GPUs and specialized ASICs.

Benchmarking: Over the years, benchmarks tremen-
dously helped move forward the database industry
and the database research community. The tradi-
tional benchmarks (e.g., TPC- E, TPC-DS, TPC-
H) that the database community has developed are
good, but they do not capture the full breadth and
depth of our field. We need to rea�rm our com-
mitment to invest in benchmarking for the new ap-
plication scenarios and database engine architec-
tures. For example, without development of appro-
priate benchmarking and data sets, a fair compari-
son between traditional database architectures and
ML-inspired architectural modifications to database
systems will be impossible. The community needs
new benchmarks that capture the needs of modern
workloads, in particular with respect to the velocity
and variety dimensions of Big Data, e.g., streaming
scenarios, data with skew, workloads with common
data transformations, and processing of new types
of data such as videos. While some benchmarks are
emerging in this space, much more remains to be
done. A closely related issue is that of poor prac-
tice of performance evaluation in publications. The

SIGMOD Record, December 2019 (Vol. 48, No. 4) 51



selection of workloads, databases, and parameters
often lacks rigor. Moreover, only a simplistic aggre-
gate metric (average) is typically reported, instead
of providing important additional metrics such as
the variance.

SQL Standard: While the SQL Standard has been
a major benefit to the ecosystem, SQL implemen-
tations in di↵erent data systems still di↵er in se-
mantics. Our community must continue to push
towards making SQL a true standard. At the same
time, SQL may not be enough for supporting data
science applications and ML workloads. Therefore,
we need to investigate systems that combine rela-
tional algebra and linear algebra in a richer query
paradigm, potentially as extensions to SQL.

Two “holy grails” should continue to stay on our
agenda. First, we must always explore any novel
ideas to reduce the impedance mismatch between
application development and writing database quer-
ies. Second, we must continue to find ways to make
database systems less rigid (e.g., flexible schema
evolution) without significantly sacrificing their per-
formance.

4. COMMUNITY
The database community is in a healthy state

with stable numbers of submissions to our confer-
ences. Our flagship conferences are well attended by
academics and engineers from the industry. Never-
theless, the community continues to have great op-
portunities to improve, as discussed below.

End-to-end solutions in the hands of users: To in-
crease its impact, the database research community
should put more weight on developing (or partic-
ipating in the building of) full-fledged systems, as
well as use these systems and tools to help real users.
Incorporating the algorithmic innovations from our
community into working systems will greatly in-
crease their impact and reach. Moreover, by inter-
acting with real users, the community will increase
its impact, visibility, and connection with today’s
rapidly changing data management challenges.

Open source and Cloud Services: To achieve high
impact, our community should develop tools that
are easy to adopt. This will be the case if they are
part of existing, popular ecosystems of open-source
tools or are available as easy-to-use cloud services.
Specifically, an important way through which we
can have impact is when we rally around large-scale
open-source systems. Such systems accelerate inno-

vations because new algorithmic ideas can be read-
ily added to them. They also become mature tools,
with large communities of developers that can more
easily support real users. Recent examples of such
systems that either came out (or, included signifi-
cant input from) the database community include
Apache Spark, Apache Flink, and Apache Kafka.

Data science software ecosystem: The database com-
munity must do a better job integrating database
research with the data science ecosystem (e.g., Jup-
yter notebooks, Python). Database techniques for
data integration, data cleaning, data processing, and
data visualization should be easily called from Pyth-
on scripts. The community can also develop more
elegant APIs that scale more naturally and better
integrate relational and linear algebras. These tools
need to work well at any scale, not just for the
biggest problems. Users should be able to try the
tools at small scale on their laptops or in the cloud
and should not have to make significant changes to
their code as their data and computational needs
grow.

Community innovation: The database community
has always been innovating its approach to run-
ning conferences, such as having multiple confer-
ence deadlines per year, changing how papers are
assigned and reviewed, pioneering the evaluation of
the reproducibility of accepted papers, expanding
the conference programs to include tutorials. Go-
ing forward, it is important for the community to
remain innovative and to continue to improve the
paper selection processes. Several factors have sur-
faced in recent years. First, database researchers
now have tremendous opportunities for ambitious
research projects, large centers, and exciting col-
laborations with industry. As a result, many re-
searchers are too busy to participate in program
committees as often as they would like, even for our
top conferences, because they are simply stretched
too thin. We need to find a solution to this prob-
lem because we want the input of all our commu-
nity members in the reviewing process. Second, pa-
per reproducibility continues to be a challenge. The
community has experimented with many techniques
to encourage researchers to make their work open-
source and reproducible, but this continues to be
an uphill battle. The community needs to continue
to explore innovative ideas to remedy this prob-
lem. Third, the current review process and common
understanding among reviewers honors algorithmic
research contributions as “syntactically correct pa-
pers”, with a clear definition of a baseline that an
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algorithm improves upon, whereas some members
of the community do not su�ciently value other
contributions, such as papers describing innovative
systems, applications, experiments and analyses, or
user studies. One way to improve the situation is
to more strongly emphasize “potential for impact”
in the reviewing process.

Impact on university campuses: The advent of data
science and the excitement around data science edu-
cation, including data science minors, majors, mas-
ter’s degrees, and specializations within existing ma-
jors, are great opportunities for the database com-
munity to broadly influence education on our uni-
versity campuses. Data science is multidisciplinary.
It includes components from machine learning, hu-
man computer interaction, statistics, ethics, law,
data visualization, application domains, and of course
data management. Many aspects of data manage-
ment are very relevant to data science, as discussed
in Section 3.1 of this report. Students from all fields
of study (not only computer science) need to learn
the technology our community has developed over
the years to support the data to insights pipeline.
Therefore, database experts are natural collabora-
tors for teaching data science and devising data sci-
ence curricula. Database faculty should thus be
engaged in discussions that define the data science
curriculum on their respective campuses.

5. LOOKING FORWARD
It is impossible to capture fully the exciting dis-

cussions we have had in our meeting in Fall 2018.
This report summarizes some of the key recommen-
dations and reflections from that meeting. A down-
loadable copy of this report as well as some supple-
mentary materials used in the meeting can be found
on the event website [1].

Beyond the summary recommendations in this re-
port, database researchers should be attentive to
technology and application trends. Much has al-
ready changed since our Fall 2018 meeting. Ev-
ery new mechanism that has emerged o↵ers a po-
tential opportunity to enhance data management
capabilities (e.g., blockchain, quantum computing)
and every new scenario is a potential application

area where data management might help (e.g., self-
driving cars, fake news).

As the database community continues its strong
history of impact on research and industry, we are
fortunate to have many exciting research directions
around data science, machine learning, data gover-
nance, as well as new architectures for cloud systems
and data engines. We need to focus on building
more impactful open-source software systems and
cloud services based on our research, and better
integrate with the existing data science stack and
tools. In our conferences, we must revisit how schol-
arship is evaluated and recognized so that we are set
up for maximal impact.

6. ACKNOWLEDGMENTS
The Seattle database meeting was supported fi-

nancially by donations from Google, Megagon Labs,
and Microsoft Corporation.

7. REFERENCES

[1] The Database Research Self-Assessment
Meeting 2018. http://seattle-dbresearch-
assessment.cs.washington.edu,
2018.

[2] D. Abadi, R. Agrawal, A. Ailamaki,
M. Balazinska, P. A. Bernstein, M. J. Carey,
S. Chaudhuri, J. Dean, A. Doan, M. J.
Franklin, J. Gehrke, L. M. Haas, A. Y. Halevy,
J. M. Hellerstein, Y. E. Ioannidis, H. V.
Jagadish, D. Kossmann, S. Madden,
S. Mehrotra, T. Milo, J. F. Naughton,
R. Ramakrishnan, V. Markl, C. Olston, B. C.
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