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SIGMOD	
  Edgar	
  F.	
  Codd	
  Innovations	
  Award	
  	
  

For	
  innovative	
  and	
  highly	
  significant	
  contributions	
  of	
  enduring	
  value	
  to	
  the	
   development,	
  understanding,	
  or	
  use	
  
of	
  database	
  systems	
  and	
  databases.	
  Formerly	
  known	
  as	
  the	
  "SIGMOD	
  Innovations	
  	
  Award",	
  it	
  now	
  honors	
  Dr.	
  
E.	
  F.	
  (Ted)	
  Codd	
  (1923	
  -‐	
  2003)	
  who	
  invented	
  the	
  relational	
  data	
  model	
  and	
  was	
  responsible	
  for	
  the	
  significant	
  
development	
  of	
  the	
  database	
  field	
  as	
  a	
  scientific	
  discipline.	
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  of	
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  (1997)	
  	
  
Rakesh	
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  (2000)	
  	
  
Don	
  Chamberlin	
  (2003)	
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  (2012)	
  
Laura	
  Haas	
  (2015)	
  

For	
   significant	
   contributions	
   to	
   the	
   field	
   of	
   database	
   systems	
   through	
   research	
   funding,	
   education,	
   and	
  
professional	
  services.	
  Recipients	
  of	
  the	
  award	
  are	
  the	
  following:	
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Raghu	
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Michael	
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Daniel	
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Richard	
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Surajit	
  Chaudhuri	
  (2004)	
  	
  
	
  
Hongjun	
  Lu	
  (2005)	
  
	
  
	
  
Hans-‐Jörg	
  Schek	
  (2007)	
  	
  
	
  
Klaus	
  R.	
  Dittrich	
  (2008)	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  
David	
  Lomet	
  (2010)	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
   Gerhard	
  Weikum	
  (2011)	
  
	
  
H.V.	
  Jagadish	
  (2013)	
   	
  
	
  
Kyu-‐Young	
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  (2014)	
   	
  
	
  	
  
SIGMOD	
  Jim	
  Gray	
  Doctoral	
  Dissertation	
  Award	
  	
  

Yahiko	
  Kambayashi	
  (1995)	
  	
  
Won	
  Kim	
  (1998)	
  	
  
Laura	
  Haas	
  (2000)	
  	
  
Michael	
  Ley	
  (2003)	
  	
  
Tamer	
  Özsu	
  (2006)	
  	
  
Beng	
  Chin	
  Ooi	
  (2009)	
  	
  
Marianne	
  Winslett	
  (2012)	
  
Curtis	
  Dyreson	
  (2015)	
  

SIGMOD	
  has	
  established	
  the	
  annual	
  SIGMOD	
  Jim	
  Gray	
  Doctoral	
  Dissertation	
  Award	
  to	
  recognize	
  excellent	
  
research	
  by	
  doctoral	
  candidates	
  in	
  the	
  database	
  field.	
  	
  Recipients	
  of	
  the	
  award	
  are	
  the	
  following:	
  	
  
	
  
§ 2006	
  Winner:	
  Gerome	
  Miklau,	
  University	
  of	
  Washington.	
  Honorable	
  Mentions:	
  Marcelo	
  Arenas	
  and	
  Yanlei	
  
Diao.	
  	
  
§ 2007	
  Winner:	
  Boon	
  Thau	
  Loo,	
  University	
  of	
  California	
  at	
  Berkeley.	
  Honorable	
  Mentions:	
  Xifeng	
  Yan	
  and	
  
Martin	
  Theobald.	
  	
  
§ 2008	
  Winner:	
  Ariel	
  Fuxman,	
  University	
  of	
  Toronto.	
  Honorable	
  Mentions:	
  Cong	
  Yu	
  and	
  	
  Nilesh	
  Dalvi.	
  	
  
§ 2009	
  Winner:	
  Daniel	
  Abadi,	
  MIT.	
  	
  Honorable	
  Mentions:	
  Bee-‐Chung	
  Chen	
  and	
  Ashwin	
  Machanavajjhala.	
  
§ 2010	
  Winner:	
  Christopher	
  Ré,	
  University	
  of	
  Washington.	
  Honorable	
  Mentions:	
  Soumyadeb	
  Mitra	
  and	
  
Fabian	
  Suchanek.	
  
§ 2011	
  Winner:	
  Stratos	
  Idreos,	
  Centrum	
  Wiskunde	
  &	
  Informatica.	
  Honorable	
  Mentions:	
  Todd	
  Green	
  and	
  
Karl	
  Schnaitterz.	
  
§ 2012	
  Winner:	
  Ryan	
  Johnson,	
  Carnegie	
  Mellon	
  University.	
  Honorable	
  Mention:	
  Bogdan	
  Alexe.	
  
§ 2013	
  Winner:	
  Sudipto	
  Das,	
  University	
  of	
  California,	
  Santa	
  Barbara.	
  Honorable	
  Mention:	
  Herodotos	
  
Herodotou	
  and	
  Wenchao	
  Zhou.	
  
§ 2014	
  Winners:	
  Aditya	
  Parameswaran,	
  Stanford	
  University,	
  and	
  Andy	
  Pavlo,	
  Brown	
  University.	
  	
  
§ 2015	
  Winners:	
  Alexander	
  Thomson,	
  Yale	
  University.	
  Honorable	
  Mentions:	
  Marina	
  Drosou,	
  University	
  of	
  
Ioannina	
  and	
  Karthik	
  Ramachandra,	
  IIT	
  Bombay	
  
	
  
A	
  complete	
  list	
  of	
  all	
  SIGMOD	
  Awards	
  is	
  available	
  at:	
  http://sigmod.org/sigmod-‐awards/	
  	
  
	
  
[Last	
  updated	
  :	
  March	
  31,	
  2016]	
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Editor’s Notes
	
  
Welcome	
  to	
  the	
  March	
  2016	
  issue	
  of	
  the	
  ACM	
  SIGMOD	
  Record!	
  	
  
	
  
The	
  new	
  year	
  of	
  2016	
  begins	
  with	
  five	
  new	
  members	
  of	
  the	
  SIGMOD	
  Record	
  Editorial	
  Broad,	
  as	
  well	
  
as	
  new	
  reforms	
  that	
  are	
  currently	
  taking	
  place	
  in	
  the	
  SIGMOD	
  Record.	
  	
  
	
  
First,	
  I	
  would	
  like	
  to	
  welcome	
  five	
  new	
  members	
  of	
  the	
  SIGMOD	
  Record	
  Editorial	
  Broad:	
  	
  	
  
	
  
• Zack	
  Ives,	
  Jeff	
  Naughton,	
  and	
  Wang-‐Chiew	
  Tan	
  joined	
  as	
  Associate	
  Editors	
  of	
  the	
  Special	
  Is-‐
sue	
  of	
  Research	
  Highlights;	
  	
  
• Frank	
  Neven	
  joined	
  as	
  Associate	
  Editor	
  of	
  the	
  Database	
  Principles	
  Column;	
  and	
  	
  
• Huiping	
  Cao	
  joined	
  as	
  our	
  new	
  Information	
  Director.	
  
I	
  am	
  also	
  pleased	
  to	
  announce	
  that	
  we	
  have	
  launched	
  a	
  new	
  website	
  of	
  the	
  SIGMOD	
  Record:	
  	
  
	
  
http://sigmod.org/sigmodrecord/	
  
	
  
Besides	
   a	
   modern	
   look,	
   this	
   website	
   provides	
   new	
   features	
   such	
   as	
   leaving	
   comments	
   on	
   published	
  
articles	
   and	
   searching	
   for	
   articles	
   in	
   a	
   specific	
   column	
   in	
   the	
   previous	
   issues.	
   We	
   will	
   continue	
   to	
  
improve	
  the	
  website	
  and	
  your	
  feedback	
  will	
  be	
  appreciated.	
  
	
  
Next,	
  I	
  am	
  thrilled	
  to	
  introduce	
  the	
  inaugural	
  ACM	
  SIGMOD	
  Research	
  Highlight	
  Award,	
  which	
  is	
  a	
  
new	
  award	
  for	
  the	
  database	
  community	
  to	
  showcase	
  a	
  set	
  of	
  research	
  projects	
  that	
  exemplify	
  core	
  
database	
  research.	
  In	
  particular,	
  these	
  projects	
  address	
  an	
  important	
  problem,	
  represent	
  a	
  defini-‐
tive	
  milestone	
  in	
  solving	
  the	
  problem,	
  and	
  have	
  the	
  potential	
  of	
  significant	
  impact.	
  The	
  initiative	
  of	
  
the	
  new	
  award	
  also	
  aims	
  to	
  make	
  the	
  selected	
  works	
  widely	
  known	
  in	
  the	
  database	
  community,	
  to	
  
our	
  industry	
  partners,	
  and	
  potentially	
  to	
  the	
  broader	
  ACM	
  community.	
  	
  
	
  
The	
  March	
  2016	
  issue	
  of	
  the	
  SIGMOD	
  Record	
  is	
  a	
  special	
  issue	
  dedicated	
  to	
  the	
  2015	
  ACM	
  SIGMOD	
  
Research	
   Highlights.	
   The	
   award	
   committee	
   and	
   editorial	
   board	
   included	
   Zack	
   Ives,	
   Jeff	
   Naughton,	
  
Wang-‐Chiew	
   Tan,	
   and	
   Yanlei	
   Diao.	
   	
   We	
   solicited	
   articles	
   from	
   SIGMOD	
   2015,	
   PODS	
   2015,	
   and	
   VLDB	
  
2015,	
  out	
  of	
  which	
  8	
  articles	
  were	
  selected	
  as	
  2015	
  Research	
  Highlights.	
  The	
  authors	
  of	
  each	
  article	
  
worked	
  closely	
  with	
  one	
  associate	
  editor	
  to	
  rewrite	
  the	
  article	
  into	
  a	
  compact	
  8-‐page	
  format,	
  and	
  
improve	
  it	
  to	
  appeal	
  to	
  the	
  broad	
  data	
  management	
  community.	
  
	
  
The	
  2015	
  Research	
  Highlights	
  cover	
  a	
  broad	
  set	
  of	
  topics,	
  ranging	
  from	
  a	
  new	
  interface	
  for	
  hu-‐
man-‐database	
  interaction,	
  to	
  multi-‐objective	
  query	
  optimization,	
  to	
  query	
  answering	
  in	
  the	
  face	
  of	
  
inconsistent	
  data,	
  to	
  new	
  theory	
  and	
  practice	
  for	
  distributed	
  query	
  processing	
  and	
  optimization,	
  to	
  
knowledge	
  base	
  construction	
  and	
  clustering	
  of	
  time	
  series	
  data.	
  Each	
  research	
  highlight	
  is	
  also	
  ac-‐
companied	
  by	
  a	
  one-‐page	
  Technical	
  Perspective,	
  which	
  was	
  written	
  by	
  our	
  associate	
  editor	
  or	
  an	
  
external	
  expert	
  on	
  a	
  given	
  research	
  topic.	
  	
  The	
  technical	
  perspective	
  provides	
  readers	
  with	
  an	
  over-‐
view	
  of	
  the	
  underlying	
  motivation,	
  the	
  important	
  ideas	
  of	
  the	
  featured	
  Research	
  Highlight,	
  and	
  its	
  
scientific	
  and	
  practical	
  significance.	
  	
  
Finally,	
  this	
  special	
  issue	
  closes	
  with	
  a	
  message	
  from	
  the	
  Editor-‐in-‐Chief	
  of	
  ACM	
  TODS	
  and	
  Call	
  for	
  
Papers	
  for	
  ACM	
  SoCC	
  2016.	
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Technical Perspective:
Natural Language to SQL Translation by Iteratively
Exploring a Middle Ground
Jeffrey F. Naughton

University of Wisconsin–Madison
Madison WI, U.S.A.

A fundamental question in data management is how relational database management systems (RDBMSs) should
be queried. Ideally, the query interface should be powerful
enough to express arbitrary queries, yet simple enough to
learn that users require virtually no training. Natural language is an obvious and appealing approach – presumably
most users already know at least one natural language and
use it to “query” other humans constantly. Unfortunately,
employing natural language to query RDBMSs is highly nontrivial, and for the most part, not used. However, with the
growing power and ubiquity of Natural Language Processing
(NLP) systems, it makes sense to redouble efforts in applying NLP to database querying.
At the most basic level, relational database systems are
queried using SQL. (For that matter, most “NoSQL” systems are also queried using SQL.) SQL is very powerful and
precise, and, for novices, very hard to write. So SQL cannot be used as a user interface for anyone but power users.
Nonetheless, as the most widely used RDBMS query language, SQL is the most natural language into which to translate natural language questions over relational data. This
translation is the focus of the following paper, “Understanding Natural Language Queries over Relational Databases”,
by Li and Jagadish.
The first important decision made by the authors of this
paper is to reject a one-shot, one-way translation process
from a natural language query to a corresponding SQL query.
Instead, the authors advocate an iterative dialog between
the person posing the query and the system building the relational query. This makes perfect sense – even in the much
simpler world of keyword search systems, users iteratively
refine their queries. Unfortunately, adopting this approach
for RDBMS querying does not yield an easy problem – in
fact, it uncovers a highly interesting and difficult challenge:
how should the user and the system communicate in this
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iterative process?
Answering this question is difficult. Unlike the case for
keyword search systems, the answer to the query may not
help the user know if the executed query was what they really wanted. For example, consider the simple query “find
the difference between sales this year and last year.” In general the RDBMS will return a number – and it is very hard
to tell just from that number if the query was correct or not.
It would be far more precise for the system to respond to the
user by presenting the generated SQL query itself. But this
would require the person posing the natural language query
to be able to read and understand SQL, which contradicts
a major motivation for the system in the first place.
Now we come to what is perhaps the heart of this paper:
the decision to adopt an intermediate language the authors
call “Query Tree,” a two-way domain-independent communication model allowing the user and system to understand one
other. A query tree aids mapping a user query to its corresponding semantically correct SQL and translating a query
plan to its corresponding natural language interpretation.
The authors harness the schema knowledge, schema-driven
similarity metrics, query tree reformulation and ranking to
make the problem tractable for the system and the user.
The authors close with a user study evaluating the approach. The user study itself is interesting, including the
aspect of using Chinese to convey the queries to the subjects instead of English to avoid bias through the phrasing
in the query description (presumably the subjects already
spoke Chinese!) The experiments show that the approach is
best for simple to medium complexity queries.
This paper represent a significant improvement in the
state of the art, and it is an ideal springboard for future
advances. In an area as difficult and important as natural language querying of relational database systems, this is
indeed a major contribution.
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Understanding Natural Language Queries over Relational
Databases
Fei Li

Univ. of Michigan, Ann Arbor

lifei@umich.edu

ABSTRACT
Natural language has been the holy grail of query interface
designers, but has generally been considered too hard to
work with, except in limited specific circumstances. In this
paper, we describe the architecture of an interactive natural
language query interface for relational databases. Through
a carefully limited interaction with the user, we are able to
correctly interpret complex natural language queries, in a
generic manner across a range of domains. By these means,
a logically complex English language sentence is correctly
translated into a SQL query, which may include aggregation,
nesting, and various types of joins, among other things, and
can be evaluated against an RDBMS. We have constructed a
system, NaLIR (Natural Language Interface for Relational
databases), embodying these ideas. Our experimental assessment, through user studies, demonstrates that NaLIR is
good enough to be usable in practice: even naive users are
able to specify quite complex ad-hoc queries.

1. INTRODUCTION
Querying data in relational databases is often challenging.
SQL is the standard query language for relational databases.
While expressive and powerful, SQL is too difficult for users
without technical training. As the database user base is
shifting towards non-experts, designing user-friendly query
interfaces will be an important goal in the database community.
In the real world, people ask questions in natural language, such as English. Not surprisingly, a natural language interface is regarded by many as the ultimate goal
for a database query interface, and many natural language
interfaces to databases (NLIDBs) have been built towards
this goal [1, 7, 9, 11, 13]. NLIDBs have many advantages
over other widely accepted query interfaces (keyword-based
search, form-based interface, and visual query builder). For
example, a typical NLIDB would enable naive users to specify complex, ad-hoc query intent without training. In contrast, flat-structured keywords are often insufficient to convey complex query intent, form-based interfaces can be used
only when queries are predictable and limited to the encoded logic, and visual query builders still requires extensive
schema knowledge of the user.
Despite these advantages, NLIDBs have not been adopted
widely. The fundamental problem is that understanding natural language is hard. Even in human-to-human interaction,
The original version of this article was published in PVLDB
2014.
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there are miscommunications. Therefore, we cannot reasonably expect an NLIDB to be perfect. Therefore, users may
be provided with a wrong answer due to the system incorrectly handling the query, and in many cases, it is impossible
for users to verify the answer by themselves.
When humans communicate with one another in natural
language, the query-response cycle is not as rigid as in a traditional database system. If a human is asked a query that
she does not understand, she will seek clarification. She
may do so by asking specific questions back, so that the
question-asker understands the point of potential confusion.
She may also do so by stating explicitly how she interpreted
the query. Drawing inspiration from this natural human
behavior, we design the query mechanism to facilitate collaboration between the system and the user in processing
natural language queries. First, the system explains how it
interprets a query, from each ambiguous word/phrase to the
meaning of the whole sentence. These explanations enable
the user to verify the answer and to be aware where the
system misinterprets her query. Second, for each ambiguous
part, we provide multiple likely interpretations for the user
to choose from. Since it is often easier for users to recognize an expression rather than to compose it, we believe this
query mechanism can achieve satisfactory reliability without
burdening the user too much.
A question that then arises is how should a system represent and communicate its query interpretation to the user.
SQL is too difficult for most non-technical humans. We need
a representation that is both “human understandable” and
“RDBMS understandable.” In this paper, we present a data
structure, called Query Tree, to meet this goal. As an intermediate between a linguistic parse tree and a SQL statement, a query tree is easier to explain to the user than a
SQL statement. Also, given a query tree verified by the
user, the system will almost always be able to translate it
into a correct SQL statement.
Putting the above ideas together, we propose an NLIDB
comprising three main components: a first component that
transforms a natural language query to a query tree, a second component that verifies the transformation interactively
with the user, and a third component that translates the
query tree into a SQL statement. We have constructed such
an NLIDB, and we call it a NaLIR (Natural Language Interface to Relational databases).
The remaining parts of the paper are organized as follows.
We discuss the query mechanism in Section 2. The system
architecture of our system is described in Section 3. Given
a query, we show how to interpret each its words/phrases in
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Figure 1: A Simplified Schema for Microsoft Academic Search and Sample Queries.
Section 4 and infer the semantic meaning of the whole query
(represented by a query tree) in Section 5. We discuss how
our system translates a query tree to a SQL statement in
Section 6. In Section 7, our system is evaluated experimentally. We discuss related work in Section 8 and draw
conclusions in Section 9.

2.

QUERY MECHANISM

Search engines are popular and effective in inferring the
user intent from limited information. As we think about the
architecture of an NLIDB, it is worthwhile to draw inspiration from search engines. First, given a query, a search engine returns a list of results, rather than a single result. This
is central to providing acceptable recall. Second, users are
able to verify whether a result is correct (useful) by reading
the abstract/content. Third, these results are well ranked,
to minimize user burden to verify potential answers. These
strategies work very well in search engines. However, due to
some fundamental differences between search engines and
NLIDBs, as we will discuss next, this query mechanism cannot be directly applied to NLIDBs.
First, users are often able to verify the results from a
search engine by just reading the results. However, the results returned by an NLIDB cannot usually explain themselves. For example, suppose a user submits Query 1 in
Figure 1 to an NLIDB and gets an answer “5.” How could
she verify whether the system understands her query and
returns to her the correct answer?
Second, unlike search engines, users tend to express sophisticated query logics to an NLIDB and expect perfect results. That requires the NLIDB to fix all the ambiguities
correctly. However, when a natural language query has a
complex structure, it may contain several ambiguities that
cannot be fixed by the system with confidence. As a result,
the candidate interpretations of the query are often permutations of the solutions for each single ambiguity. Such interpretations are hard to rank and their number often grows
exponentially with the number of such ambiguities. Users
will be frustrated in verifying them.
Given the above two observations, instead of explaining
the query results, we explain the query interpretation process, especially how each ambiguity is fixed, to the user. In
our system, we fix each “easy” ambiguity quietly. For each
“hard” ambiguity, we provide multiple interpretations for the
user to choose from. In such a way, even for a rather complex natural language query, verifications for 3-4 ambiguities
is enough, in which each verification is just making choices
from several options.
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The ambiguities in processing a natural language query
are not often independent of each other. The resolution of
some ambiguities depends on the resolution of some other
ambiguities. For example, the interpretation of the whole
sentence depends on how each of its words/phrases is interpreted. So the disambiguation process and the verification
process should be organized in a few steps. In our system,
we organize them in three steps, as we will discuss in detail
in the next section. In each step, for a “hard” ambiguity,
we generate multiple interpretations for it and, at the same
time, use the best interpretation as the default choice to
process later steps. Each time a user changes a choice, our
system immediately reprocesses all the ambiguities in later
steps and updates the query results.

3.

SYSTEM OVERVIEW

Figure 2 depicts the architecture of NaLIR. The entire
system we have implemented consists of three main parts:
the query interpretation part, interactive communicator and
query tree translator. The query interpretation part, which
includes parse tree node mapper (Section 4) and structure
adjustor (Section 5), is responsible for interpreting the natural language query and representing the interpretation as
a query tree. The interactive communicator is responsible
for communicating with the user to ensure that the interpretation process is correct. The query tree, possibly verified
by the user, will be translated into a SQL statement in the
query tree translator (Section 6) and then evaluated against
an RDBMS.
Dependency Parser. The first obstacle in translating a
natural language query into a SQL query is to understand
the natural language query linguistically. In our system, we
use the Stanford Parser [2] to generate a linguistic parse
tree from the natural language query. The linguistic parse
trees in our system are dependency parse trees, in which
each node is a word/phrase specified by the user while each
edge is a linguistic dependency relationship between two
words/phrases. The simplified linguistic parse tree of Query
2 in Figure 1 is shown in Figure 3 (a).
Parse Tree Node Mapper. The parse tree node mapper identifies the nodes in the linguistic parse tree that can
be mapped to SQL components and tokenizes them into different tokens. In the mapping process, some nodes may fail
in mapping to any SQL component. In this case, our system
generates a warning to the user, telling her that these nodes
do not directly contribute in interpreting her query. Also,
some nodes may have multiple mappings, which causes ambiguities in interpreting these nodes. For each such node,
the parse tree node mapper outputs the best mapping to
the parse tree structure adjustor by default and reports all
candidate mappings to the interactive communicator.
Parse Tree Structure Adjustor. After the node mapping (possibly with interactive communications with the user),
we assume that each node is understood by our system. The
next step is to correctly understand the tree structure from
the database’s perspective. However, this is not easy since
the linguistic parse tree might be incorrect, out of the semantic coverage of our system or ambiguous from the database’s
perspective. In those cases, we adjust the structure of the
linguistic parse tree and generate candidate interpretations
(query trees) for it. In particular, we adjust the structure of
the parse tree in two steps. In the first step, we reformulate
the nodes in the parse tree to make it fall in the syntactic
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Figure 2: System Architecture.
coverage of our system (valid parse tree). If there are multiple candidate valid parse trees for the query, we choose
the best one as default input for the second step and report top k of them to the interactive communicator. In the
second step, the chosen (or default) valid parse tree is analyzed semantically and implicit nodes are inserted to make
it more semantically reasonable. This process is also under
the supervision of the user. After inserting implicit nodes,
we obtain the exact interpretation, represented as a query
tree, for the query.
Interactive Communicator. In case the system possibly misunderstands the user, the interactive communicator
explains how her query is processed. In our system, interactive communications are organized in three steps, which
verify the intermediate results in the parse tree node mapping, parse tree structure reformulation, and implicit node
insertion, respectively. For each ambiguous part, we generate a multiple choice selection panel, in which each choice
corresponds to a different interpretation. Each time a user
changes a choice, our system immediately reprocesses all the
ambiguities in later steps.
Example 1. Consider the linguistic parse tree T in Figure 3(a). In the first step, the parse tree node mapper generates the best mapping for each node (represented as M and
shown in Figure 3 (b)) and reports to the user that the node
“VLDB” maps to “VLDB conference” and “VLDB Journal”
in the database and that our system has chosen “VLDB conference” as the default mapping. According to M , in the
second step, the parse tree adjustor reformulates the structure of T and generates the top k valid parse trees {TiM }, in
which T1M (Figure 3 (c)) is the best. The interactive communicator explains each of the k valid parse trees in natural
language for the user to choose from. For example, T1M is
explained as “return the authors, where the papers of the author in VLDB after 2000 is more than Bob.” In the third
step, T1M is fully instantiated in the parse tree structure adjustor by inserting implicit nodes (shown in Figure 3 (d)).
M
The result query tree T11
is explained to the user as “return
the authors, where the number of papers of the author in
VLDB after 2000 is more than the number of paper of Bob
in VLDB after 2000.”, in which the underline part can be
canceled by the user. When the user changes the mapping
strategy M to M 0 , our system will immediately use M 0 to
reprocess the second and third steps. Similarly, if the user
choose TiM instead of T1M as the best valid parse tree, our
system will fully instantiate TiM in the third step and update
the interactions.
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Figure 3: (a) Linguistic Parse Tree. (b) Node Mapping Strategy. (c) Valid Parse Tree. (d) Query Tree.
Query Tree Translator. Given the query tree verified
by the user, the translator utilizes its structure to generate
appropriate structure in the SQL expression and completes
the foreign-key-primary-key (FK-PK) join paths. The result
SQL statement may contain aggregate functions, multi-level
subqueries, and various types of joins, among other things.
Finally, our system evaluates the translated SQL statement
against an RDBMS and returns the query results.

4.

PARSE TREE NODE INTERPRETATION

To understand the linguistic parse tree from the database’s
perspective, we first need to identify the parse tree nodes
that can be mapped to SQL components. Such nodes can
be further divided into different types as shown in Figure 4,
according to the type of SQL components they mapped
to. The identification of select node, operator node, function node, quantifier node and logic node is independent of
the database being queried. In NaLIR, enumerated sets of
phrases are served as the real world “knowledge base” to
identify these five types of nodes.
In contrast, name nodes and value nodes are entirely depend on the database being queried. For name nodes, we
use the WUP similarity function [16] (based on Wordnet)
to evaluate the similarity in meaning and adopt the square
root of the Jaccard Coefficient to evaluate the similarity in
spelling [17]. For value nodes, we only use the Jaccard Coefficienct to evaluate their similarity in spelling. When their
similarity is above a predefined threshold, we say that the
schema element/value is a candidate mapping for the node.
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Figure 5: Grammar of Valid Parse Trees.

5.

PARSE TREE STRUCTURE ADJUSTMENT

Given the correct mapping strategy, each node in the linguistic parse tree can be perfectly understood by our system.
In this section, we infer the relationship between the nodes
in the linguistic parse tree from the database’s perspective
and then understand the whole query. However, three obstacles lie in the way of reaching this goal.
First, the linguistic parse tree generated from an off-theshelf parser may be incorrect. Second, the structure of the
linguistic parse tree does not directly reflect the relationship between the nodes from the database’s perspective.
Consider the following three sentence fragments: (a) author
who has more than 50 papers, (b) author who has more papers than Bob, and (c) author whose papers are more than
those of Bob. The linguistic parse structures of these three
sentence fragments are very different while their semantic
meanings are similar. Third, natural language sentences often contain elliptical expressions. Take the parse tree in
Figure 3 (c) as an example. Although the relationship between each pair of nodes is clear, it still has multiple possible
interpretations.
In this section, we describe the construction of the Parse
Tree Structure Adjustor in detail.

5.1

Query Tree

The semantic coverage of our system is essentially constrained by the expressiveness of SQL. So, given a database,
we represent our semantic coverage as a subset of parse trees,
in which each such parse tree explicitly corresponds to a
SQL statement and all such parse trees could cover all possible SQL statements (with some constraints). We call such
parse trees Query Trees. As such, interpreting a natural
language query (currently represented by a linguistic parse
tree and the mapping for each its node) is indeed the process
of mapping the query to its corresponding query tree in the
semantic coverage.
We defined in Figure 5 the grammar of the parse trees
that are syntactically valid in our system (all terminals are
different types of nodes defined in Figure 4.). Query trees
are the syntactically valid parse trees whose semantic meanings are reasonable, which will be discussed in Section 5.3,
or approved by the user. Given the three obstacles in interpreting a linguistic parse tree, as we have discussed before,
there is often a big gap between the linguistic parse tree and
its corresponding query tree, which makes the mapping between them difficult. In our system, we take the following
two strategies to make the mapping process accurate.
First, our system explains a query tree in natural language, which enables the user to verify it. Query trees are
intermediates between natural language sentences and SQL
statements. Thus the translation from a query tree to a nat-
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ural language sentence is quite straightforward, compared to
that from a SQL statement [5].
Second, given a natural language query, our system will
generate multiple candidate query trees for it, which can significantly enhance the probability that one of them is correct. The problem is that, when the query is complex, there
may be many candidate query trees, which are similar to
each other. To show the user more candidate query trees
without burdening them too much in verifying them, we
do the mapping in two rounds and communicate with the
user after each round. In the first round, we return the top
k parse trees, which are syntactically valid according to the
grammar defined and can be obtained by only reformulating
the nodes in the parse tree. Each such parse tree represents
a rough interpretation for the query and we call them valid
parse trees. In the second round, if there are any implicit
nodes, they will be inserted to the chosen (or default) valid
parse tree to generate its exact interpretation. Our system
inserts implicit nodes one by one under the supervision of
the user. In such a way, suppose that there are k0 possible
implicit nodes in each of the k valid parse tree, the user only
needs to verify k valid parse trees and k0 query trees instead
0
of all k ∗ 2k candidate query trees. Figure 3 (c) shows a
valid parse tree generated in the first round, while this valid
parse tree is full-fledged to the query tree in Figure 3 (d)
after inserting implicit nodes.

5.2

Parse Tree Reformulation

In this section, given a linguistic parse tree, we reformulate
it in multiple ways and generate its top k rough interpretations. The basic idea in the algorithm is to use subtree move
operations to edit the parse tree until it is syntactically valid
according to the grammar we defined. The resulting algorithm is shown in Figure 6. Each time, we use the function
adjust(tree) to generate all the possible parse trees in one
subtree move operation (line 6). Since the number of possible parse trees grows exponentially with the number of edits,
the whole process would be slow. To accelerate the process,
our algorithm evaluates each new generated parse tree and
filter out bad parse trees directly (line 11 - 12). Also, we
hash each parse tree into a number and store all the hashed
numbers in a hash table (line 10). By checking the hash
table (line 8), we can make sure that each parse tree will be
processed at most once. We also set a parameter t as the
maximum number of edits approved (line 8). Our system
records all the valid parse trees appeared in the reformulation process (line 13 - 14) and returns the top k of them for
the user to choose from (line 15 - 16). Since our algorithm
stops after t edits and retains a parse tree only if it is no
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worse than its corresponding parse tree before the last edit
(line 8), some valid parse trees may be omitted.
Algorithm*1:*QueryTreeGen(parseTree)
1:--results;-HT+
2:--PriorityQueue.push(parseTree)!
-3:--HT.add(h(tree))
4:--while-PriorityQueue-≠ do*
-5:-----tree-=-PriorityQueue.pop()+6:-----treeList+=+adjust(tree)
7:-----for*all-tree’- -treeList-do!
8:---------if-tree’+not+exists+in+HT+&&-tree’.edit-<-t-then**
9:--------------tree’.edit-=-tree.edit+1;-10:------------HT.add(h(tree’));**
11:------------if-evaluate(tree’)+>=+evaluate(tree)+then!
12:-----------------PriorityQueue.add(tree’)*
13:-----if-tree’-is-valid
14:------------ - results.add(tree’)
15:-rank(results)16:-Return-results

Figure 6: Parse Tree Reformulation Algorithm.
To filter out bad parse trees in the reformulating process
and rank the result parse trees, we evaluate whether a parse
tree is desirable from three aspects.
First, a good parse tree should be valid according to the
grammar defined in Figure 5. Second, the nodes next to
each other in the parse tree should be close to each other on
the schema graph. Third, the parse tree should be similar to
the original linguistic parse tree, which is measured by the
number of the subtree move operations used in the transformation. When ranking the all the generated parse trees
(line 15 in Figure 6), our system takes all the three factors
into account. However, in the tree adjustment process (line
11), to reduce the cases when the adjustments stop in local
optima, we only consider the first two factors, in which the
first factor dominates the evaluation.

5.3

Implicit Nodes Insertion

Natural language sentences often contain elliptical expressions, which make some nodes in their parse trees implicit.
In this section, for a rough interpretation, which is represented by a valid parse tree, we obtain its exact interpretation by detecting and inserting implicit nodes.
In our system, implicit nodes mainly exist in complex conditions, which correspond to the conditions involving aggregations, nestings, and non-FKPK join constraints. As can
be derived from Figure 5, the semantic meaning of a complex condition is its comparison operator node operating on
its left and right subtrees. When implicit nodes exist, such
syntactically valid conditions are very likely to be semantically “unreasonable.” To detect such unreasonable query
logics, we define the concept of core node.
Definition 1 (Core Node). Given a complex condition, its left (resp. right) core node is the name node that
occurs in its left (right) subtree with no name node as ancestor.
Inspired from [19], given a complex condition, we believe
that its left core node and right core node are the concepts
that are actually compared. So they should have the same
type (map to the same schema element in the database).
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When they are in different types, we believe that the actual
right core node, which is of the same type as the left core
node, is implicit.
ROOT
ROOT

ROOT
return

return

conference

conference

=

return
=

conference

total most area (each) citations

area (each) papers area (each) citations
citations

papers

most
total4

papers

citations1

conference2

papers3

area2 (each) conference3

most total
(a)

total

(b)

(c)

area3 (each)

Figure 7: (a) Linguistic Parse Tree for Query 3 in
Figure 1. (b) Valid Parse Tree. (c) Query Tree.
The name nodes in a left subtree are always related to
the name nodes under the “SELECT” node. Take the parse
tree in Figure 7 (b) as an example. The nodes “conference”
and “area” are related to the nodes “citations” and “paper.”
In our system, we connect them by duplicating the name
nodes under the “SELECT” node and inserting them to left
subtree. Each of the nodes inserted in this step is considered as the same entity with its original node and marked
“outside” for the translation in Section 6.
Furthermore, the constraints for the left core node and the
right core node should be consistent. Consider the parse tree
in Figure 3 (c). Its complex condition compares the number
of papers by an author in VLDB after 2000 with the number of all the papers by Bob (in any year on any conference
or journal), which is unfair. As such, the constraints of “in
VLDB” and “after 2000” should be added to the right subtree. Note that the nodes duplicated from “outside” nodes
are also marked “outside” and are considered corresponding
to the same entity with the original nodes.
The last kind of implicit node is the function node. We
consider two cases where function nodes may be implicit.
First, the function node “count” is often implicit in the natural language sentences. Consider the parse tree in Figure 3
(c). The node “paper” is the left child of node “more” and it
maps to the relation “Publication”, which is not a number
attribute. The comparison between papers is unreasonable
without a “count” function. Second, the function nodes operating on the left core node should also operate on the right
core node. Figure 7 (c) shows an example for this case. We
see that the function node “total” operates on the left core
node “citations” but does not operate on the right core node
“citations1 .” Our system detects such implicit function node
and insert “total4 ” to the right core node.
In our system, the detection and insertion of implicit nodes
is just an inference of the semantic meaning for a query,
which cannot guarantee the accuracy. As such, the whole
process is done under the supervision of the user.

6.

SQL GENERATION

In the cases when the query tree does not contain function nodes or quantifier nodes, which means the target SQL
query will not have aggregate functions or subqueries, the
translation is quite straightforward. The schema element
mapped by the name node under the SELECT node is added
to the SELECT clause. Each value node (together with its
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1.#Block#2:#SELECT#SUM(Publica8on.cita8on_num)#as#sum_cita8on,###
#2.#
#
#Conference.cid,#Domain.did#
# 3.########
FROM#Publica8on,#Conference,#Domain,#ConferenceDomain#
#4.#
## WHERE#Publica8on.cid#=#Conference.cid#
#5.
#
#AND#Conference.cid#=#ConferenceDomain.cid#
#6.#
#
#AND#ConferenceDomain.did#=#Domain.did#
#7.#
## GROUP#BY#Conference.cid,#Domain.did#
8.#Block#3:#SELECT#MAX(block4.sum_cita8on)#as#max_cita8on,##
#9.#
#
#block4.cid,#block4.did#
#10.
####FROM#(CONTENT#OF#BLOCK4)#as#block4#
#11.
####GROUP#BY#block4.did#
12.Block#1:#SELECT#Conference.name,#Domain.name#
#13.
#####FROM#Conference,#Domain,#ConferenceDomain#
#14.
#
#(CONTENT#OF#BLOCK2)#as#block2#
#15.
#
#(CONTENT#OF#BLOCK3)#as#block3#
#16.
#####WHERE#Conference.cid#=#ConferenceDomain.cid#
17.#
#
#AND#ConferenceDomain.did#=#Domain.did#
18.#
#
#AND#block2.cita8on_num#=#block3.max_cita8on#
19.
#
#AND#Conference.cid#=#block2.cid#
20.#
#
#AND#Conference.cid#=#block3.cid#
21.
#
#AND#Domain.did#=#block2.did#
22.#
#
#AND#Domain.did#=#block3.did#

Figure 8: Translated SQL Statement
operation node if specified) is translated to a selection condition and added to the WHERE clause. Finally, a FK-PK
join path is generated, according to the schema graph, to
connect each name node and its neighbors. Such an FK-PK
join path is translated into a series of FK-PK join conditions and all the schema elements in the FK-PK join path
are added to the FROM clause.
When the query tree contains function nodes or quantifier
nodes, the target SQL statements will contain subqueries. In
our system, we use the concept of block to clarify the scope
of each target subquery.
Definition 2 (Block). A block is a subtree rooted at
the select node, a name node that is marked “all” or “any”,
or a function node. The block rooted at the select node is
the main block, which will be translated to the main query.
Other blocks will be translated to subqueries. When the root
of a block b1 is the parent of the root of another block b2 , we
say that b1 is the direct outer block of b2 and b2 is a direct
inner block of b1 . The main block is the direct outer block of
all the blocks that do not have other outer blocks.
Given a query tree comprising multiple blocks, we translate one block at a time, starting from the innermost block,
so that any correlated variables and other context is already
set when outer blocks are processed.
Example 2. The query tree shown in Figure 7 (c) consists of four blocks: b1 rooted at node “return”, b2 rooted at
node “total”, b3 rooted at node “most”, and b4 rooted at node
“total4 .” b1 is the main block, which is the direct outer block
of b2 and b3 . b3 is the direct outer block of b4 . For this query
tree, our system will first translate b2 and b4 , then translate
b3 and finally translate the main block b1 .
For each single block, the major part of its translation is
the same as the basic translation as we have described. In
addition, some SQL fragments must be added to specify the
relationship between these blocks.
Example 3. Consider the query tree in Figure 7 (c), whose
target SQL statement is shown in Figure 8 (the block b4 is
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Figure 9: Summary Statistics for MAS Database.
omitted since it is almost the same as b2 ). In the query
tree, b4 is included by b2 while b2 and b3 are included by b1
as direct inner blocks. Thus their corresponding subqueries
are added to the FROM clause of their direct outer blocks
(line 10 and line 14 - 15). The complex condition rooted
at node “=” is translated to the condition in line 18. The
nodes “conf erence2 ”, “area2 ”, “conf erence3 ” and “area3 ”
are marked “outside” in the implicit node insertion, which
means they correspond to the same entity as the nodes “conference” and “area” in the main block. These relationships
are translated to the conditions in line 19 - 22.

7.

EXPERIMENTS

The motivation of our system is to enable non-technical
users to compose logically complex queries over relational
databases and get perfect query results. So, there are two
crucial aspects we must evaluate: the quality of the returned
results (effectiveness) and whether our system is easy to use
for non-technical users (usability).
Effectiveness. Evaluating the effectiveness of NaLIR is
a challenging task. The objective in NaLIR is to allow users
to represent SQL statements using natural language. In our
experiments, the effectiveness of our system was evaluated
as the percentage of the queries that were perfectly answered
by our system. (Note that this is a stiff metric, in that we
get zero credit if the output SQL query is not perfect, even if
the answer set has a high overlap with the desired answer).
Since the situations where users accept imperfect/wrong answers would cause severe reliability problems, for the cases
when the answers were wrong, we recorded whether the users
were able to recognize such failures, whether from the answers themselves or from the explanations generated by our
system. Also, for the failure queries, we analyzed the specific
reasons that caused such failures.
Usability. For the correctly processed queries, we recorded
the actual time taken by the participants. In addition, we
evaluated our system subjectively by asking each participant
to fill out a post-experiment questionnaire.

7.1

Experiments Design

The experiment was a user study, in which participants
were asked to finish the query tasks we designed for them.
Data Set and Comparisons. We used the data set
of Microsoft Academic Search (MAS). Its simplified schema
graph and summary statistics are shown in Figure 1 and
Figure 9, respectively. We chose this data set because it
comes with an interesting set of (supported) queries, as we
will discuss next.
We compared our system with the faceted interface of the
MAS website. The website has a carefully designed ranking
system and interface. By clicking through the site, a user
is able to get answers to many quite complex queries. We
enumerated all query logics that are “directly supported” by
the MAS website and can be accomplished by SQL state-

11

Easy:&Return&all&the&conferences&in&database&area.&&&&&&&
Medium:&Return&the&number&of&papers&in&each&database&conference.&&&&&&&
Hard:&Return&the&author&who&has&the&most&publica;ons&in&database&area.&&&&&&

Figure 10: Sample Queries in Different Complexity.
ments. “Directly supported” means that the answer of the
query can be obtained in a single webpage (or a series of
continuous webpages) without further processing. Through
exhaustive enumeration, we obtained a set of 196 query logics and we marked their complexity according to the levels
of aggregation/nesting in their corresponding SQL. Sample
queries with different complexity are shown in Figure 10. In
the query set, the number of easy/medium/hard queries are
63/68/65, respectively.
A central innovation in NaLIR is the user interaction as
part of query interpretation. To understand the benefit of
such interaction, we also experimented with a version of
NaLIR in which the interactive communicator was disabled,
and the system always chose the default (most likely) option.
Participants. 14 participants were recruited with flyers
posted on a university campus. A questionnaire indicated
that all participants were familiar with keyword search interfaces (e.g. Google) and faceted search interfaces (e.g. Amazon), but had little knowledge of formal query languages
(e.g. SQL). Furthermore, they were fluent in both English
and Chinese.
Procedures. We evenly divided the query set into 28
task groups, in which the easy/medium/hard tasks were
evenly divided into each task group. This experiment was
a within-subject design. Each participant randomly took
three groups of tasks and completed three experimental blocks.
In the first (resp. second) experimental block, each participant used our system without (with) the Interactive Communicator to accomplish the tasks in her first (second) task
group. Then in the third experimental block, each participant used the MAS interface to do her third task group. For
each task group, the participants started with sample query
tasks, in order to get familiar with each interface.
For our system, it is hard to convey the query task to the
participants since any English description would cause bias
in the task. To overcome this, we described each query task
in Chinese and asked users to compose English query sentences. Since English and Chinese are in entirely different
language families, we believe this kind of design can minimize such bias.

7.2

Results and Analysis

Effectiveness. Figure 11 compares the effectiveness of
our system (with or without the interactive communicator)
with the MAS website. As we can see, when the interactive
communicator was disabled, the effectiveness of our system
decreased significantly when the query tasks became more
complex. Out of the 32 failures, the participants only detected 7 of them. Actually, most of undetected wrong answers were aggregated results, which were impossible to verify without further explanation. In other undetected failures, the participants accepted wrong answers mainly because they were not familiar with what they were querying. In the 7 detected failures, although the participants
were aware of the failure, they were not able to correctly
reformulate the queries in the time constraint. (In 5 of the
detected failures, the participants detected the failure only
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Figure 11: Effectiveness.
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Figure 12: Failures in each Component.

because the query results were empty sets). The situation
got much better when the interactive communicator was involved. The users were able to handle 88 out of the 98 query
tasks. For the 10 failed tasks, they only accepted 4 wrong
answers, which was caused by the ambiguous (natural language) explanations generated from our system. In contrast,
the participants were only able to accomplish 56 out of the
98 tasks using the MAS website, although all the correct answers could be found. In the failure cases, the participants
were simply not able to find the right webpages, which often
required several clicks from the initial search results.
Figure 12 shows the statistics of the specific components
that cause the failures. We can see that our system could
always correctly detect and insert the implicit parse tree
nodes, even without interactive communications with the
user. Also, when the query tree was correctly generated, our
system translated it to the correct SQL statement. When
the interactive communicator was enabled, the accuracy in
the parse tree node mapper improved significantly, which
means for each the ambiguous parse tree node, the parse tree
node mapper could at least generate one correct mapping
in the top 5 candidate mappings, and most importantly, the
participants were able to recognize the correct mapping from
others. The accuracy in parse tree structure reformulation
was also improved when the participants were free to choose
from the top 5 candidate valid parse trees. However, when
the queries were complex, the number of possible valid parse
trees was huge. As a result, the top 5 guessed interpretations
could not always include the correct one.
Usability. The average time needed for the successfully
accomplished query tasks is shown in Figure 13. When the
interactive communicator was disabled, the only thing a participant could do was to read the query task description,
understand the query task, translate the query task from
Chinese to English and submit the query. So most of the
query tasks were done in 50 seconds. When the interactive
communicator was enabled, the participants were able to
read the explanations, choose interpretations, reformulate
the query according to the warnings, and decide to whether
to accept the query results.
It is worth noting that, using our system (with interactive
communicator), there was no instance where the participant
became frustrated with the natural language interface and
abandoned his/her query task within the time constraint.
However, in 9 of the query tasks, participants decided to stop
the experiment due to frustration with the MAS website.
According to the questionnaire results, the users felt that
MAS website was good for browsing data but not well de-
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Figure 13: Average Time Cost (s).
signed for conducting specific query tasks. They felt NaLIR
can handle simple/medium query tasks very well but they
encountered difficulties for some of the hard queries. In contrast, the MAS website was not sensitive to the complexity
of query tasks. Generally, they welcomed the idea of an
interactive natural language query interface, and found our
system easy to use. The average level of satisfaction with our
system was 5, 5 and 3.8 for easy, medium, and hard query
tasks, respectively, on a scale of 1 to 5, where 5 denotes
extremely easy to use.

8.

RELATED WORK

The problem of constructing Natural Language Interfaces
to DataBases (NLIDB) has been studied for several decades,
starting from early systems based on manually crafted grammars [1]. While quite successful in their specific scenario,
the manually crafted grammars are hard to scale up, both
to other domains and to new natural language expressions.
Later, researchers begin to build NLIDBs that can learn
semantic grammars from training examples, in which the
grammars can be improved incrementally by adding new
examples [3, 4, 14, 15, 18]. A major obstacle is that these
methods depend crucially on having examples of natural language queries paired with meaning representations, which
requires substantial human effort to obtain [10].
As pointed out in [13], the major usability problem in
NLIDBs is its limited reliability. Natural language sentences do not have formally defined semantics. The goal
of NLIDBs is to infer the user’s query intent, which cannot
guarantee accuracy due to ambiguities. To deal with the
reliability issue, PRECISE [12, 13] defines a subset of natural language queries as semantically tractable queries and
precisely translates these queries into corresponding SQL
queries. However, natural language queries that are not semantically tractable will be rejected by PRECISE.
The idea of interactive NLIDB was discussed in previous
literature [1, 6, 8]. Early interactive NLIDBs [1, 6] mainly
focus on generating cooperative responses from query results
(over-answering). NaLIX [8] takes a step further, generating suggestions for the user to reformulate her query when
it is beyond the semantic coverage. This strategy greatly
reduces the user’s burden in query reformulation. This paper is a short version of NaLIR [7], to which given a natural
language query, we explain to the user how we process her
query and interactively resolve ambiguities with the user.
As a result, under the supervision of the user, our system
could confidently handle rather complex queries.

9.

CONCLUSION AND FUTURE WORK

We have described an interactive natural language query
interface for relational databases. Given a natural language
query, our system first translates it to a SQL statement and
then evaluates it against an RDBMS. To achieve high reliability, our system explains to the user how her query is
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actually processed. When ambiguities exist, for each ambiguity, our system generates multiple likely interpretations
for the user to choose from, which resolves ambiguities interactively with the user. The query mechanism described
in this paper has been implemented, and actual user experience gathered. Using our system, even naive users are
able to accomplish logically complex query tasks, in which
the target SQL statements include comparison predicates,
conjunctions, quantifications, multi-level aggregations, nestings, and various types of joins, among other things.

10.
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Inconsistent data refers to data that do not adhere to one
or more constraints. The term constraints refers to conditions that need to be imposed on the data. Constraints often arise from organizational requirements or business logic,
such as the requirement that every employee in the database
must be uniquely identified by the employee id, or every employee must work on some project, or the expenses cannot
exceed the credit limit, or even a desired designated format
for storing phone numbers. The need to manage inconsistent
data arises in many settings. Quite typically, when one integrates data from different sources, the integrated data can
be inconsistent data even when the data sources may be individually consistent. Another scenario where inconsistency
in data can arise is when data and/or schema evolves, for
example, through the addition or removal of data, changes
in schema, or knowledge of new constraints.
There are generally two themes of research centered around
the management of inconsistent data. One theme of research
aims to make the data clean before the data is allowed to
be used or queried. In other words, data is modified so that
it becomes consistent prior to the execution of queries over
the data. The data cleaning process is typically algorithmic,
and sometimes heuristic, so that data can be manipulated,
somehow, into a final consistent state. While this approach
produces one final clean dataset that one can work with, it
is generally difficult to understand how the consistent state
of the data was arrived at. In contrast to data cleaning,
the other theme of research adopts a “lazy” perspective towards the management of inconsistent data. In this line of
research, the inconsistent data is left unmodified and work
to determine what are the right answers is done only when
queries are to be executed over the inconsistent data. In
other words, the management of inconsistencies only occurs
at query time. To compute the answer of the query, one considers all possible ways to repair the inconsistent database
and the intersection of the results of the query on each repair forms the answer to the query. Since these are answers
that appear in the result of the query applied to every repair, they are called the consistent answer to the query [1].
A notion of repair that has been widely considered in the
past is that of a consistent database instance that differs
from the original inconsistent database in a “minimal” way.
If the only constraints were key constraints, this amounts to
minimally removing tuples from the inconsistent database
so that the key constraints will no longer be violated.
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The problem of computing the consistent query answer of
a query over an inconsistent database (CQA for short) has
received significant attention in the past several years. This
problem is known to be coNP-complete in general for the
class of conjunctive queries under primary key constraints [2].
However, for a number of years, it was unclear whether one
can provide exact conditions to determine, even for the special class of self-join-free conjunctive queries, the exact complexity of the query. There was a flurry of research activities on this problem in the past decade or so and finally,
the problem is resolved in [3], where the authors showed a
trichotomy result; for any self-join-free boolean conjunctive
query, it can be decided with an effective procedure whether
or not the CQA problem is in FO, P, or coNP-complete.
There are immediate practical implications of this result.
Existing implementations of systems for CQA tend to adopt
an (overly) expressive and hence computationally expensive
engine for computing the answer, or identify special classes
of queries for which CQA can be computed by means of
SQL queries. The latter allows one to leverage highly optimized relational database management systems and tends
to run fast. With this result at hand, it is now possible
to determine and delegate the computation of CQA to the
right engine; pushing computations to the RDBMS whenever possible, and relying on more algorithmic or expressive
engines otherwise.
Now, if you are curious about how they “attacked” the
CQA problem, read on.
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ABSTRACT
We study the complexity of consistent query answering with
respect to primary key violations, for self-join-free conjunctive queries. A repair of a possibly inconsistent database
is obtained by selecting a maximal number of tuples without selecting two distinct tuples with the same primary key
value. For any Boolean query q, CERTAINTY(q) is the problem that takes a database as input, and asks whether q is
true in every repair of the database. The complexity of this
problem has been extensively studied for q ranging over the
class of self-join-free Boolean conjunctive queries. A research
challenge is to determine, given q, whether CERTAINTY(q)
belongs to complexity classes FO, P, or coNP-complete.
We show that for any self-join-free Boolean conjunctive query
q, it can be decided whether or not CERTAINTY(q) is in FO.
Further, CERTAINTY(q) is either in P or coNP-complete,
and the complexity dichotomy is effective. This settles a
research question of practical relevance that has been open
for ten years.

1. INTRODUCTION
A database is inconsistent if it violates one or more integrity constraints that the data is required to obey. Inconsistency in the data can arise in various settings, for example, when we integrate data from heterogeneous sources, or
when the original data sources are imprecise or noisy.
The standard method of dealing with inconsistency is data
cleaning, where the database is first repaired to satisfy the
integrity constraints, and then we use the clean version to
answer queries. However, since we can typically repair a
database in many different ways, it is often the case that we
have to make arbitrary choices about which data to keep,
which means information may be lost. An alternative to
data cleaning is consistent query answering (CQA), which
was first introduced in [1]. In this framework, we answer
queries by considering all possible repairs of the inconsistent
database, and returning the intersection of the answers on
all repairs, which is called the consistent (or certain) answer.
In this article, we focus on integrity constraints that are
primary key constraints. Consider the database in Fig. 1,
which includes the table E that stores employee information
and the table D that stores department information. The
primary keys of E and D are EID and DNAME, respectively.
There are two foreign keys: every DNAME-value in E must
occur in the DNAME-column of D, and every MGR-value in
The original version of this article was published in PODS
2015.
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Figure 1: Example of inconsistent database that violates the primary key constraints.

D must occur in the EID-column of E. The CITY column in
table E stores the city of birth for each employee.
Both tables in the database contain primary key violations: for example, the employee with EID E3 has two entries
in table E. Two or more tuples that agree on their primary
key represent mutually exclusive possibilities. Such tuples
are said to form a block ; in Fig. 1, blocks are separated by
dashed lines for readability. The reader should notice that
even though we do not know the exact city where Blake was
born, we still know that it is either Paris or London; contrast this with the case where we would represent the city
with a single uninformative NULL.
Blocks with two or more tuples model uncertainty: exactly one of the tuples is true, but we do not know which
one is true. Therefore, we use the term uncertain database
to refer to databases that can contain primary key violations. A repair (or possible world ) of an uncertain database
is obtained by selecting exactly one tuple from each block.
In this article, we study how to answer conjunctive queries
on uncertain databases. We allow joins, but we disallow that
a table be joined with itself (called a self-join). It is natural
to distinguish between possible and certain answers: the
possible answer to a query consists of the tuples that are in
the answer to the query on some repair, while the certain
(or consistent) answer consists of the tuples that are in the
answer to the query on every repair. Consider, for example,
the query “Get the names of employees who were born in
London,” which is encoded in SQL as follows.
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SELECT E1.ENAME
FROM E AS E1
WHERE E1.CITY=‘London’;
The possible answer to this query consists of Smith, Clark,
and Blake. The certain answer consists of Smith and Clark.
Blake does not belong to the certain answer, since the database leaves open the possibility that Blake was born in Paris.
For conjunctive queries without self-join, it is easy to see
that the possible answer is obtained by executing the query
on the uncertain database. Computing certain answers is a
more difficult task. Interestingly, the certain answer to the
above query is computed by the following SQL query.
SELECT
FROM
WHERE
AND

E1.ENAME
E AS E1
E1.CITY=‘London’
NOT EXISTS ( SELECT
FROM
WHERE
AND

*
E AS E2
E2.EID=E1.EID
E2.CITY6=‘London’ );

The NOT EXISTS subquery checks the non existence of a
city of birth other than London, and thereby excludes Blake
from the answer. Unfortunately, it is not always possible to
obtain certain answers directly in SQL. We show in this paper that for all conjunctive queries without self-joins, CQA
with respect to primary keys can be classified into one of
three exclusive classes of increasing complexity:
1) For some queries, the certain answer can be expressed
in relational calculus (or first-order logic), and hence can be
written in SQL. One such query was shown before; as we will
see in Section 3, another example is the query “Get names
for departments which are self-managed (i.e., are managed
by one of their own employees).”
SELECT D.DNAME FROM E, D
WHERE E.EID=D.MGR
AND
E.DNAME=D.DNAME;
The certain answer consists of HR. Notice that although
there are two possibilities for the manager of HR, we know
for certain that HR is self-managed.
2) For some queries, the certain answer can be computed
in polynomial time (with respect to the database size), but
cannot be expressed in relational calculus. We will see in
Section 3 that an example of such a query is “Get names for
employees who manage the department for which they work.”
SELECT E.ENAME FROM E, D
WHERE E.EID=D.MGR
AND
E.DNAME=D.DNAME;
The certain answer is empty.
3) For some queries, the certain answer cannot be obtained
in polynomial time (unless P = NP), since it is coNP-hard
to compute the certain answer. We will see in Section 3 that
an example of such query is “Get names for employees who
work in the city of their birth.”
SELECT E.ENAME FROM E, D
WHERE E.CITY=D.CITY
AND
E.DNAME=D.DNAME;
The certain answer consists only of Smith.
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Given a conjunctive query q without self-join, it can be
decided which of the three classes it belongs to. Moreover,
if the query falls into the first or second class, then we know
how to construct an SQL query or a polynomial-time algorithm for computing its certain answer.
Our result provides a complexity classification for CQA
with respect to primary keys, when the query ranges over
the set of self-join-free conjunctive queries. This complexity
classification task has been an open problem since 2005 [8],
and culminates a long line of research [8, 10, 12, 20, 22].
In Section 6, we explain why our theoretical results are
of interest to practitioners and system builders. In short,
CQA has often been implemented by means of expressive
and computationally expensive languages, like Disjunctive
Logic Programming. The efficiency of these algorithms is
likely to be far from optimal in the case that consistent answers can be computed in polynomial time or, even faster,
by executing a single SQL query. The practical relevance of
our results is that they tell us when computationally expensive formalisms can be avoided. Moreover, it turns out that
for many natural queries, consistent answers can be obtained
with low complexity.
Organization. Section 2 introduces the data and query
model. In Section 3, we define a syntactic tool, called attack
graph, and use it to state Theorem 1, which is the main result
of the article. Sections 4 and 5 zoom in on two important
complexity boundaries: Section 4 elaborates on first-order
expressibility, and Section 5 on polynomial-time tractability.
Section 6 discusses both the theoretical and systems-oriented
related work.

2.

PRELIMINARIES

We assume disjoint sets of variables and constants. If ~x is
a sequence containing variables and constants, then vars(~x)
denotes the set of variables that occur in ~
x. A valuation over
a set U of variables is a total mapping θ from U to the set
of constants. At several places, it is implicitly understood
that such a valuation θ is extended to be the identity on
constants and on variables not in U .
Atoms and key-equal facts. Each relation name R of
arity n, n ≥ 1, has a unique primary key which is a set
{1, 2, . . . , k} where 1 ≤ k ≤ n. We say that R has signature
[n, k] if R has arity n and primary key {1, 2, . . . , k}. We say
that R is simple-key if k = 1. Elements of the primary key
are called primary-key positions. For all positive integers
n, k such that 1 ≤ k ≤ n, we assume denumerably many relation names with signature [n, k]. For example, the relation
name E from Fig. 1 has signature [4, 1] and is simple-key.
If R is a relation name with signature [n, k], then the expression R(s1 , . . . , sn ) is called an R-atom (or simply atom),
where each si is either a constant or a variable (1 ≤ i ≤ n).
y ) where the
Such an atom is commonly written as R(~
x, ~
primary key value ~
x = s1 , . . . , sk is underlined and ~
y =
sk+1 , . . . , sn . An R-fact (or simply fact) is an R-atom in
which no variable occurs. Two facts R1 (~a1 , ~b1 ), R2 (~a2 , ~b2 )
are key-equal , denoted R1 (~a1 , ~b1 ) ∼ R2 (~a2 , ~b2 ), if R1 = R2
and ~a1 = ~a2 . An R-atom or an R-fact is simple-key if R is
simple-key.
We will use letters F, G, H for atoms. For an atom F =
R(~
x, ~
y ), we denote by key(F ) the set of variables that occur
in ~
x, and by vars(F ) the set of variables that occur in F ,
that is, key(F ) = vars(~
x) and vars(F ) = vars(~
x) ∪ vars(~
y ).
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R(x, y)

Uncertain databases, blocks, and repairs. An uncertain database is a finite set db of facts using only the relation
names of a fixed database schema. We refer to databases as
“uncertain databases” to emphasize that such databases can
violate primary key constraints.
A block of db is a maximal set of key-equal facts of db.
The term R-block refers to a block of R-facts, i.e., facts with
relation name R. An uncertain database db is consistent if
no two distinct facts are key-equal (i.e., if every block of db
is a singleton). A repair of db is a maximal (with respect
to set inclusion) consistent subset of db.
Boolean conjunctive queries. A Boolean query is a
mapping q that associates true or false to each uncertain
database, such that q is closed under isomorphism [15]. We
write db |= q to denote that q associates true to db, in
which case db is said to satisfy q. A Boolean first-order
query is a Boolean query that can be defined in first-order
logic (with equality and constants, but without other built-in
predicates). A Boolean conjunctive query is a finite set q =
y1 ), . . . , Rn (~
xn , ~
yn )} of atoms. We denote by vars(q)
{R1 (~x1 , ~
the set of variables that occur in q. The set q represents the
first-order sentence

y1 ) ∧ · · · ∧ Rn (~
xn , ~
yn ) ,
∃u1 · · · ∃uk R1 (~
x1 , ~

where {u1 , . . . , uk } = vars(q). This query q is satisfied by
uncertain database db if there exists a valuation θ over
vars(q) such that for each i ∈ {1, . . . , n}, Ri (~a, ~b) ∈ db with
~a = θ(~
xi ) and ~b = θ(~
yi ).
We say that a Boolean conjunctive query q has a self-join
if some relation name occurs more than once in q. If q has
no self-join, then it is called self-join-free. If q is a Boolean
conjunctive query, ~
x = hx1 , . . . , x` i is a sequence of distinct
variables that occur in q, and ~a = ha1 , . . . , a` i is a sequence
of constants, then q[~x7→~a] denotes the query obtained from q
by replacing all occurrences of xi with ai , for all 1 ≤ i ≤ `.
We write BCQ for the class of Boolean conjunctive queries,
and sjfBCQ for the class of self-join-free Boolean conjunctive
queries. If q is a sjfBCQ query with an R-atom, then, by an
abuse of notation, we write R to mean the R-atom of q.
Consistent query answering. For every Boolean query
q, the decision problem CERTAINTY(q) takes as input an
uncertain database db, and asks whether q is satisfied by
every repair of db.
Problem:
Input:
Question:

CERTAINTY(q)
uncertain database db
Does every repair of db satisfy q?

Notice that the Boolean query q is not part of the input.
Hence, every Boolean query q gives rise to a new problem.
Since the input to CERTAINTY(q) is an uncertain database,
we consider the data complexity of the problem. The extension to non-Boolean queries will be discussed in Section 3.

3. ATTACK GRAPHS
The construct of attack graph is the main tool for solving
the complexity classification task of CERTAINTY(q). Attack
graphs were first introduced in [20] for studying first-order
expressibility of CERTAINTY(q) for acyclic (in the sense
of [2]) self-join-free conjunctive queries q.
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S(y, z)

T (z, x)
U (x, u)

V (x, u, v)
Figure 2: Attack graph of the query in Example 1.
Let q ∈ sjfBCQ. We define K(q) as the following set of
functional dependencies:
K(q) := {key(F ) → vars(F ) | F ∈ q}.

For every atom F ∈ q, we define F +,q as the following set
of variables:
F +,q := {x ∈ vars(q) | K(q \ {F }) |= key(F ) → x}.
The attack graph of q is a directed graph whose vertices
are the atoms of q. There is a directed edge from F to G
(F 6= G) if there exists a sequence
z1

z2

zn

F0 a F1 a F2 . . . a Fn

(1)

where
• F0 , . . . , Fn are atoms of q;
• F0 = F and Fn = G; and
• for all i ∈ {1, . . . , n}, zi ∈ vars(Fi−1 ) ∩ vars(Fi ) and
zi 6∈ F +,q .
A directed edge from F to G in the attack graph of q is
q
also called an attack from F to G, denoted by F
G. The
q
sequence (1) is called a witness for the attack F
G.
q
If F
G, then we also say that F attacks G (or that G
is attacked by F ). An attack from F to G is called weak if
K(q) |= key(F ) → key(G); otherwise it is strong. A directed
cycle in the attack graph of q is called weak if all attacks in
the cycle are weak; otherwise the cycle is called strong.
Example 1. Let q = {R(x, y), S(y, z), T (z, x), U (x, u),

V (x, u, v)}. We have R+,q = {x, u, v}. A witness for R
y

q

T

z

is R a S a T . The complete attack graph is shown in Fig. 2.
All attacks are weak.
The above definition of an attack graph is purely syntactic. Semantically, an attack from an R-atom to an S-atom
means that there exists an uncertain database db such that
every repair of db satisfies q, and such that two key-equal
R-facts join exclusively with two S-facts that are not keyequal. For the query of Example 1, such a database could
be db = {R(1, a), R(1, b), S(a, α), S(b, β), . . . }, in which
the two R-facts are key-equal, R(1, a) joins exclusively with
S(a, α), and R(1, b) joins exclusively with S(b, β), and the
two S-facts are not key-equal. Therefore, the attack graph
of Fig. 2 contains a directed edge from the R-atom to the
S-atom.
Equipped with the notion of attack graph, we can now
present our result for the complexity classification task of
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CERTAINTY(q). FO is the descriptive complexity class of
decision problems expressible in first-order logic.
Theorem 1. For every q ∈ sjfBCQ,
1. if the attack graph of q is acyclic, then CERTAINTY(q)
is in FO;
2. if the attack graph of q is cyclic but contains no strong
cycle, then CERTAINTY(q) is in P and is L-hard; and
3. if the attack graph of q contains a strong cycle, then
CERTAINTY(q) is coNP-complete.
Furthermore, it can be decided in polynomial time in the size
of q which of the above three cases applies.
Before giving some examples, we explain how to deal with
non-Boolean queries, which are common in practice. If q ∈
sjfBCQ and ~x is a sequence of distinct variables of vars(q),
then the rule ~
x ← q denotes the conjunctive query that is
obtained from q by letting the variables of ~x be free variables.
Given an uncertain database db, the certain answer to this
rule is the set of tuples ~a (of the same length as ~
x), such
that q[~x7→~a] is satisfied by every repair of db.
The attack graph of ~
x ← q is the attack graph of q[~x7→~c] for
some sequence ~c of constants (of the same length as ~
x). The
results that follow are independent of the choice of ~c. This
is tantamount to saying that free variables can be treated
like constants.
It is easy to show that Theorem 1 extends to rules ~
x ← q,
where q is always assumed to be self-join-free:
1. if the attack graph is acyclic, then there exists a firstorder query that computes the certain answer;
2. if the attack graph is cyclic but contains no strong
cycle, then there exists a polynomial-time algorithm
(but no first-order query) that computes the certain
answer; and
3. if the attack graph constains a strong cycle, then, unless P = NP, there exists no polynomial-time algorithm that computes the certain answer.
The query “Get names for departments which are selfmanaged (i.e., are managed by one of their own employees),”
introduced in Section 1, is expressed by the following rule:
q1 : d ← E(m, n, c1 , d), D(d, b, c2 , m).
Treating the free variable d as a constant, we obtain
E(m, n, c1 , d)+,q1 = {m, b, c2 } and D(d, b, c2 , m)+,q1 = {}.
The only attack is from the D-atom to the E-atom. Since
the attack graph is acyclic, the certain answer to this query
can be computed in SQL.
Next, consider the query “Get names for employees who
manage the department for which they work.”
q2 : n ← E(m, n, c1 , d), D(d, b, c2 , m).

We have E(m, n, c1 , d)+,q2 = {m} and D(d, b, c2 , m)+,q2 =
{d}. The E-atom attacks the D-atom because of the shared
variable d, and the D-atom attacks the E-atom because of the
shared variable m. The attack graph is cyclic, but contains
no strong cycle. Therefore, the certain answer to this query
can be computed in polynomial time, but not in first-order
logic or SQL.
Finally, consider the query “Get names for employees who
work in the city of their birth.”
q3 : n ← E(e, n, c, d), D(d, b, c, m).
+,q3

+,q3

We have E(e, n, c, d)
= {e} and D(d, b, c, m)
= {d}.
Both atoms attack each other because of the shared variable
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c. Moreover, the attack from the D-atom to the E-atom
is strong. Since the attack graph contains a strong cycle,
there exists no polynomial-time algorithm for computing the
certain answer to this query (unless P = NP).
Before providing more insights into the proof of Theorem 1, one more definition is needed. So far we have defined
an attack from an atom to another atom. The following
definition introduces attacks from an atom to a variable.
Definition 1. Let q ∈ sjfBCQ. Let R be a relation name
with signature [1, 1] such that R does not occur in q. For
F ∈ q and z ∈ vars(q), we say that F attacks z, denoted
q

F

z, if F

q0

R(z) where q 0 = q ∪ {R(z)}.
z1

zn

Example 2. Clearly, if F0 a F1 . . . a Fn is a witness for
q
q
F0
Fn , then F0
zi for every i ∈ {1, . . . , n}. Notice also
that if q = {R(x, y)}, then the attack graph of q contains no
q
edge, yet R
y.

4.

FIRST-ORDER EXPRESSIBILITY

In this section, we elaborate on the first item in the statement of Theorem 1, as well as the L-hard lower complexity
bound stated in the second item. Taken together, this leads
to the following characterization of first-order expressibility
of CERTAINTY(q).
Theorem 2. For every q ∈ sjfBCQ, CERTAINTY(q) is in
FO if and only if the attack graph of q is acyclic.
To prove the only-if direction, the first step is to show
that for q0 = {R0 (x, y), S0 (y, x)}, CERTAINTY(q0 ) is Lhard. The query q0 is in some sense the “simplest” query
for which consistent query answering is L-hard (an earlier
result in [21] showed the weaker result that CERTAINTY(q0 )
is not in FO). Then, it is shown that for every q ∈ sjfBCQ,
if the attack graph of q is cyclic, there exists a first-order
reduction from CERTAINTY(q0 ) to CERTAINTY(q), which
implies that CERTAINTY(q) is L-hard (and thus not in FO).
For the if-direction, assume that q ∈ sjfBCQ such that
y1 ),
the attack graph of q is acyclic. Assume q = {R1 (~x1 , ~
. . . , Rn (~
xn , ~
yn )}, where the atoms are listed in a topological
ordering of the attack graph. Then, it can be shown that
CERTAINTY(q) is solved by Algorithm 1, in which ∼ denotes
“is key-equal to.”
Input : Uncertain database db
Output: Does every repair of db satisfy q?
if ∃s1 ∈ R1 ∀r1 ∈ R1 s.t. r1 ∼ s1 :
∃s2 ∈ R2 ∀r2 ∈ R2 s.t. r2 ∼ s2 :
..
.
∃sn ∈ Rn

∀rn ∈ Rn s.t. rn ∼ sn :

the tuples r1 , r2 , . . . , rn together satisfy q
then
return “yes”
else
return “no”
Algorithm 1: Algorithm for CERTAINTY(q) for an
sjfBCQ query q whose (acyclic) attack graph has topological ordering R1 , R2 , . . . , Rn .

SIGMOD Record, March 2016 (Vol. 45, No. 1)

In the if -condition of Algorithm 1, every existential quantifier ∃si selects an Ri -block, and the subsequent universal quantifier ∀ri lets ri range over all facts of that block.
At the end, all facts ri together must satisfy the query.
It is easy to encode Algorithm 1 in first-order logic (or in
SQL). This implies that if the attack graph of q ∈ sjfBCQ is
acyclic, we can effectively construct a first-order definition
of CERTAINTY(q). Such a first-order definition is commonly
called a consistent first-order rewriting for q.

5. POLYNOMIAL-TIME TRACTABILITY
In this section, we outline a polynomial-time algorithm for
CERTAINTY(q) in case that the attack graph of q contains
no strong cycles (stated in the second item of Theorem 1).
We refer the reader to [13, 14] for the proof of the coNPhard lower bound in case that the attack graph contains a
strong cycle.
Theorem 3. For every q ∈ sjfBCQ, if the attack graph of
q contains no strong cycle, then CERTAINTY(q) is in P.
Theorem 3 is proved roughly as follows by syntactic induction. Let q ∈ sjfBCQ such that the attack graph of q contains
no strong cycle. If the attack graph of q contains an R1 -atom
without incoming attacks, then this atom can be processed
like the R1 -atom in the first line of Algorithm 1. The more
difficult case is if all atoms have incoming attacks in the attack graph of q. In this case, CERTAINTY(q) can be reduced
in polynomial time to some problem CERTAINTY(q 0 ) which
is in polynomial time by induction hypothesis. The query
q 0 is obtained from q by a technique called “dissolution of
Markov cycles.”
The proof of Theorem 3 is technically involved, and thus
we will only sketch the main ideas. The first important
idea is an extension of the data model that allows some
syntactic simplifications, which we explain in Section 5.1.
The central idea is the notion of Markov cycle, which we
present in Section 5.2. The dissolution of Markov cycles is
illustrated in Section 5.3.

5.1

Relations Known to Be Consistent

We extend the data model by distinguishing between two
kinds of relation names: those that can be inconsistent, and
those that cannot.
Every relation name has a unique and fixed mode, which
is an element in {i, c}. It will come in handy to think of i
and c as inconsistent and consistent respectively. We often
write Rc to denote that R is a relation name with mode c. If
q ∈ sjfBCQ, then [[q]] denotes the subset of q containing each
atom whose relation name has mode c. The inconsistency
count of q, denoted incnt(q), is the number of relation names
with mode i in q. Modes carry over to atoms and facts: the
y ) or a fact R(~a, ~b) is the mode of
mode of an atom R(~x, ~
R. The intended semantics is that if a relation name R has
mode c, then the set of R-facts of an uncertain database will
always be consistent.
The problem CERTAINTY(q) now takes as input an uncertain database db such that for every relation name R in
q, if R has mode c, then the set of R-facts of db is consistent. The problem is, as before, to determine whether every
repair of db satisfies q.
All constructs and results shown in previous sections assumed that all relation names had mode i. However, having

SIGMOD Record, March 2016 (Vol. 45, No. 1)

relation names with mode c is convenient but not fundamental, since we can simulate relation names with mode c
by using relation names with mode i. Indeed, consider any
y ) be an atom in q. Construct a
q ∈ sjfBCQ and let Rc (~
x, ~
y )})∪{R1 (~
x, ~
y ), R2 (~
x, ~
y )}, where
new query q 0 = (q \ {Rc (~
x, ~
R1 , R2 are two new relation names with mode i and the same
signature as R. Then CERTAINTY(q) and CERTAINTY(q 0 )
are equivalent under first-order reductions.
If relation names with mode c are allowed for syntactic
convenience, the definition of F +,q needs slight change:
F +,q := {x ∈ vars(q) | K((q \ F ) ∪ [[q]]) |= key(F ) → x}.
Modulo this redefinition, the notion of attack graph remains
unchanged.
Our polynomial-time algorithm relies on the notion of saturated query, defined next, which we admit to be technical
and not intuitive. Lemma 1 states that CERTAINTY(q) can
be polynomially reduced to CERTAINTY(q 0 ), where q 0 is saturated and syntactically simplified.
Definition 2. A query q ∈ sjfBCQ is said to be saturated
if whenever x, z ∈ vars(q) such that K(q) |= x → z and
K([[q]]) 6|= x → z, then there exists an atom F ∈ q with
q
q
K(q) |= x → key(F ) such that F
x or F
z.
Lemma 1. For each q ∈ sjfBCQ, there exists a polynomialtime many-one reduction from the problem CERTAINTY(q)
to CERTAINTY(q 0 ) for some q 0 ∈ sjfBCQ with the following
properties:
• incnt(q 0 ) ≤ incnt(q);
• no atom in q 0 has two occurrences of the same variable;
• constants occur in q 0 exclusively at the primary-key position of simple-key atoms;
• every atom with mode i in q 0 is simple-key;
• q 0 is saturated; and
• if the the attack graph of q contains no strong cycle,
then the attack graph of q 0 contains no strong cycle
either.

5.2 Dissolving Markov Cycles
Our polynomial-time algorithm relies on a new tool called
Markov graph, which is defined next.
Definition 3. Let q ∈ sjfBCQ such that every atom with
mode i in q is simple-key. For every x ∈ vars(q), we define
Cq (x) := {F ∈ q | F has mode i and key(F ) = {x}}.
The Markov graph of q is a directed graph whose vertex
set is vars(q). There is a directed edge from x to y, denoted
M
x −→
y, if x 6= y and K(Cq (x) ∪ [[q]]) |= x → y.
The use of the term Markov refers to the intuition that
along a path in the Markov graph, each variable functionally
determines the next variable on the path, independently of
preceding variables. A Markov cycle refers to a (directed)
cycle in the Markov graph.
Definition 4. A Markov cycle C is said to be premier if
there exists a variable x ∈ vars(q) such that
• {x} = key(F0 ) for some atom F0 with mode i that
belongs to an initial strong component of the attack
graph of q; and
• for some y in C, K(q) |= y → x and the Markov graph
of q contains a directed path from x to y.
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S(y, x)

R(x, y, v)

x
V1c (v, w)

W (w, v)

w

v

y

V2c (w, y)

Figure 3: Attack graph (left) and Markov graph (right) of query {R(x, y, v), S(y, x), V1c (v, w), W (w, v) V2c (w, y)}.
Example 3. Let q = {R(x, y, v), S(y, x), V1c (v, w), W (w, v)
V2c (w, y)}. All atoms in q are simple-key. Then, [[q]] =
{V1c (v, w), V2c (w, y)}.
We have Cq (x) = {R(x, v, y)}. Since K(Cq (x) ∪ [[q]]) |=
x → {y, v, w}, the Markov graph of q contains directed edges
from x to each of y, v, and w.
We have Cq (v) = ∅. Since K(Cq (v) ∪ [[q]]) |= v → {y, w},
the Markov graph of q contains directed edges from v to
both y and w. The complete Markov graph of q is shown in
Fig. 3 (right).
The attack graph of q is shown in Fig. 3 (left). The two
atoms R(x, y, v) and S(y, x) together constitute an initial
strong component of the attack graph. It is then straightforward that each Markov cycle containing x or y must be
premier. Further, the Markov cycle hv, w, vi is also premier,
because K(q) |= v → x and the Markov graph contains a
directed path from x to v.

Hence, dissolve(C, q) = {V1c (v, w), V2c (w, y), T (u, x, w, y, v),
U1c (x, u), U2c (w, u), U3c (y, u)}.
Lemma 2. Let q ∈ sjfBCQ such that every atom with
mode i in q is simple-key. Let C be an elementary directed
cycle in the Markov graph of q, and let q ∗ = dissolve(C, q).
Then, there exists a polynomial-time many-one reduction
from CERTAINTY(q) to CERTAINTY(q ∗ ).
We will illustrate the reduction of Lemma 2 in Section 5.3.
In order to show that dissolving Markov cycles leads to a
polynomial-time algorithm, two more results are needed:
• We need to show that the “dissolution” of Markov cycles can be done while keeping the attack graph free of
strong cycles (Lemma 3). Surprisingly, this turns out
to be true only for Markov cycles that are premier.
• We need to show the existence of premier Markov cycles that can be “dissolved” (Lemma 4).

Let q be like in Definition 3 and assume that the Markov
graph of q contains an elementary directed cycle C. Our key
result (Lemma 2) states that CERTAINTY(q) can be reduced
in polynomial time to CERTAINTY(q ∗ ), where q ∗ is obtained
from q by “dissolving” the Markov cycle C, a notion that is
defined next.

Lemma 3. Let q ∈ sjfBCQ such that every atom with
mode i in q is simple-key. Let C be an elementary directed
cycle in the Markov graph of q such that C is premier, and
let q ∗ = dissolve(C, q). If the attack graph of q contains no
strong cycle, then the attack graph of q ∗ contains no strong
cycle either.

Definition 5. Let q ∈ sjfBCQ such that every atom with
mode i in q is simple-key. Let C be an elementary directed
cycle of length k ≥ 2 in the Markov graph of q. Then,
dissolve(C, q) denotes the sjfBCQ query defined next. Let
S
x0 , . . . , xk−1 be the variables in C, and let q0 = k−1
i=0 Cq (xi ).
Let ~
y be a sequence of variables containing exactly once each
variable of vars(q0 ) \ {x0 , . . . , xk−1 }. Let

Lemma 4. Let q ∈ sjfBCQ such that
• for every atom F ∈ q, if F has mode i, then F is
simple-key and key(F ) 6= ∅;
• q is saturated;
• the attack graph of q contains no strong cycle; and
• the attack graph of q contains an initial strong component with two or more atoms.
Then, the Markov graph of q contains an elementary directed
cycle that is premier and for every y in C, Cq (y) 6= ∅.

y )} ∪ {Uic (xi , u)}k−1
q1 = {T (u, x0 , . . . , xk−1 , ~
i=0
where u is a fresh variable, T is a fresh relation name with
mode i, and U1 , . . . , Uk−1 are fresh relation names with mode
c. Then, we define
dissolve(C, q) := (q \ q0 ) ∪ q1 .
Notice that dissolve(C, q) is unique up to a renaming of the
variable u and the relation names in q1 .
Example 4. Let q be the query of Fig. 3. Let C be the cycle hx, w, y, xi in the Markov graph of q. Using the notation
of Definition 5, we have
q0
q1
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= {R(x, y, v), S(y, x), W (w, v)},

= {T (u, x, w, y, v), U1c (x, u), U2c (w, u), U3c (y, u)}.

The condition Cq (y) 6= ∅ , for every y in C, guarantees that
dissolve(C, q) will contain strictly less atoms of mode i than
q. This condition is needed in the proof of Theorem 3 which
runs by induction on the number of atoms with mode i.

5.3

The Reduction of Lemma 2

We will use an example to illustrate the main ideas behind
the reduction of Lemma 2. Let q ∈ sjfBCQ, and assume
that q includes q0 = {R(x, y), S(y, z), V (z, x)}. Then, the
Markov graph of q contains a cycle
M
M
M
x −→
y −→
z −→
x.

Let db be an uncertain database. Let db0 be the subset
of db containing all R-facts, S-facts, and V -facts of db.

SIGMOD Record, March 2016 (Vol. 45, No. 1)

Assume that the following three tables represent all facts of
db0 (for convenience, we use variables as attribute names,
and we blur the distinction between a relation name R and
a table representing a set of R-facts).
R

x
1

y
a

S

y
a
a

z
α
κ

V

z
α
κ

x
1
1

2
2

b
c

b
c

β
γ

β
γ

2
2

3
3
4
4

d
e
e
f

d
e
e
f

δ

δ
φ

δ

δ
φ

3
3
4
4

o
o

db01
db02







db03

As indicated, we can partition db0 into three subsets
db01 , db02 , and db03 whose active domains have, pairwise,
no constants in common. Consider each of these three subsets in turn.
1. db01 has two repairs, both satisfying q0 . For every
repair r of db, we have either r |= q0 [x,y,z7→1,a,α] or
r |= q0 [x,y,z7→1,a,κ] .
2. db02 has two repairs, both satisfying q0 . For every
repair r of db, we have either r |= q0 [x,y,z7→2,b,β] or
r |= q0 [x,y,z7→2,c,γ] .
3. db03 has 16 repairs, and for s := {R(3, d), S(d, δ),
V (δ, 4), R(4, e), S(e, ), V (, 3), S(f , φ), V (φ, 4)}, we
have that s is a repair of db03 that falsifies q0 . It can
be easily seen that every repair of db satisfies q if and
only if every repair of db \ db03 satisfies q. That is,
db03 can henceforth be ignored.
The following table T summarizes our findings. In the first
column (named with a fresh variable u), the values 01 and
02 refer to db01 and db02 respectively. The table includes
two blocks (separated by a dashed line for clarity). The
first block indicates that for every repair r of db, either
r |= q0 [x,y,z7→1,a,α] or r |= q0 [x,y,z7→1,a,κ] . Likewise for the
second block.
T

u x y
01 1 a
01 1 a
02 2 b
02 2 c

z
α
κ
β
γ

The table Ux shown below is the projection of T on attributes x and u. This table must be consistent, because
by construction, the active domains of db01 and db02 are
disjoint. Likewise for Uy and Uz .
Ux

x u
1 01
2 02

Uy

y u
a 01
b 02
c 02

Uz

z
α
κ
β
γ

u
01
01
02
02

Let db0 be the database that extends db with all the
facts shown in the tables T , Ux , Uy , and Uz . Let q ∗ =
(q \ q0 ) ∪ {T (u, x, y, z), Uxc (x, u), Uyc (y, u), Uzc (z, u)}. From
our construction, it follows that every repair of db satisfies
q if and only if every repair of db0 satisfies q ∗ .
Facts of db0 can be omitted from db0 , but that is not
important.
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6.

RELATED WORK

Theoretical developments. Consistent query answering (CQA) goes back to the seminal work by Arenas, Bertossi,
and Chomicki [1]. Fuxman and Miller [8] were the first
to focus on CQA under the restrictions that consistency is
only with respect to primary keys and that queries are selfjoin-free conjunctive queries. The term CERTAINTY(q) was
coined in [20]. A recent and comprehensive survey on the
problem CERTAINTY(q) is [23].
In the past decade, a variety of techniques have been used
in the complexity classification task of CERTAINTY(q) for
sjfBCQ queries q. In their pioneering work, Fuxman and
Miller [8] introduced the notion of join graph (not to be
confused with the classical notion of join tree). Later, Wijsen [20] introduced the notion of attack graph. Kolaitis and
Pema [10] applied Minty’s algorithm [18]. Koutris and Suciu [12] introduced the notion of query graph and the distinction between consistent and possibly inconsistent relations.
Little is known about CERTAINTY(q) beyond self-joinfree conjunctive queries. An interesting recent result by
Fontaine [6] goes as follows. Let UCQ be the class of Boolean
first-order queries that can be expressed as disjunctions of
Boolean conjunctive queries (possibly with constants and
self-joins). A daring conjecture is that for every UCQ query
q, CERTAINTY(q) is either in P or coNP-complete. Fontaine
showed that this conjecture implies Bulatov’s dichotomy
theorem for conservative CSP [4], the proof of which is highly
involved (the full paper contains 66 pages).
The counting variant of CERTAINTY(q), which has been
denoted ]CERTAINTY(q), asks to determine the exact number of repairs that satisfy some Boolean query q. In [16],
it was shown that for every sjfBCQ query q, the counting
problem ]CERTAINTY(q) is either in FP or ]P-complete.
For conjunctive queries q with self-joins, the complexity of
]CERTAINTY(q) has been established under the restriction
that all atoms are simple-key [17].
Implemented systems. In the past, the paradigm of
consistent query answering, and CERTAINTY(q) in particular, has been implemented in expressive formalisms, such
as Disjunctive Logic Programming [9] and Binary Integer
Programming (BIP) [11]. In these formalisms, it is relatively easy to express an exponential-time algorithm for
CERTAINTY(q). The drawback is that the efficiency of these
algorithms is likely to be far from optimal in case that the
certain answer is computable in polynomial-time or expressible in first-order logic. In the latter case, the consistent answer can be computed by a single SQL query using standard
database technology, including query optimization. In [3,
page 38], the author mentions that logic programs for CQA
cannot compete with first-order query rewriting mechanisms
when they exist. Likewise, in an experimental comparison
of EQUIP [11] and ConQuer [7], the authors of the former
system found that BIP never outperformed first-order query
rewriting.
The Hippo system [5] implements a polynomial-time algorithm for CQA with respect to denial constraints, for
quantifier-free first-order queries. Since primary keys are
denial constraints, this algorithm can be used in our setting
for computing certain answers to self-join-free conjunctive
queries in which all variables are free. Note, however, that
such queries have an empty (and hence acyclic) attack graph,
in which case our results imply that the consistent answer

21

can also be computed by a single SQL query.
In summary, the practical relevance of our results is that
they tell us when computationally expensive formalisms can
be avoided in the computation of consistent answers. Moreover, by looking at practical examples, we found that many
natural self-join-free conjunctive queries have acyclic attack
graphs, meaning that the certain answer can be computed
by a single SQL query. That is, the “easiest” case is by no
means exceptional. For example, as soon as a self-join-free
conjunctive query, expressed in SQL, on the example database of Fig. 1 satisfies one of the following conditions, then
its certain answer can be computed in SQL:
• the FROM clause contains only one table;
• the SELECT clause includes one or both primary keys
(i.e., E.EID or D.DNAME); or
• the WHERE clause joins E and D on either E.EID =
D.MGR or E.DNAME = D.DNAME (but not on both).
In other words, the join is a simple primary-to-foreign
key join.

7. CONCLUSION
This paper settles a long-standing open question in consistent query answering, by providing a solution to the complexity classification task of CERTAINTY(q) for sjfBCQ queries q. We show that it is decidable, given q, whether the
problem CERTAINTY(q) is in FO, in P \ FO, or coNPcomplete. Moreover, if the problem is in FO or in P, then we
can effectively construct a first-order query or a polynomialtime algorithm for solving it.
An exciting question is whether our results can be extended beyond self-join-free conjunctive queries, to conjunctive queries with self-joins and unions of conjunctive queries.
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Technical Perspective:
Broadening and Deepening Query Optimization Yet Still
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Query optimization is a fundamental problem in data management. Simply put, most database query languages are
declarative rather than imperative – that is, they specify
properties that the answer should satisfy, rather than give
an algorithm to compute the answer. The best known and
most widely used database query language, SQL, is a prime
example of a language for which optimization is essential.
By “essential” I mean that database optimization is not a
matter of shaving 10% or even a factor of 2X from a query’s
execution time. In database query evaluation, the difference between a good plan and a bad or even average plan
can be multiple orders of magnitude – so successful query
optimization makes the difference between a plan that runs
quickly and one that never finishes at all. Accordingly, since
the seminal papers in the 1970s, query optimization has received and continues to receive a great deal of attention from
both the industrial and research database communities.
Early work on optimization focused on a scenario in which
the query was fully specified, and the optimization goal was
query evaluation time. That is, the problem was this: what
is the fastest way to evaluate this query? While this problem was (and is!) challenging, it is not broad enough to
capture the optimization problem faced by modern systems.
As an important example, many times the query is not fully
specified in advance (as a simple example, it may contain
variables, or “parameters” that are only discovered at run
time). This generalization gives rise to parametric query
optimization, where the problem is as follows:
Given a partially specified query, find a set of
good evaluation plans, one of which will be chosen at run time when the parameter is instantiated.
Yet another necessary generalization has to do with the
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optimization goal. Sometimes execution time is not the only
criterion by which plans should be selected. As a prominent
and current example, if the query is being run in the cloud,
the system may of course want to find fast evaluation plans,
but may also desire inexpensive ones. That is, now we have
two objectives: running time and cost. This gives rise to
multi-objective query optimization, where the problem is as
follows:
Given a query and a set of objectives, find a set of
plans that are Pareto-optimal for these objectives
(a plan is “Pareto-optimal” if it is not dominated
in all objectives by other plans.)
Both parametric and multi-objective query optimization
have been studied in the past, but the following paper, by
Trummer and Koch, is a remarkable tour de force exploration of the combination of the two. Here, the problem
is roughly the following. Given a partially specified query,
and multiple objectives for the resulting plan, find a set of
Pareto-optimal plans that can be chosen at run time by filling in all parameters.
Since the original query optimization problem and its variants are already very difficult, one might despair that simultaneously treating two substantial extensions would yield
a hopelessly intractable problem. Thus the current paper
is surprising in its elegance and effectiveness. The paper
embeds the problem in an insightful and expressive formal
framework, and specifies a solution that combines aspects
of piecewise linear functions, dynamic programming with
pruning based upon Pareto polytope analyses, and linear
programming. A thorough set of experiments with an implementation of their algorithm completes the paper, and
indicates that all of this actually works.
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ABSTRACT
We propose a generalization of the classical database query
optimization problem: multi-objective parametric query optimization (MPQ). MPQ compares alternative processing
plans according to multiple execution cost metrics. It also
models missing pieces of information on which plan costs depend upon as parameters. Both features are crucial to model
query processing on modern data processing platforms.
MPQ generalizes previously proposed query optimization
variants such as multi-objective query optimization, parametric query optimization, and traditional query optimization. We show however that the MPQ problem has different
properties than prior variants and solving it requires novel
methods. We present an algorithm that solves the MPQ
problem and finds for a given query the set of all relevant
query plans. This set contains all plans that realize optimal
execution cost tradeoffs for any combination of parameter
values. Our algorithm is based on dynamic programming
and recursively constructs relevant query plans by combining relevant plans for query parts. We assume that all plan
execution cost functions are piecewise-linear in the parameters. We use linear programming to compare alternative
plans and to identify plans that are not relevant. We present
a complexity analysis of our algorithm and experimentally
evaluate its performance.

1. INTRODUCTION
Context. The goal of database query optimization is to
map a query (describing the data to generate) to the optimal
query plan (describing how to generate the data). Query
optimization is a classical optimization problem with first
work dating back to the seventies [14]. The original query
optimization problem model has been motivated by the capabilities of data processing systems at that time. However,
there have been fundamental advances in data processing
techniques and systems in the meantime. Hence the original problem model is not sufficiently expressive to capture
all relevant aspects of modern data processing systems. In
this paper, we propose an extension of the classical query optimization problem model and a corresponding optimization
algorithm.
Query optimization variants can be classified according
to how they model the execution cost of a single query
plan. Traditional query optimization [14] models the cost
The original version of this article was published in the
Proceedings of the VLDB Endowment, Volume 8. A video
recording of the associated conference talk can be found at
http://www.itrummer.org/Talks.html.
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of a query plan as scalar cost value c ∈ R. This implies
that query plans are compared according to one single cost
metric. It also implies that all information required to produce cost estimates is available to the query optimizer. The
goal in classical query optimization is to find a query plan
with minimal execution cost. Multi-objective query optimization [1, 7, 11, 16, 17] generalizes the classical model and
associates each query plan with a cost vector c ∈ Rn instead
of a scalar value. This allows to model scenarios where multiple execution cost metrics are of interest. If data processing
takes place in the Cloud then we are for instance interested
in execution time but also in monetary execution fees. Different components of the plan cost vector represent cost according to different cost metrics. The goal is to find the set
of Pareto-optimal query plans which are plans for which no
alternative plan offers better cost according to all metrics.
Parametric query optimization [3, 4, 6, 8, 10, 13] generalizes
the standard model in a different way. It associates each
query plan with a cost function c ∈ Rm → R, mapping from
a multi-dimensional parameter space to a one-dimensional
cost space. Parameters represent pieces of information that
are not yet available at optimization time but required to
estimate plan execution cost. Parametric query optimization allows for instance to optimize query classes that are
defined via query templates in which some predicates are
unspecified. One parameter could then represent the selectivity of one unspecified predicate. The goal in parametric
query optimization is typically to find a set of plans containing for each possible parameter value combination the plan
with minimal execution cost.
Problem. We propose multi-objective parametric query
optimization (MPQ), a query optimization variant that generalizes multi-objective query optimization, parametric query
optimization, and classical query optimization at the same
time. MPQ models the cost of a single query plan as a
cost function c ∈ Rm → Rn that maps a multi-dimensional
parameter space to a multi-dimensional cost space. MPQ
assumes that query plans are compared according to multiple cost metrics and that cost estimates depend on parameters whose values are unknown at optimization time.
The goal in MPQ is to find the set of Pareto-optimal plans
for each possible parameter value combination. This problem model is required wherever the application scenarios of
multi-objective query optimization intersect with the ones
of parametric query optimization. The following example
describes a scenario in which MPQ is necessary.
Example 1. Assume that we need to process the same
query in regular time intervals. Query processing takes place
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Figure 1: Multi-objective parametric query optimization pre-computes a set of relevant query plans.
The optimal plan is selected from that set according
to parameter values and user preferences.
in the Cloud and we would like to use Amazon EC2 Spot Instances. Here we care about two execution cost metrics which
is execution time and monetary execution fees. We can trade
between them by adapting type and number of the computational resources that we rent from Amazon. On the other
side, the processing cost of the query depends on parameters
that we cannot directly influence: the pricing of Amazon
Spot Instances. As we process the same query repeatedly, we
can determine the set of all potentially relevant query plans
in a pre-processing step. At run time, given concrete Spot
prices and execution cost bounds, we can efficiently select
the best query plan out of the pre-computed set. This avoids
expensive optimization at run time. The pre-processing step
requires however MPQ since multiple plan cost metrics and
parameters need to be considered.
There are many other scenarios in which multiple processing cost metrics are of interest. Techniques for approximate
query processing allow for instance to trade between execution time and result precision [1]. Different query plans can
realize different tradeoffs between energy consumption and
execution time for the same query [18]. If data is processed
by crowd workers then latency, execution fees, and result
precision are all relevant cost metrics [12]. If the queries we
want to process at run time correspond to query templates
that are known before run time then we can make query
optimization a pre-processing step. At pre-processing time,
plan cost estimates depend on parameters with unknown
values. Those parameters can represent query properties
which are not fully specified in the template or properties of
the query execution platform (e.g., the Spot Instance prices)
that will become known only at run time. MPQ is applicable in such scenarios and allows to avoid query optimization
at run time.
The result of MPQ is the set of all potentially relevant
query plans for a given query or query template. It contains all Pareto-optimal plans for each possible parameter
value combination. At run time, we can select the best
query plan out of that set based on the concrete parameter values and based on user preferences. Users can specify
their preferences in advance (e.g., by specifying cost bounds
and priorities between different cost metrics [1, 16]) such
that the optimal plan according to those preferences can be
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selected automatically. As an alternative, we can use the
pre-computed plan set to visualize all Pareto-optimal cost
tradeoffs for given parameter values. This allows users to
select the preferred cost tradeoff directly [17]. Figure 1 illustrates the context of MPQ.
So far we have introduced a very generic problem model
for MPQ. In order to make the problem tractable, we restrict
ourselves to a specific class of cost functions in this paper:
we consider piecewise-linear plan cost functions. Many approaches for parametric query optimization [6, 8] consider
only piecewise-linear plan cost functions as well since such
functions can approximate arbitrary functions [8]. The difference between our model and the one used in parametric query optimization is that we associate each plan with
multiple piecewise-linear cost functions representing cost according to different metrics.
Algorithm. We present an algorithm that solves MPQ
for piecewise-linear plan cost functions. Our algorithm is
based on dynamic programming. It recursively decomposes
the input query for which we need to determine the set of
relevant query plans into sub-queries. In a bottom-up approach, it recursively calculates sets of relevant plans for a
query out of optimal plan sets for its sub-queries: it combines plans that are relevant for the sub-queries to form new
plans that are potentially relevant for the decomposed query.
Dynamic programming is a classical approach for query optimization. The crucial difference between our algorithm
and prior algorithms is the implementation of the pruning
function, i.e. in how we compare alternative query plans and
prune out sub-optimal plans.
We conceptually associate each plan for a query or subquery with a region in the parameter space for which the
plan is Pareto-optimal. We call this region the Pareto region. The goal during pruning is to compare alternative
plans generating the same result in order to discard suboptimal plans. We compare plans pair-wise and determine
for each plan the parameter space region in which it is dominated by another plan, i.e. in which the other plan has comparable or better cost according to each plan cost metric.
Then we reduce the Pareto region of the first plan by the
region in which it is dominated. If the Pareto region of a
plan becomes empty then it is not Pareto-optimal for any
parameter value combination. Then we can safely discard
that plan.
All Pareto regions that could ever occur during the execution of that algorithm can be represented using the following formalism. We represent Pareto regions as a union of
convex polytopes in the parameter space from which other
convex polytopes have been subtracted. We prove that this
representation is closed under all operations that the algorithm needs to perform on Pareto regions. Note that this
region shape is a consequence of the class of cost functions
(piecewise-linear functions) that we consider.
The algorithm needs to perform several elementary operations on Pareto regions and cost functions. It must for
instance verify whether a Pareto region is empty or calculate a parameter space region in which one plan is preferable
to a second one. We show how all those operations can be
implemented based on the aforementioned representation of
Pareto regions. We implement those operations using linear
programming.
We will formally analyze the complexity of this algorithm
and present experimental results in the following sections.
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Outline. The remainder of this paper is organized as
follows. We define the MPQ problem and related concepts
more formally in Section 2. In Section 3, we describe our algorithm for MPQ with piecewise-linear plan cost functions.
In Section 4, we analyze the MPQ problem and the asymptotic complexity of our algorithm. We present experimental
results for an implementation of our algorithm in Section 5
and discuss related work in Section 6.

2.

FORMAL PROBLEM STATEMENT

We define the MPQ problem and related concepts more
formally than in the introduction. A query describes data
to generate. The description of our algorithm for solving
MPQ problems, given in the next section, focuses on simple SQL join queries. An SQL join query is defined by a
set of tables to join. A sub-query joins a subset of tables.
Standard methods exist by which a query optimization algorithm for this simple query language can be extended into
an algorithm supporting full SQL queries [14].
A query plan describes how to generate data. We say that
a query plan answers a query if it generates the data that
is described by the query. We assume in the following that
query plans consist of a sequence of scan operations and
binary join operations. For a query q, we denote by P (q)
the set of alternative plans that answer the query.
We compare query plans according to their execution cost.
The cost of a given plan depends on a set of real-valued parameters. The set of parameters is a property of the query.
All alternative plans in P (q) depend therefore on the same
parameters. A parameter value vector contains for each parameter a corresponding value. We do not know the parameter values at optimization time. The parameter space is
the set of all possible parameter value vectors. We assume
in the following that there are n parameters and denote by
X ⊆ Rn the n-dimensional parameter space. A parameter
space region is a subset of the parameter space.
We compare query plans according to multiple execution
cost metrics. A cost vector contains for each cost metric a non-negative cost value. We assume in the following that there are m execution cost metrics and denote by
C = Rm the space of cost vectors. We associate each query
plan p with a cost function cp : X → C that maps the
n-dimensional parameter space to the m-dimensional cost
space. We can compare the cost of query plans for specific
parameter values. Denote by x ∈ X a parameter value vector and by p1 and p2 two plans answering the same query.
We say that p1 dominates p2 for x, written p1 x p2 , if p1
has lower or equivalent cost than p2 according to each metric for parameter values x. In other words, p1 dominates
p2 if cp1 (x) contains for no component a higher value than
cp2 (x). Now we are ready to introduce the MPQ problem.
Definition 1. An MPQ problem is defined by a query q,
a parameter space X, and a cost space C. A solution is a
subset S ⊆ P (q) of query plans such that for each possible
plan p ∈ P (q) and for each possible parameter value vector
x ∈ X there is a solution plan s ∈ S such that s dominates
p for x, i.e. s x p.
We focus on a sub-class of MPQ problems that restricts
the class of cost functions. In order to define the class of cost
functions that we consider, we must first introduce convex
polytopes. A convex polytope is defined by a set of linear
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inequalities. The convex polytope is the set of points in
the parameter space that satisfy all its inequalities. We use
the terms convex polytope and polytope as synonyms. A
linear cost function is defined by a constant b and an ndimensional weight vector w ∈ Rn such that b + wT × x
is the associated cost value for each parameter vector x ∈
X. A scalar piecewise-linear cost function is a cost function
that allows to partition the parameter space into convex
polytopes such that the function is linear in each polytope.
A vector-valued piecewise-linear cost function consists of one
piecewise-linear cost function for each cost metric. We use
the terms vector-valued piecewise-linear cost function and
piecewise-linear cost function as synonyms. We restrict our
scope to MPQ with piecewise-linear cost functions.

3.

ALGORITHM

Our algorithm produces a set of relevant plans for a given
query. A plan is relevant if its execution cost is Paretooptimal for some parameter value combination.
Overview. Our algorithm splits the input query recursively into smaller and smaller parts until we obtain atomic
sub-queries. We start with atomic sub-queries and calculate
the set of relevant plans for each of them. After that, larger
sub-queries are treated. We treat sub-queries in an order
which makes sure that before treating a query, we have calculated relevant plan sets for each of its sub-queries. The
reason for restricting the order is that we want to calculate
the set of relevant plans for a query out of the sets of relevant
plans for its sub-queries. More precisely, we can guarantee
that each relevant plan for a query can be obtained by splitting the query into two sub-queries and combining a relevant
plan for the first sub-query with a relevant plan for the second sub-query, thereby generating a new query plan. Having
calculated the set of relevant plans for each sub-query, we
can therefore obtain a superset of relevant query plans by
iterating over all possible splits into sub-queries and over all
possible combinations of relevant sub-plans. In order to reduce the superset to the actual set of relevant query plans,
we must prune plans answering the same query. Pruning
them means to identify and to discard plans that are irrelevant. The input query is treated last. The set of relevant
plans for the input query is the desired algorithm output.
In summary, our algorithm can be written as follows:
• Iterate over all sub-queries s of the input query in ascending order of query size:
– If sub-query s is an atomic sub-query then consider all possible plans for s
– Otherwise, if s is not an atomic sub-query, then
iterate over all possibilities to decompose s into
two sub-queries s1 and s2 :
∗ For each split into two sub-queries s1 and s2 ,
consider all plans that are combinations of a
relevant plan for s1 and a relevant plan for s2
– Prune all considered plans to obtain the set of
relevant plans for s
As many query optimization algorithms [8, 14, 16], our algorithm is based on dynamic programming. We can use dynamic programming since the principle of optimality holds
for query optimization [14]. Formulated in general terms,
the principle of optimality designates the problem property
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Figure 2: We subtract the area in which a plan is
dominated from its Pareto region.

that optimal solutions can be obtained by combining optimal solutions to sub-problems. In the context of query optimization, the principle of optimality means more specifically
that optimal query plans can be obtained by combining optimal plans for sub-queries. The principle of optimality has
been shown to hold for all common execution cost metrics
in multi-objective query optimization [16]. This means that
a Pareto-optimal query plan can be combined from Paretooptimal plans for sub-queries. A relevant plan is Paretooptimal for some points in the parameter space. It is therefore intuitive that a relevant query plan can be combined
from relevant plans for the sub-queries (we omit the formal
proof). In other words, the principle of optimality holds for
MPQ as well. It is the fundament of our MPQ algorithm.
Pruning. Many query optimization algorithms for classical query optimization [14], multi-objective query optimization [16], or parametric query optimization [8] are based on
dynamic programming. The primary difference between all
those algorithms is the realization of the pruning function.
As we treat a novel problem variant, we must design a novel
pruning function. In the following, we describe how our algorithm prunes query plans, i.e. how it compares plans for
the same query and identifies irrelevant plans.
Our pruning function is based on the key concept of the
Pareto region. Each query plan is associated with a Pareto
region. This is a parameter space region in which it realizes Pareto-optimal cost tradeoffs. A plan is irrelevant if its
Pareto region is empty. The goal of the pruning function
is to compare a set of plans answering the same query in
order to calculate their Pareto regions. The pruning function works as follows. At pruning start, we assume by default that each plan is Pareto-optimal in the entire parameter space. This means that we assign the entire parameter
space as Pareto region to each query plan. During pruning, we compare all query plans answering the same query
pair-wise in order to calculate their true Pareto regions. If
we compare two plans p1 and p2 and we find that plan p1
has better cost than or equivalent cost to p2 according to
all cost metrics for the parameter space region X then we
reduce the Pareto region of p2 by subtracting X. Pareto regions can only shrink during a pruning operation. Once the
region of one plan becomes empty, it is irrelevant and can
be safely discarded. We discard plans as soon as possible in
order to avoid unnecessary comparisons.
More precisely, the pruning function iterates over all plan
pairs and executes for each pair the following steps. First, it
identifies the region in which one plan dominates the other
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plan. Second, it updates the Pareto region of the dominated plan by subtracting the region in which it is dominated. Third, it checks whether the Pareto region of the
dominated plan becomes empty after the update. In that
case, the plan is discarded and does not participate in further comparisons. Figure 2 illustrates how the Pareto region
of a plan is reduced after comparing it to another plan. The
example refers to a scenario where two parameters and two
cost metrics are considered (execution time and fees).
Note that two plans can mutually dominate each other in
different parameter space regions. Having determined that
a first plan dominates a second plan for some parameter
space region, we must therefore still verify if the second plan
dominates the first plan as well.
Data Structures. We describe the data structures by
which we represent plan cost functions and Pareto regions.
Our plan cost model is based on piecewise-linear functions.
A piecewise-linear function is linear in parameter space regions that form convex polytopes. A linear function can be
represented by a constant and by weights capturing the slope
of the function for each parameter. Hence a piecewise-linear
function can be represented by a set of convex polytopes
where each convex polytope is associated with a constant
and weights. We consider multiple plan cost metrics. Each
query plan is therefore associated with one piecewise-linear
cost function per plan cost metric.
We consider the class of piecewise-linear cost functions to
represent plan cost. We decided to use that class of functions
since it allows to approximate arbitrary functions up to an
arbitrary degree of precision (using more pieces increases
precision). In contrast to that, we cannot freely decide which
class of shapes we consider for representing Pareto regions.
The algorithm must be able to represent each shape that
could potentially occur during pruning. Our decision to use
piecewise-linear cost functions implies the class of shapes
that we need to consider as Pareto regions.
We describe our representation of Pareto regions. We motivate this representation in an informal way. It is however
relatively easy to prove that the proposed representation
covers all possible cases.
We start by considering the special case of linear cost functions. Parametric query optimization is a special case of
MPQ. It has been shown in the domain of parametric query
optimization that the parameter space region in which one
plan is better than another plan according to one cost metric is a convex polytope if both plans have linear cost functions [6]. In a setting with multiple cost metrics, a plan is
strictly better than another plan if it is better according to
each cost metric. The region in which a plan is better than
another one is therefore an intersection of multiple convex
polytopes. An intersection of convex polytopes is a convex
polytope again. The region in which all other plans are better than a given plan is hence a union of convex polytopes.
Now let us generalize that reasoning from linear cost functions to piecewise-linear cost functions. The generalization is
straight-forward. Given two piecewise-linear cost functions,
we can always partition the parameter space into convex
polytopes such that both cost functions are linear in each
polytope. Thereby we reduce the case of piecewise-linear
cost functions to the case of linear cost functions. In summary, we can represent the Pareto region of a plan as a union
of convex polytopes from which we subtract another union
of convex polytopes.

27

A

B

Parameter 1

2
1
Parameter 1

Intersection
Parameter 2

C

Partitioning 2
Parameter 2

Parameter 2

Partitioning 1

A2

C2

A1

B1

Parameter 1

Partition Boundaries
Figure 3: To compare two piecewise-linear cost functions, we intersect the parameter space partitions in
which each function is linear. We compare the functions separately in each of the resulting partitions.

Elementary Operations. Having described the data
structures used to represent cost functions and Pareto regions, we outline now how to implement elementary operations on those data structures. We require the following
elementary operations to realize the pruning function as described before. First, given the cost functions of two plans,
we must determine the parameter space region in which one
plan dominates the other one. Second, given a Pareto region of a plan and a region in which it is dominated, we
must reduce the Pareto region by that region. Third, given
a Pareto region, we must determine whether it is empty.
Convex polytopes are described by a set of linear inequalities and we consider linear cost functions. All elementary
operations that we describe in the following can hence be
realized by solving systems of linear inequalities. Executing
the elementary operations therefore requires a linear solver.
We describe how to determine the parameter space region
in which one plan dominates another one. Assume first that
we have only one cost metric and that cost functions are linear. Then we can directly use the linear solver to determine
the parameter space region in which one function has lower
values than the other one. Now we generalize from linear
cost functions to piecewise-linear functions. Each piecewiselinear function partitions the parameter space into convex
polytopes in which the function is linear. If we compare
two piecewise-linear functions then we can partition the parameter space such that both functions are linear in each
partition. More precisely, we obtain the aforementioned partitioning by intersecting the partitions associated with the
first cost function with the partitions associated with the
second function. Figure 3 illustrates how we intersect two
parameter space partitionings in a two-dimensional parameter space. Having this partitioning, we apply the method
for linear cost functions separately in each partition. If we
have the sub-region in which a first plan dominates a second one for each parameter space region then the union of
those sub-regions is the total area in which the first plan
dominates. If we have multiple cost metrics instead of only
one, then we can apply the method described before for each
cost metric separately. If we have for each cost metric the
parameter space region in which the first plan dominates
the second one then the intersection of those areas (over all
cost metrics) yields the area in which the first plan is better
according to all cost metrics.
Given the area in which a plan is dominated, we must subtract it from that plan’s Pareto region. The implementation
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of this operation is straight-forward: as discussed before, we
represent Pareto regions as a union of convex polytopes from
which other convex polytopes have been subtracted. The region in which one plan dominates another one must consist
of convex polytopes. In order to subtract such a region from
the Pareto region, we simply add the corresponding polytopes to the list of subtracted polytopes.
We must determine whether a given Pareto region is empty.
A Pareto region is a set of polytopes from which other polytopes have been subtracted. We consider first the special
case of one polytope P + from which another set of polytopes
{Pi− } have been subtracted. We want to verify whether
the given polytope becomes empty after the subtractions.
We can verify that as follows. Assume that all subtracted
polytopes Pi− are contained within P + . Then the region
remaining after subtraction becomes empty if and only if
∪i Pi− = P + . We can use the algorithm by Bemporad [2]
to check the latter condition. The algorithm by Bemporad
verifies whether the union of a given set of convex polytopes forms a convex polytope again. If this is the case
then the algorithm constructs that polytope. The condition
∪i Pi− = P + can only be verified if ∪i Pi− forms a convex
polytope. In that case, the algorithm by Bemporad constructs the polytope P − = ∪i Pi− and a linear solver can
verify whether P − and P + are equivalent.

4.

ANALYSIS

We analyze the formal properties of the freshly introduced
MPQ problem in this section. We also analyze the complexity of the algorithm described in the last section.
Problem Analysis. MPQ generalizes parametric query
optimization since it allows to consider multiple plan cost
metrics instead of only one. We compare the formal properties of MPQ to the properties of parametric query optimization in the following.
The parametric query optimization problem with linear
cost functions has the following property: if the same query
plan is optimal at all vertices of a convex polytope in the
parameter space then that plan must be optimal inside the
polytope as well [6]. This property is commonly known as
one of the “guiding principle of parametric query optimization” [5]. Many algorithms for parametric query optimization exploit this property as follows [6, 9]: they recursively
decompose the parameter space into convex polytopes and
calculate optimal query plans at the vertices. Due to the
guiding principle, the decomposition of the parameter space
can be stopped once the same plan is optimal at all vertices of a polytope. Such algorithms transform the parametric query optimization problem into a series of traditional query optimization problems (calculating the optimal
plan at a polytope vertex is a traditional query optimization
problem). This has the advantage that traditional query optimizers can be used for parametric query optimization with
minimal changes. It is therefore interesting to verify whether
an analogue property holds for MPQ.
Unfortunately this is not the case as we show next. The
following property for MPQ would be analogue to the guiding principle of parametric query optimization: if the same
set of plans is Pareto-optimal at all vertices of a polytope in
the parameter space then that set of plans must be Paretooptimal inside the polytope as well. Figure 4 illustrates a
counter example showing that this property does not hold.
The figure refers to a scenario in which two cost metrics,
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Figure 4: The guiding principle of parametric query
optimization does not hold for multi-objective parametric query optimization.

namely execution time and execution fees, are of interest.
Cost functions depend on a single parameter, called “Parameter 1” in the figure, that could refer to unspecified
predicates in the input query template. We see the cost
functions of three plans. For parameter value 0, plan 1 is
Pareto-optimal since it has lowest execution fees. Plan 3
is Pareto-optimal since it has lower execution time than all
other plans. Plan 2 is however dominated by plan 1 since
plan 1 has equivalent execution time and lower execution
cost. This means that plan 2 is not Pareto-optimal for parameter value 0. For parameter value 2, the situation is
similar and plans 1 and 3 are Pareto-optimal while plan 2
is not. For parameter values between 0.5 and 1.5, plan 2 is
however Pareto-optimal. Even though the same set of plans
is Pareto-optimal at the borders of the parameter value interval [0, 2], additional plans can be Pareto-optimal for values at the interior of that interval. All plan cost functions
are linear in the example and an interval is a special case
of a convex polytope. The example is minimal for MPQ:
having less than two cost metrics would lead to parametric
query optimization. Having less than one parameter would
lead to multi-objective query optimization. Hence we can
conclude from this example that the guiding principles do
not apply for MPQ in general.
Algorithm Analysis. The space and time complexity of
dynamic programming based query optimization algorithms
depends on the number of plans stored per sub-query. In
traditional query optimization, plans are compared according to one cost metric and cost functions do not depend on
parameters. If we assume that alternative query plans are
compared based on their cost values alone then exactly one
plan, a plan with minimal cost, remains after pruning an arbitrary set of plans. In parametric query optimization, plans
are compared according to one cost metric but cost functions
depend on parameters. This means that different plans can
be optimal for different parameter values. In multi-objective
query optimization, we compare plans according to different
cost metrics. Hence multiple plans can be Pareto-optimal
for each sub-query. As a result, we generally need to store
multiple plans per sub-query in parametric and in multiobjective query optimization. The number of plans to store
depends on many factors. Research in parametric query optimization has focused on analyzing how the number of plans
per sub-query depends on the number of parameters. Research in multi-objective query optimization has focused on
the dependency between the number of plans and the number of cost metrics. Such analysis is necessarily based on
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simplifying assumptions. Traditionally, the weights that define the cost functions of different query plans are assumed
to follow independent random distributions [7, 6]. Based on
that assumption, the number of remaining plans after pruning can be considered a random variable as well and we can
calculate its expected value. This reasoning led for instance
to an asymptotic upper bound of 2m , where m designates
the number of cost metrics, on the expected number of plans
per sub-query in multi-objective query optimization [7].
We perform a similar analysis to determine the expected
number of plans per sub-query in MPQ. We consider linear
cost functions. We denote the number of parameters by n.
A linear function is therefore defined by a vector consisting of n + 1 components, specifying the function slope for
each parameter and a constant. We still denote the number of considered plan cost metrics by m. Each query plan
is therefore associated with m linear functions. The multidimensional cost function of each query plan can therefore
be described by a matrix containing m · (n + 1) components,
specifying for each cost metric the cost slopes and a constant. Assume that we have two cost functions and that all
constants and slopes describing the first function are lower
than the corresponding entries for the second cost function.
Then the first cost functions has for each cost metric a lower
constant cost component and a lower slope in each parameter. In other words, the first cost function has lower values
than the second one for arbitrary parameter values and cost
metrics. If both cost functions are associated with query
plans then the plan associated with the second function is
clearly irrelevant.
We can exploit this fact as follows. Assume that we
choose an arbitrary number of D-dimensional vectors randomly with independent identical distribution. Then the
expected number of vectors such that no other vector has a
lower or equivalent value in each component is bounded by
2D [7]. We assume that vectors describing the cost functions
of different query plans are chosen randomly with independent and identical distribution. Setting D = m · (n + 1),
we infer that the expected number of vectors such that no
other vector has lower or equal values in all components is
bounded by 2m·(n+1) . As outlined before, this is at the same
time an upper bound on the expected number of relevant
query plans per sub-query.
In order to obtain an upper bound on the asymptotic
space complexity, we multiply the aforementioned bound
by the number of sub-queries. We generate new plans by
combining two relevant plans. The number of generated
plans grows therefore as the square of the number of relevant
plans. All generated plans for the same sub-query are compared pair-wise during pruning. The number of plan comparisons grows therefore as the fourth power of the number
of relevant plans. Multiplying by the number of sub-query
splits yields the time complexity measured by the number
of plan comparisons.

5.

EXPERIMENTS

Experimental Setup. We evaluate our MPQ algorithm
experimentally. More precisely, we study how optimization
time depends on the input query size and on the number
of considered parameters. Our experiments are based on an
example scenario in which SQL queries are processed in the
Cloud. Hence we compare alternative query plans according
to two cost metrics: execution time and monetary execution
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Figure 5: Optimization time, number of generated
plans, and number of solved linear programs.

fees. We consider a restricted class of SQL queries: each
query is described by a set of tables to join, by predicates
defined on single tables, and by binary join predicates defined on table pairs. We assume that our MPQ algorithm is
applied to query templates which are not fully specified: the
predicates defined on single tables are placeholders. The selectivity of such a predicate, meaning the average fraction of
tuples satisfying the predicate, is unknown to our MPQ algorithm. Hence the selectivity of each predicate placeholder
must be represented by a parameter. Our algorithm finds
all plans realizing optimal cost tradeoffs for each possible
parameter value combination.
We generate the queries for our benchmark randomly. We
use the method described by Steinbrunn et al. [15] to produce random queries that join a given number of tables.
The number of rows in each table and the selectivity of each
predicate is chosen randomly according to that method. We
distinguish two classes of queries: chain queries and star
queries. For chain queries, the binary join predicates connect query tables in a chain. For star queries, the binary
join predicates connect one table (the middle of the “star”)
to all other query tables. The number of predicates is for
both query classes one less than the number of tables.
We describe the plan search space that our algorithm considers. Our algorithm considers all possible orders in which
tables can be joined with only one restriction: whenever we
have the choice between joining two relations that are connected via a binary join predicate and joining two relations
where this is not the case then only joins of the first category are considered. This restriction on the join order is
often used in query optimization [14, 15]. In addition to
the join orders, our algorithm considers different scan and
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join operators. For scanning single tables on which a predicate is defined, we consider a full scan and an index-based
scan. Which of the two operators is preferable depends on
the selectivity of the predicate. If the selectivity is low (few
tuples will satisfy the predicate) then the index scan is often
preferable. If the predicate is satisfied for most tuples then
the full scan is more efficient. We model the selectivity of
a predicate defined on a single table by a parameter. The
optimal choice for the scan operator therefore depends on
the value of that parameter. We consider two join operators: a distributed join and a single-node hash join. For
sufficiently large amounts of input data, the distributed join
saves execution time. On the other side, the distributed
join requires to rent more computational resources from the
Cloud provider and is therefore more expensive. Hence we
can realize different tradeoffs between execution time and
execution fees by selecting between alternative join operators. We implemented our MPQ algorithm in Java 1.7. We
used Gurobi 5.6 as linear solver. All experiments were executed on an iMac equipped with an i5-3470S processor with
2.9 GhZ and 16 GB of RAM.
Experimental Results. Figure 5 shows our experimental results. Each data point in that figure corresponds to
the median value of 25 randomly generated test cases. We
report optimization time, the number of generated query
plans (counting plans for the input query and plans for subqueries), and the number of solved linear programs. We
generated query templates joining between two and 12 tables and having between one and two parameters.
Optimization time increases in the number of tables. As
predicted by our formal analysis in the previous section, optimization time also increases in the number of parameters.
Optimization time grows faster in the number of query tables
for star queries than for chain queries. The reason is that the
number of admissible join orders grows faster in the number
of query tables for star queries. Speaking of admissible join
orders, we mean join orders that comply with the restriction
mentioned before. Optimization time, the number of generated plans, and the number of solved linear programs are
all correlated. This is intuitive as the number of generated
plans relates to the number of plan comparisons that are
required during pruning. The number of linear programs is
related to the number of plan comparisons since plan comparisons are realized by solving linear programs. The time
required for generating plans and for solving linear programs
adds to optimization time.
The query sizes that we consider in our benchmark are
typical for query sizes as they appear in standard benchmarks: the queries in the popular TPC-H benchmark join
for instance at most eight tables. MPQ takes longer than
traditional query optimization. In contrast to traditional
query optimization, MPQ takes however place before run
time. This makes higher optimization times acceptable.

6.

RELATED WORK

Figure 6 shows how multi-objective parametric query optimization relates to prior query optimization variants. The
figure shows for each variant the type of cost function c that
is associated with each query plan. Arrows point from a
more restricted to a more general query optimization varihttp://www.gurobi.com/
http://www.tpc.org/tpch/
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ant. Multi-objective query optimization [1, 7, 11, 16, 17] and
parametric query optimization [3, 4, 6, 8, 10, 13] both generalize the traditional query optimization model [14]. Multiobjective parametric query optimization generalizes both of
the aforementioned variants.
The algorithm that we propose in this paper allows to
solve query optimization problems that prior algorithms cannot solve. Algorithms for parametric query optimization are
not applicable to MPQ since they cannot handle multiple
cost metrics. Algorithms for mult-objective query optimization are not applicable to MPQ since they cannot handle
parameters. Note that parameters and cost metrics have a
different semantic such that it is not possible to model parameters as cost metrics or vice versa. Intuitively, we want
to “cover” the entire parameter space (by finding plans for
each possible parameter value combination) while we do not
want to cover the entire cost space (plans with higher cost
values than necessary are not part of the result plan set).
The algorithm that we describe in this article is based
on dynamic programming. It calculates optimal plans for a
query by combining optimal plans for its sub-queries. Many
query optimization algorithms for traditional query optimization [14], multi-objective query optimization [16, 17],
and parametric query optimization [8] use the same dynamic
programming scheme. The difference between our algorithm
and all prior algorithms lies in the implementation of the
pruning function. We use linear programming in the pruning function. Our algorithm shares this property with prior
algorithms for parametric query optimization [8]. We support however multiple cost metrics and hence the definition
of the pruning function, the type of the used data structures,
and the implementation of elementary operations on those
data structures differ.
Many algorithms for parametric query optimization are
based on the guiding principles of parametric query optimization [5]. They partition the parameter space in a more
and more fine-grained manner until a single query plan is
optimal in each partition [6, 9]. The condition that allows
to verify whether a single query plan is optimal in a given
partition is based on the guiding principles. We have shown
in Section 4 that the multi-objective analogue of the guiding principles does not hold for MPQ. Hence we cannot use
generalizations of the aforementioned decomposition methods for MPQ.
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CONCLUSION

The traditional query optimization model is outdated. We
proposed a generalized problem model that allows to represent multiple plan cost metrics and multiple parameters.
We described and analyzed a first algorithm that solves the
novel optimization problem.

8.
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A model database theory paper is usually assumed to have
several key ingredients:
• it should consider a real data management problem
that is of interest in practice;
• it should provide a clean and simple formalism that can
be followed by theoreticians and practitioners alike;
• it should provide theoretical results that give us insights about the original practical problem.
In your favorite database theory papers you will surely
find all these three ingredients. A recent paper that has
them as well – and that serves as the basis for the highlights paper that follows – is the PODS 2015 paper by
Ameloot, Geck, Ketsman, Neven, and Schwentick that considers single-round multi-way join algorithms in parallel systems. This brief overview explains why this is so, and hopefully convinces you to read the full highlights paper.
The problem.
Large-scale data analytics and massive parallelism are two
concepts that go hand-in-hand; hence the problem of efficient evaluation of join queries is one that is actively studied. The challenges are quite different from the usual join
processing, as the dominant factor is no longer the I/O, but
rather communication cost. The most drastic way to reduce
it is to have just a single round of communication: that is,
distribute data to servers, let them do their work, and then
collect the results to produce the answer to the join query.
Afrati and Ullman’s EDBT 2010 paper initiated the study
of such multi-join algorithms. A refinement, Hypercube, algorithm was proposed in a PODS 2013 paper by Beame,
Koutris, and Suciu and then experimentally evaluated. In
those algorithms, the network topology is a hypercube. To
evaluate a query, one replicates each tuple in several of its
nodes and then lets each node perform its computation.
While the hypercube is a rather natural distribution policy, it is certainly not the only one. But can we reason
about single-round join evaluation under arbitrary distribution policies?
Also, distribution policies are query-dependent. While
finding one policy for all scenarios is of course unrealistic,
what about a more down-to-earth requirement: if we already
know that a policy works for a query Q, perhaps we can use
the same policy for another query Q′ , without redistributing
data? These are the questions addressed in the paper.
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The formalism.
It is very simple and elegant. A network is a set of node
names; a distribution policy simply assigns each fact (a tuple
in a relation) to a set of nodes. This is the communication
round. The query Q is then executed locally at each node.
It is parallel-correct if such a distributed evaluation gives the
result of Q; that is, tuples in the answer to Q are exactly
those that are produced locally at network nodes.
Next, if we have two queries Q and Q′ , and we know that
each distribution policy that makes Q parallel-correct does
the same for Q′ , we say that parallel-correctness transfers
from Q to Q′ . In this case, the work done for Q in terms of
looking for the right distribution policy need not be re-done
for Q′ .
The results, and what they tell us.
This is a theory paper, and the main results are about
the complexity of checking parallel-correctness and paralleltransferability. The paper concentrates on the class of
conjunctive queries, i.e., slightly more general queries that
multi-way joins.
Parallel-correctness, under mild assumptions, is Πp2 complete. That is, it is a bit harder than NP or coNP, but
still well within polynomial space. In practice, this means
that checking whether a distribution policy guarantees correctness for all databases can be done in exponential time.
Note that this is a static analysis problem (the database
is not an input), and exponential time is tolerable and in
fact the expected best case for conjunctive queries (as their
containment is NP-complete).
The paper then shows that the same problems for conjunctive queries with negations requires (modulo some complexity theory assumptions) double-exponential time, i.e., is
realistically unsolvable, which means that one needs to restrict attention to simple joins.
Finally, parallel-transferability for conjunctive queries is
solvable in exponential time (remember, this is a problem
about queries, not about data), and importantly it is in NP
for many classes of conjunctive queries, likely multi-joins
(which hints at the possibility of using efficient NP solvers
to address this problem in practice).
In summary, the paper provides an elegant theoretical investigation of a practically important problem, and gives a
good set of results that delineate the feasibility boundary.
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ABSTRACT
A dominant cost for query evaluation in modern massively
distributed systems is the number of communication rounds.
For this reason, there is a growing interest in single-round
multiway join algorithms where data is first reshuffled over
many servers and then evaluated in a parallel but communication-free way. The reshuffling itself is specified as a distribution policy. We introduce a correctness condition, called
parallel-correctness, for the evaluation of queries w.r.t. a distribution policy. We provide a semantical characterization
for when conjunctive queries (and extensions thereof) are
parallel-correct and give matching complexity bounds for
the associated decision problem.
Motivated by scenarios for workload optimization, we further consider the problem of parallel-correctness transfer
from a query Q to a query Q0 , that is, whether Q0 is parallelcorrect for all distribution policies for which Q is parallelcorrect. In this case, Q0 can always be evaluated after Q
without repartitioning the data. We provide a semantical
characterization for parallel-correctness transfer and provide matching complexity bounds for the associated decision problem for conjunctive queries (and extensions). Finally, we investigate restrictions of queries and families of
distribution policies with better complexities, including, for
instance, the Hypercube distributions.

1. INTRODUCTION
The background scenario for our work is that of largescale data analytics where massive parallelism is utilized to
answer complex join queries. As, for instance, described by
Chu et al. [6], data analytics engines face new kinds of workloads, where multiple large tables are joined, or where the
query graph has cycles. Furthermore, recent in-memory systems (like, e.g., [9, 10, 16, 19]) can fit data in main memory
by utilizing multitudes of servers. For such systems, perfor∗
The original version of this article was published in PODS
2015 as [2].
∗Postdoctoral Fellow of the Research Foundation - Flanders
(FWO).
†PhD Fellow of the Research Foundation - Flanders (FWO).
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mance is no longer dominated by the number of I/O requests
to external memory as in traditional systems but by the communication cost for reshuffling data during query execution.
When queries need to be evaluated in several rounds, such
reshuffling can repartition the whole database and can thus
be very expensive. For this reason, it is paramount to reduce
the number of evaluation rounds.
While in traditional distributed query evaluation, multijoin queries are computed in several stages over a join tree
possibly transferring data over the network at each step,
we focus in this paper on query evaluation algorithms that
only require one round of communication.1 Such algorithms
consist of two phases: a distribution phase (where data is
repartitioned or reshuffled over the servers) followed by a
naive evaluation phase where each server contributes to the
query answer in isolation by evaluating the query at hand
over the local data without any further communication. We
refer to such algorithms as one-round algorithms. Afrati and
Ullman [1] describe an algorithm that computes a multijoin query in a single communication round. The algorithm
uses a technique that can be traced back to Ganguli, Silberschatz, and Tsur [7] and received quite some attention
in the literature. For instance, Beame et al. [4, 5] refined
the algorithm, named it Hypercube, and showed that it is
a communication-optimal algorithm for distributed evaluation, while in a subsequent study, Chu et al. performed an
empirical evaluation of Hypercube [6].
Specifically, for a given conjunctive query Q, Hypercube
defines a reshuffling of the data over the available servers:
the algorithm organizes all the servers in a hypercube and
assigns each fact to a subset of points within this cube. The
Hypercube reshuffling is thus defined on the granularity of
facts and assigns each fact in isolation (that is, independent
of the presence or absence of any other facts) to a subset of
the servers. This means that the Hypercube reshuffling is
independent of the current distribution of the data and can
therefore be applied locally at every server. Furthermore,
once the data is repartitioned, the target query Q can be
1
The novel algorithms, introduced, for instance, in [13] or
[18] do process multiple joins at once but are targeted towards a sequential setting.
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naively evaluated independently on all servers. Hence, Hypercube is a one-round algorithm. We note that the common
term Hypercube (algorithm) refers to the described combination of Hypercube distribution/reshuffling followed by
naive evaluation of the query at each server. For this reason, the “hypercube” aspect relates exclusively to the way
the data is initially reshuffled. Beame et al. [5] obtained
that choosing the optimal shape of the hypercube is related
to the fractional edge packing of the query graph.
We present a framework for reasoning about the correctness of one-round algorithms for the evaluation of queries
under arbitrary distribution policies. To target the widest
possible range of repartitioning strategies, the initial distribution phase is modeled by a distribution policy that can
be any mapping from facts to subsets of servers. In particular, this includes any primary horizontal fragmentation
of the database as for instance hash partitioning or range
partitioning [14].
In this setting, we study two fundamental problems:
Parallel-Correctness: Given a distribution policy and a
query, can we be sure that the corresponding oneround algorithm will always compute the query result
correctly — no matter the actual data?
Parallel-Correctness Transfer: Given two queries Q and
Q0 , can we infer from the fact that Q is computed correctly under the current distribution policy, that Q0 is
computed correctly as well?
Apart from their fundamental nature, the just mentioned
problems have practical relevance in settings where a workload of queries has to be evaluated. Recall that the naive
one-round Hypercube algorithm requires a reshuffling of the
base data for every separate query, it therefore makes sense
to consider scenarios for which this reshuffling can be avoided.
It is in this context that we consider the problem of parallelcorrectness transfer. Specifically, parallel-correctness allows
to decide whether a query can be evaluated on the current distribution without reshuffling the data, that is, with
zero communication cost. Furthermore, we say that parallelpc
correctness transfers from Q to Q0 , denoted Q −→ Q0 , when
0
Q is parallel-correct under every distribution policy for which
Q is parallel-correct. This implies that Q0 can always be
evaluated after Q without redistributing the data. Therefore
parallel-correctness transfer is particularly relevant in a setting of automatic data partitioning where an optimizer tries
to automatically partition the data across multiple nodes
to achieve overall optimal performance for a specific workload of queries (see, e.g., [12, 15]). Indeed, when parallelcorrectness transfers from a query Q to a set of queries
S, then any distribution policy under which Q is parallelcorrect can be picked to evaluate all queries in S without
reshuffling the data. Of course, parallel-correctness transfer is a very strong notion. In our view, parallel-correctness
transfer relates to optimization of data partitioning like query
containment relates to traditional query optimization: a relevant fundamental property but perhaps too strong for immediate use.
We focus in this paper on conjunctive queries (possibly extended with union, inequalities and negation) and first consider the complexity of deciding parallel-correctness. The
latter problem is equivalent to testing whether the distribution policy saturates the query, that is, whether for every
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minimal valuation of the conjunctive query there is a node
in the network containing all facts required by that valuation. For various representations of distribution policies,
testing parallel-correctness is ΠP
2 -complete. These results
continue to hold in the presence of union and inequalities.
When negation is added, deciding parallel-correctness can
no longer be reduced to testing properties of minimal valuations but might involve counterexample databases of exponential size. More specifically, in the presence of negation
deciding parallel-correctness is coNEXPTIME-complete. Interestingly, the latter result is related to the new result that
query containment for conjunctive queries with negation is
coNEXPTIME-complete, as well.
Parallel-correctness transfer can be semantically characpc
terized. In particular, Q −→ Q0 if and only if Q covers
0
Q . The latter is a (value-based) containment condition
for minimal valuations of Q0 and Q. Deciding transferability of parallel-correctness for conjunctive queries is ΠP
3 complete, again even in the presence of unions and inequalities. We note that the implied exponential time algorithm
for parallel-correctness transfer does not rule out practical
applicability since the running time is exponential in the
size of the queries not in the size of a database. Still, it
would be interesting to lower the complexity. Therefore,
we consider a further condition that is merely necessary for
parallel-correctness transfer, but can be tested more easily,
in NP. We refer to this condition as weak parallel-correctness
transfer and consider two settings where this necessary condition is also sufficient. The first setting applies when Q is
strongly minimal. The second setting considers particular
families of distribution policies which generalize the Hypercube distribution families. In particular this means that it is
NP-complete to decide whether a query Q0 is parallel-correct
under all Hypercube distributions for a query Q.
Outline. In Section 2, we introduce the necessary preliminaries regarding databases, queries, and distribution policies, including Hypercube distributions. In Section 3 and
Section 4, we discuss parallel-correctness and parallel-correctness transfer. In Section 5, we consider the setting with
lower complexity. We present concluding remarks together
with direction for further research in Section 6. Although
most of the results hold in the presence of union and inequality, the presentation will focus on CQs most of the time.

2.
2.1

PRELIMINARIES
Databases and queries

Throughout the rest of the paper, we assume an infinite
domain dom and a database scheme consisting of relation
names with associated arities. A (database) instance I is
simply a finite set of facts. A conjunctive query (CQ) Q is
an expression of the form
H(x) ← R1 (y1 ), . . . , Rm (ym )
where every Ri is a relation name and every yi matches the
arity of Ri . We require that every variable in x occurs in
some yi . We refer to the head atom H(x) by head Q and to
the set {R1 (y1 ), . . . , Rm (ym )} by body Q .
We denote by vars(Q) the set of all variables occurring in
Q. A valuation for a CQ Q is a total function V : vars(Q) →
dom. We refer to V (body Q ) as the facts required by V . A
valuation V satisfies Q on instance I if all facts required by
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V are in I. In that case, V derives the fact V (head Q ). The
result of Q on instance I, denoted Q(I), is defined as the
set of facts that can be derived by satisfying valuations for
Q on I.
Example 2.1. Let Ie be the example database instance

R(a, b), R(b, a), R(b, c), S(a, a), S(c, a) ,
and Qe be the example CQ

H(x1 , x3 ) ← R(x1 , x2 ), R(x2 , x3 ), S(x3 , x1 ).
Then V1 = {x1 7→ a, x2 7→ b, x3 7→ a} and V2 = {x1 7→
a, x2 7→ b, x3 7→ c} are
 the only satisfying valuations. Consequently, Qe (Ie ) = H(a, a), H(a, c) .
We denote the class of all CQs by CQ.

2.2

Distribution policies

A network N is a nonempty finite set of node names. A
distribution policy P = (U, rfactsP ) for a network N consists
of a universe U and a total function rfacts
 P that maps each
node of N to a set of facts in facts U .2 Here, facts U
denotes the set of all possible facts over U . A node κ is
responsible for a fact f (under policy P ) if f ∈ rfactsP (κ).
For a distribution policy P , an instance I over D and a
κ ∈ N , let loc-instP ,I (κ) denote I ∩ rfactsP (κ), that is, the
set of facts in I for which node κ is responsible. We refer to a
given instance I as the global instance and to loc-instP ,I (κ)
as the local instance on node κ.
The result [Q, P ](I) of the distributed evaluation in one
round of a query Q on an instance I under a distribution
policy P is defined as the union of the results of Q evaluated
over every local instance. Formally,
[
def
[Q, P ](I) =
Q(loc-instP ,I (κ)).
κ∈N

Example 2.2. Continuing Example 2.1, consider a network
Ne consisting of two nodes {κ1 , κ2 }. Let P 1 = ({a, b, c},
rfactsP }) be the distribution policy that assigns all R-facts
to both nodes κ1 and κ2 , and every fact S(d1 , d2 ) to node
κ1 when d1 = d2 and to node κ2 otherwise. Then,

loc-instP 1 ,Ie (κ1 ) = R(a, b), R(b, a), R(b, c), S(a, a) ,

2.3 Hypercube distributions
A Hypercube distribution distributes the space of all valuations of Q over the computing servers in an instance independent way through hashing of domain values. Let Q be
a CQ of the following form
H(x) ← R1 (y1 ), . . . , Rm (ym ),
and let |N | = p. A Hypercube distribution is parameterized by numbers p1 , . . . , pk for which p = p1 × · · · × pk .
Here, k is equal to the number of distinct variables in Q,
that is, |vars(Q)| = k. For simplicity, assume vars(Q) =
{x1 , . . . , xk }. Still, there can be variables in vars(Q) that
do not occur in the head H(x). The distribution organizes
the p servers in a hypercube of k dimensions where the size
of the i-th dimension is pi . So, every server corresponds to
one point in {1, . . . , p1 } × · · · × {1, . . . , pk }. Furthermore, for
i ∈ {1, . . . , k}, let hi be a hash function mapping each value
in dom to {1, . . . , pi }.
Then the Hypercube distribution policy P H assigns each
fact to a set of points in the hypercube and is defined as
follows: each fact Ri (a1 , . . . , a` ) in the local instance that
can be mapped to an atom Ri (xi1 , . . . , xi` ) in Q is sent to
every coordinate (α1 , . . . , αk ) for which αij = hij (aj ) for
all j in {1, . . . , `}. In particular, this means that when a
variable xr occurs in Ri (xi1 , . . . , xi` ) on position j then the
r-th dimension of the coordinate has to be hr (aj ); otherwise,
it can be any value in the codomain of hr .
Example 2.3. Consider query Qe
H(x1 , x3 ) ← R(x1 , x2 ), R(x2 , x3 ), S(x3 , x1 ).
from Example 2.1, and a network N and numbers p1 , p2 , p3
with |N | = p = p1 × p2 × p3 . So, every computing node
is addressed by a triple (i1 , i2 , i3 ) with ij ∈ {1, . . . , pj } for
j ≤ 3. We abuse notation and denote, for instance, by
(i1 , i2 , ?) the set of coordinates that match on (i1 , i2 ), that
is, {(i1 , i2 , i3 ) | i3 ≤ p3 }. Then, for any choice of hash
functions, P H assigns each
• R(d1 , d2 ) to


– h1 (d1 ), h2 (d2 ), ? because of R(x1 , x2 ); and

– ?, h2 (d1 ), h3 (d2 ) because of R(x2 , x3 );

• S(d1 , d2 ) to h1 (d2 ), ?, h3 (d1 ) because of S(x3 , x1 ).

and


loc-instP 1 ,Ie (κ2 ) = R(a, b), R(b, a), R(b, c), S(c, a) .

Furthermore,



[Qe , P 1 ](Ie ) = Qe loc-instP 1 ,Ie (κ1 ) ∪Qe loc-instP 1 ,Ie (κ2 ) ,
which is just {H(a, b)} ∪ {H(a, c)}.
Next, consider the alternative distribution policy P 2 that
assigns all R-facts to node κ1 and all S-facts to node κ2 ,
then [Qe , P 2 ](Ie ) = ∅.

Obviously, every primary horizontal fragmentation (see,
e.g., [14]) can be modeled as a distribution policy. Consider, for instance, a range partitioning on a relation Customer that assigns tuples to network nodes determined by a
threshold on the area code.
2
We mention that for Hypercube distributions, the view is
reversed: facts are assigned to nodes. However, both views
are essentially equivalent and we will freely adopt the view
that fits best for the purpose at hand.
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It is not hard to see that, for each instance I,
[

Qe (I) =
Qe loc-instP ,I (κ) = [Qe , P H ](I),
κ∈N

and thus the one-round algorithm evaluates Qe correctly.
We will refer to this property as parallel-correctness in the
next section.

3.

PARALLEL-CORRECTNESS

In this section, we introduce the notion of parallel-correctness. Informally, it states for a query and a distribution
policy that the naive one-round evaluation algorithm yields
the correct result, for every possible instance. Specifically,
this algorithm first distributes (reshuffles) the data over the
computing nodes according to P and then evaluates Q in a
subsequent parallel step at every computing node. Notice
that, since P is defined on the granularity of a fact, the
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reshuffling does not depend on the current distribution of
the data and can be done in parallel as well.
First, we define parallel-correctness w.r.t. a given instance:
Definition 3.1. A query Q is parallel-correct on instance I
under distribution policy P if Q(I) = [Q, P ](I).
We note that parallel-correctness is the combination of
• parallel-soundness: [Q, P ](I) ⊆ Q(I), and
• parallel-completeness: Q(I) ⊆ [Q, P ](I).
For monotone queries, like conjunctive queries, parallel-soundness is granted, and therefore parallel-correctness and parallelsoundness coincide. Next, we lift parallel-correctness to all
instances:
Definition 3.2. A query Q is parallel-correct under distribution policy P = (U, rfactsP ), if Q is parallel-correct on all
instances I ⊆ facts U .

While Definitions 3.1 and 3.2 are in terms of general queries,
in the rest of this section, we only consider (extensions of)
conjunctive queries.

3.1

Conjunctive queries

We first focus on a characterization of parallel-correctness.
It is easy to see that a CQ Q is parallel-correct under distribution policy P = (U, rfactsP ) if, for each valuation for
Q, the required facts meet at some node. That is, if the
following condition holds:
For every valuation V for Q over U , there is a
node κ ∈ N such that V (body Q ) ⊆ rfactsP (κ).

Example 3.5. For a simple example of a minimal valuation
and a non-minimal valuation, consider the CQ Q,
H(x, z) ← R(x, y), R(y, z), R(x, x).
Both V1 = {x 7→ a, y 7→ b, z 7→ a} and V2 = {x 7→ a, y 7→
a, z 7→ a} are valuations for Q. Notice that both valuations
agree on the head variables of Q, but they require different
sets of facts. In particular, for V1 to be satisfying on I, instance I must contain the facts R(a, b), R(b, a), and R(a, a),
while V2 only requires I to contain R(a, a). This observation implies that V1 is not minimal for Q. Further, since V2
requires only one fact for Q, valuation V2 is minimal for Q.
It turns out that it suffices to restrict valuations to minimal valuations in Condition (P C0 ) to get a sufficient and
necessary condition for parallel-correctness.
Proposition 3.6. Let Q be a CQ. Then Q is parallel-correct
under distribution policy P if and only if the following holds:
For every minimal valuation V for Q over U ,
there is a node κ ∈ N such that
V (body Q ) ⊆ rfactsP (κ).

(P C1 )

We emphasize that the word minimal is the only difference between Conditions (P C0 ) and (P C1 ).3 The latter
conditions are so fundamental when reasoning over parallelcorrectness that they deserve their own terminology:
Definition 3.7. For a CQ Q and a distribution policy P :
• P saturates Q if they fulfill Condition (P C1 ); and,

(P C0 )

• P strongly saturates Q if they fulfill Condition (P C0 ).

Even though Condition (P C0 ) is sufficient for parallelcorrectness, it is not necessary as the following example
shows.

It turns out that for a semantical characterization only
such valuations have to be considered that are minimal in
the following sense:

Every Hypercube distribution P H for a conjunctive query
Q strongly saturates Q. Indeed, consider Example 2.3. Then,
for every valuation V , all facts



R V (x1 ), V (x2 ) , R V (x2 ), V (x3 ) , S V (x3 ), V (x1 )

meet at node h1 (V (x1 )), h2 (V (x2 )), h3 (V (x3 )) . Therefore,
Q is parallel-correct under P H .
The quantifier structure in Condition (P C1 ) hints at a Πp2
upper bound for the complexity of testing parallel-correctness.4 Of course, the exact complexity can not be judged
without having a bound on the number of nodes κ and the
complexity of the test V (body Q ) ⊆ rfactsP (κ). The largest
classes of distribution policies for which we established the
Πp2 upper bound, are gathered in the set Pnpoly that contains
classes P of distribution policies, for which each policy comes
with an algorithm A and a bound n on the representation
size of nodes in the network, respectively, such that whether
a node κ is responsible for a fact f is decided by A nondeterministically in time O(nk ), for some k that depends
only on P.
It turns out that the problem of testing parallel-correctness
is also Πp2 -hard, even for the simple class Pfin of distribution
policies, for which all pairs (κ, f ) of a node and a fact are

Definition 3.4. Let Q be a CQ. A valuation V for Q is
minimal for Q if there does not exist a valuation V 0 for
Q that derives the same head fact with a strict subset of
body facts, that is, such that V (body Q ) ( V 0 (body Q ) and
V (head Q ) = V 0 (head Q ).

3
We mention that Conditions (P C0 ) were named (C0 ) and
(C1 ), respectively, in [2].
4
This holds, even if one takes into account that testing minimality of V requires an additional existential quantification
of a valuation V 0 that might serve as a witness, in case V is
not minimal.

Example 3.3. We consider the CQ Q,
H(x, z) ← R(x, y), R(y, z), R(x, x),
and the valuation V = {x 7→ a, y 7→ b, z 7→ a}. Let further
N = {κ1 , κ2 } and let P distribute every fact except R(a, b)
onto node κ1 and every fact except R(b, a) onto node κ2 .
Since R(a, b) and R(b, a) do not meet under P , valuation V
witnesses the failure of Condition (P C0 ) for P and Q.
However, Q is parallel-correct under P . Indeed, every
valuation that derives a fact f with the help of the facts
R(a, b) and R(b, a), also requires the fact R(a, a) (or R(b, b)).
But then, R(a, a) (or R(b, b)) alone is sufficient to derive f by
mapping all variables to a (or b). Therefore, if f ∈ Q(I), for
some instance I, then f ∈ [Q, P ](I) and thus Q is parallelcorrect under P .

36

SIGMOD Record, March 2016 (Vol. 45, No. 1)

explicitly enumerated. Thus, in a sense, Condition (P C1 )
can essentially not be simplified.
To state the results more formally, we define the following
two algorithmic problems.

Input:
Question:

Input:
Question:

PCI(CQ, P)
Q ∈ CQ, P ∈ P, instance I
Is Q parallel-correct on I under P ?
PC(CQ, P)
Q ∈ CQ, P ∈ P
Is Q parallel-correct under P ?

Theorem 3.8. Problems PC(CQ, P) and PCI(CQ, P)
are Πp2 -complete, for every policy class P ∈ {Pfin } ∪ Pnpoly .
The upper bounds follow from the characterization in Proposition 3.6 and the fact that pairs (κ, f ) can be tested in NP.
We note that Proposition 3.6 continues to hold true in the
presence of union and inequalities (under a suitable definition of minimal valuation for unions of CQs) leading to the
same complexity bounds as stated in Theorem 3.8 [8].

3.2

Conjunctive queries with negation

In this section, we consider conjunctive queries with negation. Specifically, queries can be of the form
H(x) ← R1 (y1 ), . . . , Rm (ym ), ¬S1 (z1 ), . . . , ¬Sn (zn ).
To ensure safety, we require that every variable in x occurs
in some yi or zj , and that every variable occurring in a
negated atom has to occur in a positive atom as well. A
valuation V now derives a fact H V (x) on an instance I

if every positive atom Ri V (yi ) occurs in I while none of

the negative atoms Sj V (zj ) do. We refer to the class of
conjunctive queries with negation as CQ¬ .
We note that, as queries in CQ¬ are no longer monotone,
parallel-soundness is no longer guaranteed and thus parallelcorrectness need not coincide with parallel-soundness.
We illustrate through an example that in the case of conjunctive queries with negation, the parallel-correctness problem becomes much more involved, since it might involve
counterexample databases of exponential size. We emphasize that this exponential explosion can only occur if, as in
our framework, the arity of the relations in the database
schema are not a-priori bounded by some constant.
Example 3.9. Let Q be the following conjunctive query
with negation:
H() ← Val(w0 , w0 ), Val(w1 , w1 ), ¬Val(w0 , w1 ),
Val(x1 , x1 ), . . . , Val(xn , xn ), ¬Rel(x1 , . . . , xn ).
Let P be the policy defined over universe U = {0, 1} and
two-node network {κ1 , κ2 }, which distributes all facts except Rel(0, . . . , 0) to node κ1 and only fact Rel(0, . . . , 0) to
node κ2 .
Query Q is not parallel-sound under policy P , as witdef
nessed by the counter-example I = {Val(0, 0), Val(1, 1)} ∪
{Rel(a1 , . . . , an ) | (a1 , . . . , an ) ∈ {0, 1}n }. Indeed, Q(I) = ∅
but Q(loc-instP ,I (κ1 )) 6= ∅, as witnessed by the valuation
that maps all variables to 0.
However, I has 2n + 2 facts and is a counter-example of
minimal size as can easily be shown as follows. First, it
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is impossible that Q(I ∗ ) 6= ∅ and Q(loc-instP ,I ∗ (κ1 )) = ∅,
for any I ∗ , since Rel(0, . . . , 0) is the only fact that can be
missing at node κ1 , and Q is antimonotonic with respect to
Rel. On the other hand, if Q(loc-instP ,I ∗ (κ1 )) 6= ∅, then the
literals Val(w0 , w0 ), Val(w1 , w1 ), and ¬Val(w0 , w1 ) ensure
that there are at least two different data values (and thus
0 and 1) in I ∗ . But then Q(I ∗ ) = ∅ can only hold if all 2n
n-tuples over {0, 1} are in I ∗ .
2

Although this example requires an exponential size counterexample, in this particular case, the existence of the counterexample is easy to conclude. However, the following result
shows that, in general, there is essentially no better algorithm than guessing an exponential size counter-example.
Theorem 3.10. [8] For every class P ∈ Pnpoly of distribution policies, the following problems are coNEXPTIMEcomplete.
• Parallel-Sound(UCQ¬ , P)

• Parallel-Complete(UCQ¬ , P)
• Parallel-Correct(UCQ¬ , P)

The result and, in particular, the lower bound even holds
if Pnpoly is replaced by the corresponding Ppoly , where the
decision algorithm for pairs (κ, f ) is deterministic and in
polynomial time.
The proof of the lower bounds comes along an unexpected
route and exhibits a reduction from query containment for
CQ¬ to parallel-correctness for CQ¬ . Specifically, query
containment asks the question whether, given two queries Q
and Q0 , it holds that Q(I) ⊆ Q0 (I) for all instances I. The
latter is denoted by Q ⊆ Q0 . It is shown in [8] that query
containment for CQ¬ is coNEXPTIME-complete, implying coNEXPTIME-hardness for parallel-correctness as well.
The result regarding containment of CQ¬ answers the observation in [11] that the Πp2 -completeness result for query
containment for CQ¬ mentioned in [17] only holds for fixed
database schemas (or a fixed arity bound, for that matter).

4.

PARALLEL-CORRECTNESS TRANSFER

As mentioned in the introduction, the one-round Hypercube algorithm requires a reshuffling of the data before the
evaluation of a new query. In the context of multiple query
evaluation, where an optimizer tries to automatically partition the base data across multiple nodes to achieve overall optimal performance for a specific workload (see, e.g.,
[12, 15]), it makes sense to consider scenarios in which such
reshuffling can be avoided. To this end, parallel-correctness
transfer was introduced in [2] which states that a subsequent query Q0 can always be evaluated over a distribution
for which a query Q is parallel-correct.

Definition 4.1. For two queries Q and Q0 over the same
input schema, parallel-correctness transfers from Q to Q0
if Q0 is parallel-correct under every distribution policy for
pc
which Q is parallel-correct. In this case, we write Q −→ Q0 .
Example 4.2. We illustrate parallel-correctness transfer
with the help of the following example queries:
Q1 : H() ←S(x), R(x, x), T (x).
Q2 : H() ←R(x, x), T (x).
Q3 : H() ←S(x), R(x, y), T (y).
Q4 : H() ←R(x, y), T (y).
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Figure 1 (a) shows how these queries relate with respect to
pc
parallel-correctness transfer. As an example, Q3 −→ Q1 .
As Figure 1 (b) illustrates, this relationships is entirely orthogonal to query containment. Indeed, there are examples
where parallel-correctness transfer and query containment
coincide (Q3 vs. Q4 ), where they hold in opposite directions
(Q4 vs. Q2 ) and where one but not the other holds (Q3 vs.
Q2 and Q1 vs. Q4 , respectively).

Definition 5.1. For CQs Q, Q0 and a distribution policy P :
• parallel correctness weakly transfers from a CQ Q to
Q0 , if Q0 is parallel-correct under every policy P that
strongly saturates Q;5 and
• Q weakly covers Q0 , if there are mappings ρ and θ such
that
– ρ maps the variables of Q to some variables
(ρ is a substitution),

It turns out that, just like parallel-correctness, parallelcorrectness transfer can be characterized in terms of minimal
valuations. For this, we need the following notion:

– θ maps the variables of Q0 to variables of Q0 such
that head θ(Q0 ) = head Q0 and body θ(Q0 ) ⊆ body Q0
(θ is a simplification),

0

Definition 4.3. For two CQs Q and Q , we say that Q
covers Q0 if the following holds:
for every minimal valuation V 0 for Q0 , there
is a minimal valuation V for Q, such that
V 0 (body Q0 ) ⊆ V (body Q ).

Proposition 4.4. For two CQs Q and Q0 , parallel-correctness transfers from Q to Q0 if and only if Q covers Q0 .
Proposition 4.4, allows us to pinpoint the complexity of
parallel-correctness transferability. For a formal statement
we define the following algorithmic problem:

Input:
Question:

pc-trans (CQ)
Queries Q and Q0 from CQ
Does parallel-correctness transfer from Q
to Q0 ?

When the defining condition of “covers” is spelled out by
rewriting “minimal valuations” one gets a characterization
with a Π3 -structure. Again, it can be shown that this is
essentially optimal.
Theorem 4.5. Problem pc-trans(CQ) is Πp3 -complete.
The upper bounds follow directly from the characterization in Proposition 4.4, implying that these characterizations
are essentially optimal. We note that the same complexity
bounds continue to hold in the presence of inequalities and
for unions of conjunctive queries [3].

5.

LOWERING COMPLEXITY

In static analysis of conjunctive queries, one is used to
face NP-complete algorithmic problems, most prominently,
containment testing. Since queries are often small, especially compared with the data, NP-algorithms might still
be helpful in query optimization. We saw in the previous
two sections that the complexity of parallel-correctness and
parallel-correctness transfer are higher than that, namely
Πp2 -complete and Πp3 -complete, respectively, even without
union, inequalities and negation.
In this section, we consider two settings, in which, for both
problems, the complexity drops to the “usual” NP-complete
level. In both cases, the complexity reduction is based on a
simpler condition for parallel-correctness transfer which can
be tested in NP. We state this condition next.

5.1

A necessary condition for pc-transfer

We use the following two additional notions, the first of
which is the simpler condition for parallel-correctness transfer (in restricted settings), and the second characterizes the
first, as we will see soon.
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– and body θ(Q0 ) ⊆ body ρ(Q) .
Example 5.2. We consider the queries Q
and Q0

H(w) ← R(u0 , u), R(u, v), R(v, w), R(u, w)
H 0 (y) ← R(x0 , x), R(x, x), R(x, y), R(y, z).

Then Q weakly covers Q0 . Indeed, the substitution ρ can
map u, u0 to x, v to y and w to z, and θ can map x0 to x and
leave the other variables alone. Since head θ(Q0 ) = head Q0 ,
and body θ(Q0 ) = {R(x, x), R(x, y), R(y, z)} ⊆ body Q0 , θ is
indeed a simplification and, furthermore,
body θ(Q0 ) ⊆ {R(x, x), R(x, y), R(y, z), R(x, z)} = body ρ(Q) .
However, we show that parallel-correctness does not transfer
from Q to Q0 . Towards a contradiction, we assume that
parallel-correctness does transfer. We consider the valuation
V 0 mapping the variables x, x0 , z to a and y to b for some
a 6= b. Then, V 0 (body Q0 ) = {R(a, a), R(a, b), R(b, a)}, V 0
derives H 0 (b), and V 0 is minimal. Thanks to Proposition 4.4,
there must be a minimal valuation V for Q such that
{R(a, a), R(a, b), R(b, a)} ⊆ V (body Q )

(†)

holds. We distinguish two cases.
Case 1 V (w) = a. Thus V derives H(a). However, the
valuation that maps all variables to a also derives
H(a) and shows that V is not minimal.
Case 2 V (w) = b. Thus V derives H(b). However, the valuation that maps all other variables to a also derives
H(b) and only requires the facts R(a, a) and R(a, b).
Therefore, V is not minimal.
Hence, no minimal valuation V for Q exists satisfying (†),
pc
the desired contradiction. Therefore, Q −
6 → Q0 .
On the other hand, it follows from Proposition 5.4 that
parallel-correctness weakly transfers from Q to Q0 .
We note that, as the naming already suggests, if parallelcorrectness transfers from Q to Q0 it also weakly transfers,
and if Q covers Q0 it also weakly covers it.
Although the definition of “weakly covers” seems quite involved, it can be tested in NP.
Proposition 5.3. The decision problem, whether a given
CQ Q weakly covers a given CQ Q0 is NP-complete.

5
Recall that the notion of strong saturation is introduced in
Definition 3.7.
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Figure 1: Relationship between the queries of Example 4.2 with respect to (a) parallel-correctness transfer
and (b) query containment.
It turns out that “weak cover” characterizes “weak transfer” and thus the following counterpart of Proposition 4.4
holds:
Proposition 5.4. For CQs Q and Q0 , parallel correctness
weakly transfers from Q to Q0 if and only if Q weakly covers
Q0 .
Thus, if in some setting, weak transferability and transferability coincide, Propositions 5.3 and 5.4 yield an NP upper
bound for parallel-correctness transfer. We present two such
settings in the following two subsections.

5.2

Strongly minimal queries

Definition 5.5. A CQ query is strongly minimal if all its
valuations are minimal.
We write CQ[sm] for the class of strongly minimal CQs.
Although strong minimality is a non-trivial notion (with
a coNP-complete decision problem), there are some very
common examples like full queries (where all variables occur in the head) and queries without self-joins (where every
relation name occurs at most once), and further kinds of
queries like
H(x1 , x2 ) ← R(x1 , x3 ), R(x2 , x3 ), S(x3 , x2 ).
For strongly minimal conjunctive queries, transfer and
weak transfer coincide and therefore the following holds.
Theorem 5.6. pc-trans(CQ[sm], CQ) is NP-complete.
Also the complexity of parallel-correctness drops for strongly
minimal queries, if the representation of the distribution policy allows to figure out in polynomial time whether there is
a node that is responsible for a given set of facts. In particular, the following holds:
Theorem 5.7. For policy class P ∈ Ppoly , PCI(CQ[sm], P)
and PC(CQ[sm], P) are in coNP.

5.3

Feasible Families of Distribution Policies

Parallel-correctness transfer can be seen as a generalization of parallel-correctness. In both cases, the goal is to decide whether a query can be correctly evaluated by evaluating it locally at each node. However, for parallel-correctness
transfer, the question whether Q0 is parallel-correct is not
asked for a particular distribution policy but for the family 6
of those distribution policies for which Q is parallel-correct,
which by Proposition 3.6 is just the family of all distribution
policies that saturate Q.
6
A family of distribution policies is just a set of distribution
policies.
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Definition 5.8. A query is parallel-correct for a family F
of distribution policies if it is parallel-correct under every
distribution policy from F.
We next define a criterion for families of distribution policies which guarantees that parallel-correctness can be tested
in NP.
For an instance I, a distribution policy P is called (Q, I)scattered if, for each node κ, there is a valuation V for Q
such that loc-instP ,I (κ) ⊆ V (body Q ). Intuitively, a (Q, I)scattered policy ensures that facts are sufficiently spread out
such that every network node only contains a subset of the
facts related to one valuation. We call a family F of distribution policies Q-scattered if F contains a (Q, I)-scattered
policy, for every instance I. A Q-scattered family of distribution policies that strongly saturate Q is called a Q-family.
It turns out that parallel-correctness with respect to Qfamilies can be characterized in terms of weak coverability,
Proposition 5.9. Let Q be a CQ and let F be a Q-family.
Then, for every CQ Q0 , query Q0 is parallel correct for F if
and only if Q weakly covers Q0 .
And thus, Proposition 5.3 yields another NP-result. Indeed, the following can be shown:
Theorem 5.10. It is NP-complete to decide, for given CQs
Q and Q0 , whether Q0 is parallel-correct for Q-families of
distribution policies.
For a CQ Q, let HQ denote the family
{P H | H is a hypercube for Q}
of distribution policies. Then the next lemma specifies that
Hypercube distributions for a CQ Q form a Q-family.
Lemma 5.11. Let Q be a CQ. Then HQ is a Q-family.
As a corollary, we now have:
Corollary 5.12. It is NP-complete to decide, for given conjunctive queries Q, Q0 , whether Q0 is parallel-correct for HQ .

6.

DISCUSSION

Parallel-correctness serves as a framework for studying
correctness and implications of data partitioning in the context of one-round query evaluation algorithms. A main insight of the work up to now is that testing for parallelcorrectness as well as the related problem of parallel-correctness transfer reduces to reasoning about minimal valuations
in the context of conjunctive queries (even in the presence
of union and inequalities) but becomes considerably more
involved when negation is allowed.
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There are many questions left unexplored and we therefore
highlight possible directions for further research.
From a foundational perspective, it would be interesting
to explore the decidability boundary for parallel-correctness
and transfer when considering more expressive query languages or even other data models. Obviously, the problems become undecidable when considering first-order logic,
but one could consider monotone languages or for instance
guarded fragment queries. At the same time, it would be interesting to find settings that render the problems tractable,
for instance, by restricting the class of queries or by limiting
to certain classes of distribution policies.
Parallel-correctness transfer is a rather strong notion as it
requires that a query Q0 is parallel-correct for every distribution policy for which another query Q is parallel-correct.
As a consequence, query Q0 can always be executed after Q
without reshuffling of the data. From a practical perspective, however, it could be interesting to determine, given Q
and Q0 , whether there is at least one distribution policy under which both queries are correct. Other questions concern
the least costly way to migrate from one distribution to another. As an example, assume a distribution P on which
Q is parallel-correct but Q0 is not. Find a distribution P 0
under which Q0 is parallel-correct and that minimizes the
cost to migrate from P to P 0 . Similar questions can be
considered for a workload of queries.
Even though the naive one-round evaluation model considered in this paper suffices for Hypercube, it is rather restrictive. Other possibilities are to consider more complex
aggregator functions than union and to allow for a different query than the original one to be executed at computing
nodes. Furthermore, it could be interesting to generalize the
framework beyond one-round algorithms, that is, towards
evaluation algorithms that comprise of several rounds.
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Technical Perspective:
Taming Hardware Skew as Parallel DBMSs Scale Out
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For almost 40 years now, relational database management
systems have successfully used data parallelism to speed up
the evaluation of large queries. Here, by “data parallelism”
we mean taking one operation (for example, a “join” or an
“aggregation”) and spreading it over multiple machines, each
operating on a part of the data. In general this approach
works spectacularly well, yielding almost linear speedups
over a wide variety of workloads. However, like any form
of parallelism, data-parallel relational query processing is
vulnerable to “skew.” The database literature is full of work
dealing with the skew that arises when one node in a parallel
system is allocated more work than the average.
The following paper, by Li, Naughton, and Nehme, is interesting in that it deals with another kind of skew, one that
has received much less attention: “hardware skew,” that is,
skew that arises because the processing units in a parallel
system are not all of equal power. Such skew can arise in
several ways – for example, a parallel system could be constructed “on the fly” by allocating available nodes in a cloud,
or a company could upgrade an on-premises system with the
addition of new nodes that are of a different generation and
class of hardware than the existing ones. If the DBMS is
oblivious to the fact that the underlying system is not uniform, the result will be the same as that achieved if the
system were constructed entirely of the slowest nodes in the
system.
If all the nodes in the system are equally “balanced” the
solution is simple – if one node is 1/2 as fast as the average,
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give that node 1/2 the average work, and you are set. Unfortunately, in practice, things are not that simple. One node
may have a faster CPU but the same I/O performance, or
vice-versa; or nodes may have differing amounts of memory
or network bandwidth. In such cases simple proportional allocation of work will be suboptimal. The situation is further
complicated by the fact that different queries make different
demands on the system with respect to CPU, memory, network, and disk; in fact, different stages of a single query can
make very different demands.
This, finally, is the situation addressed by the paper, “Resource Bricolage for Parallel DBMSs on Heterogeneous Clusters.” The authors make use of techniques for cost estimation growing out of the query optimization and query
running time prediction literature; they combine these techniques with a linear programming model that chooses an optimal allocation for a given query on a given system. They
demonstrate through an analytic model as well as experiments with an implementation that their proposed solution
dominates simpler alternatives.
An interesting question this work raises is the duality between “on-demand” load balancing of the type employed by
MapReduce-like systems and the predictive, up-front allocation of work advocated by this paper. My suspicion is that
both approaches have their place, and the choice of which to
use depends on issues such as the predictability of the workload and the importance of “locality” in the performance of
the system. Perhaps hybrid solutions will be the answer in
some cases.
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ABSTRACT
Running parallel database systems in an environment with
heterogeneous resources has become increasingly common,
due to cluster evolution and increasing interest in moving
applications into public clouds or shared infrastructures. For
database systems running in a heterogeneous cluster, the default uniform data partitioning strategy may overload some
of the slow machines while at the same time it may underutilize the more powerful machines. Since the processing
time of a parallel query is determined by the slowest machine, such an allocation strategy may result in a significant
query performance degradation.
We take a first step to address this problem by introducing a technique we call resource bricolage that improves
database performance in heterogeneous environments. Our
approach quantifies the performance differences among machines with various resources as they process workloads with
diverse resource requirements. We formalize the problem of
minimizing workload execution time and view it as an optimization problem, and then we employ linear programming
to obtain a recommended data partitioning scheme. We
verify the effectiveness of our technique with an extensive
experimental study on a commercial database system.

1. INTRODUCTION
With the growth of the Internet, our ability to generate
extremely large amounts of data has dramatically increased.
This sheer volume of data that needs to be managed and analyzed has led to the wide adoption of parallel database systems (DBMSs). Gamma [14] and Teradata [13] were some of
the early parallel DBMSs to address the need to process this
massive amount of data. Later on, many commercial parallel
DBMSs were developed to provide this support. Examples
include Aster nCluster [1], IBM DB2 Parallel Edition [7],
Oracle nCUBE [8], Pivotal Greenplum [2], and Microsoft
SQL Server Parallel Data Warehouse [3]. In order to get
strategic insights to make business decisions, running online
analytical processing (OLAP) workloads on parallel DBMSs
has become increasingly important. To achieve high performance and scalability, these parallel DBMSs typically partition data across machines in a shared-nothing cluster to
exploit data parallelism. A query running on such a system
is typically broken up into subqueries, which are executed
in parallel on the separate data chunks.
Nowadays, running parallel DBMSs in an environment
The original version of this article was published in VLDB
2015.
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Figure 1: Query execution times with different data
partitioning strategies.
with heterogeneous resources has become increasingly common, due to cluster evolution and increasing interest in moving applications into public clouds or shared infrastructures.
Cluster evolution. When a cluster is first built, it typically begins with a set of identical machines. Over time, old
machines may be reconfigured, upgraded, or replaced, and
new machines may be added, thus resulting in a heterogeneous cluster.
Public clouds. With the proliferation of cloud computing, more and more parallel DBMSs are moving into public
clouds. Previous research has revealed that the supposedly
identical instances provided by public clouds often exhibit
measurably different performance. Performance variations
exist extensively in disk, CPU, memory, and network [16,
24, 32, 34].
Shared infrastructures. For systems that remain in
private clusters, it is desirable to consolidate different workloads into a shared infrastructure to exploit data locality
and multiplex physical resources. However, in a shared environment, it is hard to guarantee that resources available on
different machines will always be the same for a given application. Since applications might request different amounts
of resources on different machines, this may leave behind
machines with vastly different available resources and capacities for new applications.

1.1

Motivation

Performance differences among machines (either physical or virtual) in the same cluster pose new challenges for
parallel database systems. By default, parallel systems ignore differences among machines and try to assign the same
amount of data to each. If these machines have different
disk, CPU, memory, and network resources, they will take
varying amounts of time to process the same amount of data.
Unfortunately, the execution time of a query in a parallel
DBMS is determined by its slowest machine. At worst, a
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THE PROBLEM

2.1

Formalization

To enable parallelism in a parallel database system, tables are typically horizontally partitioned across machines.
The tuples of a table are assigned to a machine either by
applying a partitioning function, such as a hash or a range
partitioning function, or in a round-robin fashion. A partitioning function maps the tuples of a table to machines
based on the values of specified column(s), which is (are)
called the partitioning key of the table. As a result, a partitioning function determines the number of tuples that will
be mapped to each machine.
Step 1 (Subquery 1, …, Subquery n)
Query 1
Workload

Step s ...

Query q ...

Figure 2: A query workload.
In our work, we target the problem of improving the performance of OLAP workloads in heterogeneous environments.
In general, we may have a set of heterogeneous machines
with different disk, CPU, network performance, and different amounts of memory. At the same time, we have a workload with a set of SQL queries as shown in Figure 2. A query
can be further decomposed into a number of steps with different resource requirements. For each step, there will be
a set of identical subqueries executing concurrently on different machines to exploit data parallelism. A step will not
start until all steps upon which it depends on, if any, have
finished. Thus, the running time of a step is determined by
the longest-running subquery. The query result of a step
will be repartitioned to be utilized by later steps, if needed.
M1
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S1

t11

t21

...

Mn
tn1
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l1

l2

h steps
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To improve performance of parallel DBMSs running in
heterogeneous environments, we propose a technique we call
resource bricolage. The term bricolage refers to construction or creation of a work from a diverse range of things that
happen to be available, or a work created by such a process.
The keys to the success of bricolage are knowing the characteristics of the available items, and knowing a way to utilize
and get the most out of them during construction.
In the context of our problem, a set of heterogeneous machines are the available resources, and we want to use them
to process a database workload as fast as possible. Thus,
to implement resource bricolage, we must know the performance characteristics of the machines that execute database
queries, and we must also know which machines to use and
how to partition data across them to minimize the workload
execution time. To do this, we quantify differences among
machines by using query optimizer and a set of profiling
queries that estimate the machines’ performance parameters. We then formalize the problem of minimizing workload execution time and view it as an optimization problem that takes the performance parameters as input. We
solve the problem using a standard linear program solver to
obtain a recommended data partitioning scheme. In Section 4.4, we also discuss alternatives for handling nonlinear
situations. We implemented our techniques and tested them
in Microsoft SQL Server Parallel Data Warehouse (PDW)
[3], and our experimental results show the effectiveness of

2.

...

1.2 Our Contributions

our proposed solution.
The rest of the paper is organized as follows. Section 2 formalizes the resource bricolage problem. Section 3 describes
our way of characterizing the performance of a machine.
Section 4 presents our approach for finding an effective data
partitioning scheme. Section 5 experimentally confirms the
effectiveness of our proposed solution. Section 6 briefly reviews the related work. Finally, Section 7 concludes the
paper with directions for future work.

...

slow machine can substantially degrade the performance of
the query.
On the other hand, a fast machine in such a system will
be under-utilized, finishing its work early, sitting idle and
waiting for the slower machines to finish. This suggests that
we can reduce execution time by allocating more data to
more powerful machines and less data to the overloaded slow
machines, in order to reduce the execution time of the entire
query. In Figure 1, we compare the execution times of the
first 5 TPC-H queries running on a heterogeneous cluster
with two different data partitioning strategies. One strategy
partitions the data uniformly across all the machines, while
the other partitions the data using our proposed technique,
which we present in Section 4. The detailed cluster setup
is described in Section 5. As can be seen from the graph,
we can significantly reduce total query execution time by
carefully partitioning the data.
Our task is complicated by the fact that whether a machine should be considered powerful or not depends on the
workload. For example, a machine with powerful CPUs is
considered “fast” if we have a CPU-intensive workload. For
an I/O-intensive workload, it is considered “slow” if it has
limited disks. Furthermore, to partition the data in a better
way, we also need to know how much data we should allocate
per machine. Obviously, enough data should be assigned to
machines to fully exploit their potential for the best performance, but at the same time, we do not want to push too
far to turn things around by overloading the powerful machines. The problem gets more complicated when queries in
a workload have different (mixed) resource requirements, as
usually happens in practice. Thus, for a workload with a
mix of I/O, CPU, and network-intensive queries, the partitioning of data with the goal of reducing overall execution
time is a non-trivial task.

ln

n machines

Figure 3: Problem setting.
We visually depict our problem setting in Figure 3. Let
M1 , M2 , ..., Mn be a set of machines in the cluster, and let
W be a workload consisting of multiple queries. Each query
consists of a certain number of steps, and we concatenate all
the steps in all of the queries to get a total of h steps: S1 , S2 ,
..., Sh . Assume that tij would be the execution time for step
Sj running on machine Mi if all the data were assigned to
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Mi . Each column in the picture corresponds to a machine,
and each row represents the set of subqueries running on the
machines for a particular step. In addition, we assume that
a machine Mi also has a storage limit li , which represents
the maximum percentage of the entire data set that it can
hold. The goal of resource bricolage is to find the best way
to partition data across machines in order to minimize the
total execution time of the entire workload.

2.2 Challenges
Whether it is worth allocating data to machines in a nonuniform fashion is dependent on the characteristics of the
available computing resources. In [19], we compared the
performance of three data partitioning strategies: Uniform,
Delete, and Optimal. Uniform assigns the same amount of
data to each machine. Delete is a simple heuristic that attempts to handle resource heterogeneity. It excludes some
slow machines before it partitions the data uniformly to the
remaining ones. Starting with the slowest set of machines,
the machine exclusion attempt is repeated until no further
improvement can be made. Optimal is the ideal data partitioning strategy that distributes data to machines in a way
that minimized the overall execution time. We proved that
in the worst case, the workload execution time of the Delete
approach can be n4 times as long as that of the Optimal
approach [19].
Thus, it is important for us to come up with the optimal
partitioning strategy to better utilize computing resources.
To do this, there are a number of challenges that need to
be tackled. First of all, we need to quantify performance
differences among machines in order to assign the proper
amounts of data to them. Second, we need to know which
machines to use and how much data to assign to each of them
for best performance. Intuitively, we should choose “fast”
machines, and we should add more machines to a cluster to
reduce query execution times. However, we found that this
is not true for the worst-case example we discussed in [19].
In the worst-case example, the set of “fast” machines do not
collaborate well with others in the same system, resulting in
longer execution times.

3. QUANTIFYING PERFORMANCE
DIFFERENCES
For each machine in the cluster, we use the runtimes of
the queries that will be executed to quantify its performance.
Since we do not know the actual query execution times before they finish, we need to estimate these values.
There has been a lot of work in the area of query execution time estimation [9, 10, 20, 22, 27]. Unlike previous
work, we do not need to get perfect time estimates to make
a good data partitioning recommendation. Instead, the ratios in time among machines are the key information that
we need in order to assign the proper amounts of data to
machines. Consider a very simple example with just two
machines. Even if we can not estimate the query runtimes
perfectly for these two machines, we can still assign the right
amount of data to them, as long as we can correctly estimate
how much faster or slower one machine is compared to the
other. Thus, we adopt a less accurate but much simpler
approach to estimate query execution times. Our approach
can be summarized as follows. For a given database query,
we retrieve its execution plan from optimizer and divide the
plan into a set of pipelines. We then use the optimizer’s cost
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model to estimate the CPU, I/O, and network “work” that
needs to be done by each pipeline. To estimate the times to
execute the pipelines on different machines, we run profiling
queries to measure the speeds to process the estimated work
for each machine.

3.1

Estimating the Cost of a Pipeline

Like previous work on execution time estimation [10, 22],
we use the execution plan for a query to estimate its runtime.
An execution plan is a tree of physical operators chosen by
a query optimizer. In addition to the most commonly used
operators in a single-node DBMS, such as Table Scan, Filter,
Hash Join, etc., a parallel database system also employs data
movement operators, which are used for transferring data
between DBMS instances running on different machines.
Shuffle Move
[Temp t]

P1
Table Scan
[Lineitem]

P2

Hash Join
Table Scan
[Orders]

Figure 4: An execution plan with two pipelines.
An execution plan is divided into a set of pipelines delimited by blocking operators (e.g., Hash Join, Group-by, and
data movement operators). The example plan in Figure 4 is
divided into two different pipelines P1 and P2 . Pipelines are
executed one after another, and the total runtime of a query
is the sum of the execution time(s) of its pipeline(s). To
estimate a pipeline’s execution time, we first predict what
is the work of the pipeline and what is the speed to process
the work. We then estimate the runtime of a pipeline as the
estimated work divided by the processing speed.
For each pipeline, we use the optimizer’s cost model to
estimate the work (called cost) that needs to be done by
CPUs, disks, and network, respectively. These costs are
estimated based on the available memory size. We utilize
the optimizer estimated cost units to define the work for an
operator in a pipeline. We follow the idea presented in [20]
to calculate the cost for a pipeline, and the interested reader
is referred to that paper for details.
The default optimizer estimated cost is calculated using
parameters with predefined values (e.g., the time to fetch
a page sequentially), which are set by optimizer designers
without taking into account the resources that will be available on the machine for running a query. Thus, it is not a
good indicator of the actual query execution time for a specific machine. To obtain more accurate predictions, we keep
the original estimates and treat them as estimated work if
a query were to run on a “standard” machine with default
parameters. Then, we test on a given machine to see how
fast it can go through this estimated work with its resources
(the speeds).

3.2

Measuring Speeds to Process the Cost

Measuring I/O speed. To get the speed to process the
estimated I/O cost for a machine, we execute the following
query with a cold buffer cache: select count(*) from T. This
query simply scans a table T and returns the number of
tuples in the table. It is an I/O-intensive query with negligible CPU cost. For this query, we use the query optimizer
to get its estimated I/O cost, and then we run it to obtain

SIGMOD Record, March 2016 (Vol. 45, No. 1)

its execution time for the given machine. Then we calculate
the I/O speed for this machine as the estimated I/O cost
divided by the query execution time.
Measuring CPU speed. To measure the CPU speed,
we test a CPU-intensive query: select T.a from T group
by T.a from a warm buffer cache. We get its estimated
CPU cost and runtime, and we calculate the CPU speed
for this machine by dividing cost by runtime. Since small
queries tend to have higher variation in the cost estimates
and execution times, one practical suggestion is to use a
sufficiently big table for the test. Meanwhile, since the time
spent on transferring query results from a database engine to
an external test program is not used to process the estimated
CPU cost, we need to limit the number of tuples that will
be returned. In our experiment, T contains 18M unsorted
tuples, and only 4 distinct T.a values are returned.
Measuring network speed. We use a separate program
to test the network speed instead of a query running on an
actual database system. The reason is that it is hard to find
a query to test the network speed while isolating all other
factors that can contribute to query execution times. For
a query with data movement operators in a fully functional
system, the query may need to read data from a local disk
and store data in a destination table. If network is not the
bottleneck resource, we can not observe the true network
speed. Thus, we wrote a small program to simulate the
actual system for transmitting data between machines. We
run this program at its full speed to send (receive) data to
(from) another machine that is known to have a fast network
connection. At the end, we calculate the average bytes of
data that can be transferred per second as the network speed
for the tested machine.
Finally, for a pipeline P , we estimate its execution time as
the maximum of CRes (P )/SpeedRes , for any Res in {CPU,
I/O, network}. The execution time of a plan is the sum of
the execution times of all pipelines in the plan.

4. RESOURCE BRICOLAGE
After we estimate the performance differences among machines for running our workload, we now need to find a better
way to utilize the machines to process a given workload as
fast as possible. We model and solve this problem using linear programming, and we deploy special strategies to handle
nonlinear scenarios.

4.1 Base and Intermediate Data Partitioning
Data partitioning can happen in two different places. One
is base table partitioning when loading data into a system,
and the other one is intermediate result reshuffling at the end
of an intermediate step. For example, consider a subquery of
a step that uses the execution plan shown in Figure 4. This
plan scans two base tables: Lineitem and Orders, which may
be partitioned across all machines. The result of this subquery, which can be viewed as a temporary table, is served
as input to the next steps, if there are any. Thus, the output
table may also be redistributed among the machines.
The execution time of a plan running on a given machine
is usually determined by the input table sizes. For example,
the runtime of the plan in Figure 4 depends on the number
of Lineitem and Orders (L and O for short) tuples. The
runtime of a plan that takes a temporary table as input is
again determined by the size of the temporary table.
In some cases, the partitioning of an immediate table can
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be independent of the partitioning of any other tables. For
example, if the output of L ⊲⊳ O is used to perform a local aggregate in the next step, we can use a partitioning
function different from the one used to partition L and O
to redistribute the join results. However, if the output of
L ⊲⊳ O is used to join with other tables in a later step,
we must partition all tables participating in the join in a
distribution-compatible way. In other words, we have to use
the same partitioning function to allocate the data for these
tables.
In our work, we consider data partitioning for both base
and intermediate tables. Note that our technique can also
be applied to systems that do not partition base tables a
priori or do not store data in local disks. For these systems,
our approach can be used to decide the initial assignment of
data to the set of parallel tasks running on machines with
heterogeneous resources, and similarly, our approach can be
used for intermediate result reshuffling. Instead of reading
pre-partitioned data from local disks, these systems read
data from distributed file systems or remote servers. In order
to apply our technique, we need to replace the time estimates
for reading data locally with the time estimates for accessing
remote data. We omit the details here since it is not the
focus of our paper.

4.2

The Linear Programming Model

Next, we will first give our solution to the situation where
all tables must be partitioned using the same partitioning
function, and then we extend it to cases where multiple partitioning functions are allowed at the same time.
Recall that in our problem setting, we have n machines,
and the maximum percentage of the entire data set that
machine Mi can hold is li . Our workload consists of h steps,
and it would take time tij for machine Mi to process step
Sj if all data were assigned to Mi . The actual tij values are
unknown, and we use the technique proposed in Section 3 to
estimate them. We want to find a data partitioning scheme
that can minimize the overall workload execution time.
When all tables are partitioned in the same way, we can
use just one variable to represent the percentage of data that
goes to a particular machine for different tables. Let pi be
the percentage of the data that is allocated to Mi for each
table. We assume that the time it takes for Mi to process
step Sj is proportional to the percentage of data assigned to
it. Based on this assumption, pi tij represents the total time
to process pi of the data for step Sj running on machine Mi .
The execution time of Sj , which is determined by the slowest machine, is maxn
i=1 pi tij . Then the total execution time
P
of the workload can be calculated as hj=1 maxn
i=1 pi tij . In
order to use a linear program to model this problem, we introduce an additional variable xj to represent the execution
time of step Sj . Thus, the total execution time of the workP
load can also be represented as hj=1 xj . The linear program
that minimizes the total execution time of the workload can
be formulated as below.
For step Sj , since the execution time xj is the longest
execution time of all machines, we must have pi tij ≤ xj for
machine Mi . We also know that the percentage of data that
can be allocated to Mi must be at least 0 and at most li . The
sum of all pi s is 1, since all data must be processed. We can
solve this linear programming model using standard linear
optimization techniques to obtain the values for pi s (0 ≤ i ≤
n) and xj s (0 ≤ j ≤ h), where the set of pi values represents
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minimize

h
X

1. Create initial groups with corresponding distributioncompatible base tables according to the database design.

xj

j=1

subject to pi tij ≤ xj
n
X
pi = 1

1 ≤ i ≤ n, 1 ≤ j ≤ h

2. For each step S in W , perform the following three instructions.
(a) For the input tables in S, find the groups that
they belong to. If more than one group is found,
merge them into a single group.

i=1

0 ≤ pi ≤ li

1≤i≤n

P
a data partitioning scheme that minimizes hj=1 xj . Note
that we may use only a subset of the machines, since we do
not need to run queries on a machine with 0% of the data.
Thus, the data partitioning scheme suggests a way to select
the most suitable set of machines and a way to utilize them
to process the database workload efficiently.

4.3 Allowing Multiple Partitioning Functions
When different partitioning functions are allowed to be
used by different tables, we are given more flexibility for
making improvements. Thus, we want to apply different
partitioning functions whenever possible. In order to do this,
we need to identify sets of tables that must be partitioned in
the same way to produce join-compatible distributions, and
we apply different partition functions to tables in different
sets.
To
Step S
Ti1 Ti2 ... TiI

Figure 5: The input and output tables for a step.
For step S in workload W , let {Ti1 , Ti2 , ..., TiI } be the
set of its input tables and To be its output table as we show
in Figure 5. An input table to S could be a base table or
an output table of another step, and all input tables will be
joined together in step S. In order to perform joins, tuples
in these tables must be mapped to machines using the same
partitioning function, otherwise tuples that can be joined
together may end up on different machines.
We define a distribution-compatible group as the set
of input and output tables for W that must be partitioned
using the same function, together with the set of steps in W
that take these tables as input. Placing a step to a group
implies that how the tables can be partitioned in a group
has a significant impact on the execution time of the step.
If we can find all distribution-compatible groups for W , we
can apply different functions to tables in different groups for
data allocation.
Given a database, we assume that the partitioning keys
for base tables and whether two base tables should be partitioned in a distribution-compatible way or not are designed
by a database administrator or an automated algorithm [4,
29, 31]. As a result, we know which base tables should
belong to a distribution-compatible group. For intermediate tables, we need to figure this out. We generate the
distribution-compatible groups for a workload W in the following way:
We omit replicated tables in our problem. Since a full copy
of a replicated table will be kept on a machine, there is no
need to worry about partitioning.
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(b) Assign S to the group.
(c) Create a new group with the output table of S.
After the distribution-compatible groups are generated,
we can employ the linear programming model proposed above
to obtain a partitioning scheme for the tables to minimize
total runtime of the steps in the group. For more details,
we refer the reader to [19].

4.4

Handling Nonlinear Growth in Time

In our proposed linear programming model, we assume
that query execution time changes linearly with the data
size. Unfortunately, this assumption does not always hold
true for database queries. This assumption is valid for the
network cost of a query, where the transmission time increases in proportion to data size. It is also true for the
CPU and I/O costs of many database operators, such as
Table/Index Scan, Filter, and Compute Scalar. These operators take a large proportion of query execution times for
analytical workloads.
The linear assumption may, however, be invalid for multiphase operators such as Hash Join and Sort. We may introduce errors by choosing fixed linear functions for these
operators in the following way. To estimate the tij value for
step Sj running on machine Mi , we first assume that Mi
gets 1/n of the data. We then use the query optimizer to
generate the execution plan for Sj , and we estimate the runtime for the plan. Finally, the estimated value is magnified
n times and returned as the tij value for Sj running on Mi .
Based on all tij s we predict, a recommended partitioning
is computed using the linear programming model, and the
data we eventually allocate to Mi may be less or more than
1/n.
If the plan is the same as the estimated plan and the operator costs increase linearly with the data size, everything
will work as is. However, since the input table sizes could
be different from our assumption, the plan may change, and
some multi-phase operators may need more or fewer passes
to perform their tasks. Thus, the estimated times we used to
quantify the performance differences among machines may
be wrong.
The impact of the changes in plans and operator executions is twofold. When a plan with lower cost is selected or
fewer passes are needed for an operator, the actual query
runtime should be shorter than our estimate, leaving more
room for improvement. When things change in the opposite direction, query execution times may be longer than expected, and we may place too much data on a machine. The
latter case is an unfavorable situation that we should watch
out for. We use the following strategies to avoid making a
bad recommendation.
• Detection: before we actually adopt a partitioning
recommendation, we involve the query optimizer again
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to generate execution plans. We re-estimate query execution times when assuming that each machine gets
the fraction of data as suggested by our model. We
return a warning to the user, if we find that the new
estimated workload runtime is longer than the old estimate. This approach works for both plan and phase
changes.
• Safeguard: to avoid overloading a machine Mi , we
can add a new constraint pi ≤ pisafe to our model. By
selecting a suitable value for pisafe as a guarding point,
we can force the problem to stay in the region, where
query execution times grow linearly with data size.
Even if additional passes are required for some operators,
the data processing time of a powerful machine may still be
shorter than that of a slow machine. One possible direction
would be to use a mixed-integer program to fully exploit the
potential of a powerful machine. Due to lack of space, we
leave this as an interesting direction for future work.

5. EXPERIMENTAL EVALUATION
This section experimentally evaluates the effectiveness and
efficiency of our proposed techniques.

5.1 Experimental Setup
We implemented and tested our techniques in SQL Server
PDW. Our cluster consisted of 9 physical machines, and each
machine had two quad-core processors, 16GB of main memory, and eight disks. On top of each physical machine, we
created a virtual machine (VM) to run our database system.
One VM served as a control node for our system, while the
remaining eight were compute nodes. We artificially introduced heterogeneity by allowing VMs to use varying numbers of processors and disks, limiting the amount of main
memory, and by “throttling” the network connection.
Table
Customer
Lineitem
Nation
Orders

Partition Key
c custkey
l orderkey
(replicated)
o orderkey

Table
Part
Partsupp
Region
Supplier

Partition Key
p partkey
ps partkey
(replicated)
s suppkey

Table 1: Partition keys for the TPC-H tables.
The parallel database system we ran consists of singlenode DBMS instances connected by a distribution layer. We
have eight instances of this single-node DBMS, each running
in one of the VMs. The single-node DBMS is responsible for
exploiting the resources within the node. We used a TPC-H
200GB database for our experiments. Each table was either
hash partitioned or replicated across all compute nodes. Table 1 summarizes the partition keys used for the TPC-H tables. Replicated tables were stored at every compute node
on a single disk.

5.2 Overall Performance
To test the performance of different data partitioning approaches, we used a workload of 22 TPC-H queries. By default, each VM used 4 disks, 8 CPUs, 1Gb/s network bandwidth, and 8GB memory. In our experiments, we created 6
different heterogeneous environments as summarized below
to run the queries.
1. CPU-intensive configuration: to make more queries
CPU bound, we use as few CPUs as possible for the
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VMs. In this setting, we use just one CPU for half
of the VMs, and two CPUs for the other half. As a
result, CPU capacity of the fast machines is twice that
of the slow machines.
2. Network-intensive configuration: similarly, to make
more queries network bound, we reduce network bandwidth for the VMs. For half of the VMs we set the
bandwidth to 10 Mb/s and for the other half to 20
Mb/s.
3. I/O-intensive configuration (2): we reduce the number of disks that are used by the VMs. For half of the
VMs we limit the number of disks to one and for the
remainder to two.
4. I/O-intensive configuration (4): in this setting, we
have 4 types of machines. We set the number of disks
used by the VMs to 1, 1, 2, 2, 4, 4, 8, and 8, respectively. Note that the I/O speeds of the machines with
8 disks (the fastest machines) are roughly 4 times as
fast as the I/O speeds of the machines with just 1 disk
(the slowest machines), and the I/O speeds of the machines with 4 disks are roughly 3.2 times as fast as the
I/O speeds of the slowest machines.
5. CPU and I/O-intensive configuration: the number of disks used by the VMs is the same as in the
above configuration, but we reduce their CPU capability. We set the number of CPUs that they use to
2, 4, 2, 4, 2, 4, 2, and 4, respectively. In this setting,
all VMs are different. If we calculate a ratio to represent the number of CPUs to the number of disks for
a VM, we can conclude that subqueries running on a
VM with a small ratio tend to be CPU bound, while
subqueries running on a VM with a large ratio tend to
be I/O bound. We refer to this configuration as Mix-2.
6. CPU, I/O, and network-intensive configuration:
The CPU and I/O settings are the same as above. We
also reduce network bandwidth to make some of the
subqueries network bound. We set the bandwidth for
the VMs in Mb/s to 30, 30, 30, 10, 10, 30, 30, and 30,
respectively. We refer to this configuration as Mix-3.
For each heterogeneous cluster configuration, we evaluate
the performance of the strategy proposed in this paper (we
refer to it as Bricolage). We use Uniform and Delete as
the competitors. In Table 2(a), we illustrate the predicted
workload execution time for different approaches running
with different cluster configurations. We also calculate the
percentage of time that can be reduced compared to the
Uniform approach. We load the data into our cluster using
different data partitioning strategies to run the queries, and
we measure the actual workload processing times and the
improvements. In Table 2(b), we list the numbers we observe
after running the workload. As we can see from the tables,
although in some cases, our absolute time estimates are not
very precise, the percentage improvement we achieve is close
to our predictions. As a result, we can conclude that our
model is reliable for making recommendations.
In the above cases, we varied only the number of disks,
CPUs, and network bandwidth for the VMs. The impact of
heterogeneous memory sizes was investigated in [19], and our
results indicated that the two strategies proposed in Section
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Strategy
Uniform (sec)
Delete (sec)
Bricolage (sec)

CPU-intensive
5346
5346 (0.0%)
4115 (23.0%)

Network-intensive
5628
5628 (0.0%)
4583 (18.6%)

I/O-intensive (2)
5302
5103 (3.7%)
3317 (37.4%)

I/O-intensive (4)
5583
3522 (36.9%)
2431 (56.5%)

Mix-2
6451
4760 (26.2%)
3420 (47.0%)

Mix-3
8709
8052 (7.5%)
5202 (40.3%)

(a) Estimated execution time and percentage of time reduction for different data partitioning strategies
Strategy
Uniform (sec)
Delete (sec)
Bricolage (sec)

CPU-intensive
7371
7371 (0.0%)
6024 (18.3%)

Network-intensive
8720
8720 (0.0%)
7205 (17.4%)

I/O-intensive (2)
6037
6581 (-9.0%)
4195 (30.5%)

I/O-intensive (4)
6275
4026 (35.8%)
3236 (48.4%)

Mix-2
7680
6107 (20.5%)
5131 (33.2%)

Mix-3
11564
9202 (20.4%)
5767 (50.1%)

(b) Actual execution time and percentage of time reduction for different data partitioning strategies

Table 2: Overall performance (22 TPC-H queries).
4.4 can effectively avoid overloading machines with scarce
memory. In [19], we also presented (i) TPC-H query execution time comparison with different strategies, (ii) evaluations of the accuracy of query performance prediction, and
(iii) studies on whether or not further improvements might
be possible, if we had better system performance predictions. For (i), our results showed that Bricolage can provide
the best performance compared to the other alternatives we
have considered. For (ii) and (iii), we found that accurate relative performance prediction is critical for Resource
Bricolage, and it may not be worth trying too hard to improve the absolute performance prediciton accuracy. Due
to space constraints, the interested reader is referred to the
paper for details.

6. RELATED WORK
Our work is related to query execution time estimation,
which can be loosely classified into two categories. The first
category includes the work on progress estimation for running queries [9, 18, 20, 22, 23, 26]. The key idea for this work
is to collect runtime statistics from the actual execution of
a query to dynamically predict the remaining work/time for
the query. In general, no prediction can be made before the
query starts. The debug run-based progress estimator for
MapReduce jobs proposed in [28] is an exception. However,
it cannot provide accurate estimates for queries running in
parallel database systems [21]. On the other hand, the second category of work focuses on query running time prediction before a query starts [35, 36]. In [36], the authors proposed a technique to calibrate the cost units in the optimizer
cost model to match the true performance of the hardware
and software on which the query will be run, in order to estimate query execution time. This paper gave details on how
to calibrate the five parameters used by PostgreSQL. However, different database optimizers may use different cost
formulas and parameters. Additional work is required before we can apply the technique to other database systems.
Another related research direction is automated partitioning design for parallel databases. The work in [17] investigates different multi-attribute partitioning strategies, and it
tries to place tuples that satisfy the same selection predicates on fewer machines. The work in [11, 25] studies three
data placement issues: choosing the number of machines
over which to partition base data, selecting the set of machines on which to place each relation, and deciding whether
to place the data on disk or cache it permanently in memory. In [29, 31], the most suitable partitioning key for each
table is automatically selected in order to minimize estimated costs, such as data movement costs. While these
approaches can substantially improve system performance,
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they focus on base table partitioning and treat all machines
in the cluster as identical. In our work, we aim at improving query performance in heterogeneous environments. Instead of always applying a uniform partitioning function to
these keys, we vary the amount of data that will be assigned to each machine for the purpose of better resource
utilization and faster query execution. The work in [12, 30]
attempts to improve scalability of distributed databases by
minimizing the number of distributed transactions for OLTP
workloads. Our work targets resource-intensive analytical
workloads where queries are typically distributed. An adaptive and query-workload-aware mechanism for partitioning
large-scale spatial data is proposed in [6], while other systems for processing spatial data typically employ static datapartitioning structures that cannot adapt to data changes.
An elastic partitioning framework is developed in [33] for
distributed OLTP DBMSs, which automatically scales resources in response to demand spikes and gradual changes
in an application’s workload. Our work currently employs a
static partitioning strategy, and dynamic data partitioning
would be an interesting direction for future research.
Our work is also related to skew handling in parallel database
systems [15, 37, 38]. Skew handling is in a sense the dual
problem of the one that we deal with in the paper. It assumes that the hardware is homogeneous, but data skew can
lead to load imbalances in the cluster. It then tries to level
the imbalances that arise.
Finally, our paper is related to various approaches proposed for improving system performance in heterogeneous
environments. The work in [40] proposed solutions to improve performance for latency-sensitive applications running
on clusters with heterogeneous network connectivity. A suite
of optimizations are proposed in [5] to improve MapReduce performance on heterogeneous clusters. Zaharia et al.
[39] developed a scheduling algorithm to dispatch straggling
tasks to reduce execution times of MapReduce jobs. Since
a MapReduce system does not use knowledge of data distribution and location, our technique cannot be used to prepartition the data in HDFS. However, we can apply our
technique to partition intermediate data in MapReduce systems with streaming pipelines.

7.

CONCLUSION AND FUTURE IDEAS

We studied the problem of improving database performance in heterogeneous environments. We developed a technique to quantify performance differences among machines
with heterogeneous resources and to assign proper amounts
of data to them. Extensive experiments confirm that our
technique can provide good and reliable partition recommendations for given workloads with minimal overhead.
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This paper lays down a foundation for several directions
towards future studies to improve database performance running in the cloud. Our work aims at improving the performance of OLAP workload on heterogeneous clusters, where
similar problems on performance prediction and performance
optimization for OLTP workloads on heterogeneous environments remain open. While the focus of this work has been
on static data partitioning strategies, a natural follow-up
will be to study how to dynamically repartition the data
at runtime, when our initial predictions were not accurate
or system conditions have changed. The model proposed
in the paper assumes that queries are running sequentially
in the workload. Since queries might run concurrently in a
system, the relatively short running ones might have negligible impact on the total execution time. One promising
direction would be to take into account concurrent query execution and explicitly model how queries interact with each
other to better utilize resources. As we mentioned in the
introduction, previous research has revealed that the supposedly identical instances provided by a public cloud often
exhibit measurable performance differences. In the cases
where we are given a budget constraint or a time constraint,
we will encounter a problem of selecting the most suitable
computing resources for building a cluster. In addition to
the performance prediction and data allocation challenges
we are tackling in the paper, we also need to either (i) select
a set of most suitable computing resources that minimize
the total execution time for a given budget, or (ii) select a
set of most suitable computing resources that minimize the
cost for a given performance goal. We think both are very
interesting directions for future research.
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[35] W. Wu, Y. Chi, H. Hacı́gümüş, and J. F. Naughton. Towards
predicting query execution time for concurrent and dynamic
database workloads. PVLDB, 2013.
[36] W. Wu, Y. Chi, S. Zhu, J. Tatemura, H. Hacigümüs, and J. F.
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Modern “big data” analysis was motivated by the needs of
the large Internet players, but it was enabled by two main
technical developments: parallel data processing technologies that support reliable and scalable computation over unreliable shared-nothing clusters of computers, and continued advances in machine learning algorithms and techniques.
Initial work on these two areas happened largely independently: MapReduce was developed for aggregate computations over large multitudes of records, with minimal control
flow and no evident goal of supporting machine learning.
Conversely, many of the advances in machine learning research targeted a single machine.
However, many subsequent developments in parallel data
processing have indeed been motivated by machine learning
tasks. Additionally, many machine learning algorithms have
been ported to parallel data processing libraries, and certain
machine learning techniques, such as deep learning, almost
entirely owe their success to parallel processing techniques.
Tremendous activity, in both the distributed systems and
database communities, and in both industry and academia,
continues in improving the runtime architectures and algorithms. Key points of focus have included more effective
data partitioning and load balancing strategies, as well as
mechanisms for making reliable computation more efficient,
such as checkpointing and recomputation schemes at different levels of granularity. Such work has led to many parallel
data processing platforms [1, 2, 3].
Systems-level issues are not the only concern. The database
community continues to search for better programming abstractions and interfaces. Efficient parallel dataflow programs adopt control and dataflow patterns where processing
is done independently on different compute nodes, then messages are exchanged, and the task iterates until some condition is reached. Parallel data processing researchers have
extensively investigated how to express distributed data and
control flow. We now understand much more about the
trade-offs between iterative computation with synchronization (where all nodes are in the same interation step) versus fully asynchronous execution (which can be more efficient but makes it harder to port algorithms developed in
a centralized setting); how to abstract working state within
the program; and whether the actual dataflow across nodes
should be modeled as values, deltas, or generic messages.
A much less-studied, but at least equally important, issue
revolves around the fact that programmers want to write
code in familiar languages and take advantage of existing
libraries, so there needs to be a strong coupling between
the parallel data processing runtime system and an existing
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host language like Java, Scala, or Python. Ideally, the runtime platform could still predict and optimize for the workload. Most existing approaches to host language integration
use variations of Microsoft’s Language-Integrated Querying
(LINQ), which incorporates some SQL constructs into the
host language; or user-defined map and reduce functions, applied to collections of objects, along with second-order functions like join and cogroup. However, increasingly there are
applications where the data or the computation has some innate structure requiring navigation and assembly of results,
where such abstractions do little to help.
The “Implicit Parallelism through Deep Language Embedding” paper makes an astute observation that parallel data
processing is the first setting that couples structured navigation operations with host programming languages: in the
1990s, the fields of object-oriented databases and persistent
programming languages focused on these concerns. While
object-oriented databases perhaps never found their “killer
application,” many innovative ideas were developed.
Alexandrov and collaborators propose Emma, an extension to Scala for parallel data processing, which operates on
bags of structured objects. Emma leverages monad comprehensions, first developed as primitive query operations for
object-oriented databases, to traverse and assemble these
structured objects. These monad comprehensions form a
very natural and powerful mechanism for declaratively specifying structuring and navigation operations, as illustrated
in this paper. The authors also highlight some of the sophisticated query optimization techniques that can be applied,
and further techniques and an evaluation appear in the full
conference version of the paper. This paper does a great job
of taking ideas that may have been “ahead of their time,”
and using them to cleanly tackle some of the open problems
in the parallel data processing space.
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ABSTRACT
Parallel collection processing based on second-order functions such as map and reduce has been widely adopted for
scalable data analysis. Initially popularized by Google, over
the past decade this programming paradigm has found its
way in the core APIs of parallel dataflow engines such as
Hadoop’s MapReduce, Spark’s RDDs, and Flink’s DataSets.
We review programming patterns typical of these APIs and
discuss how they relate to the underlying parallel execution
model. We argue that fixing the abstraction leaks exposed
by these patterns will reduce the cost of data analysis due
to improved programmer productivity. To achieve that, we
first revisit the algebraic foundations of parallel collection
processing. Based on that, we propose a simplified API that
(i) provides proper support for nested collection processing
and (ii) alleviates the need of certain second-order primitives through comprehensions – a declarative syntax akin
to SQL. Finally, we present a metaprogramming pipeline
that performs algebraic rewrites and physical optimizations
which allow us to target parallel dataflow engines like Spark
and Flink with competitive performance.

1. INTRODUCTION
One can argue that the success of Google’s MapReduce
programming model [5] is largely due to its expressiveness and simplicity. Exposing an API built around secondorder functions such as map f and reduce h enables generalpurpose programming with collections via user-defined functions (UDFs) f and h. At the same time, the semantics of
map and reduce alone (i.e., regardless of their UDF parameters) enable data-parallelism and facilitate scalability.
Vanilla MapReduce is a perfect fit for generalized processing and aggregation of a single collection of complex objects,
but programmers stretch its limits when trying to express
algorithms characterized by multiple inputs and non-trivial
data and control flow dependencies. To overcome these
limitations without sacrificing the benefits of seamless integration of UDFs and collection processing primitives in a
general-purpose host language like Java or Scala, projects
like Cascading [1], SCOPE [9], Spark [23], and Stratosphere/Flink [3] emerged, proposing programming model extensions that focus on two basic aspects:
• Expressive dataflows APIs. This includes more
second-order primitives (e.g., cogroup, cross, join)
The original version of this article was published in SIGMOD 2015.
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as well as means to construct advanced dataflows by
composing them freely.
• Non-trivial data and control flow. This includes
primitives for data exchange between the driver and
the UDFs, caching, as well as primitives that enable
native control flow.
To motivate the goal of this work, we revisit some programming patterns associated with the features listed above.
The code examples are given in Spark’s Resilient Distributed
Datasets (RDD) API, although similar observations can be
made in the other APIs as well. The domain used in the
examples consists of the following Scala types:
case class Person(id: Long, email: String, name: String)
case class Email(id: Long, from: String,
to: String, msg: String)

Join Cascades. In our first example, we want to write code
that associates all emails with their sender and receiver.
// 1) join ’people’ with ’emails’ on ’sender’
val xs = people.map(p => (p.email, p)) join
emails.map(e => (e.from, e))
// 2) join ’people’ with ’xs’ on ’receiver’
val ys = people.map(p => (p.email, p)) join
xs.map(x => (x._2._2.to, x._2))
// 3) transform ’ys’ as an RDD of flat tuples
val rs = ys.map(y => {
val to
= y._2._1
// project ’to’
val from = y._2._2._1 // project ’from’
val email = y._2._2._2 // project ’email’
(from, to, email)
})

Two problems become evident from the above code snippet. First, since Spark models keys as data, inputs on keybased operators such as join need to be explicitly transformed into RDDs of (key, value) pairs, which enforces
an extra map before each join. Second, n-way joins must be
specified as a cascade of binary joins. The element type in
the end-result (ys) is therefore a tuple of nested pairs whose
shape reflects the tree shape of the join cascade. Accessing
base data requires projection chains that traverse the tuple
tree to its leafs. As the example above illustrates, such idiomatic programming patterns lead to cluttered and hard to
read code. Flink and Scalding manage to resolve the first
issue by modeling keys as functions rather than data. The
second is usually alleviated through weaker schema models,
like the field literal lists used in Cascading and Scalding.
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Aggregates. For our second example, consider a situation
where we want to compute a tf-idf statistic over the collection of emails. We start by calculating the term frequencies
– we tokenize each email message into terms t and compute their frequencies tfrq using a library function, extend
the resulting (t, tfrq) sequence with the enclosing email
identifier, and finally flatten the result.
val tf = emails.flatMap(email => {
tokenizeAndCount(email.msg).map {
case (t, tfrq) => Tf(email.id, t, tfrq)
}
})

Next, we have to calculate the inverse document frequencies, which for a term t and a document corpus D with
|D| = N are given by the following formula.
idf(t, D) = log

N
|{ d ∈ D | t ∈ d }|

.

One way to do this in Spark is to group by term and map
over the groups to calculate the idf values.
val N = emails.count().toDouble
val idf = tf
.groupBy { case (_, t, _) => t }
.map { case(t, docs) => (t, math.log(N / docs.size)) }

However, the proper way to express this computation is
with a reduceByKey followed by a map.
val idf = tf
.map { case (_, t, _) => (t, 1) }
.reduceByKey(_ + _)
.map { case (t, dfrq) => (t, math.log(N / dfrq)) }

Although they denote the same result, the two variants
define different computations. The first shuffles the entire input and materializes the groups at the receiver side, whereas
the second computes partial aggregates locally before shuffling and merging the final document frequencies dfrq. The
difference in performance gets even more dramatic for naturally occurring skewed distributions, as in this case above
where the terms follow a Zipf distribution. Programmers are
therefore advised to use the reduceByKey pattern whenever
possible. As in the previous case, this leads to situations
where the code is organized according to execution model
specifics rather than readability. Again, the problem can be
witnessed across all similar APIs (Flink, Cascading, etc.).
Caching. To motivate the need for caching, consider the
following piece of code which computes the tfidf values out
of tf and idf and uses them to iteratively update a model:
val tfidf: RDD[TfIdf] = /* compute ’tf*idf’ per term */
var model: RDD[Model] = /* initialize an ML model */
while (...) { // update ’model’ until convergence
model = /* derive from ’tfidf’ and old ’model’ */
}

The problem with that code is that RDD expressions are
lazy. Under the hood, the RDD type implements a builder
pattern that accumulates calls of transformation primitives
like map, flatMap, groupBy into a parallel execution plan.
Evaluation is implicitly forced by action primitives like
count, collect, first. The implication for the code above
is that the tfidf term is evaluated once for every loop. To
fix this type of problems, Spark offers a cache primitive that
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forces an RDD result to be persisted. In our example, we can
append cache to the definition of tfidf. As before, figuring
out when to use it is left to the programmer and requires understanding and consideration of Spark’s execution model.
Cascading does not offer explicit support for caching, while
Flink can infer and enforce it, but only in limited situations
(as we will discuss shortly).
Broadcast Variables. Another problem can arise in a
variation of the last example:
val tfidf: Seq[TfIdf] = /* compute as above */.collect()
var model: RDD[Model] = /* initialize an ML model */
while (...) { // update ’model’ until convergence
model = /* transform old ’model’ */.map(x => {
/* anonymous function that reads ’tfidf’ */
})
}

Evaluation of tfidf is now triggered outside of the loop
by the collect action. The result of the computation is
collected as a local sequence and subsequently read in the
map UDF. As part of its closure, the tfidf value is therefore
serialized and shipped to the cluster in each iteration. In
this situation, performance can be improved by wrapping
the tfidf definition in a sc.broadcast(...) call. The
value is then broadcast to the cluster only once outside of
the loop and can be subsequently accessed from the map
UDF through a tfidf.value call. As in the previous case,
the decision whether to ship a read-only value as part of
the UDF closure or as a broadcast variable is left to the
programmer. A similar construct exists in Flink’s API.
Control Flow. The final issue we highlight is concerned
with the form of certain control flow primitives. In order to
optimally express the while loop from the caching example
in Flink, for example, one has to phrase the program as
follows:
val tfidf: DataSet[TfIdf] = /*
var model: DataSet[Model] = /*
model = model.iterate(model =>
/* transform ’tfidf’ and old
})

compute per term */
initialize an ML model */
{
’model’ */

Note how Flink relies on a dedicated iterate construct
for the iterative part of the program. The reason for this
is once more tied to the underlying execution mode. Spark
supports only acyclic dataflows and realizes iterative computation by lazily unrolling and evaluating dataflows from
a Scala-driven loop. Flink’s runtime, in contrast, offers restricted support for native iterations. This approach has
performance benefits (e.g. less scheduling overhead, loopinvariant data caching), but requires special feedback edges
in the dataflow graph. To introduce those edges, a dedicated
construct like iterate is required at the API level. Ideally,
however, this should be hidden from the programmer, who
should be able to use a native Scala while loop in both cases.
Problem Statement. The above examples highlight the
existence of specific programming patterns and primitives
across various parallel dataflow APIs and execution engines.
The common theme that shines through is the tight interplay between the programming interface and the underlying
execution model. We end up in a situation with several
well-known problems: (i) high barrier of entry due to the
required level of understanding of the underlying execution
model, (ii) hard to read and maintain code due to low-level
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abstractions, and (iii) missed opportunities for optimization
due to hard-coded execution strategies.
One way to tackle these problems is to provide high-level
programming abstractions on top of the low-level dataflow
APIs. The merits of this strategy are validated by the popularity of external languages such as Pig, Hive, and SystemML, on the one side, and specialized internal libraries
for relational processing (DataFrame APIs), graph analysis
(GraphX, GraphLab), and machine learning (MLLib, Mahout), on the other. This development, however, does not
resolve the need for seamless, high-level integration of parallel collection processing in a general-purpose language. External languages introduce a language barrier, while internal
libraries introduce a domain barrier.
In this paper, we argue in favor of an alternative approach
based on deep language embedding through quotation and
metaprogramming. The ability to manipulate data analysis
programs at compile time has twofold impact. First, it facilitates declarative, SQL-like dataflow definitions through host
language constructs such as comprehensions. Second, it allows to decompose the program code as combination of (parallel) dataflow and (sequential) driver fragments, and make
holistic decisions for optimal dataflows execution based on
the surrounding driver context. The overall effect is a highlevel collection processing API where notions of parallelism
associated with an underlying dataflow engine are hidden
from the programmer.
The remainder of this paper is structured as follows. Section 2 reviews a theoretical model for parallel collection processing and its relation to comprehensions – a declarative
syntax generalizing SQL. Section 3 presents Emma [2] – a
domain-specific language (DSL) embedded in Scala which
enables parallel collection processing through comprehensions. Section 4 sketches Emma’s compiler pipeline and discusses how traditional database optimizations such as partial aggregates and join order can be revised in light of the
model from Section 2. Section 5 reviews related work, and
Section 6 discusses ideas for future research. For a more detailed technical description, we refer the reader to the original version of this paper [4].

2. FORMAL FOUNDATIONS
Spark’s RDD, Cascading’s Collection, and Flink’s DataSet
all represent homogeneous distributed collections with so
called “bag semantics”. That is, the elements in a bag share
the same type, their order is not fixed, and duplicates are allowed. Our point of departure therefore is a suitable formal
model for distributed collections (Section 2.1) and parallel
computations on those (Section 2.2), which also facilitates
declarative expression syntax (Section 2.3).

2.1

Bags as Algebraic Data Types

Bag Structure. We define the polymorphic type Bag A
structurally, using a recursive constructor algebra.
type Bag A = emp | cons x : A xs: Bag A (AlgBag-Ins)
The above definition states that all possible Bag A values
can be constructed inductively by two primitive constructor
functions: emp (which denotes the empty bag), and cons
(which denotes the bag where the element x is added to
the bag xs). In other words, for each xs ∈ Bag A there
is a corresponding functional expression txs (which we call
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the constructor application tree) that constructs xs. For
example, the tree associated with {{ 2, 42 }} looks as follows.
cons
cons

2
42

emp

Bag Semantics. By definition, constructor algebras like
AlgBag-Ins are initial and thereby, following Lambek’s
lemma [17], bijective. This means that the association between constructor application trees and values is bidirectional – each constructor application tree txs represents precisely one bag xs and vice versa. This poses a problem, as
it contradicts our intended semantics, which state that element order should does not matter. Using only the algebra
definition, we have {{ 2, 42 }} 6= {{ 42, 2 }} because the corresponding trees are different. To overcome this problem, we
must add an appropriate semantic equation.
cons x1 cons x2 xs = cons x2 cons x1 xs (EQ-Comm-Ins)
The equation states that the order of element insertion
is irrelevant for the constructed value. Based on this equation, we can create an equivalence relation on trees and use
the induced equivalence classes [txs ] instead of the original
trees to ensure xs ↔ [txs ] bijectivity. In our running example, substituting the trees for {{ 2, 42 }} and {{ 42, 2 }} in the
left- and right-hand sides of (EQ-Comm-Ins), correspondingly, renders them equivalent and puts them in the same
equivalence class [ {{ 2, 42 }} ].
Relevance for Data Management. Conceptually, the
xs 7→ txs direction can be interpreted as a recursive parser
that decomposes a bag xs into its constituting elements. Database runtimes encapsulate this behavior in a reusable operator called Scan, and use it to sequentially read the records
in a base table. Indeed, we can define a simple iterator-based
version of Scan with the help of the AlgBag-Ins constructors (again using Scala syntax).
class Scan(var xs: Bag[A]) {
def next(): Option[A] = xs match {
case emp
=> Option.empty[A]
case cons(x, ys) => xs = ys; Some(x)
}
}

Union Representation. The constructors in AlgBag-Ins
impose a left-deep structure on the constructor application
trees. There is, however, another algebra and a corresponding set of semantic equations that encodes the same initial
semantics by means of general binary trees.
type Bag A = emp
| sng x : A
(AlgBag-Union)
| uni xs: Bag A ys: Bag A
uni xs emp = uni emp xs = xs
uni xs (uni ys zs) = uni (uni xs ys) zs
uni xs ys = uni ys xs

(EQ-Unit)
(EQ-Assoc)
(EQ-Comm)

Here emp denotes the empty bag, sng x denotes the singleton bag, and uni xs ys denotes the union of xs and ys.
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+

Although AlgBag-Ins and AlgBag-Union model the
same type semantics, the latter reflects better the essence of
parallel collection processing, as we will show in Section 2.2.

2.2

Structural Recursion on Bags

The previous section described a conceptual model for the
structure of bags that identifies bag values with equivalence
classes of constructor application trees. We now describe
the principle of structural recursion – a method for defining
functions on bags xs by means of systematic substitution of
the constructor applications in the associated txs tree.
Basic Principle. Consider a case where we want to compute the sum of the elements in xs = {{ 3, 5, 7 }}. We can define this operation with a higher-order function called fold.
// structural recursion on union-style bags
def fold[A,B](e: B, s: A => B, u: (B, B) => B)
(xs: Bag[A]) = xs match {
case emp
=> e
case sng(x)
=> s(x)
case uni(ys,zs) => u(fold(e,s,u)(ys), fold(e,s,u)(zs))
}

The fold function takes three function arguments: e, s,
and u, substitutes them in place of the constructor applications in txs , and evaluates the resulting expression tree to
get a final value z ∈ B. To compute the sum of all elements,
for example, we can substitute e = 0, s = id, and u = +.

+

+

uni

⇒

uni

sng sng sng emp
3

5

7

+

⇒ 15

+

id

id

id

3

5

7

0

+

node 3

id

id

id

3

5

7


node 1

node 3

8


id

+

node 2

7

+

id

id

id

3 node 1 5

id

7 node 2

Fold Examples. The fold function provides a generic
mold for specifying operations on collections. Aggregation
functions like min, max, sum, and count, existential qualifiers like exists and forall, as well as collection processing
operators like map and filter can be defined as folds.
Moreover, starting from fold we can define an algebraic
structure known as monad on top of Bag A and enable declarative specification of computations.

2.3 Bag Comprehensions
Consider two bags xs = {{ 1, 2, 2, 3 }} and ys = {{ 1, 2 }} and
their corresponding constructor application trees
uni
uni

uni

uni

sng sng sng sng
1

uni

+

2

2

3

sng sng
1

2

in an example where you want to compute the bag of all
pairs (x, y) where x ∈ xs, y ∈ ys and x = y.
If xs and ys were sets, we could describe this computation
mathematically as a set comprehension.
{ (x, y) | x ∈ xs, y ∈ ys, x = y }
If xs and ys were lists, we could write a Python list comprehension.

Relevance for Parallel Data Management. Again, we
want to highlight the importance of this view on bag computations from a data management perspective. Imagine a
scenario where xs is partitioned and distributed over two
nodes: xs 1 = {{ 3, 5 }} and xs 2 = {{ 7 }}. Conceptually, the
value is still xs = uni xs 1 xs 2 , but the uni is evaluated only
if we have to materialize xs in a single node.

uni
uni
sng

uni
sng

3 node 1 5

sng

emp

7 node 2

If we need the xs only to apply a fold, we can push the
fold argument functions to the nodes containing xs i , apply
the fold locally, and ship the computed zi values instead.
In general, e, s, and u do not form an initial algebra. This
implies loss of information when the substituted txs tree is
evaluated to z, and thereby that z is “smaller” than txs . This
is evident in the sum example – shipping the partial sums
zi is more efficient than shipping the partial bags xs i .
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[ (x, y) for x in xs for y in ys if x == y ]

If xs and ys were database relations, we could write a
select-from-where query (effectively a SQL comprehension).
SELECT x, y FROM xs AS x, ys AS y WHERE x = y

Finally, let xs and ys be values from the user-defined type
Bag N presented in Section 2.1. Modern functional languages
like Scala allow us to use native comprehension syntax for
arbitrary types, as long as those implement the so-called
monad operators. We can therefore write the intended computation like this.
for (x <- xs; y <- ys; if x == y) yield (x, y)

At parse time, the above comprehension is transformed
into a chain of nested flatMap applications ending with a
map and interleaved with withFilter applications as follows.
xs.flatMap(x =>
ys.withFilter(y => x == y).map(y => (x, y)))

This desugaring scheme can be interpreted in terms of
the structural recursion scheme discussed above. The map
part of the flatMap application operates on the level of the
(orange) xs tree – each value x is substituted with a copy
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of the entire ys tree. The inner map operates on the level of
the ys trees and maps their y values to a (x, y) pair using
the x from the outer map. We end up with an outer (orange)
bag of inner (blue) bags.
uni
uni

val N = emails.fold(0, x => 1, plus) // or
val N = emails.count() // alias for the above

uni

sng

sng

sng

sng

uni

uni

uni

uni

sng

sng

sng

sng

sng

sng

sng

Nesting. The grouping operator introduces proper nesting:
val ys: DataBag[Group[K, DataBag[A]]] = xs.groupBy(k)

sng

(1,1) (1,2) (2,1) (2,2) (2,1) (2,2) (3,1) (3,2)
The withFilter application substitutes singleton bags
that do not satisfy the x = y predicate with emp, and the
flat part of flatMap “forgets” the nested bag structure by
inlining the inner trees into the outer one.
uni
uni
uni
sng
(1,1)

uni
uni

emp emp

uni

uni

sng emp

sng emp

(2,2)

(2,2)

emp

Theory to Practice. Bag comprehensions provide the key
ingredient for solving two long-standing problems. First, as
first-class citizen in a general-purpose source language, comprehension syntax offers direct means for declarative parallel collection processing (see Section 3). Second, as a firstclass citizen in an object language subject to metaprogramming, comprehensions can serve as an entry point for the
integration of dataflow optimization techniques into generalpurpose languages (see Section 4).

3. LANGUAGE DESIGN
Based on the formal foundations outlined in Section 2, we
present Emma [2] – a DSL for parallel collection processing
embedded in Scala. We first discuss the core API features by
example, revisiting the issues outlined in Section 1, and then
list the requirements of our approach to the host language.

3.1

Folds. Computation on DataBag values is allowed only by
means of structural recursion. To that end, we expose the
fold operator from Section 2.2 as well as aliases for commonly used folds (e.g. count, exists, minBy). Counting the
number of emails, for example, can be written as follows.

Programming Abstractions

The core abstraction of our API is a generic type called
DataBag which models bags in Union-representation. The
complete set of methods can be found in [4]. In the following,
we discuss characteristic features by example.
For Comprehensions. Binary operators like join and
cross are missing from the API. Instead, the DataBag type
implements the monad operations discussed in Section 2.3.
This allows us to write Select-From-Where expressions like
the join from Section 1 in a declarative way.
for {
email <- emails
from <- people
to
<- people
if from.email == email.from
if to.email == email.to
} yield (from, to, email)
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The resulting bag contains groups of values that share
the same key. Note that the values type is again DataBag[A].
This is fundamentally different from Spark, Flink, and
Hadoop MapReduce, where the group values have the type
Iterable[A] or Iterator[A]. An ubiquitous support for
DataBag nesting allows us to hide the complexity of primitives like groupByKey, reduceByKey, and aggregateByKey
behind a simple “groupBy and fold” programming model.
For instance, calculating the idf term shown in Section 1
can be expressed as follows.
val idf = for {
(t, docs) <- tf.groupBy{ case (_, t, _) => t }
} yield (t, math.log(N / docs.count()))

Due to the deep embedding approach we commit to, we
can recognize nested DataBag patterns like the one above at
compile time and rewrite them into more efficient equivalent
expressions using primitives like aggregateByKey.
Coarse-Grained Parallelism Contracts. Current parallel dataflow APIs provide data-parallelism contracts at the
operator level (e.g. map for element-at-a-time, join for pairat-a-time, etc.). Emma takes a different approach as its
DataBag abstraction itself serves as a coarse-grained contract
for data-parallel computation. The promise Emma gives is
to (i) discover all maximal DataBag expressions in a quoted
code fragment, (ii) rewrite them logically in order to maximize the degree of data-parallelism, and (iii) take a holistic
approach while translating them as parallel dataflows. This
also allows to transparently insert primitives influencing execution like broadcast and cache as part of the compilation
process.

3.2 Host Language Desiderata
The decision to base our implementation on Scala is motivated by purely pragmatic reasons: (i) Scala supports forcomprehensions for user-defined types, (ii) the runtimes we
target have Scala APIs, and (iii) lightweight embedding
and metaprogramming are enabled through Scala’s macro
and reflection facilities. In theory, however, any language
which satisfies the above requirements can be used as a hostlanguage for a similar compiler pipeline.

4. COMPILER PIPELINE
The basic compilation steps are depicted in Figure 1. At
compile time, a Scala macro is used to (i) lift the Scala
AST into a suitable intermediate representation (IR), (ii)
apply logical rewrites that maximize data-parallelism to the
Emma IR (see Section 4.1), and (iii) compile the result as
a binary driver program with staged comprehensions. At
runtime, Scala’s reflection API is used to (iv) translate the
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known as cheap deforestation. Intuitively, the law states
that an operation that constructs a bag can be fused together (or in database terms – it can be pipelined ) with a
subsequent fold over the constructed value. To illustrate
why groupBy can be seen as a build operator, consider the
following naive definition of tf.groupBy(...).

Scala AST
(i) lift
(ii) rewrite

Emma IR
(iii) lower
Driver with Staged
Comprehensions

(iv) translate
(v) evaluate

Flink/Spark
Dataflows

Figure 1: Basic Compiler Pipeline. Solid arrows represent
static, and dashed dynamic (JIT) compilation.
staged comprehensions into the API of the targeted parallel dataflow engine, and to (v) evaluate those and feed the
results back in the driver. In the rest of this section, we
focus on some aspects of steps (ii) and (iv). The goal is to
illustrate optimization techniques widely adopted by the database community on top of bag comprehensions as a model
for program manipulation through metaprogramming. As
in Section 3, more information can be found in [4].

4.1

Logical Optimizations

In this section, we show how two algebraic laws known as
banana-split [6] and fold-build fusion [10] facilitate a logical
rewrite upon generated groups. The rewrite transparently
inserts partial aggregates whenever possible and thereby removes expensive group materializations.
Rewrite Candidates. Candidates for this rewrite are
groupBy terms where (i) all occurrences of the group values
are consumed by a fold, and (ii) these folds do not have
data dependencies. When the optimization is triggered, the
groupBy is replaced by an aggBy operator which fuses the
group construction performed by the groupBy together with
the subsequent fold applications on the group values. In
terms of the APIs discussed in Section 1, this corresponds
to replacing groupBy with reduceByKey whenever possible.
Banana Split. The banana split law generalizes the machinery behind loop fusion for arbitrary structural recursion.
Informally, it states that a pair of folds can be rewritten as
a fold over pairs. For example, the two folds below calculate
a sum and a count over the same input collection.
val sum
= xs.fold(0, id, plus)
val count = xs.fold(0, x => 1, plus)

Those can be substituted by a single fold which operates
by pairwise application of the original substitution functions.
As a result, a pair containing the results of the two original
folds can be computed in a single pass. To illustrate the idea,
take a look at the application tree of the resulting pairwise
fold over {{ 3, 5, 1 }}.
plus × plus
plus × plus

plus × plus

id ×1

id ×1

id ×1

3

5

1

(0, 0)

Fold-Build Fusion. The second law enables a rewrite
which in functional programming languages is commonly

56

val tfGrp = for {
t <- tf.map{ case (_, t, _) => t }.distinct()
} yield {
val docs = tf.withFilter(_._2 == t)
(t, docs)
}

We bind t over the set of distinct terms contained in
tf, and pair each binding with its corresponding docs derived with a filter over tf. Substituting tfGrp in the code
from Section 3.1, we consume the grouped result as follows.
val idf = for {
(t, docs) <- tfGrp
} yield (t, math.log(N / docs.count()))

Knowing that the group values (docs) are used only in the
context of a count application, we can build upon referential
transparency and move the application up to tfGrp.
val tfAgg = for {
t <- tf.map{ case (_, t, _) => t }.distinct()
} yield {
val dfrq = tf.withFilter(_._2 == t).count()
(key, dfrq)
}

The fold-build fusion law tells us that withFilter and the
count can be fused to a single fold as follows.
val dfrq = tf.fold(0, if _._2 == t 1 else 0, plus)

The rewritten definition pairs terms directly with the aggregated document frequencies dfrq instead of materializing
docs. To compensate for the rewrite at the consumer site,
we remove the original count and directly refer to dfrq.
val idf = for {
(term, dfrq) <- trAgg
} yield (term, math.log(N / dfrq))

In practice, we directly substitute groupBy with aggBy,
but the comprehension model enables better understanding
and reasoning about the soundness of such rewrites.
Other logical rewrites such as flattening [22] can also be
performed at this step in order to maximize data-parallelism.

4.2 Dataflow Generation
As a result of the logical optimizations from Section 4.1,
we obtain a modified AST for the original program. The
JIT compiler then offloads the identified maximal DataBag
terms to a parallel execution engine like Spark or Flink as
promised. To illustrate the challenge here, consider again
the (already normalized) join comprehension from Section 3.
for {
email <- emails
from <- people
to
<- people
if from.email == email.from
if to.email == email.to
} yield (from, to, email)
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According to the semantics from Section 2.3 the above
comprehension is equivalent to the following functional term.
emails.flatMap(email =>
people.flatMap(from =>
people
.withFilter(to => from.email == email.from)
.withFilter(to => to.email == email.to)
.map(to => (from, to, email))))

A blunt translation approach would be to take the functional form and substitute the collection type from DataBag
to either RDD or DataSet. This is not a good strategy for two
reasons. First, it only allows for data-parallelism over the
top-most collection (in this case emails), while everything
else must be fully replicated across the cluster. Second, local
evaluation amounts to brute-force nested loops.
Fortunately, the database community has solutions for
this kind of problems. In relational databases, SQL queries
are represented as expression trees called logical plans. For
Select-From-Where queries, the leafs of the tree denote input relations, while inner nodes denote binary join applications. Due to the associativity and commutativity of join,
however, multiple logical plans exist for the same query.
Query optimizers use dynamic programming to pick an optimal plan based on a data-driven cost model.
To bridge the gap between the functional and the database world, we revise some old ideas from Grust [12] in the
context of parallel dataflows. Observe that the abstract semantics of an (equi-)join operator can be defined in terms
of a comprehension.
def join(k1, k2)(xs, ys) = for {
x <- xs
y <- ys
if k1(x) == k2(y)
} yield (x, y)

Armed with that insight, we can devise recursive procedures that transform comprehension expressions into functionally closed cascades of joins. A bottom-up procedure
may begin by joining email and from, and continue recursively until all generators are eliminated. This technique is
known as “Selinger-style query optimization” [20].
// intermediate result (closed functional term)
val ir = join(_.from, _.email)(emails, people)
// final result (residual comprehension term)
for {
(email, from) <- ir
to
<- people
if to.email == email.to
} yield (from, to, email)

A top-down procedure, on the other side, may first split
the original comprehensions in two, join their results, and
continue recursively until all comprehensions have one generator. This technique is known as “Volcano-style query optimization” [11].
// intermediate result (residual comprehension term)
val ir = for {
email <- emails
from <- people
if from.email == email.from
} yield (from, email)
// final result (closed functional term)
join(_._2.to, _.email)(ir, people)

SIGMOD Record, March 2016 (Vol. 45, No. 1)

Either way, after the rewrite procedure terminates, we end
up with an algebraic variant of the original comprehension
based on second order combinators (like join and flatMap)
in direct correspondence with the primitives offered by the
targeted dataflow APIs. Translation from this form to the
concrete target API can be done in a single traversal pass.

5.

RELATED WORK

Object-Oriented Databases. A multitude of research
has been performed during the OODBs era to bridge the
gap between programming languages and database querying. Their primary goal was to make database access from
the programming language transparent, focusing mainly on
object persistence. OODBs attempted to support all the
power of the host programming language (e.g., [16]) but did
not succeed, mainly due to the complexity of such an undertaking. Another approach towards solving the impedance
mismatch (i.e., using a string-quoted language like SQL
within Java, C, Ruby, etc.) was PASCAL/R [14] – a first
step towards integrated querying facility later resurrected by
LINQ [18]. XQuery [7] (with scripting extensions for executing loops) provides a completely integrated programming
and querying language that supports a flavor of comprehension syntax. However, XQuery is tied to the XML data
model whereas our approach is oblivious to the data model.
More Recent Attempts. Similar to LINQ, Ferry [13]
is a comprehensions-based programming language that facilitates database-supported execution of entire programs.
To be evaluated, LINQ and Ferry programs both map into
an intermediate form suitable for execution on SQL:1999capable relational database systems. Similar to XQuery,
Ferry, and LINQ, Emma is a comprehensions-based language, but targets JVM-based parallel dataflow engines.
Moreover, the Emma compiler pipeline relies on a holistic
view of the quoted code which simultaneously considers all
comprehended terms.
Algebraic Approach. In spirit, the ideas presented here
follow a line of work exploring the intersection between
type theory, functional programming, and data management. The starting point is the work by Buneman et al. [8],
who showed that monads can be used to generalize nested
relational algebra to different types of collections and complex objects. The implications of using insert or union representation for parallel processing have been explored by Suciu and Wong [21] and more recently by Steele [15]. The
approach of “comprehending dataflows” presented in Section 4.2 draws on ideas originally proposed by Grust [12].
Our aim is to highlight the importance of this line of work in
facilitating seamless integration of declarative, data-parallel
collection processing into a general-purpose host language.
To the best of our knowledge, Emma is the first DSL for
parallel data analysis that promotes comprehensions as firstclass citizen. The metaprogramming approach allows for
hiding low-level API primitives behind a declarative, ubiquitous abstraction (DataBag) and maintaining competitive
performance through a series of holistic optimizations.

6.

SUMMARY & OUTLOOK

We illustrated common abstraction leaks shared between
distributed collection processing APIs offered by state-ofthe-art parallel dataflow engines. We argued that such leaks
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hinder the adoption of these APIs as a basic tool for advanced data analysis due to the burden imposed on the programmer. To alleviate this burden, we promoted the use of
monad comprehensions over bags in union representation as
first-class citizens in embedded DSLs. As a proof-of-concept,
we presented Emma – a Scala DSL that offers (i) declarative
dataflow syntax, and (ii) advanced rewrite-based optimizations. Emma programs can thereby employ dataflow engines
such as Flink and Spark as transparent co-processors.
Embedding Approach. The ideas behind Emma require
embedding in a general-purpose host language. While we
currently rely on quotation-based embedding (as advocated
by Lisp), type-based embedding (as advocated by LMS [19])
is an appealing alternative due to a more flexible metaprogramming infrastructure. Investigating and comparing the
practical benefits of the two approaches poses an interesting
research question.
Future Work. At the moment, the comprehensions discovered by the the Emma compiler are translated into targetengine dataflows in a heuristic manner. This approach is
sub-optimal with respect to the optimization potential that
can be harvested at runtime. To this end, we are currently
working on an optimizer that will statically pre-compute interesting physical properties across dataflows and use this
information in the JIT compilation phase. Finally, we are
developing a linear algebra API that will allow for mixed use
of bags, matrices, and vectors. Interested readers can learn
more about Emma at our project webpage [2].
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Technical Perspective: Incremental Knowledge Base
Construction Using DeepDive
Alon Halevy
Recruit Institute of Technology

Imagine the task of creating a database of all the highquality specialty cafes around the world so you never have
to settle for an imperfect brew. There are plenty of online
sources with content relevant to your envisioned database.
Cafes may be featured in well-respected coffee publications
such as sprudge.com or baristamagazine.com. Data of more
fleeting nature may pop up when your coffee-savvy friends
note their location by checking in on Facebook or tweeting.
Naturally, there is a plethora of books that studied cafes
around the world in even more detail.
The task of creating such a database is surprisingly hard.
You would begin by deciding which attributes of cafes the
database should model. Attributes such as address and
opening hours would be obvious even to a novice, but you
will need to consult a coffee expert who will suggest more
refined attributes such as roast profile and brewing methods.
The next step is to write programs that will extract structured data from these heterogeneous sources, distinguish the
good extractions from the bad ones, and combine extractions
from different sources to create tuples in your database. As
part of the data cleaning process, you might want to employ
crowd workers to confirm details such as opening hours that
were extracted from text or whether two mentions of cafes
in text refer to the same cafe in the real world. In the extreme case, you might even want to send someone out to a
cafe to check on some of the details in person. The process
of creating the database is iterative because your extraction
techniques will be refined and because the cafe scene changes
frequently.
This Knowledge Base Construction task (KBC) has been
an ongoing challenge and an inspiration for deep collaborations between researchers and practitioners in multiple
fields, including data management and integration, information extaction, machine learning, natural language understanding, and probabibilistic reasoning. Aside from the
compelling application detailed above, the problem arises
in many other settings. For example, imagine the task of
creating a database (or ontology) of all job categories for a
job-search site, or compiling a database of dishes served in
Tokyo cafes for the purpose of restaurant search or trend
analysis.

database in which a probability is attached to every tuple.
A user interacts with DeepDive in a high-level declarative
language (DDLog) that uses predicates that are defined with
functions in Python. The rules in DDLog specify how to extract entities, mentions of entities, and relationships from
the data sources and the details of the extractions are implemented in Python. DeepDive then uses an efficient statistical inference engine to compute probabilities of the facts
in the database. Using a set of tools that facilitate examining erroneous extractions, the user can iteratively adjust
the DDLog rules to obtain the desired precision and recall.
DeepDive has already been used in several substantial applications, such as detecting human trafficking and creating a
knowledge base for Paleobiologists with quality higher than
human volunteers.
This particular paper focuses on the incremental aspects
of DeepDive. As noted in several applications of the system, knowledge base construction is an iterative process. As
the user goes through the process of building the knowledge
base, the rules used to extract the data change are modified and of course, the underlying data may change as well.
The paper describes the algorithms used in DeepDive to efficiently recompute the facts in the knowledge base and to
efficiently recompute the probabilities of facts coming from
the inference engine. The results show that efficient incremental computation can make a substantial difference in the
usability of a KBC system.
Like with any deep scientific endeavour, there is much
more research to be done (and for now, too many coffee
lovers need to settle for over-roasted coffee because the database
of cafes does not exist yet). We hope that reading this paper
will inspire you to work on the KBC problem and hopefully
to contribute ideas from far-flung fields.

The paper you are about to read is a prime example
of groundbreaking work in the area of KBC. DeepDive, a
project led by Chris Ré at Stanford, is an end-to-end system for creating knowledge bases. The input to DeepDive
is a set of data sources such as text documents, PDF files,
and structured databases. DeepDive extracts, cleans and
integrates data from the multiple sources and produces a
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ABSTRACT
The dark data extraction or knowledge base construction (KBC)
problem is to populate a SQL database with information from unstructured data sources including emails, webpages, and pdf reports. KBC is a long-standing problem in industry and research
that encompasses problems of data extraction, cleaning, and integration. We describe DeepDive, a system that combines database
and machine learning ideas to help develop KBC systems. The key
idea in DeepDive is that statistical inference and machine learning are key tools to attack classical data problems in extraction,
cleaning, and integration in a unified and more effective manner.
DeepDive programs are declarative in that one cannot write probabilistic inference algorithms; instead, one interacts by defining features or rules about the domain. A key reason for this design choice
is to enable domain experts to build their own KBC systems. We
present the applications, abstractions, and techniques of DeepDive
employed to accelerate construction of KBC systems.

1.

INTRODUCTION

The process of populating a structured relational database from
unstructured sources has received renewed interest in the database
community through high-profile start-up companies (e.g., Tamr and
Trifacta), established companies like IBM’s Watson [5, 13], and a
variety of research efforts [9,24,29,38,43]. At the same time, communities such as those of natural language processing and machine
learning are attacking similar problems under the name knowledge
base construction (KBC) [3, 11, 20]. While different communities
place differing emphasis on the extraction, cleaning, and integration phases, all seem to be converging toward a common set of
techniques that include a mix of data processing, machine learning,
and engineers-in-the-loop.
The ultimate goal of KBC is to obtain high-quality structured
data from unstructured information. The output databases produced are richly structured with tens of different entity types in
complex relationships. Typically, quality is assessed using two
complementary measures: precision (how often a claimed tuple
is correct) and recall (of the possible tuples to extract, how many
are actually extracted). These systems can ingest massive numbers
of documents–far outstripping the document counts of even wellfunded human curation efforts. Industrially, KBC systems are constructed by skilled engineers in a months-long (or longer) process–
not a one-shot algorithmic task. Arguably, the most important question in such systems is how to best use skilled engineers’ time to
rapidly improve data quality. In its full generality, this question
spans a number of areas in computer science, including programming languages, systems, and HCI. We focus on a narrower quesThe original version of this article was published in PVLDB 2015.
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Figure 1: Knowledge Base Construction (KBC) is the process
of populating a structured relational knowledge base from unstructured sources. DeepDive is a system aimed at facilitating
the KBC process by allowing domain experts to integrate their
domain knowledge without worrying about algorithms.
tion, with the axiom that the more rapidly the programmer moves
through the KBC construction loop, the more quickly she obtains
high-quality data.
This paper presents DeepDive, our open-source engine for
knowledge base construction. DeepDive’s language and execution model are similar to other KBC systems: DeepDive uses a
high-level declarative language [9, 29, 31]. From a database perspective, DeepDive’s language is based on SQL. From a machine
learning perspective, DeepDive’s language is based on Markov
Logic [10, 31]: DeepDive’s language inherits Markov Logic Networks’ (MLN’s) formal semantics. Moreover, it uses a standard
execution model for such systems [9, 29, 31] in which programs
go through two main phases: grounding, in which one evaluates a
sequence of SQL queries to produce a data structure called a factor graph that describes a set of random variables and how they
are correlated. Essentially, every tuple in the database or result of
a query is a random variable (node) in this factor graph. The inference phase takes the factor graph from the grounding phase and
performs statistical inference using standard techniques, e.g., Gibbs
sampling [44, 47]. The output of inference is the marginal probability of every tuple in the database. As with Google’s Knowledge
Vault [11] and others [32], DeepDive also produces marginal probabilities that are calibrated: if one examined all facts with probahttp://deepdive.stanford.edu
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Figure 2: Example KBC Application Built with DeepDive.
bility 0.9, we would expect approximately 90% of these facts to be
correct. To calibrate these probabilities, DeepDive estimates (i.e.,
learns) parameters of the statistical model from data. Inference is
a subroutine of the learning procedure and is the critical loop. Inference and learning are computationally intense (hours on 1TB
RAM/48-core machines).
In our experience with DeepDive, we found that KBC is an iterative process. In the past few years, DeepDive has been used to
build dozens of high-quality KBC systems by a handful of technology companies, a number law enforcement agencies via DARPA’s
MEMEX, and scientists in fields such as paleobiology, drug repurposing, and genomics. Recently, we compared the quality of a
DeepDive system’s extractions to those provided by human volunteers over the last ten years for a paleobiology database, and we
found that the DeepDive system had higher quality (both precision
and recall) on many entities and relationships. Moreover, on all
of the extracted entities and relationships, DeepDive had no worse
quality [34]. Additionally, the winning entry of the 2014 TACKBC competition was built on DeepDive [1]. In all cases, we have
seen the process of developing KBC systems is iterative: quality
requirements change, new data sources arrive, and new concepts
are needed in the application. This led us to develop a set of techniques to make not only the execution of statistical inference and
learning efficient, but also the entire pipeline incremental in the
face of changes both to the data and to the DeepDive program.
This paper aims at giving a broad overview of DeepDive. The
rest of the paper is organized as follows. Section 2 describes the
KBC process, its scientific applications, and technical challenges.
Section 3 presents our language for modeling KBC systems inside
DeepDive. We discuss the different techniques in Section 4 and
give pointers for readers who are interested in each technique.

2. APPLICATIONS AND CHALLENGES
Knowledge base construction (KBC) is the process of populating a knowledge base with facts extracted from unstructured data
sources such as text, tabular data expressed in text and in structured
forms, and even maps and figures. In sample-based science [34],
one typically assembles a large number of facts (typically from
the literature) to understand macroscopic questions, e.g., about the
amount of carbon in the Earth’s atmosphere throughout time, the
rate of extinction of species, or all the drugs that interact with a
particular gene. To answer such questions, a key step is to construct a high-quality knowledge base, and some sciences have undertaken decade-long sample collection efforts, e.g., PaleoDB.org
and PharmaGKB.org.
In parallel, KBC has attracted interest from industry [13, 49] and
academia [2, 3, 6, 12, 21, 23, 29, 32, 35, 38, 40, 45]. To understand
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the common patterns in KBC systems, we are actively collaborating with scientists from a diverse set of domains, including geology [46], paleontology [34], pharmacology for drug repurposing,
and others. We first describe one KBC application we built, called
PaleoDeepDive, then present a brief description of other applications built with similar purposes, and then finally discuss the challenges.

2.1

PaleoDB and PaleoDeepDive

Paleontology is based on the description and biological classification of fossils, an enterprise that has been recorded in and an untold number of scientific publications over the past four centuries.
One central task for paleontology is to construct a knowledge base
about fossils from scientific publications, and an existing knowledge base compiled by human volunteers has greatly expanded the
intellectual reach of paleontology and led to many fundamental new
insights into macroevolutionary processes and the nature of biotic
responses to global environmental change. However, the current
process of using human volunteers is usually expensive and timeconsuming. For example, PaleoDB, one of the largest such knowledge bases, took more than 300 professional paleontologists and
11 human years to build over the last two decades, resulting in
PaleoDB.org. To get a sense of the impact of this database on
this field, at the time of writing, this dataset has contributed to 205
publications, of which 17 have appeared in Nature or Science.
This provided an ideal test bed for our KBC research. In particular, we constructed a prototype called PaleoDeepDive [34] that
takes in PDF documents. This prototype attacks challenges in optical character recognition, natural language processing, information
extraction, and integration. Some statistics about the process are
shown in Figure 3. As part of the validation of this system, we
performed a double-blind experiment to assess the quality of the
system versus the PaleoDB. We found that the KBC system built
on DeepDive has achieved comparable—and sometimes better—
quality than a knowledge base built by human volunteers over the
last decade [34]. Figure 3 illustrates the accuracy of the results in
PaleoDeepDive.

2.2

Beyond Paleontology

The success of PaleoDeepDive motivates a series of other KBC
applications in a diverse set of domains including both natural and
social sciences. Although these applications focus on very different types of KBs, they are usually built in a way similar to PaleoDeepDive. This similarity across applications motivate our study
of building DeepDive as a unified framework to support these diverse applications.
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Figure 3: Quality of KBC systems built with DeepDive. On
many applications, KBC systems built with DeepDive achieves
comparable (and sometimes better) quality than professional
human volunteers, and leads to similar scientific insights on
topics such as biodiversity. This quality is achieved by iteratively integrating diverse sources of data- often quality scales
with the amount of information we enter into the system.

Human-Trafficking. MEMEX is a DARPA program that explores how next generation search and extraction systems can help
with real-world use cases. The initial application is the fight against
human trafficking. In this application, the input is a portion of
the publicly-indexed and "dark" web in which human traffickers
are likely to (surreptitiously) post supply and demand information about illegal labor, sex workers, and more. DeepDive processes such documents to extract evidential data such as names,
addresses, phone numbers, job types, job requirements, information about rates of service, etc. Some of these data items are difficult for trained human annotators to accurately extract and have
never been previously available, but DeepDive-based systems have
high accuracy (Precision and Recall in the 90s, which may surpass
that of non-experts). Together with provenance information, such
structured, evidential data are then passed on to both other collaborators on the MEMEX program as well as law enforcement for
analysis and consumption in operational applications. MEMEX
has been featured extensively in the media and is supporting actual
investigations. For example, every human trafficking investigation
pursued by the Human Trafficking Response Unit in New York City
now involves MEMEX, for which DeepDive is the main extracted
data provider. In addition, future use cases such as applications in
the war on terror are under active consideration.
Medical Genetics. The body of literature in life sciences has

been growing at an accelerating speed, to the extent that it has been
unrealistic for scientists to perform research solely based on reading and/or keyword search. Numerous manually-curated structured
knowledge bases are likewise unable to keep pace with exponential increases in the number of publications available online. For
example, OMIM is an authoritative database of human genes and
mendelian genetic disorders which dates back to the 1960s, and so
far contains about 6,000 hereditary diseases or phenotypes, growing at a rate of roughly 50 records / month for many years. Conversely, almost 10,000 publications were deposited into PubMed
Central per month last year. In collaboration with Prof. Gill Be-
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Figure 4: One challenge of building high-quality KBC systems
is dealing with diverse sources jointly to make predictions. In
this example page of a Paleontology journal article, information extracted from tables, text, and external structured knowledge bases are all required to reach the final extraction. This
problem becomes even more challenging when many extractors
are not 100% accurate, thus motivating the joint probabilistic
inference engine inside DeepDive.
jerano at Stanford, we are developing DeepDive applications to
create knowledge bases in the field of medical genetics. Specifically, we use DeepDive to extract mentions of genes, gene variants,
and phenotypes from the literature, and statistically infer their relationships, presently being applied to clinical genetic diagnostics &
reproductive counseling.

Pharmacogenomics. Understanding the interactions of chem-

icals in the body is key for drug discovery. However, the majority
of this data resides in the biomedical literature and cannot be easily
accessed. The Pharmacogenomics Knowledgebase is a high quality database that aims to annotate the relationships between drugs,
genes, diseases, genetic variation, and pathways in the literature.
With the exponential growth of the literature, manual curation requires prioritization of specific drugs or genes in order to stay up
to date with current research. In collaboration with Emily Mallory
and Prof. Russ Altman [27] at Stanford, we are developing DeepDive applications in the field of pharmacogenomics. Specifically,
we use DeepDive to extract relations between genes, diseases, and
drugs in order to predict novel pharmacological relationships.

TAC-KBP. TAC-KBP is a NIST-sponsored research competition

where the task is to extract common properties of people and organizations (e.g., age, birthplace, spouses, and shareholders) from a
1.3 million newswire and web documents – this task is also termed
Slot Filling. In the 2014 evaluation, 31 US and international teams
participated in the competition, including a solution based on DeepDive from Stanford [1]. The DeepDive based solution achieved the
highest precision, recall, and F1 among all submissions.

2.3

Challenges

On all the applications mentioned above, KBC systems built with
DeepDive achieved high quality as illustrated in Figure 3. Achiev-
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Figure 5: Another challenge of building high-quality KBC systems is that one usually needs to deal with data at the scale
of tera-bytes. These data are not only processed with traditional relational operations, but also operations involving machine learning and statistical inference. Thus, DeepDive consists of a set of techniques to speed up and scale up inference
tasks involving billions of correlated random variables.
ing this high quality level requires that we solve a set of challenges.

Joint Statistical Inference. We have found that text is often

not enough: often, the data that are interesting to scientists are located in the tables, figures, and images of articles. For example, in
geology, more than 50% of the facts that we are interested in are
buried in tables [14]. For paleontology, the relationship between
taxa, as known as taxonomy, is almost exclusively expressed in
section headers [34]. For pharmacology, it is not uncommon for a
simple diagram to contain a large number of metabolic pathways.
To build a KBC system with the quality that scientists will be satisfied with, we need to deal with these diverse sources of input. Additionally, external sources of information (other knowledge bases)
typically contain high-quality signals (e.g., Freebase and Macrostrat). Leveraging these sources in information extraction is typically not studied in the classical information extraction context. To
perform high-quality and high-coverage knowledge extraction, one
needs a model that is able to ingest whatever sources present themselves, opportunistically—that is, a model which is not tied solely
to text but can handle more general extraction and integration from
multiple source types simultaneously.
This challenge becomes more serious when the information from
different sources are all noisy. Take Figure 4 for example, to reach
the extraction that the genus Xenacanthus appears in the location of
the name Obara, the extraction system needs to consult extractions
from text, tables, and external structured sources. These extractions
are often associated with a confidence score. To join these extractions with difference confidence level together, one needs a principled framework. The DeepDive approach to this challenge is based
on a Bayesian probabilistic approach. DeepDive treats all these
information sources as one joint probabilistic inference problem,
http://www.freebase.com/
http://macrostrat.org/
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3.

KBC USING DEEPDIVE

We describe DeepDive, an end-to-end framework for building
KBC systems with a declarative language.

3.1

Definitions for KBC Systems

The input to a KBC system is a heterogeneous collection of unstructured, semi-structured, and structured data, ranging from text
documents to existing but incomplete KBs. The output of the system is a relational database containing relations extracted from the
input and put into an appropriate schema. Creating the knowledge
base may involve extraction, cleaning, and integration.
E XAMPLE 3.1. Figure 6 illustrates a new running example: a
knowledge base with pairs of individuals that are married to each
other. The input to the system is a collection of news articles and an
incomplete set of married persons; the output is a KB containing
pairs of person that are asserted to be married by the input sources.
A KBC system extracts linguistic patterns, e.g., “... and his wife ...”
between a pair of mentions of individuals (e.g., “Barack Obama”
and “M. Obama”). Roughly, these patterns are then used as features in a classifier deciding whether this pair of mentions indicates
that they are married (in the HasSpouse) relation.
We adopt standard terminology from KBC, e.g., ACE. There
are four types of objects that a KBC system seeks to extract from
input documents, namely entities, relations, mentions, and relation mentions. An entity is a real-world person, place, or thing.
There is a justification for probabilistic reasoning as Cox’s theorem asserts (roughly) that if one uses numbers as degrees of belief,
then one must either use probabilistic reasoning or risk contradictions in one’s reasoning system, i.e., a probabilistic framework is
the only sound system for reasoning in this manner. We refer the
reader to Jaynes [19].
http://www.itl.nist.gov/iad/mig/tests/ace/
2000/
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Figure 6: A KBC system takes as input unstructured documents and outputs a structured knowledge base. The runtimes
are for the TAC-KBP competition system. To improve quality,
the developer adds new rules and new data with error analysis
conducted on the result of the current snapshot of the system.
DeepDive provides a declarative language to specify each type
of different rules and data, and techniques to incrementally execute this iterative process.
For example, “Michelle_Obama_1” represents the actual entity for
a person whose name is “Michelle Obama”; another individual
with the same name would have another number. A relation associates two (or more) entities, and represents the fact that there
exists a relationship between the participating entities. For example, “Barack_Obama_1” and “Michelle_Obama_1” participate in
the HasSpouse relation, which indicates that they are married.
These real-world entities and relationships are described in text; a
mention is a span of text in an input document that refers to an
entity or relationship: “Michelle” may be a mention of the entity
“Michelle_Obama_1.” A relation mention is a phrase that connects two mentions that participate in a relation such as “(Barack
Obama, M. Obama)". The process of mapping mentions to entities
is called entity linking.

that associate features to candidates, e.g., “... and his wife ...” in
Example 3.1.
E XAMPLE 3.2. Candidate mappings are usually simple. Here,
we create a relation mention for every pair of candidate persons in
the same sentence (s):
(R1) MarriedCandidate(m1, m2) : PersonCandidate(s, m1), PersonCandidate(s, m2).
Candidate mappings are simply SQL queries with UDFs that
look like low-precision but high-recall ETL scripts. Such rules
must be high recall: if the union of candidate mappings misses a
fact, DeepDive has no chance to extract it.
We also need to extract features, and we extend classical Markov
Logic in two ways: (1) user-defined functions (UDFs) and (2)
weight tying, which we illustrate by example.
E XAMPLE 3.3. Suppose that phrase(m1, m2, sent) returns
the phrase between two mentions in the sentence, e.g., “and his
wife” in the above example. The phrase between two mentions may
indicate whether two people are married. We would write this as:
(FE1) MarriedMentions(m1, m2) : MarriedCandidate(m1, m2), Mention(s, m1),
Mention(s, m2), Sentence(s, sent)
weight = phrase(m1, m2, sent).
One can think about this like a classifier: This rule says that
whether the text indicates that the mentions m1 and m2 are married is influenced by the phrase between those mention pairs. The
system will infer based on training data its confidence (by estimating the weight) that two mentions are indeed indicated to be married.

DeepDive is an end-to-end framework for building KBC systems, as shown in Figure 6. We walk through each phase. DeepDive supports both SQL and datalog, but we use datalog syntax for
this exposition. The rules we describe in this section are manually
created by the user of DeepDive and the process of creating these
rules is application specific.

Technically, phrase returns an identifier that determines which
weights should be used for a given relation mention in a sentence.
If phrase returns the same result for two relation mentions, they
receive the same weight. We explain weight tying in more detail
in Section 3.3. In general, phrase could be an arbitrary UDF that
operates in a per-tuple fashion. This allows DeepDive to support
common examples of features such as “bag-of-words” to contextaware NLP features to highly domain-specific dictionaries and ontologies. In addition to specifying sets of classifiers, DeepDive inherits Markov Logic’s ability to specify rich correlations between
entities via weighted rules. Such rules are particularly helpful for
data cleaning and data integration.

Candidate Mapping and Feature Extraction. All data in

Supervision. Just as in Markov Logic, DeepDive can use train-

For more information, including examples, please see http://
deepdive.stanford.edu. Note that our engine is built on
Postgres and Greenplum for all SQL processing and UDFs. There
is also a port to MySQL.

E XAMPLE 3.4. Distant supervision [17, 28] is a popular technique to create evidence in KBC systems. The idea is to use an incomplete KB of married entity pairs to heuristically label (as True
evidence) all relation mentions that link to a pair of married enti-

3.2

The DeepDive Framework

DeepDive is stored in a relational database. The first phase populates the database using a set of SQL queries and user-defined functions (UDFs) that we call feature extractors. By default, DeepDive
stores all documents in the database in one sentence per row with
markup produced by standard NLP pre-processing tools, including
HTML stripping, part-of-speech tagging, and linguistic parsing.
After this loading step, DeepDive executes two types of queries:
(1) candidate mappings, which are SQL queries that produce possible mentions, entities, and relations, and (2) feature extractors
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ing data or evidence about any relation; in particular, each user
relation is associated with an evidence relation with the same
schema and an additional field that indicates whether the entry
is true or false. Continuing our example, the evidence relation
MarriedMentions_Ev could contain mention pairs with positive and negative labels. Operationally, two standard techniques
generate training data: (1) hand-labeling, and (2) distant supervision, which we illustrate below.
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(1a) Unstructured Information
B. Obama and Michelle
were married Oct. 3, 1992.
Malia and Sasha Obama
attended the state dinner
(1b) Structured Information
HasSpouse
Person1

Person2

Barack
Obama

Michelle
Obama

(2) User Schema
Sentence (documents)
SID
S1

(3a) Candidate Mapping and Feature Extraction

PersonCandidate

Content

SID

MID

B. Obama and Michelle
were married Oct. 3,
1992.

S1

M2

Mentions

Married
EID1

EID2

Barack
Obama

Michelle
Obama

MID2

VALUE

M1

M2

true

SID

MID

S1

M2

(FE1) MarriedMentions(m1,m2) :MarriedCandidate(m1,m2),Mentions(s,m1),
Mentions(s,m2),Sentence(s,sent)
weight=phrase(m1,m2,sent).

EL

MarriedMentions_Ev
MID1

(R1) MarriedCandidate(m1,m2) :PersonCandidate(s,m1),PersonCandidate(s,m2).

MID

EID

M2

Michelle Obama

(3b) Supervision Rules

MarriedCandidate
MID1

MID2

M1

M2

(S1) MarriedMentions_Ev(m1,m2,true) :MarriedCandidate(m1,m2), EL(m1,e1), EL(m2,e2),
Married(e1,e2).

Figure 7: An example KBC system. See Section 3.2 for details.
ties:

Grounding

(S1) MarriedMentions_Ev(m1, m2, true) : -

User Relations

MarriedCandidates(m1, m2), EL(m1, e1),
EL(m2, e2), Married(e1, e2).
Here, Married is an (incomplete) list of married real-world persons that we wish to extend. The relation EL is for “entity linking”
that maps mentions to their candidate entities. At first blush, this
rule seems incorrect. However, it generates noisy, imperfect examples of sentences that indicate two people are married. Machine
learning techniques are able to exploit redundancy to cope with the
noise and learn the relevant phrases (e.g., “and his wife” ). Negative examples are generated by relations that are largely disjoint
(e.g., siblings). Similar to DIPRE [4] and Hearst patterns [16],
distant supervision exploits the “duality” [4] between patterns and
relation instances; furthermore, it allows us to integrate this idea
into DeepDive’s unified probabilistic framework.
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Inference Rules
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Variables V
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F2

Factors F

F2 q(x) :- R(x,y), S(y)

Figure 8: Schematic illustration of grounding. Each tuple corresponds to a Boolean random variable and node in the factor
graph. We create one factor for every set of groundings.

Learning and Inference. In the learning and inference phase,
DeepDive generates a factor graph, similar to Markov Logic, and
uses techniques from Tuffy [31]. The inference and learning are
done using standard techniques (Gibbs Sampling) that we describe
below after introducing the formal semantics.

dard tools to inspect and visualize the data. (4) The user constructs
an end-to-end system and then refines the quality of the system in
a pay-as-you-go way [26]. In contrast, traditional pipeline-based
ETL scripts may lead to user’s time and effort over-spent on a specific extraction or integration step–without the ability to evaluate
how important each step is for the quality of the end result. Anecdotally, pay-as-you-go leads to more informed decisions about how
to improve quality.

Error Analysis. DeepDive runs the above three phases in se-

4.

quence, and at the end of the learning and inference, it obtains a
marginal probability p for each candidate fact. To produce the final KB, the user often selects facts in which DeepDive is highly
confident, e.g., p > 0.95. Typically, the user needs to inspect
errors and repeat the previous steps, a process that we call error
analysis. Error analysis is the process of understanding the most
common mistakes (incorrect extractions, too-specific features, candidate mistakes, etc.) and deciding how to correct them [36]. To
facilitate error analysis, users write standard SQL queries.

3.3

Discussion of Design Choices

We have found the following key aspects of the DeepDive approach that we believe enable non-computer scientists to build sophisticated KBC systems: (1) there is no reference in a DeepDive
program to the underlying machine learning algorithms. Thus,
DeepDive programs are declarative in a strong sense. Probabilistic semantics provide a way to debug the system independent of the
algorithm it uses. (2) DeepDive allows users to write feature extraction code (UDFs) in familiar languages (Python, SQL, and Scala).
(3) DeepDive fits into the familiar SQL stack, which allows stan-

SIGMOD Record, March 2016 (Vol. 45, No. 1)

TECHNIQUES

A DeepDive program is a set of rules with weights specified using the language we described above. During inference, the values of all weights are assumed to be known, while, in learning,
one finds the set of weights that maximizes the probability of the
evidence. The execution of a DeepDive program consists of two
phases, namely grounding and statistical inference and learning. In
this section, we briefly describe the techniques we developed in
each phase to make DeepDive performant and scalable.

4.1

Grounding

As in Figure 8, DeepDive explicitly constructs a factor graph for
inference and learning using a set of SQL queries. A factor graph
is a triple (V, F, ŵ) in which V is a set of nodes that correspond
to Boolean random variables, F is a set of hyperedges (for f ∈ F,
f ⊆ V), and ŵ : F×{0, 1}V → R is a weight function. In DeepDive,
each hyperedge f corresponds to the set of groundings for a rule.
In DeepDive, V and F are explicitly created using a set of SQL
queries, and this process is called grounding.
E XAMPLE 4.1. Take the database instances and rules in Fig-
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ure 8 as an example: each tuple in relation R, S, and Q is a random
variable, and V contains all random variables. The inference rules
F1 and F2 ground factors with the same name in the factor graph
as illustrated in Figure 8. Both F1 and F2 are implemented as SQL
statements in DeepDive.

(NUMA) machines. A NUMA machine usually contains
multiple nodes (sockets), where each sockets contains multiple CPU cores. To achieve high hardware efficiency,
one wants to decrease the communication across different
NUMA nodes.
• Statistical Efficiency Pushing hardware efficiency to the extreme might decrease statistical efficiency because the lack
of communication between nodes might decrease the rate of
convergence of a statistical inference and learning algorithm.
DeepDive takes advantage of the theoretical results of model
averaging [50] and our own results about lock-free execution [25, 30].

Incremental Grounding. Because DeepDive is based on SQL,

we are able to take advantage of decades of work on incremental view maintenance. The input to this phase is the same as the
input to the grounding phase, a set of SQL queries and the user
schema. The output of this phase is how the output of grounding changes, i.e., a set of modified variables ∆V and their factors
∆F. Since V and F are simply views over the database, any view
maintenance techniques can be applied to incremental grounding.
DeepDive uses the DR ED algorithm [15] which handles both additions and deletions. Recall that in DR ED, for each relation Ri
in the user’s schema, we create a delta relation, Rδi , with the same
schema as Ri and an additional column count. For each tuple t,
t.count represents the number of derivations of t in Ri . On an
update, DeepDive updates delta relations in two steps. First, for
tuples in Rδi , DeepDive directly updates the corresponding counts.
Second, a SQL query called a “delta rule” is executed which processes these counts to generate modified variables ∆V and factors
∆F. We found that the overhead of DR ED is modest and the gains
may be substantial, so DeepDive always runs DR ED–except on initial load.

4.2

Statistical Inference and Learning

The main task that DeepDive conducts on factor graphs is statistical inference, i.e. determining for a given node what the marginal
probability is that this node takes the value 1. Since a node takes
value 1 when a tuple is in the output, this process computes the
marginal probability values returned to users. In general, computing these marginal probabilities is ]P-hard [42]. Like many
other systems, DeepDive uses Gibbs sampling [37] to estimate the
marginal probability of every tuple in the database.

Efficiency and Scalability. There are two components to scal-

ing statistical algorithms: statistical efficiency, roughly how many
steps an algorithm takes to converge, and hardware efficiency, how
efficient each of those step is. We introduced this terminology and
studied this extensively in a recent paper [48].
DimmWitted, the statistical inference and learning engine in
DeepDive [48] is built upon our research of how to design a highperformance statistical inference and learning engine on a single
machine [25, 30, 47, 48]. DimmWitted models Gibbs sampling as
a “column-to-row access” operation: each row corresponds to one
factor, each column to one variable, and the non-zero elements in
the matrix correspond to edges in the factor graph. To process one
variable, DimmWitted fetches one column of the matrix to get the
set of factors, and other columns to get the set of variables that
connect to the same factor. In standard benchmarks, DimmWitted was 3.7× faster than GraphLab’s implementation without any
application-specific optimization. Compared with traditional work,
the main novelty of DimmWitted is that it considers both hardware
efficiency and statistical efficiency for executing an inference and
learning task.
• Hardware Efficiency DeepDive takes into consideration
the architecture of modern Non-uniform memory access
For example, for the grounding procedure illustrated in Figure 8,
the delta rule for F1 is qδ (x) : −Rδ (x, y).
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On the whole corpus of Paleobiology, the factor graph contains
more than 0.2 billion random variables and 0.3 billion factors. On
this factor graph, DeepDive is able to run Gibbs sampling on a machine with 4 sockets (10 cores per socket), and we find that we
can generate 1,000 samples for all 0.2 billion random variables in
28 minutes. This is more than 4× faster than a non-NUMA-aware
implementation.

Incremental Inference. Due to our choice of incremental

grounding, the input to DeepDive’s inference phase is a factor
graph along with a set of changed variables and factors. The goal is
to compute the output probabilities computed by the system. Our
approach is to frame the incremental maintenance problem as approximate inference. Previous work in the database community has
looked at how machine learning data products change in response
to both to new labels [22] and to new data [7, 8]. In KBC, both the
program and data change on each iteration. Our proposed approach
can cope with both types of change simultaneously.
The technical question is which approximate inference algorithms to use in KBC applications. We choose to study two popular
classes of approximate inference techniques: sampling-based materialization (inspired by sampling-based probabilistic databases
such as MCDB [18]) and variational-based materialization (inspired by techniques for approximating graphical models [41]).
Applying these techniques to incremental maintenance for KBC is
novel, and it is not theoretically clear how the techniques compare.
Thus, we conducted an experimental evaluation of these two approaches on a diverse set of DeepDive programs. We found these
two approaches are sensitive to changes along three largely orthogonal axes: the size of the factor graph, the sparsity of correlations,
and the anticipated number of future changes. The performance
varies by up to two orders of magnitude in different points of the
space. Our study of the tradeoff space highlights that neither materialization strategy dominates the other. To automatically choose
the materialization strategy, we developed a simple rule-based optimizer [39].

5.

RELATED WORK

Knowledge Base Construction (KBC) has been an area of intense
study over the last decade [2, 3, 6, 12, 21, 23, 29, 35, 38, 40, 45, 49].
Within this space, there are a number of approaches.

Rule-Based Systems. The earliest KBC systems used pattern

matching to extract relationships from text. The most well-known
example is the “Hearst Pattern” proposed by Hearst [16] in 1992.
In her seminal work, Hearst observed that a large number of hyponyms can be discovered by simple patterns, e.g., “X such as
Y.” Hearst’s technique has formed the basis of many further techniques that attempt to extract high-quality patterns from text. Rule-
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based (pattern matching-based) KBC systems, such as IBM’s SystemT [23, 24], have been built to aid developers in constructing high-quality patterns. These systems provide the user with a
(declarative) interface to specify a set of rules and patterns to derive
relationships. These systems have achieved state-of-the-art quality
on tasks such as parsing [24].

Statistical Approaches. One limitation of rule-based systems

is that the developer needs to ensure that all rules provided to the
system are high-precision rules. For the last decade, probabilistic
(or machine learning) approaches have been proposed to allow the
system to select from a range of a priori features automatically. In
these approaches, the extracted tuple is associated with a marginal
probability that it is true. DeepDive, Google’s knowledge graph,
and IBM’s Watson are built on this approach. Within this space,
there are three styles of systems that based on classification-based
frameworks [2, 3, 6, 12, 45], maximum a posteriori (MAP) [21, 29,
40], and probabilistic graphical models [10, 35, 49]. Our work on
DeepDive is based on graphical models.
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Database research frequently cuts across many layers of abstraction (from formal foundations to algorithms to languages to systems) and the software stack (from data storage and distribution to runtime systems and query optimizers). It does this in a way that is specialized to a particular
class of data and workloads. Over the decades, we have
seen this pattern applied to enterprise data, persistent objects, Web data, sensor data, data streams, and so on. Each
time, the community has developed extensions to algebraic
query primitives, specialized implementation techniques (index structures, pattern detection algorithms, update and
consistency mechanisms, etc.), benchmarks, and new optimization techniques.
Today, we are on the cusp of another class of data and applications becoming of broad interest. Time series data were
once viewed as being the purview of specialized scientific applications, forecasting settings, etc., with solutions that did
not necessarily generalize to other domains. Today time
series data are omnipresent: they are continuously emitted by smartphones (tracking location, acceleration, etc.),
smartwatches and fitness bands (tracking activity and health
data), as well as environmental sensors, medical devices, and
flow monitors, and even server logs, network events, financial transactions, etc. Personalization, prediction, and event
detection are increasingly reliant on these data.
At first glance, time series data management seems closely
related to that of sensor networks, data streams, temporal
data, complex event processing, and the like. The difference
is largely in the goals: rather than computing properties of
samples within time windows, or looking for particular sequences of events, time series processing often looks for general patterns that can manifest themselves with differences
in both amplitude and phase: i.e., in some distinguishing
shape in the readings, which may occur at different scales.
For instance, the goal may be to find spikes in voltage levels
measured in regions of the brain (EEG, ECoG, etc.) indicative of seizures or tremors, or to find motion in a wrist-worn
fitness band that indicates the wearer is taking a step during
walking, or to spot a signature in network traffic behavior
indicative of a particular kind of DoS attack.
Database and data mining researchers have been developing techniques to extract motifs for time series, which
are useful for compression, indexing, and search; query-byexample capabilities with waveforms of particular shapes;
techniques to learn the structure of “notable” time series
segments (e.g., seizures, tremors); and finally, unsupervised
pattern detection methods like clustering, which can be used
to find the underlying structure in the shape of the data.
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Most work on clustering time series is focused on defining an effective distance metric between shapes, then using standard clustering methods (hierarchical, k-means, kmediods, spectral) to group time series segments using these
distance measures. However, the question of how to describe
a shape is not completely evident, and there is also a need
to tolerate certain kinds of variations (e.g., noise, stutters,
faster or slower rates). As a result, many different measures
have been defined, including Euclidean distance functions
between waveforms, “time warping” where portions of a time
series signal can be accelerated or decelerated, longest common subsequence measures with scaling, and edit distance
models where samples can be added or removed to make two
shapes look more similar. Excellent survey materials exist
describing the different distance measures as well as broader
time series techniques [1, 2, 3].
The k-Shape paper is differentiated from previous work
by tackling the questions of clustering method and distance
measure simultaneously: Paparizos and Gravano use a statistical measure, cross-correlation, as their measure for comparing time series sequences, and they alter the k-means algorithm to use a different centroid computation mechanism
when computing the clusters. These two modifications are
insightful and highly effective, both in terms of clustering
quality and scale-up. In fact, the conference version of the
paper includes an extensive performance evaluation with 48
different datasets and shows the superiority of their method
against many of the previously proposed schems. This paper
represents a very nice example of the progress being made
in the time series arena, and we anticipate that many more
developments lie ahead.
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ABSTRACT
The proliferation and ubiquity of temporal data across many
disciplines has generated substantial interest in the analysis
and mining of time series. Clustering is one of the most popular data mining methods, not only due to its exploratory
power, but also as a preprocessing step or subroutine for
other techniques. In this paper, we describe k-Shape, a novel
algorithm for time-series clustering. k-Shape relies on a scalable iterative refinement procedure, which creates homogeneous and well-separated clusters. As its distance measure,
k-Shape uses a normalized version of the cross-correlation
measure in order to consider the shapes of time series while
comparing them. Based on the properties of that distance
measure, we develop a method to compute cluster centroids,
which are used in every iteration to update the assignment
of time series to clusters. An extensive experimental evaluation against partitional, hierarchical, and spectral clustering methods, with the most competitive distance measures,
showed the robustness of k-Shape. Overall, k-Shape emerges
as a domain-independent, highly accurate, and efficient clustering approach for time series with broad applications.

1. INTRODUCTION

Temporal, or sequential, data mining deals with problems
where data are naturally organized in sequences [28]. We
refer to such data sequences as time-series sequences if they
contain explicit information about timing (e.g., stock, audio, speech, and video) or if an ordering on values can be
inferred (e.g., streams and handwriting). Large volumes of
time-series sequences appear in almost every discipline, including astronomy, biology, meteorology, medicine, finance,
robotics, engineering, and others [1, 5, 21, 23, 29, 43, 59,
62]. The ubiquity of time series has generated a substantial
interest in querying [2, 38, 39, 41, 52, 61, 65], indexing [8, 11,
34, 35, 37, 63], classification [30, 47, 58, 70], clustering [36,
45, 54, 69, 71], and modeling [3, 31, 68] of such data.
Among all techniques applied to time-series data, clustering is the most widely used as it does not rely on costly
human supervision or time-consuming annotation of data.
With clustering, we can identify and summarize interesting
patterns and correlations in the underlying data [27]. In the
last few decades, clustering of time-series sequences has received significant attention [4, 14, 21, 40, 51, 54, 56, 69, 71],
not only as a powerful stand-alone exploratory method, but
also as a preprocessing step or subroutine for other tasks.
The original version of this paper was published in ACM
SIGMOD 2015 [53].
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Figure 1: ECG sequence examples and types of alignments
for the two classes of the ECGFiveDays dataset [1].

Most time-series analysis methods, including clustering,
critically depend on the choice of distance measure. A key
issue when comparing two sequences is how to handle the
variety of distortions, as we will discuss, that are characteristic of the sequences. To illustrate this point, consider the
ECGFiveDays dataset [1], with ECG sequences recorded for
the same patient on two different days. While the sequences
seem similar overall, they exhibit patterns that belong in
one of the two distinct classes (see Figure 1): Class A is
characterized by a sharp rise, a drop, and another gradual
increase while Class B is characterized by a gradual increase,
a drop, and another gradual increase. Ideally, a shape-based
clustering method should generate a partition similar to the
classes shown in Figure 1, where sequences exhibiting similar patterns are placed into the same cluster based on their
shape similarity, regardless of differences in amplitude and
phase. As the notion of shape cannot be precisely defined,
dozens of distance measures have been proposed [9, 10, 12,
16, 18, 46, 64] to offer invariances to multiple inherent distortions in the data. However, it has been shown that distance
measures offering invariances to amplitude and phase perform exceptionally well [15, 66] and, hence, such measures
are used for shape-based clustering [44, 50, 54, 69].
Due to these difficulties and the different needs for invariances from one domain to another, more attention has been
given to the creation of new distance measures rather than
to the creation of new clustering algorithms. It is generally
believed that the choice of distance measure is more important than the clustering algorithm itself [6]. As a consequence, time-series clustering relies mostly on classic clustering methods, either by replacing the default distance measure with one that is more appropriate for time series, or
by transforming time series into “flat” data so that existing
clustering algorithms can be directly used [67]. However, the
choice of clustering method can affect: (i) accuracy, as every method expresses homogeneity and separation of clus-
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ters differently; and (ii) efficiency, as the computational cost
differs from one method to another. For example, spectral
clustering [17] or certain variants of hierarchical clustering
[33] are more appropriate to identify density-based clusters
(i.e., areas of higher density than the remainder of the data)
than partitional methods such as k-means [42] or k-medoids
[33]. On the other hand, k-means is more efficient than hierarchical, spectral, or k-medoids methods.
Unfortunately, state-of-the-art approaches for shape-based
clustering, which use partitional methods with distance measures that are scale- and shift-invariant, suffer from two
main drawbacks: (i) these approaches cannot scale to largevolumes of data as they depend on computationally expensive methods or distance measures [44, 50, 54, 69]; and
(ii) these approaches have been developed for particular domains [69] or their effectiveness has only been shown for a
limited number of datasets [44, 50]. Moreover, the most successful shape-based clustering methods handle phase invariance through a local, non-linear alignment of the sequence
coordinates, even though a global alignment is often adequate. For example, for the ECG dataset in Figure 1, an
efficient linear drift can reveal the underlying differences in
patterns of sequences of two classes, whereas an expensive
non-linear alignment might match every corresponding increase or drop of each sequence, making it difficult to distinguish the two classes (see Figure 1). Importantly, to the best
of our knowledge, these approaches have never been extensively evaluated against each other, against other partitional
methods, or against different approaches such as hierarchical
or spectral methods. We summarize such an experimental
evaluation below. Our original paper [53] has further details.
In this article, we discuss k-Shape, a novel algorithm for
shape-based time-series clustering that is efficient and domain independent. k-Shape is based on a scalable iterative
refinement procedure similar to the one used by the k-means
algorithm, but with significant differences. Specifically, kShape uses both a different distance measure and a different
method for centroid computation from those of k-means. As
argued above, k-Shape attempts to preserve the shapes of
time-series sequences while comparing them. To do so, kShape requires a distance measure that is invariant to scaling and shifting. Unlike other clustering approaches [44, 54,
69], for k-Shape we adapt the cross-correlation statistical
measure and we show: (i) how we can derive in a principled
manner a time-series distance measure that is scale- and
shift-invariant; and (ii) how this distance measure can be
computed efficiently. Based on the properties of the normalized version of cross-correlation, we develop a novel method
to compute cluster centroids, which are used in every iteration to update the assignment of time series to clusters.
To demonstrate the effectiveness of the distance measure
and k-Shape, we have conducted an extensive experimental
evaluation on 48 datasets and compared the state-of-the-art
distance measures and clustering approaches for time series
using rigorous statistical analysis. We took steps to ensure
the reproducibility of our results, including making available our source code as well as using public datasets. Our
experimental evaluation suggests that: (1) cross-correlation
measures, which are not widely adopted as time-series distance measures, outperform Euclidean distance (ED) [16]
and are as competitive as state-of-the-art measures, such as
constrained Dynamic Time Warping (cDTW) [60], but significantly faster; (2) the k-means algorithm with ED, in con-
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trast to what has been reported in the literature, is a robust
approach for time-series clustering, but inadequate modifications of its distance measure and centroid computation can
reduce its performance; (3) the choice of clustering method,
which was believed to be less important than that of distance measure, is as important as the choice of distance measure; and (4) k-Shape outperforms all scalable approaches
in terms of accuracy. Furthermore, k-Shape also outperforms all non-scalable (and hence impractical) approaches,
with one exception that achieves similar accuracy results.
However, unlike k-Shape, this approach requires tuning of
its distance measure and is two orders of magnitude slower
than k-Shape. Overall, k-Shape is a highly accurate and
scalable choice for time-series clustering that performs exceptionally well across domains [53].
We start by reviewing the state of the art for clustering
time series, as well as with our problem definition (Section
2). We then describe our approach, as follows:
• We show how a scale-, translate-, and shift-invariant distance measure can be derived in a principled manner
from the cross-correlation measure and how this measure can be efficiently computed (Section 3.1).
• We present a novel method to compute a cluster centroid
when that distance measure is used (Section 3.2).
• We describe k-Shape, a centroid-based algorithm for timeseries clustering (Section 3.3).
• We summarize our extensive experimental evaluation (Sections 4 and 5).
We conclude with the implications of our work (Section 6).
Please refer to [53] for further details on our approach and
the experimental evaluation.

2.

PRELIMINARIES

In this section, we review distortions that are common in
time series (Section 2.1) and the most popular distance measures for such data (Section 2.2). Then, we summarize existing approaches for clustering time-series data (Section 2.3)
and for centroid computation (Section 2.4). Finally, we formally present our problem of focus (Section 2.5).

2.1

Time-Series Invariances

Based on the domain, sequences are often distorted in
some way, and distance measures need to satisfy a number
of invariances in order to compare sequences meaningfully.
In this section, we review common time-series distortions
and their invariances. For a more detailed review, see [6].
Scaling and translation invariances: In many cases, it
is useful to recognize the similarity of sequences despite differences in amplitude (scaling) and offset (translation). In
other words, transforming a sequence ~x as ~x0 = a~
x + b, where
a and b are constants, should not change ~x’s similarity to
other sequences. For example, these invariances might be
useful to analyze seasonal variations in currency values on
foreign exchange markets without being biased by inflation.
Shift invariance: When two sequences are similar but differ in phase (global alignment) or when there are regions
of the sequences that are aligned and others are not (local
alignment), we might still need to consider them similar.
For example, heartbeats can be out of phase depending on
when we start taking the measurements (global alignment)
and handwritings of a phrase from different people will need
alignment depending on the size of the letters and on the
spaces between words (local alignment).
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Uniform scaling invariance: Sequences that differ in
length require either stretching of the shorter sequence or
shrinking of the longer sequence so that we can compare
them effectively. For example, this invariance is required for
heartbeats with measurement periods of different duration.
Occlusion invariance: When subsequences are missing,
we can still compare the sequences by ignoring the subsequences that do not match well. This invariance is useful in
handwritings if there is a typo or a letter is missing.
Complexity invariance: When sequences have similar
shape but different complexities, we might want to make
them have low or high similarity based on the application.
For example, audio signals that were recorded indoors and
outdoors might be considered similar, despite the fact that
outdoor signals will be more noisy than indoor signals.
For many tasks, some or all of the above invariances are
required when we compare time-series sequences. To satisfy
the appropriate invariances, we could preprocess the data
to eliminate the corresponding distortions before clustering.
For example, by z-normalizing [24] the data we can achieve
the scaling and translation invariances. However, for invariances that cannot be trivially achieved with a preprocessing
step, we can define sophisticated distance measures that offer distortion invariances. In the next section, we review the
most common such distance measures.

2.2

Time-Series Distance Measures

The two state-of-the-art approaches for time-series comparison first z-normalize the sequences and then use a distance measure to determine their similarity, and possibly
capture more invariances. The most widely used distance
metric is the simple ED [16]. ED compares two time series
~x = (x1 , . . . , xm ) and ~
y = (y1 , . . . , ym ) of length m as follows:
ED(~
x, ~
y) =

r

Xm

i=1

(xi − yi )2

(1)

Another popular distance measure is DTW [60]. DTW can
be seen as an extension of ED that offers a local (non-linear)
alignment. To achieve that, an m-by-m matrix M is constructed, with the ED between any two points of ~
x and ~
y. A
warping path W = {w1 , w2 , . . . , wk }, with k ≥ m, is a contiguous set of matrix elements that defines a mapping between
~x and ~
y under several constraintsr[37]:
DT W (~x, ~
y ) = min

Xk

i=1

wi

(2)

This path can be computed on matrix M with dynamic programming for the evaluation of the following recurrence:
γ(i, j) = ED(i, j) + min{γ(i − 1, j − 1), γ(i − 1, j), γ(i, j − 1)}.
It is common practice to constrain the warping path to
visit only a subset of cells on matrix M . The shape of the
subset matrix is called band and the width of the band is
called warping window. The most frequently used band for
constrained Dynamic Time Warping (cDTW) is the SakoeChiba band [60]. Figure 2a shows the difference in alignments of two sequences offered by ED and DTW distance
measures, whereas Figure 2b presents the computation of
the warping path (dark cells) for cDTW constrained by the
Sakoe-Chiba band with width 5 cells (light cells).
Recently, Wang et al. [66] extensively evaluated 9 distance
measures and several variants thereof. They found that ED
is the most efficient measure with a reasonably high accuracy, and that DTW and cDTW perform exceptionally well
in comparison to other measures. cDTW is slightly better
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Figure 2: Similarity computation: (a) alignment under ED
(top) and DTW (bottom), (b) Sakoe-Chiba band with a
warping window of 5 cells (light cells in band) and the warping path computed under cDTW (dark cells in band).
than DTW and significantly reduces the computation time.
Several optimizations have been proposed to further speed
up cDTW [55]. In the next section, we review clustering
algorithms that can utilize these distance measures.

2.3

Time-Series Clustering Algorithms

2.4

Time-Series Averaging Techniques

Several methods have been proposed to cluster time series. All approaches generally modify existing algorithms,
either by replacing the default distance measures with a
version that is more suitable for comparing time series (rawbased methods), or by transforming the sequences into “flat”
data so that they can be directly used in classic algorithms
(feature- and model-based methods) [67]. Raw-based approaches can easily leverage the vast literature on distance
measures (see Section 2.2), which has shown that invariances offered by certain measures, such as DTW, are general and, hence, suitable for almost every domain [15]. In
contrast, feature- and model-based approaches are usually
domain-dependent and applications on different domains require that we modify the features or models. Because of
these drawbacks of feature- and model-based methods, in
this paper we follow a raw-based approach.
The three most popular raw-based methods are agglomerative hierarchical, spectral, and partitional clustering [6]. For
hierarchical clustering, the most widely used “linkage” criteria are the single, average, and complete linkage variants [33]. Spectral clustering [49] has recently started receiving attention [6] due to its success over other types of
data [17]. Among partitional methods, k-means [42] and kmedoids [33] are the most representative examples. When
partitional methods use distance measures that offer invariances to scaling, translation, and shifting, we consider them
as shape-based approaches. From these methods, k-medoids
is usually preferred [67]: unlike k-means, k-medoids computes the dissimilarity matrix of all data sequences and
uses actual sequences as cluster centroids; in contrast, kmeans requires the computation of artificial sequences as
centroids, which hinders the easy adaptation of distance
measures other than ED. However, from all these methods,
only the k-means class of algorithms can scale linearly with
the size of the datasets. Recently, k-means was modified to
work with (i) DTW [54] and (ii) a distance measure that
offers pairwise scaling and shifting of time-series sequences
[69]. Both of these modifications rely on new methods to
compute cluster centroids that we will review next.
The computation of an average sequence or, in the context of clustering, a centroid, is a difficult task that critically
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depends on the distance measure used to compare time series. We now review the state-of-the-art methods for the
computation of an average sequence.
With Euclidean distance, the arithmetic mean is used to
compute an average sequence (e.g., as is the case in the centroid computation of the k-means algorithm). However, as
DTW is more appropriate for many time-series tasks [37,
55], several methods have been proposed to average timeseries sequences under DTW. Nonlinear alignment and averaging filters (NLAAF) [26] uses a simple pairwise method
where each coordinate of the average sequence is calculated
as the center of the mapping produced by DTW. This method
is applied sequentially to pairs of sequences until only one
pair is left. Prioritized shape averaging (PSA) [50] uses a
hierarchical method to average sequences. The coordinates
of an average sequence are computed as the weighted center of the coordinates of two time-series sequences that were
coupled by DTW. Initially, all sequences have weight one,
and each average sequence produced in the nodes of the tree
has a weight that corresponds to the number of sequences it
averages. To avoid the high computation cost of previous approaches, Ranking Shape-based Template Matching Framework (RSTMF) [44] approximates an ordering of the timeseries sequences by looking at the distances of sequences
to all other cluster centroids, instead of computing the distances of all pairs of sequences.
Several drawbacks of these methods have led to the creation of a more robust technique called Dynamic Time Warping Barycenter Averaging (DBA) [54], which iteratively refines the coordinates of a sequence initially picked from the
data. Each coordinate of the average sequence is updated
with the use of barycenter of one or more coordinates of the
other sequences that were associated with the use of DTW.
Among all these methods, DBA seems to be the most efficient and accurate averaging approach when DTW is used
[54]. Another averaging technique that is based on matrix
decomposition was proposed as part of K-Spectral Centroid
Clustering (KSC) [69], to compute the centroid of a cluster
when a distance measure for pairwise scaling and shifting is
used. In our approach, which we will present in Section 3,
we also rely on matrix decomposition to compute centroids.

2.5

Problem Definition

We address the problem of domain-independent, accurate,
and scalable clustering of time series into k clusters, for a
given value of the target number of clusters k.1 Even though
different domains might require different invariances to data
distortions (see Section 2.1), we focus on distance measures
that offer invariances to scaling and shifting, which are generally sufficient (see Section 2.2) [15]. Furthermore, to easily
adopt such distance measures, we focus our analysis on rawbased clustering approaches, as we argued in Section 2.3.
Next, we describe our k-Shape clustering algorithm.

3.

K -SHAPE CLUSTERING ALGORITHM
Our objective is to develop a domain-independent, accurate, and scalable algorithm for time-series clustering that
is invariant to scaling and shifting. We propose k-Shape, a
clustering algorithm built on (i) a distance measure and (ii)
1

Although the exact estimation of k is difficult without a gold standard, we can do so by varying k and evaluating clustering quality
with criteria that capture information intrinsic to the data alone [33].
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a centroid computation method that can preserve the shapes
of time series. We first discuss our distance measure, which is
based on the cross-correlation measure (Section 3.1). Based
on this distance measure, we propose a method to compute
centroids of time-series clusters (Section 3.2). Finally, we
describe k-Shape, our centroid-based clustering algorithm,
which relies on an iterative refinement procedure that scales
linearly in the number of sequences and generates homogeneous and well-separated clusters (Section 3.3).

3.1

Time-Series Shape Similarity

As discussed earlier, capturing shape-based similarity requires distance measures that can handle distortions in amplitude and phase. Unfortunately, the best performing distance measures offering invariances to these distortions, such
as DTW, are computationally expensive (see Section 2.2).
To circumvent this efficiency limitation, we adopt a normalized version of the cross-correlation measure.
Cross-correlation is a measure of similarity for time-lagged
signals that is widely used for signal and image processing. However, cross-correlation, a measure that compares
one-to-one points between signals, has largely been ignored
in experimental evaluations for the problem of time-series
comparison. Instead, starting with the application of DTW
decades ago [7], research on that problem has focused on
elastic distance measures that compare one-to-many or oneto-none points [9, 10, 37, 46, 64]. In particular, recent
comprehensive and independent experimental evaluations of
state-of-the-art distance measures for time-series comparison — 9 measures and their variants in [15, 66] and 48
measures in [22] — did not consider cross-correlation. Different needs from one domain or application to another hinder the process of finding appropriate normalizations for the
data and the cross-correlation measure. Moreover, inefficient implementations of cross-correlation can make it appear as slow as DTW. As a consequence of these drawbacks,
cross-correlation has not been widely adopted as a timeseries distance measure. In the rest of this section, we show
how to address these drawbacks. Specifically, we will show
how to choose normalizations that are domain-independent
and efficient, and lead to a shape-based distance measure
for comparing time series efficiently and effectively.
Cross-correlation measure: Cross-correlation is a statistical measure with which we can determine the similarity of
two sequences ~
x = (x1 , . . . , xm ) and ~
y = (y1 , . . . , ym ), even if
they are not properly aligned.2 To achieve shift-invariance,
cross-correlation keeps ~
y static and slides ~
x over ~
y to compute their inner product for each shift s of ~
x. We denote a
shift of a sequence as follows:
~
x(s) =

 |s|


 z }| {

(0, . . . , 0, x1 , x2 , . . . , xm−s ),

s≥0

(x1−s , . . . , xm−1 , xm , 0, . . . , 0), s < 0


| {z }


(3)

|s|

When all possible shifts ~
x(s) are considered, with s ∈ [−m, m],
we produce CCw (~
x, ~
y ) = (c1 , . . . , cw ), the cross-correlation
sequence with length 2m − 1, defined as follows:
CCw (~x, ~
y ) = Rw−m (~
x, ~
y ),

w ∈ {1, 2, . . . , 2m − 1}

(4)

where Rw−m (~
x, ~
y ) is computed, in turn, as:

2
For simplicity, we consider sequences of equal length even though
cross-correlation can be computed on sequences of different length.
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Rk (~
x, ~
y) =

m−k
P


l=1

xl+k · yl ,

R−k (~
y ,~
x),

k≥0

(5)

k<0

N CCq (~
x, ~
y) =

,
m−|w−m|


√

CCw (~
x,~
y)
,
R0 (~
x,~
x)·R0 (~
y ,~
y)

w

p

R0 (~x,~
x) · R0 (~
y, ~
y)

!
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(7)

which takes values between 0 to 2, with 0 indicating perfect
similarity for time-series sequences.
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Beyond the cross-correlation normalizations, time series
might also require normalization to remove inherent distortions. Figure 3 illustrates how the cross-correlation normalizations for two sequences ~
x and ~
y of length m = 1024 are
affected by time-series normalizations. Independently of the
normalization applied to CCw (~
x, ~
y ), the produced sequence
will have length 2047. Initially, in Figure 3a, we remove
differences in amplitude by z-normalizing ~x and ~
y in order
to show that they are aligned and, hence, no shifting is required. If CCw (~x, ~
y ) is maximized for w ∈ [1025, 2047] (or
w ∈ [1, 1023]), one of ~x or ~
y should be shifted by i − 1024 to
the right (or 1024 − i to the left). Otherwise, if w = 1024, ~x
and ~
y are properly aligned, which is what we expect in our
example. Figure 3b shows that if we do not z-normalize ~x
and ~
y , and we use the biased estimator, then N CCb is maximized at w = 1797, which indicates a shifting of a sequence
to the left 1797 − 1024 = 773 times. If we z-normalize ~
x and
~
y , and use the unbiased estimator, then N CCu is maximized
at w = 1694, which indicates a shifting of a sequence to the
right 1694 − 1024 = 670 times (Figure 3c). Finally, if we
z-normalize ~x and ~
y , and use the coefficient normalization,
then N CCc is maximized at w = 1024, which indicates that
no shifting is required (Figure 3d).
As illustrated by the example, normalizations of the data
and the cross-correlation measure can have a significant impact on the cross-correlation sequence produced, which makes
the creation of a distance measure a non-trivial task. Furthermore, as in Figure 3, cross-correlation sequences produced by pairwise comparisons of multiple time series will
differ in amplitude based on the normalizations. Thus, a
normalization that produces values within a specified range
should be used to meaningfully compare such sequences.
Shape-based distance (SBD): To devise a shape-based
distance measure, and based on the previous discussion, we
use the coefficient normalization that gives values between
−1 and 1, regardless of the data normalization. Coefficient normalization divides the cross-correlation sequence by
the geometric mean of autocorrelations of the individual sequences. After normalization of the sequence, we detect the
position w where N CCc (~x, ~
y ) is maximized and we derive
the following distance measure:
SBD(~x, ~
y ) = 1 − max

X: 1797
Y: 27.3

0.4

q = “u” (N CCu ) (6)
q = “c” (N CCc )

CCw (~
x, ~
y)

20

10

q = “b” (N CCb )
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30
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Our goal is to compute the position w at which CCw (~
x, ~
y)
is maximized. Based on this value of w, the optimal shift of
~x with respect to ~
y is then ~x(s) , where s = w − m.
Depending on the domain or the application, different
normalizations for CCw (~
x, ~
y ) might be required. The most
common normalizations are the biased estimator, N CCb ,
the unbiased estimator, N CCu , and the coefficient normalization, N CCc , which are defined as follows:

 CCw (~x,~y)

 CC m(~x,~y),
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(d) N CCc with z-normalization

Figure 3: Time-series and cross-correlation normalizations.
Up to now we have addressed shift invariance. For scaling
invariance, we transform each sequence ~
x into ~
x0 = ~x−µ
σ , so
that its mean µ is zero and its standard deviation σ is one.
Efficient computation of SBD: From Equation 4, the
computation of CCw (~
x, ~
y ) for all values of w requires O(m2 )
time, where m is the time-series length. The convolution
theorem [32] states that the convolution of two time series
can be computed as the Inverse Discrete Fourier Transform (IDFT) of the product of their individual Discrete
Fourier Transforms (DFT). Cross-correlation is then computed as the convolution of two time series if one sequence
is first reversed in time, ~x(t) = ~
x(−t) [32], which equals taking
the complex conjugate in the frequency domain. However,
DFT and IDFT still require O(m2 ) time. By using a Fast
Fourier Transform (FFT) algorithm [13], the time reduces
to O(m log(m)). Data and cross-correlation normalizations
can also be efficiently computed; thus the overall time complexity of SBD remains O(m log(m)). Moreover, recursive
algorithms compute an FFT by dividing it into pieces of
power-of-two size [20]. Therefore, to further improve the performance of the FFT computation, when CC(~x, ~
y ) is not an
exact power of two we pad ~
x and ~
y with zeros to reach the
next power-of-two length after 2m − 1.
This section described effective cross-correlation and data
normalizations to derive a shape-based distance measure. Importantly, we also discussed how the cross-correlation distance measure can be efficiently computed. Our experiments
show that SBD is highly competitive, achieving similar results to cDTW and DTW while being orders of magnitude
faster. We now turn to the critical problem of extracting a
centroid for a cluster, to represent the cluster data consistently with the above shape-based distance measure.

3.2

Time-Series Shape Extraction

Many time-series tasks rely on methods that summarize
a set of time series by only one sequence, often referred to
as an average sequence or, in the context of clustering, as a
centroid. The extraction of meaningful centroids is a challenging task that critically depends on the choice of distance
measure. We now show how to determine such centroids for
time-series clustering for the SBD distance measure, to capture shared characteristics of the underlying data.
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Figure 4: Examples of centroids for each class of the ECGFiveDays dataset, based on the arithmetic mean property
(solid lines) and our shape extraction method (dashed lines).
The easiest way to extract an average sequence from a set
of sequences is to compute each coordinate of the average
sequence as the arithmetic mean of the corresponding coordinates of all sequences. This approach is used by k-means,
the most popular clustering method. In Figure 4, the solid
lines show such centroids for each class in the ECGFiveDays dataset of Figure 1: these centroids do not capture
effectively the class characteristics (see Figures 1 and 4).
To avoid such problems, we cast the centroid computation
as an optimization problem where the objective is to find the
minimizer of the sum of squared distances to all other time
series sequences. However, as cross-correlation intuitively
captures the similarity — rather than the dissimilarity —
of time series, we can express the computed sequence as the
maximizer of the squared similarities to all other time-series
sequences. Such similarity (Equation 6) requires the computation of an optimal shift for every sequence. As this
approach is used in the context of iterative clustering, we
use the previously computed centroid as reference and align
all sequences towards this reference sequence. This is a reasonable choice because the previous centroid will be very
close to the new centroid. For this alignment, we use SBD,
which identifies an optimal shift for every sequence. Subsequently, as sequences are already aligned towards a reference
sequence, we can reduce this maximization to a well-known
problem called maximization of the Rayleigh Quotient [25].
(See details of this reduction in [53].)
A desirable property of the above formulation is that we
can extract the most representative shape from the underlying data in a few lines of code [53]. In Figure 4, the dashed
lines show the centroids of each class in the ECGFiveDays
dataset, extracted with our shape extraction method and
using randomly selected sequences as reference sequences.
This method for shape extraction can more effectively capture the characteristics of each class (Figure 1) than by using
the arithmetic mean property (solid lines in Figure 4). We
now show how our shape extraction method is used in a
time-series clustering algorithm.

3.3

Shape-based Time-Series Clustering

We now describe k-Shape, our novel algorithm for timeseries clustering. k-Shape relies on the SBD distance measure of Section 3.1 and the shape extraction method of Section 3.2 to efficiently produce clusters of time series.
k-Shape Clustering Algorithm: k-Shape is a partitional
clustering method that is based on an iterative refinement
procedure similar to the one used in k-means. Through this
iterative procedure, k-Shape minimizes the sum of squared
distances and manages to: (i) produce homogeneous and
well-separated clusters, and (ii) scale linearly with the number of time series. Our algorithm compares sequences efficiently and computes centroids effectively under the scal-

74

ing, translation, and shift invariances. k-Shape is a nontrivial instantiation of k-means and, in contrast to similar
attempts in the literature [54, 69], its distance measure and
centroid computation method make k-Shape the only scalable method that significantly outperforms k-means.
In every iteration, k-Shape performs two steps: (i) in the
assignment step, the algorithm updates the cluster memberships by comparing each time series with all computed
centroids and by assigning each time series to the cluster
of the closest centroid; (ii) in the refinement step, the cluster centroids are updated to reflect the changes in cluster
memberships in the previous step. The algorithm repeats
these two steps until either no change in cluster membership occurs or the maximum number of iterations allowed is
reached. In the assignment step, k-Shape relies on the distance measure of Section 3.1, whereas in the refinement step
it relies on the centroid computation method of Section 3.2.
k-Shape expects as input the time series set and the number of clusters that we want to produce. (Please refer to
[53] for the full algorithm.) Initially, we randomly assign
the time series in to clusters. Then, we compute each cluster
centroid with the shape extraction method (see Section 3.2).
Once the centroids are computed, we refine the memberships
of the clusters by using the SBD distance measure. We repeat this procedure until the algorithm converges or reaches
the maximum number of iterations (usually a small number,
such as 100). The output of the algorithm is the assignment
of sequences to clusters and the centroids for each cluster.
We now turn to the experimental evaluation of k-Shape
against the state-of-the-art time-series clustering approaches.

4.

EXPERIMENTAL SETTINGS

In this section, we describe the experimental settings for
the evaluation of both SBD and our k-Shape algorithm.
Datasets: We use 48 class-labeled time-series datasets, both
synthetic and real, which span several different domains [1].
Platform: We ran our experiments on a cluster of 10 servers
with identical configuration: Dual Intel Xeon X5550 processor with clock speed at 2.67 GHz and 24 GB RAM. Each
server runs Ubuntu 12.04 and Matlab R2012b.
Implementation: We implemented our approach and all
state-of-the-art approaches that we compare against under
the same framework, in Matlab, for a consistent evaluation
in terms of both accuracy and efficiency. For repeatability
purposes, we make all datasets and source code available.3
Baselines: We compare SBD against the strongest state-ofthe-art distance measures for time series (see Section 2.2 for
a detailed discussion), namely, ED, DTW, and cDTW. Only
cDTW requires setting a parameter, to constrain its warping window. We consider two cases from the literature: (i)
cDTWopt : we compute the optimal window by performing a
leave-one-out classification step over the training set of each
dataset; (ii) cDTWw : we use as window 5%, for cDTW5 , of
the length of the time series of each dataset. We compare
k-Shape against the three strongest types of scalable and
non-scalable clustering methods, namely, partitional, hierarchical, and spectral methods (see Section 2.3 for a detailed
discussion), combined with the most competitive distance
measures discussed previously (we denote them as Dist).
As scalable methods, we consider the classic k-means algorithm with ED (k-AVG+ED) [42], and the following vari3

http://www.cs.columbia.edu/~jopa/kshape.html
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Figure 5: Ranking of distance measures based on the average of their ranks across datasets. The wiggly line connects
all measures that do not perform statistically differently according to the Nemenyi test.

Figure 6: Ranking of k-means variants based on the average
of their ranks across datasets. The wiggly line connects
all techniques that do not perform statistically differently
according to the Nemenyi test.

ants: (i) k-means with DTW as distance measure and the
DBA method for centroid computation (k-DBA) [54] and (ii)
k-means with a distance measure offering pairwise scaling
and shifting of time series and computation of the spectral
norm of a matrix for centroid computation (KSC) [69]. As
non-scalable methods, among partitional methods we consider the Partitioning Around Medoids (PAM+Dist) implementation of the k-medoids algorithm [33]. Among hierarchical methods, we use agglomerative hierarchical clustering with single (H-S+Dist), average (H-A+Dist), and complete (H-C+Dist) linkage criteria [33]. Finally, among spectral methods, we consider the popular normalized spectral
clustering method (S+Dist) [49]. Overall, we compared kShape against 20 clustering approaches.
Metrics: We compute CPU time utilization and report time
ratios for our comparisons. We use the one nearest neighbor
classification accuracy to evaluate the distance measures and
the Rand Index [57] to evaluate clustering accuracy.
Statistical analysis: We use the Friedman test [19] followed by the post-hoc Nemenyi test [48] for comparison of
multiple algorithms over multiple datasets and we report
statistical significant results with a 95% confidence level.

nificantly outperforms ED and achieves similar results to
both constraint and unconstraint versions of DTW.
Evaluation of k-Shape Against Other Scalable Methods: Figure 6 shows the average rank across datasets of
each k-means variant. k-Shape is the top technique, with
an average rank of 1.89, meaning that k-Shape was best
in the majority of the datasets. The Friedman test rejects
that all algorithms behave similarly, so we proceed with a
post-hoc Nemenyi test, to evaluate the significance of the
differences in the ranks. We observe that the ranks of KSC,
k-DBA, and k-AVG+ED do not present a statistically significant difference, whereas k-Shape, which is ranked first,
is significantly better than the others. Modifying k-means
with inappropriate distance measures or centroid computation methods might lead to unexpected results. In terms
of efficiency, k-Shape is one order of magnitude faster than
KSC, two orders of magnitude faster than k-DBA, and one
order of magnitude slower than k-AVG+ED.
Evaluation of k-Shape Against Non-Scalable Methods: To show the robustness of k-Shape in terms of accuracy beyond scalable approaches, we now ignore scalability and compare k-Shape against hierarchical, spectral,
and k-medoids methods. Among all existing state-of-the-art
methods that use ED or cDTW5 as distance measures, only
partitional methods perform similarly to or better than kAVG+ED. In particular, PAM+cDTW5 is the only method
that outperforms k-AVG+ED. Figure 7 shows that k-Shape,
PAM+SBD, PAM+cDTW5 , and S+SBD (i.e., all methods
outperforming k-AVG+ED) do not present a significant difference in accuracy, whereas k-AVG+ED, which is ranked
last, is significantly worse than the others.
In short, our experimental evaluation suggests that SBD is
as competitive as state-of-the-art measures, such as cDTW
and DTW, but faster, and k-Shape is the only method that
is both accurate and efficient. In [53], we provide further
details on these findings and on the performance of hierarchical and spectral methods as well.

5.

EXPERIMENTAL RESULTS

We now provide highlights of the detailed experimental
evaluation in [53]. First, we evaluate SBD against the stateof-the-art distance measures. Then, we compare k-Shape
against scalable and non-scalable clustering approaches.
Evaluation of SBD: All distance measures, including SBD,
outperform ED with statistical significance. The difference
in accuracy between SBD and DTW is in most cases negligible: SBD performs at least as well as DTW in 30 datasets.
Considering the constrained versions of DTW, we observe
that SBD performs similarly to or better than cDTWopt and
cDTW5 in 22 and 18 datasets, respectively. To better understand the performance of SBD in comparison with cDTWopt
and cDTW5 , we evaluate the significance of their differences
in accuracy when considered all together. Figure 5 shows
the average rank across datasets of each distance measure.
cDTWopt is the top measure, with an average rank of 1.96,
meaning that cDTWopt performed best in the majority of
the datasets. The Friedman test rejects the null hypothesis
that all measures behave similarly, and, hence, we proceed
with a post-hoc Nemenyi test, to evaluate the significance
of the differences in the ranks. The wiggly line in the figure connects all measures that do not perform statistically
differently according to the Nemenyi test. We observe that
the ranks of cDTWopt , cDTW5 , and SBD do not present a
significant difference, and ED, which is ranked last, is significantly worse than the others. In terms of efficiency, SBD is
only 4.4x slower than ED and remains one order of magnitude faster than cDTWopt and cDTW5 . In conclusion, SBD
is a very efficient, parameter-free distance measure that sig-
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6.

CONCLUSIONS

We presented k-Shape, a partitional clustering algorithm
that preserves the shapes of time series. k-Shape compares
time series efficiently and computes centroids effectively under the scaling and shift invariances. We have identified
many interesting directions for future work. For example,
k-Shape currently operates over a single time-series representation and cannot handle multiple representations. Considering that several transformations (e.g., smoothing) can
reduce noise and eliminate outliers in time series, an extension of k-Shape to leverage characteristics from multiple
representations can significantly improve its accuracy. Another future direction is to explore the usefulness of k-Shape
as a “subroutine” of other methods. For example, nearest
centroid classifiers rely on effective clustering of time series
and subsequent extraction of centroids for the clusters.
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It is of paramount importance for a scholarly journal
such as ACM Transactions on Database Systems to have
a strong editorial board of respected, world-class scholars. The editorial board plays a fundamental role in attracting the best submissions, in ensuring insightful and
timely handling of submissions, in maintaining the high
technical standards of the journal, and in maintaining the
reputation of the journal. Indeed, the journal’s Associate
Editors, along with the reviewers and authors they work
with, are the primary reason that TODS is a world-class
journal.

Retiring Associate Editors
As of January 1, 2016, five Associate Editors have ended
their terms:
• Wenfei Fan
• Chris Jermaine
• Tova Milo
• Lucian Popa
• Divesh Srivastava
They have served on the editorial board for six, or between six and seven, years. In addition, they will stay
on until they complete their current loads. They have
each provided very substantial high-caliber service to
the journal and the database community. Specifically,
I have never seen them compromise on quality when
handling submissions, and I believe that they have uniformly made sound technical decisions. We are all fortunate that they have donated their time and unique expertise during these years.
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New Associate Editors
Also as of January 1, 2016, five new Associate Editors
have joined the editorial board:
• Marcelo Arenas (http://web.ing.puc.cl/
˜marenas)
• Gao Cong (http://www.ntu.edu.sg/home/
gaocong/)
• Torsten Grust (http://db.inf.unituebingen.de/team/grust)
• Peter Haas (http://researcher.watson.
ibm.com/researcher/view.php?
person=us-phaas)
• Wim Martens (http://www.theoinf.unibayreuth.de/en/team/Martens_Wim/)
All five are highly regarded scholars in the field of
database systems. We are very fortunate that these outstanding scholars are willing to volunteer their valuable
time and indispensable expertise for handling manuscripts
for the benefit of our scientific community. Indeed, I am
gratified that they have committed to help TODS continue to evolve and improve, and I am looking forward
to working with them.
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  Markets	
  
• Provisioning	
  and	
  Metering	
  
• Distributed	
  and	
  Parallel	
  Query	
  Processing	
  
• Query	
  Optimization	
  
• Distributed	
  Systems	
  
• Resource	
  Management	
  
• Energy	
  Efficiency	
  and	
  Management	
  
• Scientific	
  Data	
  Management	
  
• Fault	
  Tolerance,	
  High	
  Availability,	
  and	
  
• Security	
  of	
  Infrastructure	
  and	
  Services	
  
Reliability	
  
• Service	
  Level	
  Agreements	
  
• IoT	
  Infrastructure	
  
• Storage	
  Systems	
  and	
  New	
  Technologies	
  
• Large	
  Scale	
  Cloud	
  Applications	
  
• Transactional	
  Models	
  
• Multi-‐Tenancy	
  
• Virtualization,	
  Containers,	
  VMs	
  
• Networking	
  and	
  SDNs	
  
	
  

Submission

Authors	
  can	
  submit	
  a	
  paper	
  in	
  one	
  of	
  the	
  following	
  categories:	
  
• Research	
  Papers	
  describe	
  original	
  research,	
  where	
  novelty	
  is	
  a	
  primary	
  consideration.	
  
• Experience	
  Papers	
  describe	
  experiences	
  with	
  existing	
  systems,	
  where	
  lessons	
  from	
  the	
  
experience	
  are	
  a	
  primary	
  consideration.	
  
• Vision	
  Papers	
  describe	
  speculative	
  but	
  well-‐reasoned	
  and	
  thought-‐provoking	
  ideas,	
  where	
  
insight	
  is	
  a	
  primary	
  consideration.	
  
Submissions	
  must	
  be	
  entered	
  online	
  at	
  http://socc2016.org/submissions	
  
	
  
SoCC	
  2016	
  also	
  accepts	
  poster	
  submissions.	
  Details	
  and	
  deadlines	
  are	
  available	
  in	
  the	
  call	
  for	
  
posters	
  on	
  the	
  conference	
  website:	
  http://acmsocc.github.io/2016/	
  
	
  

Important Dates
•
•
•
•
•
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Abstract	
  submission:	
  	
   17	
  May	
  2016	
  
Paper	
  submission:	
  	
  
24	
  May	
  2016	
  
Acceptance	
  notification:	
  29	
  July	
  2016	
  
Camera-‐ready	
  deadline:	
  26	
  August	
  2016	
  
Conference	
  dates:	
  
5-‐7	
  October	
  2016	
  

Conference Officers

	
  
General	
  Chair:	
   Brian	
  Cooper	
  
	
  
	
  
	
  
PC	
  Chairs:	
  
Marcos	
  K.	
  Aguilera	
  
	
  
	
  
Yanlei	
  Diao	
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