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Extended Abstract 

1 In t roduc t i on  

Multidatabase management systems (MDBMS) [6] enable 
da ta  sharing among heterogeneous local databases (called 
component databases) and thus provide interoperability re- 
quired by diverse applications. Among the research topics 
in mult idatabase systems, few work has been reported on 
global query optimization [3, 4] compared to other topics 
such as schema integration. We suggest that there are sev- 
eral reasons why this is so. First, global query optimization 
in multidatabase systems is a complex problem. Second, 
the potential returns, in terms of both academic value of 
this research as well as possible performance gain from op- 
timization, are not clear. 

In this extended abstract,  we claim that global query 
optimization is necessary for high performance MDBMS as  
in the case of conventional distributed database systems. 
However, contrary to what is commonly assumed, query op- 
timization in multidatabase systems encompasses a number 
of additional issues which arise from autonomy and hetero- 
geneity of component databases. To circumvent these diffi- 
culties, we extend the existing model for distributed query 
optimization to operate in the multidatabase context. Fi- 
nally, we also outline the design of a multidatabase query 
optimizer. 

2 Mot iva t ion  

To date, many researchers have remained skeptical of the 
value of global query optimization in the context of mul- 
t idatabase systems because autonomy of the component 
databases implies the MDBMS has little control over the ac- 
tual query processing performed by component databases. 
We advocate that  there is in fact much scope for research in 
this area. 

Consider this query, 

s e l ec t  * 
f r o m  T1, T2, T3 
w h e r e  T l . c l  = T2.c2 
a n d  T2.c3 = T3.c4 
a n d  T l . c x  = 5 
and T2.cy = 7 
and T3.cz = 6; 

where T1, T2 and T3 are stored in three different database 
systems D1, D2, and D3 respectively. To process a mul- 
tidatabase query such as this, subqueries will have to 
be formed and distributed to the respective component 
database systems. These subqueries are typically optimized 

and executed as user queries by the corresponding compo- 
nent DBMS. Note that  the subqueries may have to be exe- 
cuted in certain order and the intermediate results will also 
need to be transferred among the component databases. 

Intuitively, this query can be decomposed into the fol- 
lowing set of subqueries. 

Qul :  s e l e c t  * i n t o  Q1 
f r o m  D1.T1 
w h e r e  D1.Tl .cx  = 5; 

Qu2: s e l e c t  * i n t o  Q2 
f r o m  D2.T2 
w h e r e  D2.T2.cy = 7; 

Qu3: s e l e c t  * i n t o  Q3 
f r o m  D3.T3 
w h e r e  D3.T3.cz = 6; 

Qu4: s e l e c t  * f r o m  Q1, Q2, Q3 
w h e r e  Q l . c l  = Q2.c2 
a n d  Q2.c3 = Q3.c4; 

The first three subqueries are single database queries. The 
last subquery, Qu4, can be executed as a single database 
query by collecting the intermediate results Q1, Q2 and Q3 
at some site. For example, we can transfer Q2 and Q3 to 
database D2 and execute Qu4 as a single database query at 
D2 since all Q1, Q2 and Q3 are available. Note that  the first 
three queries can be processed at the three different DBMS 
in parallel but  the last one has to wait for the results from 
the first three subqueries. 

There could also be another processing strategy: (i) 
broadcast Q2 to the database  D1 and D3, and (ii) decom- 
pose Qu4 into three join subqueries which can be executed 
at D1 and D2: 

Qu4.1: s e l e c t  * i n t o  Q41 
f r o m  D1.Q1, D2.Q2 
w h e r e  Q l . c l  = Q2.c2; 

Qu4.2:  s e l e c t  * i n t o  Q42 
f r o m  D3.Q1, D2.Q2 
w h e r e  Q2.c3 = Q3.c4; 

Qu4.3: s e l e c t  * f r o m  Q41, Q42 
w h e r e  Q41.c2 = Q42.c2 
a n d  Q41.c2 = Q42.c2 
a n d  Q41.c3 = Q42.c3; 

In fact, more alternatives are available. For example, Qul  
can be evaluated first after which the intermediate result Q1 
can be sent to D2. Subquery D2 now becomes 

Qu2':  s e l e c t  * i n t o  Q12 
f r o m  D2.Q1, D2.T1 
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w h e r e  Q l . c l  = T2.cl  
a n d  T2.cy = 7; 

The result of Qu2' can now be sent to D3 and the execution 
of  the subquery 

Qu3': s e l e c t  * f r o m  Q12, T3 
w h e r e  Q12.c3 = T3.c4 
a n d  T3.cz = 6; 

yields the final result. 
The above example illustrates that  there could be a num- 

ber of processing plans for even a simple multidatabase 
query. Moreover, these plans may have different number 
of subqueries and hence different number of invocations of 
component DBMS. The parallelism and the size of da ta  to 
be transferred among the participating DBMS may also dif- 
fer. These differences will certainly result in different perfor- 
mances. In the above example, subquery Qul ,  Qu2 and Qu3 
can be executed concurrently at three different database 
sites. Subquery Qu4.1 and Qu4.2 can also be executed con- 
currently. Concurrently executing a number of subqueries 
can help reduce the response time. On the other hand, se- 
quential execution of the subqueries may lead to better  total 
processing time. For example, subquery Qu2' combines the 
selection on T2 (T2.cy > 7) and the join with Q1 into one 
query. The selection can therefore be performed during the 
join. The cost of scanning over T2, and hence the total 
processing cost, is reduced. Minimizing the total processing 
time may be important  in those instances in which a user 
does not mind waiting a little longer in order that  he can be 
charged less for accessing the various databases. 

While the above example may appear simple, it illus- 
trates clearly that  we do need a global optimizer to consider 
(amongst other things) the alternative execution plans and 
to select an optimal or near-optimal plan for execution. In 
summary: although the component DBMS are autonomous 
and most query processing and optimization is being per- 
formed at the component database site, the need for global 
query optimization remains especially if good performances 
is expected of the multidatabase system. 

3 Beyond Distr ibuted Query Optimiza- 
tion 

global request it will service, when it will participate in the 
multidatabase, and also when it will stop participating. This 
adds to the complexity of query processing and optimization 
since any component database system may terminate its ser- 
vices without any advance notice. 

Second, design autonomy implies that  component DBAs 
are free to optimize local access paths and query process- 
ing methods to satisfy local user requirements without any 
obligation to inform the MDBMS of these changes. Conse- 
quently, statistical information which is needed for effective 
global query optimization are not readily available and may 
not remain accurate as component systems evolve over time. 

Third,  execution autonomy results in the situation 
whereby the global system interfaces with the component 
DBMS at the user level, and hence is not able to influence 
how query processing is being carred out in the component 
database.  This means that  there are now no opportunity 
for low-level cooperation across systems and hence primi- 
tive query processing techniques proposed for distributed 
databases may no longer be applicable. For example, the 
semijoin operation has been proposed in order that data 
transmission between sites can be reduced. When two re- 
lations R and S at  two different sites, A and B, are joined 
using the semijoin method, join column values of R is fib 
tered out and sent to site B to fetch matching tuples in 
relation S. The matching tuples retrieved are sent back to 
site A and merged with the corresponding R-tuples to com- 
plete the join. In DDBMS, this method is quite effective 
because of the facilities provided by the underlying system 
environment. In fact, the R-tuples (or just  the TIDs of those 
tuples) retrieved in site A can be staged in memory to wait 
for the incoming S-tuples and the local processing time (disk 
access of R-tuple) can be reduced (such as implemented in 
System R*, the fetch-as-needed join method). In MDBMS, 
it is hard to implement semijoins et~ciently in the same way. 
The semijoin becomes three subqueries: the first query is to 
select the join column values of R at  site A and send the re- 
sults to site B; the second query is to join these values with 
relation S at site B and send the results to site A; and the 
third query is to join the results with R at site A again to 
generate the final join results. Although the semi-join may 
filter out the unnecessary tuple and reduce the da ta  trans- 
ferred, the local processing time may increase dramatically 
because relation R has to be scaaaned twice. 

While some researchers may concur with the need for global 
query optimization in a multidatabase system, they have 
the impression that  the query optimization techniques which 
have been developed for distributed database systems [9] are 
good enough and can be readily used in MDBMS. This con- 
clusion is however, not quite correct. In fact, the distinctive 
features of multidatabase systems give rise to a number of 
unique issues which do not arise in query optimization for 
homogeneous distributed database systems. 

3.1 Site Autonomy 
Site autonomy [1] in multidatabases refers to the situation 
whereby each component DBMS retains complete control 
over local da ta  and processing. This has a number of impli- 
cations for query optimization in a multidatabase system. 

First,  communication autonomy in multidatabase sys- 
tems means that  component sites independently determines 
what information it will share with the global system, what 

3.2  System Heterogeneity 

Unlike distributed database systems, component sites in a 
multidatabase system are not homogeneous. System hetero- 
geneity may occur at several levels: component databases 
may reside on computer systems with different architectures, 
they may be connected via different types of network sup- 
porting different communication protocols, or they may sup- 
port  different da t a  models. 

In query optimization for distr ibuted database systems, 
it is assumed that  component sites are equal  in terms of their 
processing capability. This assumption no longer seems rea- 
sonable in the context  of  mult idatabase  systems since com- 
ponent sites may vary drast ical ly  in terms of their availabil- 
ity and processing costs. For instance, a component DBMS 
may not even be a first class DBMS ~nd thus lack important  
DBMS features. Some systems also will not support  inter- 
mediate  processing due to the constraints placed on utiliza- 
tion of system resources. Obviously, these constraints need 
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to be conveyed to the multidatabase query processor since 
they have a significant impact on the generation of the query 
processing plan. 

3.3 Semantic Heterogeneity 
In a distributed database system, the same real world ob- 
ject may be represented in more than one component sites 
but these representations are always structurally compati- 
ble. On the other hand, semantic heterogeneity in a multi- 
database system results in the same da ta  being represented 
differently in different component databases.  Until recently, 
this problem has been mostly addressed from a schema inte- 
gration perspective. We suggest that  semantic heterogeneity 
has an important  impact on query processing and optimiza- 
tion. 

Consider the inter-database instance identification prob- 
lem which is first highlighted in [8]. In order to match the 
same entity instance stored in two relations at distinct com- 
ponent sites, some common identifier must exist between 
them. In many instances, this may not be the case. A brute 
force solution (which is impractical  for large databases) is to 
store the synonyms of all identifiers in a table and use this for 
conflict resolution. A more promising approach, described 
in [8], is to make use of entity properties common to both 
databases in deciding whether or not two tuples actually re- 
fer to the same real world entity. From a query processing 
perspective, this implies that  new query processing methods 
need to be introduced and it is likely that  these will not be 
supported by the component DBMS. For instance, Chatter-  
jee and Segev [2] have described a n e w  join operator, called 
Entity Join (E-join),  which accomplishes the join of two re- 
lations by comparing useful attr ibutes are not necessarily 
structurally identical. 

Recently, it has been pointed out that  comparing da ta  
originating from different databases is only meaningful when 
their contexts are being taken into consideration [7]. For ex- 
ample, it  is not meaningful to compare share prices from 
New York Stock Exchange and the European markets since 
the currencies used in reporting their prices are different. 
Hence, da ta  interchange must be preceded by context me- 
diation during which da ta  from a different context are con- 
vetted to an equivalent representation in the current con- 
text. Obviously, context mediation can be an expensive op- 
eration. The cost incurred as a result of context mediations 
must be taken into consideration during the generation of 
the query plan since different orderings of subqueries can re- 
sult in drastic variations in the cost of context mediations. 

4 Major Issues and Poss ible  Solutions 

Drawing from experiences in distributed and centralized 
query optimization, we note that  the generation of an opti- 
mal query plan depends largely on 

1. the optimization strategy used by the optimizer, and 

2. the accuracy of the statistics used in supporting de- 
cision making by the query optimizer, including esti- 
mates of subquery execution cost, and the size of the 
intermediate results. 

Contrary to what is commonly assumed, existing algo- 
rithms and methods employed for distributed query opti- 
mization cannot be readily applied for multidatabase query 

optimization since autonomy and heterogeneity of compo- 
nent databases have given rise to a number of new issues. 
For instance, the optimization strategies developed for dis- 
tributed database systems make extensive use of semijoins 
which are not as at t ract ive in the multidatabase context. 
Moreover, these do not take into consideration the cost in- 
curred as a result of context mediations, nor the effect of 
system heterogeneity in generating the query plan. Simi- 
larly, the non-availability of reliable estimates for subquery 
execution cost and intermediate da ta  size places severe con- 
straints on the effectiveness of the optimization strategies. It 
is therefore essential for the mult idatabase query optimizer 
to gather vital statistics of component databases while incur- 
ring minimal overhead, and to develop query optimization 
strategies which are more tolerant of fuzzy input informa- 
tion. 

4.1 The Multidatabase Catalog 
In order to generate an execution plan for a given query, the 
multidatabase query optimizer requires information on 

• the locations of the da ta  which are referenced by the 
query; 

• the names of the required da ta  as understood by the 
component DBMS; 

• the database profile for the respective component 
databases which are needed for estimating the cost of 
subqueries; 

• system-related statist ics of components sites, including 

- acces s ib i l i t y  of individual component systems 
(some systems provide unlimited access to foreign 
users but others may only provide limited access 
to their resources); 

- workload characteristics measured in terms of 
CPU, I / O  and communication line utilization; 
and 

- computing power of the host computing system 
in terms of its processing speed. 

To staxt with, we assume tha t  these information is kept in 
a multidatabase catalog which is accessible to the query op- 
timizer. 

I t  is worthwhile pointing out tha t  the multidatabase cab  
alog is not merely a repository for the global schema. For 
instance, in order to support  new processing methods such 
as the E-join, additional semantic information (such as those 
properties of an entity which are deemed to be 'useful' in 
identifying an entity) has to be kept. Moreover, it  is neces- 
sary to identify what  stat ist ics should be kept, who should 
update  these statistics,  and when the update  should be per- 
formed. One solution to this is a lazy evaluation approach: 
statistical information of the component databases ate cob 
lected and updated when they needed. Hence, when a global 
query is to be processed, the global query optimizer will 
sent a query to the component database  system to get the 
most updated statistics. The  information obtained is used 
both in the subsequent optimization process and to update 
the catalog. This approach is justified on the basis that  
component databases has no obligation to inform the mul- 
tidatabase of any changes in its system. Updat ing the mul- 
tidatabase catalog according to every change in component 
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database systems is usually expensive and may not be re- 
alistic. The cost of maintaining the multidatabase catalog 
should be charged to the multidatabase users who issue the 
global queries. Furthermore, requesting the statistics when 
query is to be processed ensures that the most updated 
statistics is being used. To reduce the optimization over- 
head for the global queries incurred by gathering statistics 
during optimization, two mechanisms can be incorporated. 
First, the query optimizer may occasionally issue queries 
to collect and update  the statistic for those frequently ac- 
cessed component databases during off-peak hours. Second, 
the query optimizer can also use the information currently 
available in the catalog without issuing sampling queries to 
reduce the overhead, whenever it is felt that  the available 
statistics are sufficiently current. 

4.2 The Cost Model 

In analogy to distributed query optimization, there can be 
two objectives in mult idatabase query optimization: mini- 
mization of response time or, computation cost. The cost 
of executing a global multidatabase query comprises many 
components, arising from 

• generation of a query plan; 

• invocation of component DBMS; 

• processing of subqueries; 

• transferring intermediate results among participating 
component DBMS; 

• context mediations; and 

• assembly of global query results. 

Unlike the case in distributed query optimization, the cost 
of subqueries cannot be easily determined since the multi- 
database query optimizer has no information on the profile 
of the database,  the access paths,  or the access methods 
which are supported by the component DBMS. Similarly, 
the size of intermediate results are generally unknown and 
hence communication and context mediation costs are also 
hard to determine. 

We propose the adoption of a .fuzzy approach in circum- 
venting the above difficulties. Under this approach, sub- 
queries to a component databases are classified according 
to their complexity into various categories which fall on a 
linear scale. The execution of queries in each category is 
sampled agalnest the component database,  and the costs are 
recorded to form the cost estimates for queries in this cate- 
gory. Note that,  with proper sampling technique, this cost 
estimation takes the system characteristic of the component 
DBMS into consideration. In a similar manner, the compo- 
nent DBMSs are also classified. The optimizer can make use 
of cost es t imates  for similar systems in making estimates for 
component DBMS whose cost information axe not available 
in the catalog. We also make estimates of intermediate re- 
sult size and context conversion cost for each such category. 
These estimates are used as inputs to the query optimizer 
and will be updated as the component databases evolve. 

4.3 Subquery Execution Monitoring 

To overcome the difficulty arising from the autonomy of 
component DBMS, the monitoring of subquery execution 
becomes very important.  Although most query optimizers 
now use compilation approach, query processing and opti- 
mization could be interpretive. That  is, rather than generat- 
ing the whole query execution plan before query execution 
commences, the query optimizer determines the next step 
in the query execution sequence only after the previous step 
has been completed. This strategy has the advantage of 
providing the query optimizer with more accurate informa- 
tion about the da ta  size of the intermediate results (which is 
one important  parameter  used in estimating the processing 
costs). For this reason, this strategy seems more attractive 
in the multidatabase environment. 

We introduce a new function to the multidatabase query 
optimizer: subquery execution monitoring. Basically, the 
function requires the query optimizer to collect the comple- 
tion time for subqueries sent to the component DBMS. A 
subquery has an est imated completion time that  forms the 
basis for global query optimization. When the completion 
time of a subquery sent to certain component DBMS far 
exceeds this estimated completion time, some remedial pro- 
cedure can be taken. For instance, the unexecuted parts of 
the plan can be adjusted to avoid sending unexecuted sub-- 
queries to this DBMS. Alternatively, the user who issues the 
query can be notified. This approach moreover allows the 
discrepancy between the est imated query execution time and 
the actual execution to be used in updating the da ta  cata- 
log and hence improved the quality of query execution plans 
generated subsequently. 

5 Design of a M u l t i d a t a b a s e  Query  Op- 
t imizer  

The architecture of our mult idatabase query optimizer is 
shown in Figure 1. A global query is first parsed and then de- 
composed (by the query decomposer) into query units which 
are represented in the form of a query unit graph. The plan 
generator constructs subquefies from the query unit graph 
and estimates their execution costs, The query plan with 
the minimum estimated cost will be sent to the dispatcher 
who will coordinate the execution of the query. It also col- 
lects the statistics about subquery execution and send to the 
statistics manager. The la t ter  will update  the multidatabase 
catalog if necessary. 

5.1 The  Query  D e c o m p o s e r  

The function of the query decomposer is to decompose a 
multidatabase query into query units. A query unit corre- 
sponds to primitive operations needed to process a query, 
such as selection, projection, or join on available da ta  at 
a single database site. The decomposition can be axcom- 
plished according to the following heuristics: 

I. Selections and pro jec t ions  on single relations form 
query units by themselves. 

2. Joins and other operat ions involving only relations 
stored at the same component database  also form query 
units. 
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Figure 1: Architecture for a mult idatabase query op- 
timizer. 

5.2 T h e  P lan  G e n e r a t o r  

Given a query unit graph, the plan generator constructs the 
possible plans consisting of the subqueries and their exe- 
cution sequence. The decomposed query units are grouped 
together to form subqueries. This grouping process is guided 
by the cost functions and heuristics. The heuristics are 
used for reducing the search space. Such heuristics include 
scheduling more work to the high speed databases with low 
utilization and high accessibility. A query execution plan 
specifies the subqueries, the component DBMS involved and 
the expected response time which is provided by the cost 
evaluator. 

The plan generator interacts with the cost evaluator dur- 
ing the plan generation process. When an executiori plan is 
generated, it is passed to the cost evaluator which provides 
an estimated cost. A plan which satisfies the optimization 
objective is finally chosen as the execution plan for the query 
and sent to the dispatcher who coordinates the execution of 
the plan among the part icipating component DBMS 

Q2 ~, ~ ~-.,,.,.Q41 

Figure 2: Query graph corresponding to example in 
Section 2. 

3. When a relation is the union of relations at different 
component databases,  query units are formed for each 
site. 

4. For a join (or other operation) involving two different 
databases, the relations in the join condition are re- 
placed with query units resulting from the query units 
that  retrieve the relation (or par t  of it) from the origi- 
nal database.  

The basic principle here is to decompose a query to the finest 
level in order to explore all possible execution plans. The 
example query in Section 2 can thus be decomposed into six 
query units represented by the query unit graph in Figure 2. 

In the above discussion, we have used the relational op- 
erators such as projection, selection and join out of conve- 
nience. Their meaning however can be easily generalized to 
transcend the relational da t a  model. For example, any op- 
eration that  restrictively retrieve da ta  i tems satisfying some 
criteria from a database  can be viewed as a selection, no 
mat ter  the da ta  items are tuples in a relation or records in 
a set linked by pointers. 

5.3 The Cost Evaluator 

The cost evaluator works closely with the plan generator. 
Its function is to est imate the cost of a query execution plan 
based on the cost model described in the last section and 
the information stored in the catalog. 

5.4 The  Subquery Execution Monitor 

Subquery executions are monitored to ensure that the global 
query is executed as expected. When a component DBMS 
completes the execution of a subquery, the monitor collects 
information about the executed subquery and sent to the 
statistics manager. This information indudes the subquery 
type, the component DBMS type, the expected response 
time and the actual response time. The rdated statistics is 
then modified accordingly. If the execution of subqueries are 
much more costly than expected, the execution monitor may 
communicate with the plan generator and the dispatcher 
and the unexecuted portions of the plan may be modified. 
If possible, subqueries to be executed at the slow site could 
be moved to other sites. The processing plan can also be 
changed so that  the more responsive sites may be assigned 
more tasks. 

6 C o n c l u s i o n  

In this extended abstract ,  we claim tha t  the global query op- 
timization problem in heterogeneous mult idatabase systems 
is fundamentally different from global query optimiaation 
in homogeneous distr ibuted database  systems. The  exist- 
ing query processing and optimization technologies must be 
re-examined. Major issues in the design of a multidatabase 
query optimizer, together with i ts architectural  design, in 
highlighted. Our design objective is to have a query opti- 
mizer which is (i) robust to the heterogeneous environment, 
and (ii) adaptive to the evolution of component databases. 
Due to space constraint,  we have only sketched the ideas 
in this extended abstract.  The  details of the design of the 
multidatabase query optimizer is presented in the full paper 
[5]. Performance of the proposed optimization approach is 
also being studied currently. 
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