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Abstract

Suppose you are given a set of natural entities (e.g.,
proteins, organisms, weather patterns, etc.) that possess
some important common externally observable properties.
You also have a structural description of the entities (e.g.,
sequence, topological, or geometrical data) and a distance
metric. Combinatorial pattern discovery is the activity of
finding patterns in the structural data that might explain
these common properties based on the metric.

This paper presents an example of combinatorial pattern
discovery: the discovery of patterns in protein databases.
The structural representation we consider are strings and
the distance metric is string edit distance permitting vari-
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able length don’t cares. Our techniques incorporate string
matching algorithms and novel heuristics for discovery and
optimization, most of which generalize to other combinato-
rial structures. Experimental results of applying the tech-
niques to both generated data and functionally related pro-
tein families obtained from the Cold Spring Harbor Lab-
oratory show the effectiveness of the proposed techniques.
When we apply the discovered patterns to perform protein
classification, they give information that is complementary
to the best protein classifier available today.

1 Introduction

Combinatorial paitern discovery or combinatorial dala
mining is the activity of finding structural or topological
patterns in data that can lead to important conclusions
or prediction of new phenomena. With the significant
growth of database sizes in several applications, discov-
ering potentially useful patterns in those databases has
become the subject of significant research [6, 10, 31, 33].

Much of the work in database mining (e.g., [2, 9, 14])
has concentrated on record-oriented applications. The
goal there is to find correlations among attribute-value
pairs that give rise to useful properties. A typical
example of a useful property is a purchase pattern (or
rule), e.g., which other products do people buy when
they buy Khaki pants?

In this paper, we focus on the discovery of structural
patterns in scientific data. Thus, our work falls
philosophically in the mainstream of data mining work
because we search for useful patterns in large databases.
Our work differs pragmatically from the mainstream,
however, because our pattern metrics are topological
and therefore require topological comparison algorithms
and novel heuristics for discovery and optimization. The
paper focuses on the widely used string edit distance
metric in molecular genetics, though the approach has
applications to other topological metrics.

1.1 The Application

Biologists represent proteins as sequences made from
20 amino acids, each represented as a letter. If



two sequences are almost the same or share very
similar subsequences, it may be that the common part
may perform similar functions via related biochemical
mechanisms [11, 18, 19, 21]. These similarities may
involve as few as two or three amino acids in some
cases. Whereas computerized tools exist for comparing
entire sequences, discovering similar subsequences is still
usually done by visual inspection.

We present a new approach to discovering similar
patterns in a database of genetic sequences. The
patterns (or similarities) we wish to discover are regular
expressions of the form X7 « X3 *.... The X1, X,,...
are segments of a sequence, i.e., subsequences made
up of consecutive letters, and * represents a variable
length don’t care (VLDC). In matching the expression
*X; * Xp ... with a sequence S, the VLDCs may
substitute for zero or more letters in S at zero cost.

The dissimilarity measure used in comparing two se-
quences is the edit distance, i.e., the minimum weighted
number of insertions, deletions and substitutions used
to transform one sequence to the other [35] after an op-
timal substitution for the VLDCs. Theory holds that
the edit distance is a useful measure of evolutionary
distance [27]. For the purpose of this work, we assume
that all the edit operations have unit cost, though the
techniques we propose do not depend on that cost as-
sumption or essentially on the edit distance metric.

Example - Finding Sequence Similarities
Consider the three sequences in Figure 1.

S1: YDPMIEDKEYSRLVG
S2: RMKQLGRTYDPAVWG
S3: YDPMNWNFEKRETLVG

Fig. 1. Three sequences.

Suppose only exactly coinciding segments of lengths
greater than 3 are considered as ‘similar.” Then $; and
S3 have one similarity (or common pattern):

*S51[1,4]* = *YDPMx <= xS3[1,4]* = xYDPMx

where V[z,y] is a segment of a sequence V from the
zth to the yth letter inclusively. If similarities within
distance one are sought, i.e., one mutation (mismatch,
insertion or deletion) is allowed in the similarities, then
S1, Sy and Ss share three similar patterns:

*S1[1,4]* = *YDPM =
<= *S55[8,11]x = «TYDP #
<= *53[9,12]% = *YDPA *
&> xS3[1,4]x = xYDPM *
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If similarities having the form *X * Y * are sought with
lengths greater than 7 and one mutation allowed, then
Sy and Sj3 share the following four similar patterns:

%511, 4] * S1[12, 15]* = xYDPM » RLVG *
<=  #51[1,5]* 51[13, 15]% = *YDPMI + LVG *
<= *S53[1,4] * S3[12, 15]* = xYDPM % TLVG *
<= *S3[1,5]* S3[13, 15]+ = ¥YDPMN * LVG *

End of Example

To discover such (approximately) common patterns in a
database of sequences, our overall strategy is first to find
candidate segments among a small sample, and then to
combine the segments into candidate patterns and check
which patterns satisfy the specified requirements.

Many techniques have been published in the literature
to solve similar problems.! A commonly used one
is based on multiple sequence alignment (see [38] for
review). The technique is useful when entire sequences
in the database are similar. However, when the
sequences have only short regions of local similarities,
this approach makes no sense. There are also techniques
based on local similarity search. The techniques work
effectively when similarities meet some constraints, such
as they occur in a predetermined number of sequences in
the database [26], they differ by mismatches, but not by
insertions/deletions [3], or they are situated at almost
the same distance from the start of the sequences [34].
In contrast to the above techniques, our approach can
find similarities composed of nonconsecutive segments
separated by variable length don’t cares without prior
knowledge of their structures, positions, or occurrence
frequency.

The rest of the paper is organized as follows. Sec-
tion 2 formalizes the discovery queries of interest and
presents algorithms for basic query processing. Section
3 discusses optimization techniques that apply to com-
binatorial pattern discovery in general. Section 4 eval-
uates the effectiveness of the algorithms. Section 5 dis-
cusses an application of our techniques, showing how
they can help in data classification. Section 6 concludes
the paper.

2 The Basic Queries and Algorithms

2.1 Basic Query Type

Given a database D of sequences, there exist various
requirements on the lengths and forms of similarities to
be sought. The following parameters appear to be most

1These problems are mostly concerned with discovering pat-
terns made up of single segments, or multiple segments separated
by fixed length don’t cares.



significant (all the parameter values are specified by the
user):

e the form of patterns, in our case regular expressions
of the form « X7 * Xg * ...

e the minimum length of a pattern of interest Length,
in our case the number of the non-VLDC letters.

e the distance metric, in our case edit distance with
unit cost having free substitution for VLDCs (the
asterisks).

e the allowed distance Dist.

o the minimum occurrence number Occur with respect
to the distance and length of a chosen pattern. The
occurrence number or activity of a pattern is the
number of sequences in D matching the pattern
within the allowed distance. We say the occurrence
number of a pattern P with respect to distance ¢
and set &, denoted occurrence_nok(P), is k if *Px
matches k sequences in S within distance at most i,
i.e., the k sequences contain P within distance i.

The basic query is to find the patterns P where P
is within the allowed distance Dist of at least Occur
sequences in D and |P| > Length.? We can use the
results of this query in several ways. For example,
natural scientists may attempt to evaluate whether
the (approximately) common patterns are in fact the
active sites; computer scientists may use the patterns
to classify new proteins into one family or another as
we will show later.

The basic subroutine is to match a given pattern
against a given sequence in the database. For example,
in matching *TQI* with a sequence MYALTIHKR, the
first asterisk would substitute for MYAL and the second
asterisk would substitute for HKR. The distance is 1
(representing the cost of deleting Q). The length of the
pattern *TQIx is three.3

2.2 Query Processing Algorithms
Our approach is a two phase process:

1. Find candidate segments among a small sample A
of the sequences.

2. Combine the segments to form candidate patterns
and evaluate the activity of the patterns in all of
D to determine which patterns are solutions of the

query.

2Many related queries are also possible, e.g., a query to identify
all patterns having at most a certain length with at least a certain
activity.

3Given a regular expression pattern P and sequence S, one can
find if P is within distance Dist of S in O(Dist x |S|) time when
O(|P|) = O(log|S]) [39]-
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Phase 1 consists of two subphases. In subphase A,
we construct an index structure for the sequences in the
sample. In subphase B, we traverse the structure to
locate the candidate segments.

2.2.1 Subphase A of Phase 1

We construct a generalized suffiz tree [17] (GST) for
the sample of sequences. A suffix tree is a trie-like
data structure that compactly represents a string by
collapsing a series of nodes having one child to a single
node whose parent edge has a string. Suffix trees are
used extensively in string matching [20, 23]. A GST is
an extension of the suffix tree, designed for representing
a set of strings. Each suffix of a string is represented
by a leaf in the GST. Each leaf is associated with an
index i. The edges are labeled with character strings
such that the concatenation of the edge labels on the
path from the root to the leaf with index 7 is a suffix of
the ith string in the set. See Figure 2 for an example
(the node labeled with a 1 above the leaf MTRM is an
example of the result of a collapsing).

For each non-leaf node v in the GST, let subtree(v)
be the subtree rooted at v. Let string(v) be the string
on the edge labels from the root to v. Let count(v)
represent the number of different indexes associated
with the leaves in subtree(v).

@
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@ ® @

b0 ‘o o

MTRM TRM

FFRR FRR R RR RRM RM RM M M MRRM

Fig. 2. The GST for a sample A = {FFRR, MRRM,
MTRM]}. Leaves are represented as rectangles, labeled with
the indexes. Non-leaf nodes are represented as circles, la-
beled with the count values. The suffix corresponding to
a leaf is shown below the leaf. Note that the suffixes RM
and M appear in two strings and hence appear twice in the
leaves.

4Informally, the algorithm for constructing the GST works as
follows. We append a unique symbol to each sequence in the
gsample and concatenate the sequences into a single one. We insert
the suffixes of the sequences as into a trie except that if a node
has only one child, we collapse the child with the parent and label
the edge going down from the parent with a substring instead of
a single character.



We observe the following facts.

Fact 1. Vu € subiree(v), count(u) < count(v) and
|string(u)| > |string(v)|.

Fact 2. Ifcount(v) = b, then occurrence_no% (string(v))

The reason is that if count(v) = b, string(v) is a prefix
of the suffixes from b sequences in A.

Fact 3. [17, 23] The time and space needed to construct
the GST is O(n) where n is the total length of all
sequences in the sample.

2.2.2 Subphase B of Phase 1

In this phase, we traverse the GST constructed in
subphase A to find all segments (i.e., all prefixes of
strings labeled on root-to-leaf paths) that satisfy the
length minimum. If the pattern specified by the user
has the form *X*, then the length minimum is simply
the specified minimum length of the pattern. If the
pattern specified by the user has the form *X; * Xgx,
we find all the segments V3, V> where at least one of the
Viy 1 £ <2, is (larger than or equal to) half of the
specified length, and the sum of their lengths satisfies
the length requirement. If the user-specified pattern
has the form *X; * X3 #...% X;*, we find the segments
V1, Va, ..., Vi where at least one of the V;, 1 < i<k, is
(larger than or equal to) 1/kth of the specified length,
and the sum of the lengths of all these segments satisfies
the length requirement.

2.2.3 Phase 2

This phase also has two subphases. In subphase A,
we evaluate the activity of the candidate patterns and
rank them from highest to lowest according to their
occurrence numbers on the sample with respect to
distance Dist. If interesting patterns are of the form
*X; * Xy % ..., we consider all possible combinations
Vi, Va,...of the segments obtained in phase 1 that meet
the length requirement and match Vi * V5 * ... with
the sequences in the sample. Subphase B evaluates the
most likely candidate patterns found in subphase A with
respect to the entire database.

The motivation for having two subphases is that
comparing a regular expression pattern P with a
sequence S requires a dynamic programming approach
that can take, in the worst case, O(|P| x |S|) time.
Screening out those unlikely candidate patterns in the
first subphase may save significant time in the overall
computation.
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3 Generalizable Optimization
Techniques

Whereas the discussion so far is specialized to the prob-
lem of finding patterns in sequences, certain heuristics
can improve the efficiency of combinatorial pattern dis-
covery in general.

3.1 Pruning Unlikely Candidates

We would like to compare only the most likely candidate
patterns with the entire database. The main question
from an optimization point of view is which candidates
to compare. Qur strategy is as follows.

We use simple random sampling without replacement
[13, 16, 22, 25] to select sample sequences from the
database. Consider a candidate pattern P. Let D
(a, respectively) denote the number of sequences in D
(A, respectively) that contain P within the allowed dis-
tance. Let N be the database size and n the sample
size; F = D/N and f = a/n.

Fact 4. (8] With probability = 99%, F is in the in-
terval (Fi, Fy ) where

ho=r- /e 2 ),
o=+ oy =1y 1

The symbol t is the value of the normal deviate
corresponding to the desired confidence probability.
When the probability = 99%, t = 2.58 [8]. The values
of N,n are given; f,a can be obtained by checking
with the sample (cf. subphase A of phase 2). Thus,
if the estimator (Fy x N) < Occur for the candidate
pattern P, then with probability > 99%, P won’t be a
solution. We therefore discard it. This pruning will be
referred to as candidate pattern optimization. Since the
optimization has to do only with sampling, it can be
applied to not only sequences, but objects having other
topological structures.

3.2 Eliminating Redundant Calculation of
Occurrence Numbers

Observe that the most expensive operation in our al-
gorithms is to find the occurrence number of a pattern
with respect to the database, since that entails match-
ing the pattern against all sequences. We develop two
heuristics to avoid such computation when possible.

Definition 1. (Subpatterns for sequences) Let P =
*Uy xUgx...xUpy,* and P =x*xV] * Vo x...%V,* where
m < n. An embedded mapping M from P to P’ is a set
of m ordered pairs of integers (i, j) satisfying:



1.1<i<m,1<j<nandi<yjy;

2. for any two distinct pairs (¢3, ;) and (ig,j2) in M,
(a) 31 # 42 and j1 # ja, (b) 41 < 4 iff j1 < ja;

3. if (3,7) € M, then V; = XeoU;eY where X and Y are
two (possﬂ)ly empty) segments and e represents the

concatenation of segments. (Thus, U; is a segment
of V;.)

P is a subpattern of P' if there exists an embedded map-
ping from P to P

Proposition 1. If P is a subpattern of P,
any distance parameter k,

then for

occurrence_nok (P) > occurrence_nok (P').

Proof. Let dist(P,S) represent the distance between
a pattern P and sequence S. The result follows by ob-
serving that for any sequence S € D, if dist(P', S)=3j
for an integer §, we must have dist(P,S) <j. O

Thus, if P’ is in the final output set, then we need not
bother evaluating P, since it will be too. If P is not in
the final output set, then P’ won’t be either, since its
occurrence number will be even lower.

Let occurrence_set’, (P) denote the set of all sequences
in D that contain P within distance k, i.e.,
loccurrence_setk,(P)| = occurrence noD(P)

Proposition 2. If P and P’ are subpatterns of P",
then for any distance parameter k,

H
occurrence_seth, (P ) C

(occurrence_set’(P) N occurrence_setk, (P')).

Proof. For any sequence S € D,if S € occurrence.set%
(P"), by definition, we must have dist(P" S) = j for
some mteger Jj < k. It follows that dist(P, S’) < j and
dist(P',S) < j. Hence, S € occurrence.setD(P) and
S € occurrence_seth,(P'). 0O

Thus if |(occurrence_seth (P) N occurrence.setk, (P'))|
< Occur, we can eliminate P” from consideration, since
its occurrence number will be even lower. We refer to
the pruning strategies derived from the above proposi-
tions as evaluation minimization.

Example - lllustration of the Two-Phase Approach
Consider the database P = {TFUR, MRRM, FFRR,
MTRM, DPKY, VRWM, AVLG, KMRR}. Consider
the query “Find the patterns P of the form *X* where
P is within distance 1 of at least 5 sequences in D and
IP| > 37
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Suppose the chosen sample A = {MRRM, FFRR,
MTRM, DPKY, AVLG}. At the end of phase 1, we
obtain the following candidate patterns:

+MRR+ *RRM* +MRRMs=
*FFR+* *xFRRx *FFRRx*
«*sMTR* *TRMx* «MTRM=*
*DPK+ *PKY* *DPKY%
*AVL* *VLGx *AVLGx*

By the statistical estimator, the most likely candidate
patterns must occur (within distance 1) in at least 2 se-
quences in the sample. If a candidate is unlikely to be
an answer, then any pattern containing it as a subpat-
tern is unlikely either and should be discarded. Thus,
at the end of subphase A of phase 2, we are left with

*MRR* *RRM* +«MRRMx*
*FRR*
«*MTR* +«TRMx +MTRM=x*

In subphase B of phase 2, since
occurrence_nol,(*MRR#+) = 4, we discard *xMRRMx.
Similarly, since occurrence_nok,(*xMTRx) = 3, we dis-
card *MTRM+. We compute occurrence_nok(*TRMx)
= 2 and occurrence_no},(*FRR+) = 4. Neither of the
two patterns is an answer. The only answer to the query
is *RRM+* where occurrence_nok,(*RRMx) = 5.

End of Example

3.3 Generalizing to Other Combinatorial
Structures

The evaluation minimization techniques presented in
the previous subsection have to do with relationships
among patterns of the following form: if dist(P, O) d
for some data object O and integer d, then dist(P', 0) >
d. This allows two conclusions. First, whenever P
matches too few objects in the database within dlsta.nce
d, then P will surely match no more. Second, if P’
matches enough objects in the database within distance
d, then P will surely match enough as well. The goal
here is to characterize the relationships between P and
P’ of that form in a more general setting.

Deﬁnltlon 2. (Subpatterns for general objects) Let
P and P’ be two patterns containing VLDCs.® P is a
subpattern of P’ if any object (which may or may not
be in the database) C that matches P’ within distance
0 will match P within distance 0. This conforms to the

5The definition of VLDCs may vary for different types of
objects. For trees, for example, a VLDC may substitute for a
path of nodes in a tree [41].



intuition that P is the less constraining of the two pat-
terns.

Call the set of objects within distance 0 of P, Obj(P).
The above definition of subpattern implies that Obj (P)
> Ob;(P').

Definition 3. A distance metric dist is said to be
VLDC-sensitive if for any pattern P containing VLDCs
and object Q, dist(P, Q) = minceorj(p){dist(C,Q)}.

Proposition 3. If P is a subpatiern of P’ and dist is
VLDC-sensitive, then for any object @ in the dailabase,
dist(P, Q) < dist(P’, Q).

Proof, Since P is a subpattern of P', Obj(P) 2
Obj(P’). So, dist(P,Q) = minCeObj(P){diSt(C, Q)}
< mingeoypy{dist(C,Q)} = dist(P',Q), which gives
the result. 0O

Under this generalization of the notion of subpattern
and this characterization of distance, Propositions 1 and
2 remain true, and therefore evaluation minimization
still applies.

4 Performance Analysis

4.1 Data and Parameters

We carried out a series of experiments to evaluate
the effectiveness and speed (measured by elapsed CPU
time) of our approach. The programs were written in C
and run on a Sun SPARC workstation under the SUN
operating system version 4.1.2. The data was a set of
randomly generated 150 sequences, each having length
100. Every letter of the generated sequences was drawn
randomly from the protein alphabet. To gain a better
understanding of the performance of our algorithms, we
also tested the algorithms on real protein sequences. 150
proteins were selected randomly from the functionally
related kinase family obtained from the Cold Spring
Harbor Laboratory. The lengths of the kinase sequences
ranged from 10 to 2938.

Table 1 shows the parameters and base values used
in the experiments. The sequences in the sample were
chosen randomly from the database. The parameter
NumSample indicates the number of samples chosen
for each database. In all the experiments presented
here, only one sample was used in running a database.
The sample size was obtained by multiplying DBSize
by SizeRatio. The patterns of interest had the form
*X %Y %,
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Parameter Value | Description

DBSize 150 | # of sequences in a
database

NumSample 1 | # of samples tested for
a database

SizeRatio 20% | Ratio between sample size
and database size

Length 5 | Minimum length of an
interesting pattern

Dist 1 | Allowed distance between
a pattern and a sequence

Table 1. Experimental parameters and base values.

The metric used to evaluate the effectiveness of our
algorithms is

NumDiscovered

HitRatio = TotalNum

x 100%

where NumDiscovered is the number of interesting
patterns discovered by our techniques. HitRatio stands
for the percentage of the interesting patterns obtained
from the exhaustive search method. The method works
by considering all combinations of the segment pairs
Vi, Va appearing in the database.® One would like this
percentage to be as high as possible.

4.2 Results

Figure 3 shows the effectiveness of our approach for
varying sample sizes. In this experiment, we had
turned on both candidate pattern optimization and
evaluation minimization when running our algorithms.”
The minimum occurrence number required Occur = 60
for the artificial data and Occur = 8 for kinase. (The
different parameter values were chosen to illustrate
different results using different data.) Examining the
graphs, we see that when Dist = 0 and SizeRatio >
0.2, our approach behaves almost like exhaustive search.
When Dist = 1, the hit ratio reaches 80% provided
the SizeRatio > 0.4. We were somewhat disappointed
that smaller samples didn’t give a better hit ratio, but
research is like that sometimes.

SWe have rejected approximately occurring patterns that never
appear in the database yet satisfy the Dist and Occur constraints
in favor of those that obey the constraints and do appear in the
database. This is a theoretical imitation of our work that we
have introduced to save computation time, though this also seems
pragmatically to be a reasonable approach.

7This is implemented as follows. The patterns of interest must
have length > 5. So, we begin by enumerating segments of length
3 in the generalized suffix tree (GST). If it is estimated (or actually
computed) that the combination of a segment string(u,) of length
3 with another segment string(uz) does not render a solution,
then we eliminate string(vi) and string(vz) from consideration,
where v; and ve are descendants of u; and up, respectively.
Similar pruning operations are applied when enumerating longer
segments in the GST.
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Fig. 3. Effect of sample size.

We next compared the running times of the algo-
rithms for the Dist = 1 case. Figure 4 shows the re-
sults. It can be seen that our algorithms run signifi-
cantly faster than the brute force method. Even with
SizeRatio = 0.8, in which case the algorithms achieve
nearly 100% hit ratio, they are 10 times faster than
exhaustive search. When the sample is this large, both
segments V1, V3 in a solution pattern appear in the sam-
ple. Our algorithms work by enumerating all promising
segment pairs in the sample, and therefore can find all
the interesting patterns.
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Fig. 4. Comparison of running time.

We also examined the effectiveness of the proposed
optimization heuristics. To isolate the effect of the
heuristics, we started by turning off the optimizations,
and then turned on only one of them, and finally turned
on both. To make the experiment manageable, we con-
sidered only patterns of the form *X*. The minimum
occurrence number required Occur = 55. The other
parameters had the values shown in Table 1. Figures
5 and 6 show the results obtained from the kinase se-
quences. (The results for the generated sequences are
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omitted since they lead to similar conclusions.)
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Fig. 5. Performance of the pruning techniques.
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Examining the graphs, we see that very few solutions
were missed by the candidate pattern optimization.
Pruning based on subpattern information works more
effectively than that based on statistical estimation.
Both optimizations together sped up the algorithms by
a factor of nearly 100.

We repeated the experiments by varying the compo-
sitions of samples and parameter values Length, Dist,
Occur. The results obtained are mostly consistent with
those given above.

5 Data Classification

One application of database mining involves the abil-
ity to do classification in database systems [1]. In the
Quest data mining project, for instance, Agrawal et al.
[1] enhanced the database capability with classification
queries and proposed algorithms to generate classifica-
tion rules for a database of records using information in
a training set.



By combining our pattern discovery techniques and a
previously published fingerprint technique, we have de-
veloped a classifier (referred to as the motif-hashing (or
MH) classifier for reasons that will be clear later). We
applied the classifier to all 698 groups of related pro-
teins in the SWISS-PROT protein sequence databank
version 27 [5]. These groups are categorized based on
the documentation given in the PROSITE catalog ver-
sion 11.0 [4]. The groups comprise more than 15,000
proteins.

At present, the best tool to classify these proteins
is the blocks server developed in [15] (referred to as
HH). HH generates a set of blocks for each group, where
a block comprises ungapped aligned regions extracted
from the sequences in the group. To classify a target
sequence, HH matches the target against all the blocks
and displays a collection of groups, ranked based on
their relevance to the target.

In contrast to HH, we select 70% of the sequences in
each group at random to serve as a training sample.®
We then see whether the remaining 30% (referred to as
the test sequences) are classified correctly according to
our classifier and according to the HH method. This
experiment favors HH since the HH blocks database
is built from all sequences including the 30% that our
method treats as unknowns. Nevertheless, we show that
our test complements that of HH quite well.

The motif-hashing classifier preprocesses the training
sequences in two ways:

e Find 50 representative patterns from each training
sample. (These representative patterns constitute
what we call “motifs”.) The motifs are the length
4 segments having the highest occurrence numbers
with respect to distance 0. When there are ties for
occurrence numbers with respect to distance 0, we
break the ties by considering occurrence numbers
with respect to distance 1.° To reduce the effect
made by ‘chance motifs’, we associate each motif
with a weight based on Zipf’s Law [42]. If a
motif occurs in m groups, its weight is assigned as

log, [(698/m)].

o Hash the training sequences using the gapped fin-
gerprint technique [7].

When classifying a test sequence T, we first compare
T with all the motifs. After comparison, each group
obtains a raw score, which equals the sum of the
weights of the group’s motifs occurring in T. The

8We tried this experiment 20 times, so the numbers we report
in this section are averages using these techniques.

9We chose this length and this number of motifs because this
seems to give good results. These decisions can be changed easily
and are compile-time parameters.
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raw score for a group is normalized by dividing it by
the total weight of all the motifs in that group and
multiplying by 100. We assign T to the group with the
highest score, provided that the score is greater than
an experimentally determined threshold. (In the study
presented here, the threshold was set to 20.) Otherwise
we proceed to the second phase.l®

In the second phase, we hash T', using the same hash
function as the one used for the training sequences, and
assign T to the group containing sequences with the
highest vote. If two sequences have the same highest
vote, the shorter one is favored.

Table 2 summarizes the classification results. A se-
quence was classified correctly by HH (respectively,
MH) if its group was ranked highest by HH (respec-
tively, MH). The table also shows the results when the
two methods agreed (i.e., the highest ranked group re-
turned by both of them was the same) and disagreed on
their rankings.

Classification Percentage of the
results test sequences
HH was correct 93.5%
MH was correct 92.3%
HH and MH agreed

& both were correct 86.7%
HH and MH agreed

& both were wrong 0.5%

HH and MH disagreed

& HH was correct 7.3%

HH and MH disagreed

& MH was correct 4.8%

HH and MH disagreed

& both were wrong 0.7%

Table 2. Comparison between HH and MH. (Note: The last
five percentages in the table add up to 100%.)

Thus if HH and MH agree, the classification has a
high hikelihood of being correct. Specifically, the correct
agreed-upon classifications divided by the total agreed-
upon classification is 86.7%/(86.7% + 0.5%) = 99.4%.
On the other hand, if HH and MH disagree, then the
likelihood that one is right is (7.3% + 4.8%)/(7.3% +
4.8% + 0.7%) = 94.5%.

6 Conclusions

Combinatorial pattern discovery is useful for discovering
internal structural properties that result in the common
physical manifestations of a group of physical objects.
The general strategy we propose here is first to find
patterns satisfying structural constraints (of length and

10In the experiment, it was found that about 30% of the test
sequences, on average, went to the second phase.



form) in a small sample, and then to evaluate these
on the whole database. To improve the efficiency, we
developed two optimization heuristics:

1. evaluate only those patterns that pass a statistical
test in the sample;

2. eliminate patterns if certain combinations of simpler
ones have already been evaluated and have been
shown to be irrelevant.

We applied the proposed techniques to discover active
patterns in generated data and functionally related
protein sequences. Qur experimental results indicated
that the discovery algorithms are sensitive to the data,
sample size and the distance allowed in matching a
pattern with a sequence. 'When looking for exact
matches (distance of 0), small samples work well. On
the other hand for inexact matches (distance of 1), the
sample needs to be large. The reason is that in some
data, there are patterns which exactly appear in very
few sequences, but which approximately occur, within
distance 1, in many sequences. Unless the sample is
so large that it contains at least one of those very
few sequences, our algorithms cannot find the active
patterns.

When databases are sizable, using a large sample may
entail the construction of a “disk-based” suffix tree.
To improve efficiency, one could use the coding scheme
suggested in Patricia tries’ implementation [12, 24] and
pack as much as possible of the tree’s upper part into
memory. Doing so saves I/O since the tree’s upper part
is accessed more frequently than the lower part of the
tree. Clustering the pages containing nodes that are
close in depth-first order would also save disk accesses.

Alternatively, one could choose multiple small sam-
ples and combine the results obtained from each sam-
ple. Another possible approach would be to divide the
whole database into k sub-databases and to find the ac-
tive patterns (i.e., those occurring in at least Occur/k
sequences) in each sub-database. If a pattern is active
in all the sub-databases, then it must appear in at least
Occur sequences in the entire database. However, if a
pattern is active only in some of the sub-databases, one
would need to compare it with all sequences to deter-
mine its overall activity.

The work reported here is part of a project for de-
veloping a comprehensive toolbox for pattern discovery
and pattern retrieval [30, 36, 37] in scientific databases.
The goal is to allow a natural scientist to present struc-
tural data and a pattern metric and to ask the toolbox
to find the comion structural motifs in the data ac-
cording to the metric.

We have concentrated so far on sequences, but would
like to apply our previous work on trees and graphs
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[28, 29, 40, 41] to scientific problems as well [32]. This
will require new data structures.

We have little experience with scientific visualization,
but believe that it could be a helpful part of our tool. In
that area or in any other related to our goal, we welcome
cooperation, suggestions, and friendly competition.
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