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Abstract

In a digital library one of the most challenging
problems is finding relevant information. Infor-
mation finding is the research focus of the Stan-
ford component of the ARPA-sponsored CS-TR
Project, and the work has continued as one of
the main thrusts in the Stanford Integrated Dig-
ital Library project [14]. In this paper we discuss
some of the emerging issues in information find-
ing, such as text-database discovery, efficient in-
formation dissemination, and copy detection and
removal. We also outline our approaches to these
issues.

1 Introduction

Computers and networks are rapidly making
available vast amounts of electronic information.
At the same time, traditional sources of informa-
tion and entertainment such as books, papers,
movies, and music are being provided digitally.
Thus, people will have at their fingertips, either
at home or at the office, a massive “digital li-
brary” that will fundamentally change how they
access and process information.

Already today, computers and networks are in-
creasingly used for retrieving information in a
wide variety of ways. Conventional library sys-
tems, like Folio at Stanford and Melvyl at the
University of California, allow users to remotely
search online catalogs for bibliographic informa-
tion. Commercial information providers (e.g.,
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Dialog) offer data such as newspaper and maga-
zine articles, company profiles, library card cat-
alogs, and a lot others. Electronic bulletin board
systems like USENET News have readership in
millions and daily traffic in tens of megabytes.
Topics covered range from software fixes to philo-
sophical discussions, from items for sale to in-
vestment tips. Increasingly popular are some
new wide-area information systems, notably go-
pher [19], WAIS [16], and World-Wide Web [1],
that allow users to provide as well as to access
text, hypertext, image, audio, and video data.
With the advance in technologies and further
proliferation of communication networks, we will
soon have even more sources in greater variety
and volume.

It is this emerging massive aggregate of hetero-
geneous information sources that will evolve into
our digital library of the future. However, there
is still one catch: before a “needle” of knowl-
edge can be tapped by the end-user, it has to
be found in the “haystack” of the world’s infor-
mation sources. To illustrate, consider search-
ing for information hidden among the millions
of documents residing in the tens of thousands
of gopher, WAIS, and World-Wide Web sources
available today. (According to one estimate [18],
there are over 4 million pages in the World-Wide
Web system as of June 1995.) Say a patent
lawyer wishes to access technical reports writ-
ten on query optimization techniques in rela-
tional databases. Suppose he sends his query
to all sources. The sheer number of available
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sources is so large that such a brute force in-
formation search is outrageously expensive or
even futile. Thus, one of the key questions for
the digital library of the future is how to search
over large numbers of distributed sources and lo-
cate the right sources to direct a search to. We
need mechanisms that scale with the number of
sources. Since many of the sources available are
text databases, an important subproblem is tezt-
database discovery, an issue we elaborate on in
Section 2.

Complimentary to a retrospective search
mechanism, it is also important to provide an
efficient information dissemination mechanism
in the dynamic environment of a digital library.
In this case, the user submits a long-term pro-
file, made up of a number of queries, to the li-
brary. The profile will be continuously evalu-
ated, and the user will passively receive filtered
information. This way, instead of making the
user go after the information, the relevant infor-
mation automatically flows to the user. Again,
to support information dissemination, scalable
techniques are needed. To motivate this, we may
look at some statistics from the SIFT [26] sys-
tem that we have set up at Stanford. SIFT is an
information dissemination system that delivers
new, relevant USENET News articles to users.
The system has been in operation since February
1994. Initially, the system processed on average
some 30,000 documents USENET articles per
day, matching them against some 2,000 queries
from 800 users. Both the size of the user pop-
ulation and the volume of incoming information
have been increasing ever since. As of June 1995,
the system has over 10,000 subscribers world-
wide, 24,000 long-term queries, and is processing
close to 90,000 articles a day. These numbers il-
lustrate that it will be a challenging task to cope
with the ever growing user population and data
volume. We will outline our approaches to tackle
this issue in Section 3.

Whether in the search or in the dissemination
scenario, a problematic issue is the proliferation
of redundant information. Due to a variety of
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reasons, duplicate documents in digital media
are very common (see Section 4). The existence
of redundant information impairs the usefulness
of search/dissemination systems. For instance,
when searching a bibliographical database, users
find duplicate information items intermixed in
retrieval results hard to distinguish. In infor-
mation dissemination, it is important that new
information is delivered. If a document is de-
livered to a user, its exact/close copies will cer-
tainly reach the user over and over again. In an
experiment carried out to investigate the degree
of duplication in the articles sent out by SIFT
[30], we found that on average some 18% of ar-
ticles received by a user overlap 80% or more in
content (e.g., number of sentences) with some
articles seen previously. Understandably, SIFT
users have complained emphatically about this.
This is a serious problem, not just for SIFT, but
for any system containing losely controlled in-
formation. The problem only gets worse if one
accesses multiple sources at once, since it is likely
that information will be replicated across them.
Thus, we believe that supporting copy detection
and removal is another critical issue in informa-
tion finding. We discuss this further in Section 4.

We have been investigating these issues un-
der the Stanford component of the the ARPA-
sponsored CS-TR Project. (Carneigie Mellon
University, University of California at Berke-
ley, Massachusetts Institute of Technology, and
Cornell University are also participating in the
project. A goal of the CS-TR Project has been
to provide a digital library of Computer Science
Technical Reports. Such a library is now avail-
able; see URL http://elib.stanford.edu.) Our
information finding work has continued as one
of the main thrusts in the Stanford Integrated
Digital Library project [14]. In the rest of this
paper we will briefly summarize this work. It
represents research done and ideas contributed
by Sergey Brin, James Davis, Luis Gravano,
Narayanan Shivakumar, Anthony Tomasic, in
addition to the authors.
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2 Text-Database Discovery

Consider the patent lawyer example again. Say
he needs an “exhaustive match,” that is, needs
to identify every single document in the sources
that matches the query. For simplicity, let us
view the documents as free text; the discussion
generalizes to semi-structured data.

For an exhaustive match, the options are not
very attractive. One is to ship the query to all
possible information sources. This generates an
enormous amount of network traffic and load at
the sources. In other words, every information
source on the network would be processing ev-
ery query generated anywhere on the network.
Clearly, this approach does not scale to large
numbers of sources. Another alternative is to
build a complete inverted index [22] of all the
documents. By searching in this index, we could
match exactly the query to all relevant docu-
ments. Unfortunately, this approach does not
scale well either. For example, a full text index
is usually the same size as the documents it ref-
erences, so we would need to build a structure
of the same size as all the documents in the net-
work.

A third strategy for exhaustive matches is to
construct some type of document or index hier-
archy. For example, documents on a particular
topic would be stored on a fixed source. If say
the lawyer in our example has a query for docu-
ments on relational databases, the query would
be routed to the computer science source. (This
source could be physically distributed.) An al-
ternative is to not partition the documents but
the index (see for example [24]). Thus, the query
would be routed to the computer science index
machine. It could in turn provide a list of all the
documents that match, even though the docu-
ments could be on a variety of machines.

While some form of the hierarchical scheme
may be attractive, it seems to require some type
of network wide agreement on how to partition
the documents or the indexes. Thus, as an alter-
native to all these exhaustive match strategies,

let us explore the approximate match space.

There are at least two ways to interpret an
approximate query. One is that the user only
wants to find a subset of the matching docu-
ments. That is, the user wants some informa-
tion on a subject, but does not require every sin-
gle relevant document. A second scenario is to
view the approximate query as the first phase of
a search process. The result is viewed as a “hint”
of the sites that are likely to contain matching
documents. The user then directs the query to
those sites. If the user wishes additional docu-
ments, he can route the query to sites beyond
the initial set. The problem of locating potential
text sources to direct a search to is called the
text-database discovery problem.

There are a variety of strategies to solve this
problem. One simple one (used by WAIS) is to
provide a “directory of sources.” This “master”
directory contains a set of entries, each describ-
ing (in English) the contents of a source on the
network. The user first queries the master direc-
tory, and once he has identified potential sources,
directs his query to them. One disadvantage is
that the user typically needs two queries; e.g.,
“what sources have computer science documents
in them?” and “find documents on relational
databases.” Also, the master directory entries
have to be written by hand to cover the relevant
topics, and have to be manually kept up to date
as the underlying source content changes. Fi-
nally, it is not clear how accurate this scheme is;
for example, a document on relational databases
in a medical information source may be missed.

The master directory idea can be enhanced if
we can use the semantics of queries and sources.
In particular, assume we can automatically ex-
tract the semantic “concepts” involved in a user
query. Also assume that we can extract the se-
mantic concepts appearing in a collection of doc-
uments (in a source). Assuming that the num-
ber of concepts is much smaller than the number
of words appearing in documents, then the con-
cepts can be used for distributed indexing. That
is, the user query is processed to extract the
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concepts; these are matched against a concept
“tree” and the potential sites identified. With
the sample query “find documents on relational
databases,” the processing could extract the con-
cept “computer science” and the index would de-
termine that documents on this concept appear
in the computer science and the medical sources.

At Stanford we have been exploring a dif-
ferent, purely syntactic idea for text-database
discovery. Each source extracts a “histogram”
of its word occurrences. For example, the
computer science source could report that the
word “relational” occurs 50,000 times, the word
“databases” 75,000 times, and so on. This in-
formation is orders of magnitude smaller than a
full index since it does not report the identities
of the documents that have the terms. However,
these histograms can still provide very useful in-
formation regarding what sites may have rele-
vant documents. Say in our example, the query
is @ = (“relational” A “database”); i.e., he is
looking for documents with terms “relational”
and “database” (a boolean query). Assume the
following information is available:

Source A | 10,000 occurrences of “relational”
5,000 occurrences of “databases”

Source B | 10,000 occurrences of “relational”
0 occurrences of “databases”

Source C' | 50,000 occurrences of “relational”
75,000 occurrences of “databases”

Clearly, source B would not be a good place
to search since we know no documents would
match the query. We also know that both A and
C could have matching documents. We do not
know for sure if they do, since the occurrences
of “relational” and “databases” could be in dif-
ferent documents. However, it seems likely that
they do, and as a matter of fact, it seems much
more likely that source C' will have more match-
ing documents since it has more occurrences of
the desired terms. If we wanted to provide hints
as to where to search, it would be reasonable to
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suggest source C' as the first place to search, and
source A as the second.

We refer to this approximate search technique
based on term frequencies as GIOSS (Glossary
of Servers Server). In [12, 13], we present the
GIOSS technique for the boolean retrieval model
and evaluate the “accuracy” of GIOSS using six
sources available to us at Stanford. (For exam-
ple, one is INSPEC, a collection of abstracts
on Computer Science, Electrical Engineering,
and Physics papers; another is PSYCINFO, a
database of Psychology articles; a third is ABI,
abstracts for Business periodicals.) We also use
traces of real queries submitted against these
sources. For each query, we can compare the
sources suggested by GIOSS to the sources that
actually contain the most matching documents
(we find the latter by actually running each
query against all the sources).

Our results are very encouraging. On the or-
der of 90% of the time GIOSS does “the right
thing.” That is, in roughly 90% of the queries,
GIOSS does give as a hint the sources that have
the most matching documents. (There are actu-
ally several ways to measure success, so a result
like this has to be qualified by the type of met-
ric used; this is detailed in [12].) In addition,
we analyze the storage required by GIOSS, and
show that it only needs about 2% of the space
required by a full-text index over the same data.
There are also a variety of improvements possi-
ble. For example, it is possible to truncate the
histogram, omitting information on terms that
occur say one or two times in a source. This re-
duces the size of the histogram without affecting
the accuracy significantly.

In [11], we extend GIOSS to gGIOSS to cover
databases using the vector-space retrieval model
[22]. The techniques are again evaluated us-
ing real-user queries and 53 USENET newsgroup
databases. The approach is further generalized
to building a hierarchy of gGIOSS brokers.

A GIOSS server has been implemented, keep-
ing information on a number of WAIS-indexed
sources. The reader is encouraged to try it out at
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the URL http://gloss.stanford.edu in the World-
Wide Web system. A collector program is also
provided for gathering the necessary information
from sources.

3 Information Dissemination

Recent research activities in information dissem-
ination (also known as information filtering and
routing) include efforts to improve the accuracy
of the filtering process [17, 4, 5, 25], and to sup-
port collaborative or social filtering [10]. When
used on a large scale, the efficiency (perfor-
mance) aspect of the dissemination mechanism
also needs to be addressed; this is the focus of
our research in this area.

Let us first consider the design of a distributed
information dissemination system. Some earlier
experimental systems also provide distributed in-
formation dissemination. For example, the Com-
munity Information System [9] broadcasts (via
radio channel) all updates to all users, who then
apply their filters locally. However, relying solely
on user-end filtering is expensive since network
bandwidth is wasted to transmit irrelevant infor-
mation and a lot of wasteful local processing is
done. Another extreme is to perform filtering at
the source end. In this case, the user will have
to locate and replicate his profile at all possible
sources. This is clearly not a very attractive so-
lution. We focus on the scenario in which we
have an intermediate server that collects infor-
mation from a set of sources and routes it to the
user. To scale with the size of user population
and the rate of information generation, there can
be several servers on the network.

When there are multiple servers, the distribu-
tion of profiles and documents becomes an in-
teresting issue. Suppose we make the following
assumption: every profile must “see” every doc-
ument to determine if it is relevant. Then what
options do we have to coordinate the servers?
One option is to post each profile at only one
server. Then every document must be broad-
casted to every server, and consequently the doc-

ument arrival rate at each server is high. An-
other disadvantage is that if a server goes down,
the users it serves will not be able to receive in-
formation for the duration. To achieve higher
availability, we may replicate the profile at more
than one servers. Suppose we take this to the ex-
treme and replicate a profile at all servers. Then
a new document need to be sent to only one
server, but the number of profiles that a server
processes is large. There are immediate solu-
tions between these two. Say we denote the set
of servers that a profile P is posted at by Sp,
and the set of servers that a document D is sent
to by Sp, then to satisfy our assumption, we
must guarantee that Sp intersects Sp for every
P and D. This bears resemblance to the idea
of quorum consensus in replicated data manage-
ment (7, 8]. In [27], we study this problem in
depth. We adopt structured quorum protocols
for use in information dissemination and com-
pare them with respect to performance and avail-
ability. Our results show that the grid protocol
[3] with balanced document and profile quorum
sizes is a good distribution scheme.

To scale with the number of users and the in-
formation creation rate, it is also important to
streamline the processing that a server has to
perform; otherwise it will easily become the bot-
tleneck of the filtering network. Hence, we need
to devise efficient data structures and algorithms
for a single server to use in the filtering process.

To illustrate the situation, let us consider a
simple example. Suppose a server has three
boolean queries Q1 = (“bill” A “jogging”), Q, =
(“bill” A “hillary”), and Q3 = (“socks”). (Recall
the notation @, = (“bill” A “jogging”) means
that query Q) is subscribing to documents that
contain both words “bill” and “jogging.”) Say a
new document D with words “bill”, “likes”, and
“jogging” has arrived. One way to process D is
to build a hash table for D that lets us quickly
tell if it has a given word. We can then run
through all the queries and check them. For ex-
ample, we check that D has “bill” and “jogging”
and so we send D to the person that posted Q.
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Clearly, this brute force strategy will not scale
with the number of queries and the document
arrival rate. One way to reduce overhead is to
batch documents together for processing, but the
timeliness of the documents will be sacrificed.

Inverted indexes have been used by informa-
tion retrieval systems to speed up conventional
retrospective search, namely by building an in-
dex of documents. Here, we borrow the idea but
instead build a query indez. The index associates
every word with a list of queries that reference it.
Hence in our example the word “bill” has a list
containing queries ¢}, and @), the list of “jog-
ging” has query ¢, that of “hillary” has query
@2, and that of “socks” has Q3. The situation
is symmetrical to conventional retrieval [22]. In
that case, we receive a query and check it against
an index of documents. In the dissemination
case, we get a document and check it against
an index of queries. In retrospective search, to
process the query against the index, we perform
set operations on the lists of the queried words
(assuming a boolean query), and the result of
the operations is the answer to the query. For
example, the A (AND) operator is processed by
intersecting the lists; the V (OR) operator is pro-
cessed by merging (union) the lists. However, in
processing inverted lists of queries, we cannot use
set operations directly. In our example, the in-
tersection of the lists for the words in D (i.e.,
“bill”, “likes”, and “jogging”) gives us nothing
(the list of “likes” is empty). And if we merge
the lists, we get both ¢; and @), but @, does
not match D.

Fortunately, all is not lost. We may observe
that the result of the union of the lists con-
tains queries that potentially match the docu-
ment: each shares at least one word with the
document. The merged list is in fact a superset
of the desired answer, and so we can screen out
the superfluous queries by checking them against
the document, using the hash table as described
above. With this strategy we avoid checking all
queries, i.e., queries that do not contain “bill”,
“likes”, or “jogging”, (Q3 in our example) will

not be considered.

In our work, we explore this strategy, as well as
a number of indexing alternatives, in detail. We
consider both boolean queries [29] (the matched
document must be an exact match to the query)
and vector space queries [28] (documents “simi-
lar” to the query are sent to the user). We eval-
uate their performance and show that the index-
ing methods are orders of magnitude more effi-
cient than the brute force strategy in terms of
processing time.

Selected query indexing techniques have been
implemented in the Stanford Information Filter-
ing Tool (SIFT) system [26]. Using SIFT, we
have set up the information dissemination server
for USENET News articles mentioned in Sec-
tion 1. This server accepts boolean and vec-
tor space model queries from the user, and pe-
riodically informs the user of any new, match-
ing articles. (The reader is encouraged to try
out the system. For World-Wide Web ac-
cess, connect to http://sift.stanford.edu. For
email access, send an electronic message to net-
news@sift.stanford.edu. The message should
contain a single line with the word “help.” In-
structions will be returned automatically.) ! As
mentioned in the introduction, SIFT has become
a popular source of information. With the effi-
cient indexing and query processing techniques,
SIFT has been shown to scale well to user pop-
ulation and information volume growth.

4 Copy Detection and Elimi-
nation

Duplicate documents arise for many reasons.
Perhaps the foremost is that digital documents
can be reproduced with extreme ease and at al-
most no cost. For example, in USENET News, a
user can cross-post a news article in many news-
groups simultaneously. He may repost it a few

!There is also a com-
panion service for Computer Science Technical Reports

(CS-TR) at elib@sift.stanford.edu.
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days later, again to multiple newsgroups. Fur-
ther, there is no loss in the quality of the copies,
and thus they can be replicated again. For ex-
ample, a user may retransmit a copy of an article
he has received in yet some other newsgroups or
channels (e.g., mailing lists), resulting in further
propagation.

A duplicate needs not be an exact copy as de-
scribed above, but in general a document closely
similar in content to some other document and
not giving the user any extra information. For
example, in traditional library catalog system,
duplicate bibliographical records referring to the
same technical reports are very common. The
reasons leading to the existence of duplicate
records are mainly human input errors or incon-
sistencies; e.g., different practice in record cre-
ation, translation differences, and typographical
errors. The traditional library community has
recognized the problem of duplicate detection,
especially in systems that provide union cata-
logs merging multiple bibliographical databases
[15, 21, 20].

In modern information systems, documents
are not limited to short, structured bibliographi-
cal records, but rather full-text documents exist-
ing in different media types, with complex inter-
document relationships among them. This rich
content gives rise to more sources of duplication.
One major source is the different media formats
in which a document may exist. For instance,
a technical report may be written in IATgX, and
converted into DVI and postscript. It may also
be converted into plain text or HTML. The hard-
copy may be scanned in as images and then con-
verted to text via optical character recognition
(OCR). All these may be made available on-line.
Another source of duplication is versioning. A
document may undergo a number of versions in
its life-span. For example, a technical report may
have a short and a full version. A user, after
reading the short version, may find the full ver-
sion a duplicate.

As pointed out in Section 1, redundant in-

formation is a nuisance to the user of a

search/dissemination system. To support dupli-
cate removal, the first step is to detect when two
documents are duplicates, and the type or degree
of duplication. In [30], we propose a taxonomy
of duplicates in digital documents. We classify
duplicates into intentional and extensional dupli-
cates. Intentional duplicates are those intended
by the creators to be duplicates, even though
they may have different content (e.g., different
bibliographical records refering to the same tech-
nical report). Extensional duplicates are those
with overlapping textual content.

In [2], we propose a system for registering
documents and then detecting extensional du-
plicates. A document to be registered is divided
into (maybe overlapping) text chunks (e.g., sen-
tences), using some chunking function. The text
chunks are hashed into integer values, and the set
of hash values forms a representation of the docu-
ment. (The actual document is not stored in the
system.) To check a document D against the reg-
istered documents, D is similarly chunked, and
the percentage of overlapping hash values is re-
turned as an estimate of the percentage of over-
lapping chunks. Using this scheme, the storage
required to register a collection of documents is
a lot less than storing entire documents. The
processing is also efficient, as we rely on hash-
ing to compare documents. Sampling techniques
(taking a sample of the text chunks) can further
reduce the costs. In [2], metrics required for eval-
uating detection mechanisms (covering accuracy,
efficiency, and security) are proposed, and a pro-
totype system called COPS is described and eval-
uated. Another scheme, called SCAM, based on
comparing word occurrence frequencies of docu-
ments is proposed in [23].

The second step in supporting duplicate re-
moval is to remove duplicates according to the
expectation of the user. Individual users may
have different requirements for duplicate elimi-
nation. A user, depending on what documents
he has read previously, may consider a document
a duplicate while another user does not. He may
also want to specify how close a document must
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be to a seen one for it to be a duplicate. For
example, a user may find an article not very in-
teresting and want to remove any duplicate more
than 70% similar in content. On the other hand,
if a user receives an interesting document, he
may want to remove only identical copies. Thus,
the removal of duplicates operates on a per user,
per document basis — each document read by a
user generates a request for duplicate removal,
termed a duplicate restraint. The scale of global
information systems makes the processing of du-
plicate restraints challenging. For example, in
information dissemination, both the number of
users and the number of incoming documents are
large, so the number of restraints is very large.
In SIFT, some 90,000 documents are matched
against profiles of over 10,000 users every day; if
we keep restraints valid for say ten days, we esti-
mate that more than a million restraints need to
be checked for every incoming document. In [30],
we consider the design of a duplicate removal
module to manage and process a large number
of duplicate restraints in information dissemina-
tion.

5 Conclusions

In this paper we have briefly outlined some of the
critical information finding problems for digital
libraries, and have described some of the work at
Stanford. There are of course many other impor-
tant issues beyond information finding and the
approaches discussed here. For a good overview
of the general area of digital libraries, we refer
the reader to [6].
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