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Abstract

In a ‘shared-nothing’ parallel computer, each
processor has its own memory and disks and
processors communicate by passing messages
through an interconnect. Many academic
researchers, and some vendors, assert that
shared-nothingness is the ‘consensus’ architec-
ture for parallel DBMSs. This alleged con-
sensus 1s used as a justification for simulation
models, algorithms, research prototypes and
even marketing campaigns.

We argue that shared-nothingness is no
longer the consensus hardware architecture
and that hardware resource sharing is a poor
basis for categorising parallel DBMS software
architectures if one wishes to compare the
performance characteristics of parallel DBMS
products.

1 Introduction

A parallel computer has a ‘shared-nothing’
architecture if each processor has its own
memory and its own disk sub-system; pro-
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cessors communicate by passing messages
through an interconnect. In the 1980s, sev-
eral ‘brand leader’ parallel database machines
had shared-nothing architectures and, in 1992,
DeWitt and Gray were able to assert that

a consensus on parallel and disirib-
uted  system  architecture  has
emerged. This architecture is based
on a shared-nothing hardware design.
[DeWitt and Gray, 1992]

DeWitt and Gray’s assertion has been quoted
or paraphrased many times and the alleged
existence of this ‘consensus’ has been used
to justify several research projects (simula-
tions, analytical modelling, prototype build-
ing) in the academic world and as a basis for at
least three marketing campaigns for commer-
cial DBMS products (namely DB2/6000 Par-
allel Edition (‘PE’), Sybase Navigation Server
and Informix Online XPS). You will come
across the phrase in the white papaers and
even the sales literature of several parallel
database vendors.

In our view, shared-nothingness is no longer
the consensus hardware architecture. Al-
though it has become more common to think
of shared-nothingness as a software architec-
ture for DBMS products, we also argue that
distinctions based on resource sharing are not



a useful way to categorise DBMS architectures
if one wishes to understand the DBMS’s per-
formance characteristics, particularly if one is
looking at differentiating between the general-
purpose parallel DBMS products now on the
market.

In section 2, we give the traditional categor-
isation of parallel architectures - hard and soft
- in terms of hardware resource sharing. In sec-
tion 3, we examine the extent to which shared-
nothingness can be said to be the consensus -
hard or soft. Concluding remarks are in sec-
tion 4.

2 The Traditional Categor-
isation for Parallel Data-
bases

Traditionally, architectures for parallel DBMS
were categorised by the way in which pro-
cessors share hardware resources like disk
devices and memory [Stonebraker, 1986]. This
categorisation was used to facilitate discus-
sion about appropriate parallel hardware ar-
chitectures for DBMS. Many researchers par-
ticipated in the ensuing discussion; see e.g.
[Hua et al., 1991], [DeWitt and Gray, 1992},
[Bergsten et al., 1993], [Valduriez, 1993b],
[Baru et al., 1995]; many others base their ar-
guments on it. We summarise their conclu-
sions and briefly describe the architectural cat-
egories, namely shared-memory (SM), shared-
disk (SD) and shared-nothing (SN).

The following basic arguments and charac-
teristics are often given for these architectures.
These are not necessarily arguments in which
we place much credence.

Shared-Memory In a shared-memory sys-
tem, all disks and all memory modules are
shared by the processors; see Figure 1. There
is a global address space for main memory
and all disks are equally accessible by all pro-
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Figure 1: Shared-Memory Architecture

cessors. It is said that SM is simple for the
DBMS vendors to program because of the
global address space in main memory. Load
balancing can be arranged relatively easily be-
cause each processor has equal access to all
disks. Interprocessor communication is fast
(and incurs low overhead) as they can co-
operate via main memory. However, system
costs are high, in particular for the intercon-
nect (large number of components connected).
Conflicting accesses to main memory can de-
crease the performance. It is also argued that
access to main memory is the reason why
SM-architectures do not scale up well: [Bhide
and Stonebraker, 1988] showed that beyond a
certain number of processors, access to main
memory can become a bottleneck that limits
the system’s processing speed. Thus SM sys-
tems are limited to a small number (20-30) of
processors [Valduriez, 1993a], cf. [Baru et al.,
1995].

Shared-Disk In a Shared-disk system, each
processor has its private memory, but access
to disks is shared by all processors; see Fig-
ure 2. It is argued that the costs for SD system
are relatively low as the interconnect could
be a bus system based on standard techno-
logy. It is also argued that load balancing is
relatively easy for the same reason as in the

SIGMOD Record, Vol. 25, No. 3, September 1996

17



18

L

| —

Interconnect : -

4

e i
; .
|
+ ‘,_P_: EP:i
- L A
M M (M}

Figure 2: Shared-Disk Architecture
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Figure 3: Shared-Nothing Architecture

SM case, and that the availability of data is
higher than in an SN system (see below) as
a crash on one processor does not result in
the data of a particular disk being unavailable.
Much of the down-side of SD systems is said
to relate to an increase in complexity, caused,
e.g., by cache coherency control mechanisms
needed to maintain consistent disk pages in
the processors’ individual caches. This limits
the scalability of a SD systemn. Finally, access
to shared disks might result in a bottleneck
due to limited bus capacity.

Shared-Nothing In a shared-nothing sys-
tem, each processor has its own private
memory and disks and it acts as a server for
the data on its disks; see Figure 3. It is said
that the costs of an SN system are low because
it can be constructed from commodity com-

SIGMOD Record, Vol. 25, No. 3, September 1996

ponents. Availability is also often considered
to be a serious problem (see following section).
Data skew can cause serious load imbalance.
Load imbalance can also be caused by the the
execution of operations being predetermined
by the data placement on the disks and the
necessity to avoid huge data shipping through
the network to other processors.

3 The Arguments for

Shared-Nothing

Initially the architectural discussion described
in the previous section was only related to the
parallel hardware. In recent years it has be-
come more a discussion around the optimal
software architecture for paralle]l DBMS. Nev-
ertheless, in this section, we question the suit-
ability of shared-nothing as a hardware archi-
tecture. We also discuss, where appropriate,
the value of shared-nothingnes as a software
architecture.

The advantages that DeWitt
and Gray [DeWitt and Gray, 1992] claimed for
shared-nothingness are as follows.

1 “Partitioning allows multiple processors
to scan large relations in parallel without
any erotic I/O devices. [...] Each
memory and disk is owned by some pro-
cessor that acts as a server for that data.”

Most commercially-available parallel hardware
platforms currently use standard commodity
disk components, typically single SCSI disks
or SCSI RAID devices. The problem with the
basic shared-nothing architecture is the avail-
ability and fault tolerance in the case that a
processor fails. The data on its corresponding
disk is then unavailable. In practice, SN sys-
tems use multiply-attached disks and redund-
ancy mechanisms like data replication to guar-
antee availability. This results in the problem



of keeping multiple copies of a data item con-
sistent. In practice, however, both SN and SD
systems use the same algorithmic mechaunisms
and the same hardware features to achieve
availability. The distinction between the ap-
proaches is often simply whether the soft-
ware systems involved in guaranteeing redund-
ancy are provided within the operating system
(shared-disk) or DBMS (shared-nothing).

2 “The other architectures move large
quantities of data through the network.
The shared-nothing design moves only
questions and answers through the net-
work.”

This considers only the ideal case of tables
being collocated, i.e. ideally placed for pro-
cessing. When describing IBM DB2/6000 PE,
[Baru et al., 1995] describe techniques for join
(the most expensive operator), distinguishing
between collocated, direct, broadcast and re-
partitioned joins as the necessary strategies.
The latter three cause at least one table (or
intermediate result) to be shipped through the
network. Typically it will be the intermediate
result that gets shipped through the network,
which will tend to be the larger of the two in-
puts to the join whenever one large table is
joined with several small tables.

It is interesting to note that some par-
allel DBMS products are advertised as be-
ing shared-nothing, but in reality, each server
can and does access each disk controller.
For example, Informix DSA’s servers retrieve
metadata from any part of the system in order
to discover how a table has been partitioned.

3 “Shared-nothing architectures minimize
interference by minimizing resource shar-
ing.”

This is a non-sequitur. Shared-nothing ar-
chitectures simply determine interference by
specifying that certain operations will occur

at certain points in the parallel architecture.
In practice this will tend to increase interfer-
ence since the DBMS is unable dynamically to
change the location of these operations.

The interference that is minimised by a
shared-nothing system is the usage of the in-
terconnect. In today’s commercial hardware
architectures (unlike earlier ones) aggregate
interconnect bandwidths are extremely high,
and scale up at least linearly as processors are
added to the system. Aggregate interconnect
bandwidths are typically ten times higher than
aggregate disk bandwidths, so it is actually
difficult to saturate the bandwidth of the in-
terconnect; there is simply nowhere that the
data could have come from.

4 “The systems demonsirate near-linear
speedup and scale-up on relational quer-
1es.”

In practice, the ideal, i.e. linear, scale-up is
not achieved. Notions such as ‘speedup’ and
‘scale-up’ come from scientific parallel com-
putation, but have no simple applicability to
parallel database processing. Speeding up by
plugging in more nodes is rarcly a simple
matter when you are running real workloads.
In general, it will require re-partitioning the
data, and re-configuring the machins. Ac-
cording to Teradata’s stafi “Determining the
optimal clique configuration mix [...] at this
time, is a black art that involves an applica-
tion specific complex trade-off between fault-
tolerance, price and performance” [Witkowski,
1993].

In practice, shared-nothing rarely scales up
or speeds up linearly because the interconnect
becomes saturated beyond a certain volume of
communication.

During the life-cycle of a parallel computer,
there are other, practical considerations: pro-
cessor clock rates double every two years.
Therefore one can replace the old processors
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by new, faster ones and improve the quality of
the components in this way. Various studies
have demonstrated that this strategy leads to
superior performance wherever it is possible;
see, e.g.,[Hua et al., 1991]. Essentially, the
trick is to be as un-parallel as possible in or-
der to minimise interprocessor communication
overhead.

5 “Teradata systems may have over 1,000
processors.”

This may be physically feasible, but in prac-
tice, Teradata’s own staff state that “The
YNET bandwidth is not scalable to the
maximum 1000 processor board configura-
tion” [Witkowski, 1993]. YNET is a saturable
network, and this type of limitation does not
apply in the case of newer networks such as
BY-Net. However, it is to be expected that
other issues will similarly limit the scalabilty
of the new AT&T 5100 machine.

4 Conclusions

If there is a convergence of parallel hard-
ware, it is towards a hybrid architecture, com-
prising two levels. Such systems are either
SM (SMP) nodes (inner level) combined in
an SN manner [Hua et zl., 1991] (see fig-
ure 4) or SM (SMP) nodes (inner level) com-
bined in an SD manner (outer level) [Val-
duriez, 1993b). These hybrid architectures
combine the advantages of the previously dis-
cussed types and compensate for their re-
spective disadvantages [Hua et al., 1991].
New versions of traditionally SN-machines are
converging towards the hybrid type, for ex-
ample Tandem’s ServerNet-based machines,
the Teradata/AT&T/GIS 5100 or future de-
velopments in IBM’s RS/6000 SP.
Developments in technology have meant
that distinctions based on hardware resource
sharing are no longer particularly useful if you
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Figure 4: Hybrid, two-level architecture

want to gain some insight into the relative per-
formance of parallel DBMSs.

When preparing our recent analysis of
commercially-available parallel DBMS imple-
mentations [Norman and Thanisch, 1995), we
found that the simple shared-disk vs shared-
nothing distinction was not helpful in differen-
tiating between products. We found it neces-
sary to develop a new generic model of parallel
DBMS architectures in order to categorise par-
allel DBMS products. This model is based on
the way that processes and threads are organ-
ised to cooperate in transaction and complex
query processing.
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