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ABSTRACT 
In this paper, we introduce an approach that supports 
querying for Semantic Associations on the 
Semantic Web. Semantic Associations capture complex 
relationships between entities involving sequences of 
predicates, and sets of predicate sequences that interact in 
complex ways. Detecting such associations is at the heart of 
many research and analytical activities that are crucial to 
applications in national security and business intelligence. 
This in combination with the improving ability to identify 
entities in documents as part of automatic semantic 
annotation, gives a very powerful capability for semantic 
analysis of large amounts of heterogeneous content.  
 
The approach for supporting Semantic Associations 
discussed in this paper has four main facets. First, it 
generalizes these associations into three main classes based 
on their structural properties, allowing us to reason about 
them in a domain-independent manner. The second is the 
provision of an operator ρ for expressing queries about 
such associations. Third, it uses a graph data model for 
knowledge representation, allowing the semantic 
associations search techniques to be built upon the graph 
algorithms for paths, while integrating knowledge from the 
schema into the search process. The fourth facet is the use 
of a notion of context, which allows for restricting the 
search space and for context-driven ranking of results.  Just 
as a Web search engine looks for relevant documents in the 
current Web, ρ can be seen as discovering and ranking 
complex relationships in the Semantic Web. 
 
In this paper, we demonstrate the need for supporting such 
complex semantic relationships. We also give a formal 
basis to the notion of Semantic Associations and give a 
brief discussion on our overall approach for discovering 
and ranking them. 
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1. INTRODUCTION 
Contemporary search engines and query systems reason 
about the meaning of document content on the Web by 
considering the structure of documents and set of words 
that are contained within them. Such a limited 
understanding of content has undermined the effectiveness 
of traditional querying and search techniques, especially in 
the light of the overwhelming growth rate of the Web. 
However, the emerging vision of the “Semantic Web” [3], 
and the related earlier efforts for semantic interoperability 
including Semantic Information Brokering [13][9] promise 
to enable newer and better techniques for reasoning about 
the meaning of content. In the Semantic Web, “machine 
processable meaning” of content will be made explicit by 
enabling documents to be “meaningfully” marked-up with 
ontological terms.  Thus, ontologies have been identified as 
a key technology in enabling the Semantic Web. They 
allow us to conceptualize a domain by capturing the entities 
and relationships in the domain. Establishing what 
relationships an entity participates in gives some insight 
into its meaning, because it allows us see where the entity 
fits in relative to the rest of the domain. It would therefore 
be desirable that semantic query systems provide flexible 
mechanisms for querying about relationships. 

The current efforts to realize the Semantic Web build upon 
two W3C standards. The first is the XML [4], which is a 
specification that enables data exchange by providing a 
standard syntax for data representation. The second is a 
standard data model for expressing the structure and very 
limited semantics of Web content called the Resource 
Description Framework (RDF) [5]. Whereas the XML data 
model is a node labeled graph with no label on edges (i.e. 
no relationships), the RDF data model is a node and edge 
labeled graph, enabling the specification of relationships 
between entities. Consequently, query languages for the 
XML data model such as XQuery [6], provide limited 
support for querying about relationships because edges are 
not interpreted, while languages such as RQL [9], provide 
some support for such queries. For example, one may ask 
as a query to find all entities that participate in a given 
relationship, where the specification of the relationship may 
be exact one, or a pattern to be matched given as a path 
expression. While these mechanisms allow for a wide range 
of queries to be expressed, there are still some important 
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classes of queries that are not expressible in these 
languages. Much of the reason for this lies in the nature of 
the querying paradigm used by these languages, in which 
relationships between entities must be specified as part of 
the query. However, to be able to ask a query like “how are 
entity X and entity Y related?”, a different paradigm needs 
to be supported. This is because in this kind of query, the 
relationship between X and Y is an unknown and cannot be 
specified as a part of a query, but instead should be the 
result of the query. Furthermore, the entities and relations 
should be within the same document otherwise search 
engines can not locate inter-document relations.  

Another limitation of contemporary systems is the limited 
notion of a relationship that is supported. Typically, this is 
limited to a single n-ary predicate and its transitive closure, 
or those that can be inferred by the given inference rules. 
However, different applications require support for 
different kinds of relationships, especially for applications 
in analytical domains such as national security and business 
intelligence. For example, in the light of the recent breach 
of flight security, it has become pertinent that airport 
security agents be able to ask questions like, “What 
important relationships exist between Passenger X and 
Passenger Y?” The notions of an important relationship in 
the context of assessing the risk of flight based on 
passenger associations, may involve capturing any link 
between two passengers that may be considered relevant at 
that time. For example, the fact that two passengers 
attended the same flight training school or that they had 
their tickets purchased using the same credit card, even 
though they do not have a known family or business 
relationship, may be an irrelevant association in many 
contexts.  On the other hand, such a relationship may be 
considered very important in the context of the flight 
security. An association may be ascribed even more 
importance if additional associations were present like the 
fact that both passengers were citizens of, or had other 
associations to, countries that are considered terrorists 
states, terrorism sponsoring states, or terrorist harboring 
states.  Note that it would not be possible to encode all of 
such associations as inference rules for every domain, and 
most times these associations are not known a priori, but 
are discovered with experience. Therefore, it is important to 
develop methods to identify or discover associations using 
general characteristics that are domain independent, and 
then apply domain knowledge to guide the search process, 
allowing the search to focus on only associations that are 
important in that context. Typically, these kinds of 
relationships are indicated by some kind of connections, 
patterns or similarities between entities. We call such 
complex relationships, Semantic Associations.  

In this paper, we introduce a precise notion of a Semantic 
Association, along with an approach that supports their  
discovery in RDF knowledge bases. The approach is based 
on the use of a query operator ρ (Rho). The ρ operator 

exploits both important graph properties as well as schema 
knowledge, to find Semantic Associations between entities. 
Another important component of our approach is the use of 
context for delimiting search space and ranking results. Our 
notion of context captures the smallest possible scope for a 
user’s query, as well as information like which relations are 
particularly important for a given context, allowing for 
greatly reducing the search space and a context sensitive 
ranking of results. 

The rest of the paper is organized as follows: First, we will 
motivate our work by drawing a contrast with the approach 
taken by traditional query languages, and then illustrate the 
notion of Semantic Associations using an example. In 
section 3, we provide a formal basis for representing 
Semantic Associations. In Section 4, we give a brief 
discussion about our approach to compute ρ. Section 5 
reviews some related, work and then section 6 concludes 
the paper.  

2. MOTIVATION 
We will now illustrate Semantic Associations by way of a 
simple example shown in Figure 1, which is a modification 
of the example used in [9]. Our modification introduces 
some contrived nodes and edges so as demonstrate several 
examples of Semantic Associations.  The figure shows an 
RDF knowledge base containing information for a cultural 
portal from two perspectives reflected in two different 
schemas (the top part of the figure). One perspective 
captures museum specialist’s perspective using concepts 
like Museum, Artist, Artifact, etc. (top left schema). 
The second perspective describes resources from a Portal 
administrator’s perspective using concepts like file-
size, mime-type, etc. (top right schema).  

 
Figure 1: Example knowledge base 
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The lower part of the figure has descriptions about 
resources, e.g., museum websites (&r3, &r8), images of 
artifacts (&r2, &r5, &r7) and for resources that are not 
directly present on the Web, e.g., people, nodes 
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representing electronic surrogates are created (&r1, &r4, 
&r6).  

The resources are connected by an arc if there is an 
rdf:property relating them. For example, the fact &r1 
is connected to &r2 by a paints property means that 
resource represented by &r1 painted the resource &r2.  In 
addition, resources are connected to resource classes using 
an rdf:typeOf property, which indicates  that the 
resource is a member of the class it is connected to. For 
example, &r1 is a Painter. Furthermore, resources can 
belong to multiple unrelated classes. For example, &r3 and 
&r8 both belong to the Museum class in the left schema, 
and the Ext. Resource class in the right schema. In the 
schemas, classes and properties may also be related by 
special properties (rdfs:subclassOf, 
rdfs:subpropertyOf respectively), indicating a 
hierarchy on classes and properties. 
 To find semantic associations we look beyond single 
properties linking entities, by so doing we may find the 
following interesting associations:  

i. &r1 and &r3 have an association because &r1 
paints a Painting (&r2) which is exhibited 
at the museum (&r3)  

ii. &r4 and &r6 are semantically associated because 
they both have created artifacts (&r5, and &r7) 
which are exhibited at the same museum (&r8).   

iii. &r1 and &r6 are associated because of a similarity 
in their relationships. For example, they both have 
creations (&r2, and &r7) that are exhibited by a 
Museum (&r3, &r8).  

 
The first two associations capture some connectivity 
between entities, while the last association captures a 
similarity between entities.  Note that the notion of 
similarity used here is not just a structural isomorphism, but 
path semantic isomorphism of paths, which captures a 
semantic similarity of nodes and arcs along a path. In this 
notion of isomorphism, two entities are considered similar, 
if they are related by subclass relationship, or have a 
common ancestor class. For example in the third 
association, although one case involves a painting and the 
other a sculpture, we consider them similar because 
sculpting and painting are both kinds of creative activities, 
and Sculptures and Paintings are kinds of Artifacts. The 
notion of similarity is extended to properties.  
  
Most contemporary query languages and systems allow us 
to query about functional relationships (i.e. attributes) of a 
given class of entities specified as a restriction clause, e.g., 
WHERE clause. Sometimes, the description includes a 
specification of some relationship that the qualifying 
entities have with other entities, e.g. JOIN condition. We 
call this paradigm the Query-for-Attribute 
paradigm. In this paradigm, a query is a specification of 

entities to be matched and the result of a query is the set of 
entities that match the criteria. The limitation of this 
paradigm is that relationships that exist between entities in 
the world must be known a priori, in order to specify them 
as a part of the query (i.e., the JOIN condition). Such a 
requirement may be reasonable in a single application 
environment where users are very conversant of the 
schemas used to represent data. However, in a distributed 
and heterogeneous environment such as the (Semantic) 
Web, such a requirement would not be reasonable, because 
there would be many different ontologies and schemas 
designed by people other than the users.  

In order to support the kinds of queries that we mentioned 
earlier, query systems need to support another paradigm, 
which we call the Query-For-Relationship 
paradigm. In this paradigm, a query is given by the set of 
entities that are being studied, and the result of the query is 
the set of relationships that exist between them. The 
relationships may be as simple as individual n-ary 
predicates or as complex as semantic associations. This 
paradigm eliminates the requirement for a query to specify 
information about the relationship connecting two entities, 
and is necessary to support analytical tasks where, in fact, 
finding such a relationship is focus of the task.  

 What we need from semantic querying systems is the 
ability to find these kinds of associations for a given set of 
entities without any requirement on the user to provide 
information about the association as is done in the 
Querying-for-Attribute paradigm.  

3. FRAMEWORK   
Our framework is based on using a graph model to 
represent data. This approach offers us two main 
advantages: First, graph representations can capture in a 
natural way the connectivity between the entities. This 
enables us to map queries about connectivity to typical 
graph operations like path searches. Second, a wide range 
of information can be modeled as graphs including E-R 
models and RDF data models.   In the sequel, we will 
summarize a graph data model that is largely based on the 
RDF data model.  

3.1 Data Model 
The RDF data model is a directed labeled graph, 
in which nodes are Resources (i.e., entities with URIs) 
or Literals, and edges are Properties. Properties 
are binary relations between entities. They are defined by a 
domain (i.e. the set of classes that they apply to) and a 
range (i.e. class of entities from which it takes its values).  
An RDF statement is a triple (Subject, Property, 
Object) asserting that the resource that is the subject of 
the statement has a property whose value is the 
object of the statement.  An object can be either another 
resource or a literal value. A statement can be represented 



3.2.3 Definition 2 (Joined Property Sequences): as a graph, by drawing an arc from a node representing the 
subject to another node representing the object, Subject 

 Object. The arc is labeled with the name of the 
property and resource nodes are labeled with the URIs of 
the resources. A special property rdf:typeOf links 
resources to  the classes  they belong to. The classes and 
properties are described in an RDFS (RDF Schema) [5]. 
RDFS provides a general schema (classes and properties) 
for describing domain specific vocabularies. We can view 
an RDF Schema RS as a tuple (SC, SP) where SC is the set 
of classes in the schema and SP is the set of properties. 
Both SC and SP may be organized as hierarchies with 
subclass and sub-property relationships respectively.  
Following the terminology of [9], we call the set triples that 
conform to an RDF Schema its description base. An 
interpretation I for a schema RS, RSI interprets classes in a 
schema as unary relations, i.e. for a class C, CI is the set of 
resources that are its members in that interpretation. 
Properties are interpreted as binary relations, i.e., for a 
property P, PI is a set of ordered tuples (a, b) where a is an 
element in Ci

I, where is the interpretation of f one of the 
domain classes under I, and b is an element in the 
interpretation of the range class under I. 

A set of property sequences S1, S2, S3….Sn are called 
joined if are they satisfiable in an interpretation I and: 

∩ NodesOfPS(Si) ≠ 0 for i = 1..n 

i.e. the sequences S1, S2, S3….Sn intersect at some node n in 
I. 

3.2.4  Definition 3 (ρ-Isomorphic Property 
Sequences)  

Two property sequences S1 = P1, P2, P3, … Pm, and S2 = 
Q1, Q2, Q3, … Qm are called ρ-isomorphic if:  

1) both S1 and S2 are satisfiable in an interpretation I 

2) S1[i]  ≅ρ S2[i] for i = 1..m  

where Px ≅ρ Qx  implies the following conditions: 

1. ∃ R, R is a property | Px , Qx ⊆ R. This captures a 
parent-child relationship, a sibling relationship or 
equality between Px and Qx. 

2. Similarly for the nodes connected by Px and Qx. 
For  (a, b) in Px

I, and (u, v) in Qx
I ,  ∃ C1, C2 , C3, ,  

C1, C2 , C3, are classes such that  3.2 Semantic Associations 
In our framework, a query is a pair of entity identifiers for 
two resource entities (e1, e2). For example, in the RDF 
model it would be a pair of resource URIs.  The result of a 
query is a set of Semantic Associations between entities. 
We will give a formal basis to the notion of a Semantic 
Association.  

a. a ∈ C1, u ∈ C2 and C1, C2 ⊆ C3 and 

b. b and v satisfy the same conditions.  
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3.2.1 Definition 1 (Property Sequence) 
A Property Sequence S is a finite sequence of 
properties P1, P2, P3, … Pn where each Pi is a property 
defined in a RDF Schema Rj. The interpretation of a 
property sequence S is the set of ordered sequences of 
tuples: 

SI = {[(a1, b1), (a2, b2) … (an, bn)]  | (ai ,bi) is in Pi
I]} 

3.2.2 Definition 2 (Satisfiability)  
A property sequence S is satisfiable if there exists a 
an interpretation I which satisfies it: i.e.  

∀ Pi ∃ (Xi, Yi) in Pi
I |  Yi = Xi+1 for i > 0 <n 

This means that there is a sequence of tuples of the form  
(<a,b> <b,c> <c,d> ….<m,n>), where the ith element of the 
sequence is an element in the interpretation of Pi under I. 
We use, S[i] to denote the ith tuple element of the sequence 
S.  

Figure 2 : Isomorphic Property Sequences 
 

The second definition ensures that that the two paths 
maintain a similarity of both nodes and edges along the 
sequence. For example, in Figure 2, although &r1 is a 
painter and $r6 is a sculptor both are similar because they 
are both Artists. Also, because paints is a subproperty of 
creates, we consider them isomorphic. Therefore the 
sequences [paints, exhibited] with origin &r1, and  

The node a is called the origin of the sequence and e is 
the terminus. The function NodesOfPS() returns the 
ordered set of nodes in a property sequence S, so that  

NodesOfPS(S)= [a, b, c, d,…m, n] 



[creates, exhibited] originating at &r6 are ρ-isomorphic,  
making r1 and r6 semantically associated.  

3.2.5 Definition 4 (Semantic Associations) 
We now define Semantic Associations. . We say that two 
entities x and y are semantically associated in an instance 
base I if: 

i. there is a property sequence S which is satisfiable 
in an instance base I such that either x is the origin 
and y is the terminus, or y is the origin and x is 
the terminus, 

ii. there exists two joined property sequences S1 and 
S2 which are satisfiable in an instance base I such 
that x is the origin of S1 and y is the origin S2, or 

iii. there exists two satisfiable ρ-isomorphic property 
sequences S1, S2 such that x is the origin of S1 and 
y is the origin of S2.  

3.2.6 Definition 5 (SAQ – Semantic Association 
Query)  

A Semantic Association Query – SAQ, is a pair of entity 
keys or ids (in the case of RDF it would be their URIs). The 
result of an SAQ is a set of Semantic Associations that 
exist between the entities identified in the query. 

4. APPROACH 
The ρ operator reasons about semantic association based on 
two main capabilities.  First, it uses schema knowledge to 
decide whether or not an association is possible. If an 
association is not possible, the actual search is not done.  
For example, in searching for a similarity between entities, 
it first searches to see if both belong to a common class, a 
common parent class, or to classes that are related by a 
subclass relationship. If they do not, they it would not be 
possible to find ρ-isomorphic sequences as we have 
defined it, therefore the search is canceled. If a semantic 
association seems possible then a traversal is done in the 
description base.  

Note that the traversal need not search all possible paths 
because the schema gives us an idea of potential paths. 
Another important component is the use of context. Our 
notion of context captures user specified scope declarations 
for limiting the search and optional user specified relevance 
ranking for properties or sequences. The scope declaration 
may be a restriction to a specific schema/s or a subset of a 
schema, thereby reducing the search space. In the above 
example, a user can decide to focus the search to the 
museum specialist’s perspective. We then ignore the arcs 
and nodes not relevant in that context, as shown in the 
example in F , where the nodes and arcs not relevant 
in that schema are dropped. For large schemas, the 
restriction may be to a region of the schema. In addition, a 
user may specify some relevance rankings to properties, 

indicating which ones are most important, and if several, 
the order of importance. This information is used in 
ranking, thereby presenting those associations with   the 
total highest relevance ranking first. Other heuristics are 
also employed for ranking. For example, in some contexts, 
longest sequences may be more interesting, while in other 
contexts, the shortest sequences will be used.  
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Figure 3 : Context Pruned Knowledge Base 

5. RELATED WORK 
As mentioned before, the pervasive query paradigm in 
contemporary query languages is the Querying-for-
Attribute paradigm.  Here, information about 
relationships between entities is specified as part of the 
query, i.e. join condition, which is inadequate for many 
applications, especially the upcoming semantic applications 
which exploit relationships as the core of its computation 
[16][17]. The ability to return as a result of query, 
associations between entities, which includes a path of 
relations between entities as well as other associations like 
similarities, is needed.  

There was some earlier work in finding paths between 
entities through the use of recursive queries [1]. Recursive 
queries computed the transitive closure of a single predicate 
relation.  However, these approaches still use the Querying-
for-Attribute paradigm since the attribute has to be 
specified as part of the query. Similarly, in first order logic 
based systems, e.g. Datalog, Prolog, computation of paths 
require that the derivation rules be specified, which as 
earlier emphasized may not be a reasonable requirement for 
many applications. In fact, to specify these queries we 
would need to use second order rules or queries since it 
requires the use of the predicate variables. Moreover, the 
Semantic Association that identifies a similarity between 
entities may not be easily specified in these systems.  igure 3

There is one effort however, that bears some resemblance 
to our work which is that of DISCOVER [8]. Their 
approach searches for associations in relational databases 



that are similar to our notion of Joined Property Sequences, 
by exploiting primary key to foreign relationships specified 
in a schema.  However, the meaning of the sequences 
found, have to be interpreted by users because a relational 
database schema contains limited information on data 
semantics. [18] also discusses an approach for semantic 
ranking of results which is based on estimating the distance 
between concepts in the query and concepts in the result, 
and assigning more relevance to results using closer 
concepts to query concepts. However, our work relates to 
ranking of contextually relevant complex relationships and 
hence the semantic distance (i.e., the measure used for 
ranking) has very different interpretation.    

6. CONCLUSION    
Query languages for the Semantic Web need to support 
additional query paradigms than those currently supported 
in order to meet the demands of novel applications in 
national security and business intelligence. There is also a 
need to support different notions of relationships varying 
from simple to complex. We have shown some examples of 
these complex relationships and presented an approach to 
computing them. Relationships are fundamental to 
semantics, and here we take one step towards discovering 
some types of semantic relationships.   
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