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I_~ Introduction 

Most of today's general purpose database management 
systems (DBMSs) are implemented on top of a standard 
multi-user operating system. In order to avoid a 
duplication of implementation efforts, they use many of the 
features of the operating system, such as file management, 
process scheduling, interprocess communication, etc. Since 
the operating system is not tailored to the needs of a DBMS, 
many practical problems and inefficiencies result from this 
approach. A comprehensive overview over these issues can be 
found in [St81]. 

This short note addresses some of the the particular 
problems of DBMS buffer management under a virtual memory 
operating system with paging. Previous research in this 
area concentrated on prefetching strategies ([Re76],[Sm78]) 
and the double-paging problem ([Tu76],[SB76],[BS77], 
[LWF77],[FLW78]). None of the published papers discusses 
the difference between a page access, as seen by the data- 
base buffer manager, and a page access, as seen by the 
paging mechanism of the operating system. This paper 
attempts to clarify this difference and its consequences. 

2. The F_~ ~ 

The buffer manager is a component within the DBMS; it 
has a well-defined interface to the other components (see 
Fig. i). 

The components that call the buffer manager refer to 
the database as a page-structured address space. Callers 
are aware of page boundaries and use the DBMS catalog, index 
structures (like B-trees), address translation tables etc. 
to find the page numbers of the pages they have to access. 
Therefore, a typical call to the buffer manager includes the 
page number of the page needed. In addition, the intention 
to update can be passed as a call parameter. The buffer 
manager locates the requested page within the buffer, loads 
it from the disk if it is not yet there, and fixes it in the 
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Fig. I :  Buffer management context 

buffer in order to prevent replacement of the page during 
its use. It then passes the address of the page frame 
containing the requested page to the calling routine. Since 
the page has been fixed in the buffer, the calling routine 
can now execute machine instructions (like COMPARE, MOVE, 
etc.), addressing data objects within that page. The buffer 
manager guarantees addressability until the calling routine 
explicitly ~ ("unfixes") the page. Since only the 
calling component knows when the phase of addressing within 
a certain page ends, it has to call the buffer manager again 
to perform an UNFiX-operation making the page available for 
replacement. This is usually done when no future accesses 
to the page are predictable. The fixing mechanism is 
illustrated in Fig. 2. 

53 



logical logical 
re ference re f erence 
to page A, to page B, UNFIX 
FIX FIX B 

I I I 

- I 

addressing within 
page B 

I | 

UNFIX 
A 
I 
I 

addressing within page A 

t 

Fig. 2: Referencing, addressing and the fixing mechanism 

Requests for pages at the interface of the buffer 
manager are called ~ / ~ ;  access to data 
objects within database pages by machine instructions is 
called addressing. Logical references are relevant for the 
replacement decisions of the buffer manager, whereas 
addressing is relevant for the paging routines of the 
virtual memory operating system. 

In practice, many accesses to records of a database may 
consist of a logical reference to the page containing the 
record, followed by very few machine instructions addressing 
data within that page. For such operations (requiring only 
one page at a time in the buffer), the fixing mechanism can 
be implemented by implicitly fixing the youngest page of 
each transaction in the buffer. But more complex operations 
require the addressing of several buffer pages at the same 
time. An example is the split of a page of a B-tree 
(implementing an index or a set with set mode 
pointer-array), where tree entries have to be moved across 
page boundaries. For such operations, the fixing mechanism 
can be implemented as described above, and an explicit 
UNFiX-call is needed. 

For each logical reference, the buffer manager has 
perform the following actions: 

to 

- The buffer is searched, and the page is located. 

- If the page is not in the buffer, a page replacement 
algorithm decides which of the buffer frames has to be 
replaced. Whenever the page selected for replacement has 

54 



been modified, it has to be written back to disk before 
the new page is read into the buffer frame. Each access 
to a database page on disk is called a p ~  / ~ .  
A physical reference is one of the most expensive 
operations within a DBMS; it not only costs 25-50 ms of 
disk access time, but also involves 2000-5000 CPU 
instructions in many operating system environments. 

- The requested page is fixed in the buffer by marking its 
buffer control block. 

- The fact that the page has been referenced is recorded 
since most replacement algorithms are based on the history 
of references to the buffer pages (e.g. LRU). 

- Finally the address of the buffer frame containing the 
requested page is passed to the calling DBMS component as 
a return parameter. 

The sequence of logical references to database pages 
(recorded as a sequence of page numbers) is called a 
(logical) Daqe / _ ~  strina. It describes the reference 
behavior of the DBMS, independent of the buffer size and 
replacement algorithm of the buffer manager. The logical 
reference behavior is determined by: 

- the type of transactions constituting the DBMS 
(retrieval/ update, direct/sequential access, etc.) 

load 

- the transaction mix (number and type of parallel 
transactions) 

- the access path structures provided by the DBMS, in the 
form selected in the internal database schema. For 
example, direct access on the external schema level may 
result in quite different logical page reference strings 
depending on the existence of an index (e.g. B*-tree) for 
the attribute specified in a query. Without an index, all 
records of a certain type (or all tuples of a relation) 
would have to be scanned, leading to a much longer 
reference string. 

Not every logical reference leads to a physical 
reference, but every physical reference is preceded by a 
logical reference. In contrast to logical references, 
physical references are strongly influenced by the size of 
the database buffer and the replacement algorithm of the 
buffer manager. Since physical references are expensive, 
the optimization of the replacement algorithm is very 
important for the overall performance of the DBMS. 
Optimization means the minimization of the number of 
physical disk accesses for a typical transaction load, 
described by a logical reference string. Some examples of 
studies using logical reference strings are [Ro76], [HS79], 
[LAB0], [LoSl], [Ef81]. 
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3. CQnseguences O~ 

The most important consequence of the fixing mechanism 
is the fact that the page least recently addressed is not 
necessarily the same as the page least recently referenced 
(see example in Fig. 2). Usually, several database pages 
are fixed in the database buffer at the same time, and 
machine instructions addressing data objects within these 
pages can be executed without re-referencing any of the 
database pages. 

If LRU stacks are used to illustrate this phenomenon, 
it is obvious that the first m pages in the LRU stack of the 
paging routines are not always the same as the first m pages 
in the LRU stack of the database buffer manager. It is only 
required that the first m pages (l<m<buffer size) in the 
stack of the operating system are a subset of the fixed 
pages in the database buffer- This is illustrated in 
Fig. 3. Models for double paging should not assume that the 
first pages in the two LRU stacks are identical (compare 
[LWF77], pages 343 and 344). 

The observed phenomenon also has consequences for LRU 
replacement strategies in the buffer manager. Since the 
buffer manager has no knowledge about addressing within the 
buffer pages, replacement decisions can only be based on FIX 
and UNFIX events for a specific page. In general, the UNFIX 
event does not follow the FIX event immediately; rather, 
other pages are fixed and freed in between. In this 
context, two LRU strategies are possible: 

- replace the page that was least / _ ~  referenced 
(fixed) 

- replace the page that was least recently unfixed. 

For example, in Fig. 2, page A would be the page least 
recently referenced, whereas page B would be the page least 
recently unfixed. In the traditional approach, a logical 
reference (the FIX event) would be interpreted as the 
"usage" of a database page. On the other hand, the UNFIX 
event is probably much closer to the last real usage (i.e., 
addressing) of the page. Therefore, it seems to be more 
appropriate to use the "Least Recently Unfixed" version of 
LRU for a database buffer manager. 

Another consequence of the fixing mechanism is its 
potential interference with replacement strategies. Only 
unfixed pages within the buffer are replacement candidates. 
Whereas a "Least Recently Unfixed" strategy ensures 
implicitly that only unfixed pages are considered for 
replacement, all other common replacement algorithms (e.g., 
"Least Recently Referenced", CLOCK, RANDOM) have to be 
modified so that they operate on unfixed pages only. 
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For simplicity, it is assumed that database pages and OS pages have the 
same size. 
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Fig. 3: LRU stacks of buffer manager and paging routine; an example 
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Since fixed pages can not be removed from the buffer, 
care should be taken to keep the fixing period for each page 
as short as possible. If too many buffer pages are fixed at 
the same time, thrashing occurs. This phenomenon was 
observed in a commercially available CODASYL DBMS ([Ef81]). 
In the worst case, if all buffer pages are fixed and a 
logical reference to a new page is made, one of the 
currently active transactions (or at least actions) has to 
be rolled back. 

~_ Conclusions 

We have tried to explain the need for a fixing 
mechanism in the buffer manager of a DBMS executing under a 
virtual memory operating system. Fixing guarantees the 
addressability of several buffer pages at the same time. 

The most important consequences of fixing are: 

- Models for double paging become more complicated. 

- For LRU and similar replacement strategies, there are two 
possible definitions for page "usage": the FIX event and 
the UNFIX event. 

- Fixing can interfere with replacement algorithms; 
unfixed pages can be replaced. 

only 

- The fixing period for each page should be as short 
possible to prevent thrashing in the buffer. 

as 

To avoid misunderstandings, we would like to emphasize that 
the fixing mechanism is not related to the locking mechanism 
of the DBMS. In addition to fixing, some locking technique 
is always required to ensure database consistency in a 
multi-user environment. 
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