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Abstract 

There are two widely-known benchmarks for database 
management systems the ‘IF1 benchmarks (Anon et al 
[1985]), designed to measure transaction throughput, and the 
Wlsconsm benchmarks (Bitton, Dewtt, & Turbyfil [1984]), 
designed to measure the performance of a relational query pro- 
cessor In our work with databases on engmeermg worksta- 
tions, we found neither of these benchmarks a suitable measure 
for our apphcations needs Instead, our requuements are for 
response nme for simple quenes We propose benchmark 
measurements to measure response tune, specifically designed 
for the simple, ObJect-onented quenes that engmeermg data- 
base apphcations perform We report results from runnmg thus 
benchmark agamst some database systems we use ourselves, 
and provide enough detatl for others to reproduce the bench- 
mark measurements on other relational, object-onented, or spe- 
cialized database systems We &cuss a number of factors that 
make an order of magnitude nnprovement m benchmark per- 
formance cachmg the en&e database m mam memory, avold- 
mg query optinuzation overhead, usmg physical lmks for pre- 
Jams, and usmg an alternative to the generally-accepted data- 
base “servei’ arcluteeture on &smbuted networks 

1 Overvlew 
We are interested m database response time the time that 
elapses from the Issuance of a database query until the results 
are returned In most of our apphcations, these queues are 
issued by a program rather than a user, and the programs must 
issue many simple quaes m order to update a wmdow or 
graphcal display, smce the mtermdate quenes often cannot 
be expressed as a single high-level relational query For these 
reasons, response tunes on the order of a small number of nul- 
hseconds are required from the database system 

We will present a set of benchmarks to measure response tnne 
performance from a database system, for simple queues 
These benchmarks measure, for example, the time to look up 
an ObJect given its name, or to find connected ObJects (say, 
sub-obJects), once an object is found We present some results 
we obtamed runmng these benchmarks on database systems on 
a Sun workstation 

Our benchmarks are not hnuted to relational database systems, 
indeed better numbers on many of the benchmark measure- 
ments may be obtamed from “ObJect-onenti’ database sys- 
tems (Dlttnch and Dayal [1986]), network or hlerachlcal sys- 
tems, ISAM packages, or custom apphcation-specific database 
systems The benchmark measurements are orrented towards 
snnple operations on mdlvldual objects or records m a database 
system, rather than relational quenes mvolvmg complex opera- 
nons over many tables However, engmeenng apphcatlons 
may also requne the more complex operations that relational 
database systems provide, so performance on our benchmarks 
alone do not make a system acceptable We, would hke the 
snnple-query response time performance ad high-level rela- 
tional facihfies 

There 1s a tremendous gap between the performance provided 
by m-memory programmmg language data structures and that 
provided by &Sk-based structures m a conventional database 
management system A relational system typically responds to 
quetles m tenths of a second Snnple lookups usmg m- 
memory structures can be performed 111 nucroseconds This 
factor of 100,000 difference m response time is the result of a 
number of factors, only one of which 1s the &Sk seeks required 
by a database system. We beheve there is a place for a data- 
base system with 10 to 100 tnnes the response time perfor- 
mance of a conventional relational database system, to fill the 
gap between such systems and speelahzed or m-memory data 
structures The thrust of our benchmarks 1s to identify data- 
base systems that fill this gap 

Sun Workstanon@ 1s a registered trademark of Sun MIcrosystems, Inc 
UNP 1s a trademark of AT&T Bell Laboratones 
UNIFY@ IS a registered trademark of Umfy Corporatmn 
INGRES” 1s a trademark of Relational Technology Inc 
SQLM IS a trademark of International Business Machmes Corporation 

Permlsslon to copy wlthout fee all or part of this material IS granted 
provided that the copies are not made or dlstrlbuted for direct 
commercial advantage, the ACM copyrlght notlce and the title of 
the pubhcatlon and its date appear, and notxe 1s given that copymg 
IS by permlsslon of the Assoclatlon for Computmg Machmery To 
copy otherwlse, or to repubhsh, requires a fee and/or specfic 
permission 

@ 1987 ACM 0-89791-236-5/87/~5/0387 75t 

387 



2. Response Time 

We define response tvne as the real (wall clock) time elapsed 
from the point where a program calls the database system with 
a pticular query, unhl the results of the query, If any, have 
been placed into the program’s vanables We use a program 
rather than an end-user for our definmon because that 1s our 
pnmary client, and because the response times we need are too 
short for an end-user to measure We use real tnne rather than 
CPU ttme because that 1s the measurement cntical to the actual 
applications, the benchmark measurements ~111 therefore differ 
with CPU and &Sk propemes, as well as with the database sys- 
tem used 

our interest in response time stems from engmeenng database 
applications reqmrmg fast, snnple database operations These 
apphcabons mclude CAD (Computer Alded Design), CAM 
(Computer Aded Manufacturmg), CASE (Computer leded 
Software Engmeermg), and a vanety of real-tune or network 
service programs that perform relatively simple quenes but 
reqmre a response m a small number of rmlhseconds For 
example, imagme an application drawmg a computer cncult 
layout or bmldmg architecture on a graphical &splay, m which 
information about the mdwldual components and theu mter- 
connectivity 1s stored m a database These programs may exe- 
cute thousands of snnple quenes to complete the drawing 
Such apphcations often reqmre response tnnes better than 10 
nulllseconds m order to provide reasonable response to the 
user 

In ad&bon to supportmg specmhzed engmeermg database 
apphcations, we have constructed genenc database tools ut~hz- 
mg a mouse and bitmap graphics to allow a user to browse 
through a database, or to see a database graphically (Sun 
[1986a]) These tools, hke the engmeermg apphcations, 
require fast response times to provide a reasonable interface to 
the user 

All of these applications and tools reqmre fast response for 
srmple operations, not the range of complex@ in quenes meas- 
ured by the Wlsconsm benchmarks In relational terms, most 
of our quenes are on a single table, or are operahons on a sm- 
gle record or small group of records representmg one logical 
object While there 1s some overlap between our benchmarks 
and the Wlsconsm ones, both benchmarks include measure- 
ments nussmg m the other, as a result of the dfferent 
emphasis 

The Tpl benchmarks involve simple operations, hke ours, but 
are restncted to part~ular sequences of snnple operations, and 
measure throughput rather than response hme Atitional 
throughput can be achieved by multiprocessing and pipelining 
Improved response time cannot Agam, there 1s some overlap 
between TPl and our measures Since TF’l includes a compo- 
site of our measures, good performance on TPl generally 
correlates with all of our measurements, but It does not &f- 
ferentiate among specific strengths 

3 Current Solutions 

A variety of approaches have been taken to fill the need for fast 
response hme from database systems 
(1) Optnmzmg the performance of relational database sys- 

tems, by compllmg quenes, caching mformation, and 

othemse nnprovmg the response as viewed by the user 
(2) Bmldmg database systems that are onented towards opera- 

tions on mdlvldual ObJects There is recent populanty for 
“object-onented” database systems that provide this onen- 
tation, although many earher network-model and 
hlerarchlcal-model systems had this capablhty 

(3) Codmg “special-purpose” database systems for part~ular 
apphcauons, such as a CAD product These special pur- 
pose systems achieve performance by stormg a database m 
special-purpose data structures, typically m vntual 
memory 

There are dlfficulhes with each of these approaches 

It may not be feasible to achieve adequate performance from a 
smctly relational database system Typically, the database 
lockups our engmeenng apphcations and tools perfo~ cannot 
be expressed as a smgle query m high-level relational query 
languages, so must be decomposed into many quenes Also, 
very few database systems provide a compilation mechanism 
that removes UN of the query parsmg, optmuzation, and vahda- 
&on from the runtime overhead, this overhead can be conslder- 
able for simple quenes Fmally, relational systems typically 
are not constructed to take advantage of a large mam memory, 
to a&eve better performance 

We nught get the performance we reqmre from “ObJect- 
onented” database systems as they become avatlable, but typl- 
tally we then lose the powerful faclfies that come along w1t.h 
the relational system Smularly, some network or hlerarchlcal 
systems provide reasonable response hme, but lack the nmph- 
city and power of the relational model For many engmeenng 
apphcahons, we reqmre a language for ad hoc quenes, report 
generation, and forms-based mterfaces, as well as a hlgher- 
performance ObJect-level mterface 

Many shops, for example for CAD products, have constructed 
speclahzed database systems for their apphcations, often start- 
mg with data structures m a programmmg language This 
approach lacks the generahty of a full DBMS, not to mention 
duphcatmg the development effort for database faclllhes Typ- 
ically a specmhzed system doesn’t include good concurrency 
control mechanisms, a complete set of access methods, or a 
language for ad hoc quenes 

A new, fourth alternative 1s one which combines the features of 
a relational database system with an object-onented one Such 
a database system would have two independent programmer’s 
interfaces to the same database An early example m this 
&ection 1s System R’s RSS level, provldmg programmers an 
alternative to the high-level SQL language (Astrahan et al 
[ 1976]), although the RSS level provides only the kernel for an 
‘IobJect-onen&’ mterface, and does not provide physlcal data 
independence 

It IS more dtificult to construct a system with two compatible 
interfaces at tiferent levels We have expenmented with such 
an approach, however, and will show some prehmmary results 
in a later section 
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4 Benchmark Database 

We want a set of benchmarks mdependent of the data model 
provided by a parhcular database system We achieve thus, as 
much as possible, with the followmg defimuons 

A record IS a set of fields We define a record as an object m 
an object-onented system, and as a tuple m a relational system 
If the database system allows a varrable quantity of data to be 
associated with the fields of a record, not unhke assoclatmg a 
group of records together to represent an oblect, then this will 
be refiected m the benchmark performance even though ther 
definition of “object” 1s not exactly a record 

A record type is a class m an object-orrented system, or a rela- 
tion m a relational system It is a group of records with the 
same field types 

A key 1s a field that must be unique over all records of a type 
Tins nught be a relational pnmary key or a unique object 
identifier 

We assume that fields of records may have a variety of scalar 
types, such as integers or strmgs Some database systems 
allow fields ~rlth list-valued types, and some allow fields with 
references or hsts of references to other obJects (records) In a 
relational system, reference fields are called forergn keys, they 
are fields whose values are the keys of another (referenced) 
relation Lst-valued fields are not pernutted m first normal 
relational form, but are represented by puttmg the values m 
another relanon that references the records m this one 

Our benchmark database will consist of three record types 

(1) A person record type, with three fields a person ID 
number, a name and btidate The ID 1s a 4 byte integer, 
and 1s the key for the record type (1 e each ID 1s unique) 
The name may contam up to 40 bytes, and the btidate 1s 
a 4 byte integer We don’t assume the presence of any 
specml “date” data type There are 20,000 person records 
m our database, with randomly dlsmbuted names and 
bnthdates The ID fields are generated as ascendmg 
integers (from 1 to 20,000) 

(2) A document record type, with SLX fields a document ID, a 
title, a page count, a document type, a publication date, a 
pubhsher, and a descnpbon The document ID, a 4 byte 
mteger, 1s the key for tins record type The title, pubhsher, 
and descnption fields are strmgs contammg up to 80 bytes 
each The page count, document type and publication date 

(3) 

are mtegers There are 5000 documents m our database, 
with randomly generated titles, page counts, types, pubh- 
cation dates, pubhshers, and descnphons The ID fields 
are generated as ascendmg mtegeIs (from 1 to 5000) 

An author record type, with two fields a person ID, which 
references the key of the person table, and a document ID, 
which references the key of the document table This table 
therefore connects each person to zero or more documents, 
and each document to zero or more persons There are 
15,000 author records m our database Each document 
record IS asscclated with three randomly selected person 
records 

We assume that the physical layout of the database 1s not spe- 

Cl&d to OUT benchmark m any way In partuzular, the author 
records are not CO-bCated or clustered with either the docu- 
mm or person records that they reference, unless that would 
ne==nly happen because of a redundant storage mechanism 
used by the database system We add tis constramt because 
the person and document records m an actual database may be 
connected to many other ObJects m the database, and cannot be 
Clustered wth more than one of them 

Our database comprises approxnnately 3 megabytes of data 
(lgnonng all overhead mtroduced by the data manager) As 
such, It 1s a good representative of an engmeermg database that 
nught fit entnely \~lthm a large mam memory, for example the 
data associated with an engmeermg drawmg shown on the 
screen, the data m one engmeer’s potion of a larger engmeer- 
mg design or software project, or a workmg set from a larger 
knowledge base used by an expert system. However, our data- 
base system must also be able to scale up to larger databases, 
exploitmg access structures that use secondary memory 
efficiently 

We therefore mclude m the benchmark a second database, 
which we wdl call the “large” database, that 1s ident~al to the 
smaller one except that all of the record counts are scaled up 
by a factor of 10 This database then reqmres approxunately 
30 megabytes of storage, plus overhead Typical relational 
database systems may not have a substantial performance 
&fference on the larger database, smce they do not uhhze large 
mam memory caches and ther access methods scale up well 
with database SUE However, it 1s mportant to include the 
large database to ehmmate database systems that cannot be 
scaled up at all We would also hke to see numbers reported 
on a tid, “larger” database, scaled up by a factor of 100, how- 
ever many sites do not have adequate free disk storage to 
measure such databases 

author 

document 

tale 

f 

pages publisher 
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5. Proposed Benchmarks 
We propose the followmg benchmarks for response-time meas- 
urements for simple operations 

(1) Name Lookup Tins 1s the snnplest database operation, to 
look for a record with a part~ular key value This would 
correspond to lookmg up the record for a part~ular part, 
given its part number A key lookup nught be lmple- 
mented 111 a database system by a hash or ISAM index 

Implementation Fetch the name of the penon with a part~ular 
randomly-generated ID 

(2) Range Lookup Fmdmg the records with a pa~~cular range 
of values m a part~ular set of fields Examples would be 
findmg people with btidays m a partrcular range of dates, 
or findmg the documents whose utle begins with a parhcu- 
lar letter Range lookups are most efficiently unplemented 
by B-Trees and therr denvafives 

Implementanon Fetch the names of people wnh bnthdates m a 
pamcular randomly-generated lo-day penod unthm the range 
we specify for bnthdates When the database was loaded, the 
bnthdates were randomly dlsmbuted among people in such a 
way that an average of 10 person records fall Hnthm the 
speafied range 

(3) Group Lookup ‘I% IS a common operation on databases 
contammg more than one table, to find all of the records m 
one table that pertam to a parhcular logical enhty m 
another table Examples would be findmg all the author 
records for a par~cular document, or all the sub-parts of a 
part~ular part In most relational database systems, the 
most efficient way to implement a group lookup (a Jam 
with an entity record) is the same as for the name or range 
lookups, dependmg on whether the database implements 
B-trees and hash m&ces In other database systems, physl- 
cal hnk structures may make this logical operation an 
mdependently mterestmg data point 

Implementanon Gwen a random document ID, fetch the author 
ID’s for that document. 

(4) Reference Lookup Another common operation is the 
reverse of group lookup, namely 6ndmg a record that 1s 
referenced by a field of a parhcular record Examples 
would be followmg a cham of connections down a luerar- 
thy of departments and sub-departments, or findmg a 
document record given the author record Agam, m rela- 
tional systems lackmg lmks, this measurement may be 
identical to the name lookup measurement 

Implementation Fetch the name and btrthdate of a person refer- 
enced by a randomly selected author record 

(5) Record Inserr In some applications, the tune to msert new 
data 1s cnt~cal In general, relational database systems are 
not very fast for update, and such an application may have 
to fall back on a hand-wntten database system, speclahzed 
to the apphcation We assume that tnne to delete a record 
1s slrmlar to msetion time, if not, deletion tnne should be 
separately noted 

Implementauon Store a new author record, mcludmg nme to 
update any physical data stmctures necessary to support efficient 
remevals m the above benchmark measurements 

(6) Sequent& Scan This is the operation a database system 
must fall back on when all other routes fal It 1s 
mterestmg mamly for completeness, because apphcations 
requmng htgh performance must typically define m&ces 
makmg sequentml search unnecessary 

Implementanon Senally fetch records from rhe document table, 
fetcbmg the ntie from each, but not perforrmng any actual pat- 
tern match computaaon on the ntle 

(7) Database Open The tme to mihahze the database system 
on a parhcular database This overhead 1s normally 
mcurred once, when a database apphcation 1s started The 
overhead m a database open typ~ally mvolves openmg 
files and settmg up processes to perform database opera- 
tions 

Implementanon Perform any operanons necessary to open files, 
database schema Informanon, and other data structures and 
overhead to execute the above benchmarks, but not nme to load 
the apphcanon program itself We assume any database call 
hbrary 1s normally loaded with the program 

A number of issues anse m measurmg these seven benchmark 
numbers, such as how the mlhal database 1s to be generated, 
how the database system 1s to mlhahzed when the benchmark 
1s performed, and how “typical” Umes are to be computed 
We &scuss these issues m the next two sections, providmg a 
more detied spectication Then, m the followmg section, we 
summanze the results we obtamed runmng the benchmarks on 
some of our own database systems 

6. Creatmg the Benchmark Database 

Certam issues anse 111 the creation of the benchmark database 
which we clanfy here 

Generutmg ID’s When the person table 1s loaded, successive 
records are given successive ID numbers Thrs allows the 
benchmark to select a random person record, which 1s 
guaranteed to exist, by calculatmg a random mteger Other 
schemes, such as prefetchmg records from the database m 
order to determme exlstmg key values, are either overly com- 
plex to program, or may skew the tnnmg results by caching the 
records of mterest to the benchmark 

Assrgmng Bhdutes In asslgmng btidate values, we want to 
assure that the number of person records selected m benchmark 
(2) remams constant (at ten records) as the size of the database 
v;ures We accomphsh tbls by varying the total range of 
b&dates from which m&vldual buthdates are randomly 
assigned For example, m the database with 20,000 people, to 
mamtam an average of 10 people per 10 day range, we select 
mtegers from the range 1 to 20,000 These are easily mapped 
mto a day, month, and year, If rqnred by a parhcular database 
system, however, tis was not done m our benchmarks 
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7 Notes on Benchmarks 
In all of our benchmarks except opemng the database, we are 
assummg that the database system 1s mihahzed, and any 
schema or system mformation 1s already cached The mitiah- 
zatlon time 1s measured solely by the “database open” meas- 
urement 

We want to include any disk I/O overhead m the response time 
measurements for our benchmarks For example, we do not 
want to average the time to look up the same record many 
times’ On the other hand, many database systems can vahdly 
obtam better performance for our benchmark measurements by 
caching data between the multiple lookups performed wlthm 
one transaction or session So we allow spec&~ally for cach- 
mg and repehtion, as follows 

For each benchmark measurement except database open, we 
perform the specified operation 50 mes (on tiferent records 
each time), and average the resultmg times for the number 
reported It 1s not pernutted to have specifically fetched the 
same records before, but schema or data may have been cached 
by earher operations or by opemng the database We repeat 
the enme set of 6 benchmark measurements 10 tunes, to nmu- 
late an entire session with an engmeermg apphcation with a 
nux of different database operattons The numbers reported 
thus average a total of 500 iterations of each benchmark meas- 
urement 

As an example, for the group lookup, we choose a random title, 
and fetch the names of Its three authors This 1s repeated with 
a total of 500 tiferent titles, fetchmg the names of 1500 
authors 

We allow the database system to cache as much of the database 
as It pernuts m mam storage For our small database, the entie 
database fits m mam storage, so that we can measure a data- 
base system that exploits m-memory databases For our large 
database, we do not believe there 1s a sigmficant advantage to a 
cache larger than the small space required to hold root pages 
for m&ces, system mformahon, data schema, and smular mfor- 
mation, Since there 1s little locahty of reference m our bench- 
marks 

In all of the benchmark measurements except (5) and (7), we 
mclude the tune to copy at least one field out of the record 
retneved by the operation, because the apphcation program 
~111 normally wish to perform some operation on the data 
retneved We found that the tune to move data out of the 
record mto the user’s program 1s neghglble compared to the 
time for the database system to fetch the record, except m 
measurement (6), and m that case it 1s clear that at least one 
field must be fetched anyway m order to make the sequential 
scan useful So we feel it is ~ustdied, for the sake of slmphfy- 
mg the benchmarks, to lump the copy and fetch times together 

We assume that anyone performmg our benchmark measure- 
ments on a database system ~111 choose m&ces and other phy- 
s~cal structures to achieve the best performance, report what 
access methods were used, and report on the total space 
requved for the database with the physical structure overhead 
The physrcal orgamzafion may not be changed between bench- 
mark measurements, of course 

8 Our Measurements 

We performed the benchmark measurements on Sun 
Mlcrosystem’s two database products, UNIFY (Sun [1986b]) 
and INGRES (Sun [1987]) We also performed the bench- 
marks on a specmlly-mod&d version of UNIFY, winch we 
will call RAD-UNIFY, that caches as much of the database as 
possible m memory, and has a simphfied lockmg scheme that 
allows only one database writer at a time (these restnctions fit 
many of our engmeermg applications well) 

We used the fastest method aviulable to perform the opera- 
tions In INGRES, this was the QUEL language embedded m 
a C program, called EQUEL, m UNIFY, we used a Sun vanant 
of UNIFY’s programmer’s interface, called ERIC (Extended 
Record-level Interface Convention), that prov&s the access 
method kernel of a lower-level ObJect-onented interface 1 

The person and document records have hash mdexes on their 
keys The author table has hash mdexes on the reference fields 
m INGRES, m order to avoid a sequen~I scan to do the group 
lookups 

For name lookup, we used a hash mdex with both systems 
Hash index performance was roughly comparable to ISAh 
perfommce, for INGRES 

For a range lookup, we used a B-tree mdex with both systems 

In the group lookup benchmark, we remeved 3 author records 
for a document record, after the document record had already 
been fetched In INGRES, we used a hash lookup to find these 
records In UNIFY, we used the physical lmks (“exphclt rela- 
tionships”) that It allows between records These lmks are also 
exploited for the UNIFY reference lookup benchmark 

In the msetion benchmark, we used the ERIC interface with 
UNIFY, for consistency wltb the other measurements, 
althought much better performance can be obtamed for “bulk 
loads” by usmg the SQL mterface (fewer lock calls are gen- 
erated, and SQL is smamlmed for buffered updates) 

Our real-hme clock granulanty m hardware is only 2Oms, but 
all of our measurements were large enough (for 50 operations) 
that this was not an Issue m gettmg accurate benchmark tunes 

9. Some Results 
Our results for INGRES, UNIFY, and RAD-UNIFY are as fol- 
lows The benchmarks were run on a Sun-31160 processor 
with 8 megabytes of mam memory and a local database stored 
on a &sk 

1 The ERIC definmon m the current product (see Sun [1986al) provides 
only access-method procedures, we are expenmentally replacmg the 
ERIC m&ace to mclude a thin layer that provides an object-onented 
“smgle table query” mechamsm (Leannont and Cattell [19871), as 
previously done by Cattell [I9831 
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DBMS 
Database 
Name Lookup 
Range Lookup 
Group Lookup 
Reference Lookup 
Record Inseat 
sequential scan 
Database Open 
Actual Smz 

393rns’ 471ms* 
116ms 156ms 
165ms 227ms 
56ms 73ms 
2ms 2ms 
1300ms 18OOms 
63MB [ 60MB 

Notes Range lookup tune IS for the enttre set of ten record retnevals 
Group lookup hme 1s for the entue set of three record remevals Results 
are demed from LNGRES 5 0 and UNIFY 3 2 We allowed a 4MB m- 
memory cache for RAD-UNIFY All benchmarks were performed on local 
databases INGRES and UNIFY perform worse, relanvely speakmg. for 
remote access over network, see Secaon 11 Numbers marked with “*” are 
eshmates We could not correctly make these measures because of bugs we 
discovered m INGRES and UNIFY mdexmg mechamsms, and made calcu- 
Iatlons so as to reflect correct operatton Exact measurements wtll be avad- 
able when the bugs are fixed 

It should be noted that the numbers m the table are averages 
RAD-UNIFY performance nnproved for approximately the 
fist 100 Iterations of the operations, as pages of the database 
were cached m memory, after that, tunes for the first 5 meas- 
urements dropped to approxnnately half the times shown m the 
table INGRES and UNlFY reached asymptotic performance 
m a few lterauons, with httle Improvement on the times shown 

10 General Comments 

There are a number of mferences we have already drawn about 
database system archltectme for fast response tune, from our 
expenence with these benchmarks and database systems Most 
database systems have not been optmuzed for the kmds of per- 
formance we reqmre, indeed they are at least an order of mag- 
Ntude away from our requuements, and the trend is often 
towards worse response time m the mterest of nnprovmg other 
factors 

Impressive performance 1s obtamed by cachmg much of a data- 
base m memory and by assummg httle or no contention for 
database wntes, as m RAD-UNIFY Note that large potions 
of the database may effectively reside m one application’s VP 
tual memory and/or be locked out from other users for long 
penods of time (m our benchmarks, the enm database was 
cached after about 100 iterations of the benchmark measure- 
ments) This architecture allows only one database wnter at a 
time, and readers may not cache data m the presence of wnters 
unless they accept “old” data However, there are still a wide 
range of uses for a database system such as RAD-UNFY, 
smce its “smgle-user” mode can be enabled dynarmcally 

We performed earlier versions our benchmark measurements 
on previous releases of INGRES and UNIFY from the outside 
vendors INGRES has shown a substantial performance 
Improvement, up to a factor of 4 on some of our measure- 
ments, m the 5 0 release from Relational TechnoIogy, makmg 
it quite competitive with UNIFY 

UNIFY UNIFY =I= Small Large 
6oms 90ms 
358ms 628ms 
8511~s 108ms* 
5oms 78ms 
23Oms 251mS* 
llms 9ms 
58Oms 580ms 
3 8MB 1 43MB 
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9ms 
76ms 

,24ms 
6ms 
43ms 
3ms 
580ms 
38MB 

617ms 
28ms* 
7oms 
71ms’ 
5ms 
58Oms 
43MB 

In fact, the performance-optnmzed INGRJZS 5 0 now dom- 
mates UNIFY on all but the group lookup and reference lookup 
benchmarks We believe that UNIFY doesn’t do as badly on 
these because it has physical lmks that can be used for the logi- 
cal references from the author records to the person and docu- 
ment records The lmks are smular to the parent-child 
connections m System R, are bl-directional (can be traversed m 
the reverse dlrechon), and are mvlslble to the user of UNIFY’s 
query language, SQL (they are automatically updated, and can 
even be reconstructed from the foreign keys If destroyed) If 
NXES had physlcal lmks, It rmght perform a factor of two or 
three better, Judgmg from its current advantages across the 
board The name lookup, group lookup, and reference lookup 
benchmarks are all simply hash lookups m the INGRES bench- 
marks, the three measurements afe only independently mterest- 
mg when lmks are nnplemented by the DBMS 

We performed some of our benchmark measurements on 
INCNES without usmg “repeat” quenes (repeat quenes com- 
pile quenes after their first execution) As expected, we find 
that compilation of quenes provides substantially better perfor- 
mance as much as 5 times improvement for simple quenes In 
usmg UNlFY, we effectively complied quenes ourselves by 
usmg the ERIC access method procedures, this 1s easy for slm- 
ple quenes, but obviously unreasonable for more complex pro- 
grams 

11 Remote Databases 

All three database systems we tested allowed a database to be 
located remotely on a network of workstations, 1 e the data- 
base front-end and back-end may be on hfferent machmes 
Generally, remote access cost approxnnately 3Oms extra per 
record transferred (and per operation invoked) m UNIFY, and 
somewhat more for INGRES 

The desire to access remote databases with fast response time 
effects the architecture of a msmbuted database management 
system The performance exhibited by INGRES and UNIFY 
could not be obtamed usmg a UNIX pipe to send data over a 
network, we would reqmre remote procedure CdlS The perfor- 
mance exhblted by RAD-UNIFY could not even be obtamed 
by remote procedure calls, the entne database system must 
reside on the front end processor, as must the data cache only 
a lock manager and the page-level file system resides at the 
shared site The architecture for most dlstnbuted database sys- 
tems only support a front end I back end spht at the “query” 
level, so cannot give this performance 



server 
where DB 

resides 

12 Conclusions 

RAD-lmlFY 

Remote Access 

In summary, most of our mterest for engmeermg database 
apphcations IS m response tnne performance Few exntmg 
systems do well for our applrcafions, so we deslgned a set of 
benchmarks to measure response time We performed these 
benchmark measurements on our own database systems, and 
found wide ranges of performance 

Space does not pemut a good dlscusslon of database system 
architecture factors effectmg the benchmark ~sults m thus 
paper, but we believe the followmg points are most important 

(1) Not surpnsmgly, a factor of S-10 m speed can be obtamed 
either by compllmg relational querres or by having the pro- 
grammer access the database at a smgle-table level, so that 
optmuzation IS tivlal Parsmg and opmzmg an SQL 
query may take most of a second, even on a Sun-3 proces- 
sor 

(2) Caching data in mam memory can produce almost another 
factor of 5-10 m speed However, efficient use of mam 
memory cachmg demands consframts on the remote archl- 
tecture and also on the number of levels of software 
between application calls and the data 

(3) In a conventional &smbuted database arch&z&n-e, net- 
work overhead would decrease our best performance 
numbers by a factor of 5-10 We reqmre an architecture 
such as RAD-UNIFY’s, m which the enbre database sys- 
tem Esldes on the workstation except for &sk access 
(through a network file system) and the concurrency con- 
trol (remote procedure calls to a lock manager) This sug- 
gests that a transaction-based network file system would be 
very valuable (such as Alpme, budt by Brown, Kollmg, & 
Taft [1985]) 

lowCPUld lock 

manager and page uo 

(4) Specdic titional optlrmzations may together give 
another factor of S-10 in speed Improvements result from 
the mamtenance of physical hnks to speed the group and 
reference lookups, bypassmg file system overhead (consld- 
erable at thrs level of performance), and optmuzmg the 
structure of the database system to mmnnze the number of 
levels of software mvolved m the processmg of the query 
This problem must be faced by architectures bmldmg 
obJect-orrented operations on rop of a relational system, as 
m POSTGRES (Stonebraker [ 19861) 

We hope to perform our benchmarks on other database sys- 
tems, to further substantiate or refute our chums about database 
architecture We expect that other relational database systems 
usmg SQL WIU have performance smular to INGRES an 
UNIFY We thmk that another order of magmtude m unprove- 
ment IS to be had by more work m the splnt of RAD-UNIFY, 
smce we obtamed substantial performance improvements with 
so httle work startmg wltb a conventional database system not 
optnmzed for mam memory speeds Without such work on 
performance, neither obJect-onented nor relational database 
systems will be suitable for many engmeermg apphcations 

References 

Astrahan, M M et al, “System R A Relational Approach to 
Database Management”, ACM Transactzons on Database 
Systems, Vol 1, No 2, June 1976 ’ 
Anon et al “A Measure of Transaction Processing Power”, 
Datanzatlon, Vol 31, No 7, Apnl 1,1985 

Bltton, D , Dewitt, D J , Turbyfil, C , “Benchmarlung Data- 
base Systems A Systematic Approach”, Proceedings 
VLDB Conference, October, 1983 Expanded and revised 
version avalable as Wlsconsm Computer Science TR 
#526 ] 

393 



Brown, M R , Kolhng, K N , Taft, E A, “The Alpme File 
System”, ACM TOCS 3,4, November 1985 

Cattell, R G G , Desgn and Implementatron of a 
Relatronshlp-Entity-Datum Data Model, Xerox PARC 
techmcal report CSL-83-4, April 1983 

Dltmch, K , and Dayal, U , Eds , Internattonal Workshop on 
ObJect-Oriented Database Systems, September 1986 

Learmont, T R , and Cat& R G G , “An object-Gnented 
Interface to a Relauonal Database”, subrmtted to a follow- 
up publication to the International Workshop on GbJect- 
Onented Database Systems, to appear 1987 

Stonebraker, M , “Object Management m POSTGRES Usmg 
Procedures”, International Workshop on Object-Oriented 
Database Systems, September 1986 

Sun Microsystems, Inc SunSunpl$y I 0 Manuals Order 
Number Sun&mph+09, Sun Microsystems, Mountam 
View, Cahfomla, 1986a 

Sun Mcrosystems, Inc SunUNIFY 2 0 Manuals Order 
Number SunUNIFY-09, Sun Microsystems, Mountam 
View, Cahfomia, 1986b 

Sun Microsystems, Inc SunINGRES 5 0 Manuals Order 
Number SunINGRES-09, Sun Microsystems, Mountam 
View, Cahfomla, 1987 

394 


