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A B S T R A C T  

Recently many attempts have been made to implement recursive queries. Such queries are essential for the new generation 
intelligent database system applications. Much of the effort in recursive queries is focussed on transitive closure queries which are of  
practical siLmificance. None of the work described investigates recursive query precessing in secure database management systems. In 
this paper we propose centralized and distributed algorithms for implementing transitive closure queries for multilevel secure 
relational database management systems. 

1. I N T R O D U C T I O N  

During the past decade much effort was directed 
towards integrating database and knowledge base systems 
[BRED86] from which intelligent database systems emerged 
not only as prototypes [RAMN88] but also as commercial 
products [COHE89]. The emergence of such systems was a 
milestone because it enabled database systems to perform 
deductive reasomng instead of  being merely repositories of 
data. The deductive reasoning process in many instances can 
be generated by specifying the request as a single recursive 
query. Otherwise the deductive process has to be generated by 
a sometimes cumbersome set of  nonrecursive queries or even 
by a lengthy application program. In order to process 
recursive queries many efficient algorithms including parallel 
ones have been developed. [See for example BANC86, 
AGRA87, VALD88]. Although numerous articles have been 
written on the concept and implementation of recursive 
queries, no attempt has yet been made to incorporate them in 
secure data/knowledge base systems work, This paper makes 
an initial effort on proposing algorithms to implement a 
special type of re.cursive query, called a transitive closure 
query, for secure database systems. 

For many of  the applications in the military 
environment which use multilevel databa~ systems, there is a 
need for recursive query processing. For example, it may be 
necessary to list all the military bases that are reachable fi'om a 
particular base, or to list all the subparts of  a missile. In a 
multilevel environment, additional controls are necessary so 
that the responses released can be legitimately r ~ d  by the 
querying user. For example, it may be the case that certain 
bases or routes to certain bases are classified at the Secret 
level. In such a situation, an Unclassified user should not be 
able to read the Secret bases or the Secret routes to the bases. 
This paper proposes recursive query processing algorithms 
which ensure that a User only gets the responses that he is 
authorized to read. 

It was proved in [AI-IO79] that a query to list all the 
points that are reachable from a particular point cannot be 
expressed using standard relational algebraic operators proposed 
by Codd [CODD70]. Such a query is an example of  a 
recursive query. It was also shown that the expression of such 
a query requires an additional operator, called a least fixed point 
operator. Queries that are obtained by using the least fixed 
point operator are fixed point queries. Although Codd states 
that the relational algebra is computationally complete, Aho 
and Ullman have shown that it is necessary to augment 
relational algebra with the least fixed point operator to obtain 
computational completeness. The fixed point queries are a 

special type of  recursive queries. It was shown in 
[CHAND82] that all practically computable meaningful 
queries fall into the category of fixed point queries. 

A special type of  fixed point query that has received 
considerable attention over the past decade is the transitive 
closure query which requests to compute the transitive closure 
of a relalion. 

Examples of  requests which fall in the category of  transitive 
closure queries are: 

• Find all pairs of  cities (x,y) where y is reachable from 
x. 

• Find all pairs of persons (x,y) where x is an ancestor 
of  y. 

• Find all pairs of  employees (x,y) where y is 
subordinate to x. 

• Find all pairs of parts (x,y) where y is a subpart of x. 

Note that all of  these queries are r¢cursive. This is 
because the relation to be computed is defined in terms o f  
its¢lL For example, in the case of ancestor relationship one 
has the vales: 

• A parent is an ancestor, 
• An ancestor of an ancestor is also an ancestor. 

That is, the ancestor relationship is defined in terms of  itself. 

In this paper we propose algorithms for computing 
transitive closure off centralized and distributed, multilevel 

relations. These algorithms are an adaptation of  the transitive 
closam= algorithms developed in [VALD88] for non-muldlevel 
relations. We also give a formalism for expressing the 
transitive closure of multilevel relations using the fixed point 
operator. It is important to start work in this area for many 
reasons. They include the following: 

• The applications which currently use multilevel 
systems such as military and C3I are also involved in 
complex computations which may be generated by 
r e c e i v e  queries, 

• Such work may result in closer collaboration between 
the database and security researchers, which is 
essential if useful database security products are to be 
developed, 

• Such work will ultimately produce secure intelligent 
database management systems. 
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The organization of this paper is as follows: 

In section 2 we define multilevel relations. In section 
3 we state the concepts on fixed point queries and transitive 
closures of relations. In section 4 we discuss the notion of 
transitive closures of multilevel relations. In section 5 we 
describe a technique for enforcing a necessary integrity rule on 
se urity eoustraints. In section 6 we give algorithms for 
computing the transitive closures of multilevel relations. The 
paper is concluded in section 7. 

2. M U L T I L E V E L  RELATIONS 

Various definitions of a multilevel relation have been 
proposed (see for example [GRAU82, DENN87, STAC89]). 
For the discussion in this paper, we assume that in a 
multilevel relation it is possible for the attributes, elements 
and tuples to be assigned different security levels. The security 
level assigned to each component of a relation must dominate 
the security level assigned to the relation. If an attribute (or a 
tuplc or an element) is assigned the Unclassified security level, 
then the relation which contains it cannot be assigned the 
Secret level. The security level assigned to an element must 
dominate the security level of the attribute to which the 
element belongs to. For example, if the security level of an 
am'ibute is Secret, then all of the elements of that attribute 
must be at least Secret. Tuple classifications assign security 
levels to the r~lationship between the elements of a tuple. 
Thcrdorc, it is possible for the individual elcraents of a tuplc 
to have a lower security level than that of the mple. We 
assume that security levels are assigned to the various 
components of a relation using security constraints. 

Multilevel Relation EMP 
t 
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Figure 1. Multilevel Relation 

An example of a multilevel relation is illustrated in 
figur~ 1. In this figure, relation EMP with attributes SS#, 
Name, Salary and Doparmaent is classified at the Unclassified 
level. The salary attribute is Secret and therefore all the salary 
values are Secret. The elements N2 and D3 are Secret. The 
mple which describes the employee N4 is Top Secret. 
Therefore, this tuple cannot be seen by a user at a lower level. 
Note that it is possible for lower level users to see parts of 
this tuple and infer the Top Secret information. Therefore 
additional controls are necessary to prevent such security 
violations. 

Relational algebraic operators such as select, project, 
join, cartesian product, union and difference can be applied to 

multilevel relations. A possible approach to applying these 
operators to multilevel relations is given below. 

Consider the multilevel relation R. Then (R,L), the 
restriction of R at L, is the relation R at security level L and is 
obtained as follows: 

(i) 

(ii) 

Obtain R* from R by eliminating all tuples whose 
security levels dominate L 
For each element a in R*, if the security level of a is 
dominated by L then a is also in (R,L). If not, a is 
replaced by a variable in (R,L) (note that the same 
variable is used to replace all occurrences of a). 

The commonly used operators Select, Project and 
Join can be defined on multilevel relations as follows. We 
assume that the application of these operators arc requested by 
a user at security level L 

Selectcond and L(R) = (S, L) where S is Select tend 
(R) 
Project attr. and L (R) = (S,L) where S is Project attr 
0~) 
Join attr and L (R1, R2) = Select attr(S, L) where S 
is Produet(R1,R2) 

A select operation on R under condition 'tend' at 
security level L is the relation S at security level L (i.e., the 
relation (S,L)) where S is the result of applying the select 
operation under condition 'cond' on R. 

A project operation on attributes 'atnr' e r r  at security 
level L is the relation (S,J.,) where S is the result of applying 
the project operation on attributes 'atE' of S. 

A join ol~ration on R1 and R2 on attributes 'attr' at 
security level L is obtained by l'ast computing the product S 
of R1 and R2, then forming (S,L) and finally doing a selection 
on (S,L) such that the values of the join attributes 'am" are the 
same in (SJ.,). 

A multilevel database is a database which consists of 
multilevel relations. A trusted database management system 
(TDBMS), also called a multilevel secure database 
management system (MLS/DBMS), manages a multilevel 

3. FIXED POINT QUERIES AND TRANSITIVE 
C L O S U R E S  

In this section we state the definitions of least fixed 
point operator and transitive closures. Much of the 
information Fresented in this section has been obtained from 
[AHO79]. 

Consider the equation S = f(S) where f(S) is the 
relational algebraic expression which results from applying 
any function f to the relation S such that the degree of S and 
f(S) are the same. A least fixed point of the equation above, 
denoted by I.,FP(S = f(S)) is a relation S* which satisfies the 
following two conditions: 

(i) s *  = fCs*) 
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(ii) I f  Q is any relation such that Q = f(Q), then S* is a 
subset of Q (where the relation X is a subset of the 
relation Y if every, tuple which belongs to X also 
belongs to Y). 

Aho and Ullman have shown that there is a function 
which is monotone (that is, if the relation X is a subset of  

the relation Y, then f*CX) is a subset of ~(Y))  and therefore by 
the results obtained by Tarski [TARS55] on fixed point theory 
of lattices, them is a unique l u s t  fixed point for the equation S 
= ~(S) .  In the definition of the transitive closure of a relation 
to be given below, it will be seen that S = ~ (S )  is the 
equation S = S • R U R and that for every R, the least fixed 
point of  this equation is the transitive closure of R. 

We illustrate the transitive closure of a relation with 
an example: 

Consider the relation R with tuples (xl,x2), (x2,x3) 
and (x3,x4). The transitive closure of R, denoted by R+, 
consists of the following tuples: 

(xl,x2), (x2,x3), (x3,x4), (xl,x3), (x2,x4), (xl,x4). 

The graphical representations of R and R+ are shown 
in figure 2. 

4. T R A N S I T I V E  C L O S U R E S  OF M U L T I L E V E L  
R E L A T I O N S  

Graphk=J il~pc,nHLItlaQ af  R 

In this section we describe the policy for computing 
transitive closures of multilevel relations. Consider a relation 
R which has (x,y) and (y,z) as some of its elements. Then the 
pair (x,z) belongs to R+. However,  if R is a multi level 
relation, whether the pair (x,z) belongs to R÷ depends on the 
security levels assigned to (x,y), (y,z), x,y and z. 

Grapbk:aJ R e p c a e m ~  of R÷ 
Suppose there are only two security levels: Secret 

and Unclassified. Also assume that an Unclassified user has 
requested the computation of the transitive closure of  R. We 
assume the following in this computation: 

(i) I f  (a,b) belongs to R and a,b, (a,b) are all 
Unclassified, then (a,b) is included in the computation 
of the transitive closure of  R at level Unclassified. 

Figure 2. Transitive Closure of a Relation 

In order to define the transitive closure of a relation, 
first we need to dct'me the composition operator. 

Given the binary relations R and S where their 
attributes take values in a single domain, the composition 
operation is defined as follows: 

R-S = {(x,y) 13 z (x,z) E R and (z,y) E S}. 

(ii) 

(iii) 

If  (a,b) belongs to R and (a,b) is Secret (note that ~ b 
could be either Unclassified or Stere0,  then (a,b) is 
not included in the computation of the transitive 
closure of R at level Unclassified (i.e., as far as the 
Unclassified user is concerned (a,b) does not exist). 

I f  (a,b) belongs to R and one or both of a.b 
Secret, then the Secret item is replaced by a variable 
(the same variable is used to replace alJ oceua,~ces  of  
this item) and the resulting pair is included in the 
computation of the transitive closure of R at the level 
Unclassified. 

Note  that the composi t ion operation can be 
implcmcnuxl by a join with a projection. 

The transitive closure of a binary relation R., denoted 
by R+, is ded'ined as follows: 

R+ = U R i where 
i > 0  

R 1 = R  and R i =  R i ' l  • R. 

The transitive closure of a relation R can be expressed 
using the least fixed operator LFP as follows: 

R +  = I X P ( S  = S • R U R) 
w h ~ e  U is the union 

composition operator. 
operator  and • is the 

That is, the least fixed point of the equation S = S • 
R U R is the transitive closure of the relation R. 

The security policy for computing the transit ive 
closure of a relation R is as follows: Suppose a user at a 
security level L requests to compute the transitive closure of  a 
relation It, denoted TCTL,R]. 

We define TC[L,R] = ((R.j.,)÷. L). 

That is, the following steps arc involved in the 
computation of the transitive closure of a multilevel relation R 
at a security level L 

(i) Compute (P,J.) 
(ii) Compum (ILL)+ 
(iii) Compute ((R,L~,  L). 

Using the least fixed point operator (described in 
section 3), the transitive closure of a multilevel relation R at a 
security levd L is expressed by: 

TOIL,R] = (LFPfr = fiT) U (R,L)), L) 
where T = S and f(T) = (S,(R,L)). 
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Note that step (iii) in the computation (of the 
transitive closure of a multilevel R) will not be necessary if 
the security constraints on the topics are correctly enforced. In 
order to correctly enforce the security constraints, an integrity 
rule must be satisfied. In section 3 we define this integrity 
rule and state an algorithm which enforces this rule. 

We illustrate the transitive closure of a multilevel 
relation R with an example. 

Consider the relation R shown in figure 2. Let the 
following constraints be enforced; (xl,x4) is Secret, (x2,x4) is 
Secret, and (x3,x4) is Secret . In order to compute the 
transitive closure of R at level L, we fLrst compute (R,L) and 
then compute (R,L)+. The computation is shown in the 
foUowing steps: 

6) R = {(xl,x2), (x2,x3), (x3,x4)} 
(ii) (R,L)= {(xLx2), (x2,x3)] 
(iii) ( R i , ) + =  {(xZ,x2), (x2,x3), (xZ,x3)} 

(iv) ((R,L)+,L) = {(xZ,x2), (x lx3) ,  (xi,x3)} 

5. E N F O R C I N G  AN I N T E G R I T Y  R U L E  ON 
S E C U R I T Y  C O N S T R A I N T S  

Suppose a relation R comists of the pairs (xl,x2) and 
(x2,x3).  Assume that (x l ,x2)  and (x2,x3) are both 
Unclassified while the pair (xl,x3) which belongs to R+ is 
assigned a Secret level. Then, 

TO[Unclassified, R] = {(xl,x2), (x2,x3)}. 

This means an Unclassified user can obtain the pairs 
(xl,x2),  (x2,x3) and infer the Secret pair (xl,x3). In order to 
prevent such security violations (due to inference [THUR87]), 
it should be ensured that at least one of (xl,x2), (x2,x3) is 
Secret. In general the following integrity rule should be 
enforced on the security constraints: 

In teg r i ty  Rule:  If  the pair (xl ,xn) (belonging to R+) i s  
classified at the Secret level, then for every path P between xl 
and xn, there exist two elements xi, xj which are adjacent in P 
such that the pair (xi,xj) is classified at the Secret level. 

(Note that x l ,  x2, x3 ............. xn-1, xn is a path from xl to 
xn if the pairs (xl ,x2),  (x2,x3) ........... (xn-l ,xn) are all 
members  of the relation R.) 

In this section we will give an algorithm which 
enforces the integrity rule on the security constraints. That is, 
fi 'om an initial set of constraints, the algorithm will enumerate 
a larger set of constraints which have to be enforced in order to 
satisfy the integrity rule. This algorithm can be used by the 
system security officer during system initialization. 

Note that if the integrity role is enforced, then it is 
not necessary to process the third step in the computation of 
the transitive closure of a multilevel relation R. That is, the 
computat ion of ((R,L)+,L) can be skipped. Therefore, 
TC[L,R] = (R,L)+. 

Algor i thm IRE (Integrity Rule Enforcement) 

For each multilevel relation R do the following, 

Let C be the list of initial constraints for R. 
A conszmint will be specified as a pair, That 
is, if (xl,x2) is in C then the pair (xl ,x2) is 
Secret. (Note: we assumed that there are 
only two security levels.) 

Use temporary lists T and L T is initialized 
to C. L is initialized to the empty set. The  
members of L will be pairs of  3- 
tuples. Each 3 tuple will be of the 
form (elementl, element2, Path) 

'While T is not empty do the following 
Ben 

Remove a constraint (x 1,xn) from T 

Mark (xl,xn) as S 

Fred all paths from xl  to xn 

For each path P do the following: 

Check whether there are adjacent etemmats 
xi, xj in P such that some constraint in C 
classifies the pair" (xi,xj) at the Secret level. 
If  so, do nothing. 

J/not,  then mark the pair (xn-l,  xn) as S 
(where xn-I is the element which 
pree-~Jes xn in the path P). 

For each element E = (yi, yj, Q) in the list L 
do the following: 

Check to see whether the pair (yi, yj') still 
needs to have a marker S. (Note 
that by marking (xn-1, xn) by S, 
the pair (yi, yj) may not need the 
marker S.) 

If (yi,yj) no longer needs a marker, then 
delete the marker S assigned to it. 

End (for each elernenO 

Place (xn-1, xn, P) in the list L 

End (for each path P) 

End (while T is not empty) 

Any pair which has the marker S beside it is 
a constraint; Update the list C of constraints 
to include the new constraints 

End (for each multilevel relation R) 

20 
P.nd (of algorithm) 
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An Example:  

We illustrate this algorithm with an example. Let R 
be the relation with members (x0,xl), (xl,x2), (x2,x3), 
(x3,x4). Its transitive closure R+ at the Secret level will have 
all the member's of R. plus the following additional members: 

(x0,x2),(x2,x4),(x 1 ,x4),(x0,x3)(,(x0,x4),(x 1,x3). 
Let the initial constraints be (xl,x4) and (x0,x2). 

During the first iteration the constraint (xl,x4) will 
be processed. 

At the end of this iteration the pairs (xl,x4) and 
(x3,x4) will be marked S. Also the triple (x3,x4,P) is placed 
in the list L where P is the path (xl,x2,x3,x4). 

During the second iteration, the constraint (x0,x2) 
wiLl be processed. 

First the pair (xl,x2) will be assigned the marker S. 
Then the list L is examined. As a result of marking 

(xl,x2), it is no longer necessary to mark (x3,x4) by 
S. Therefore, the marker S is deleted from (x3,x4). 

The view R of a relation at a security level L is 
fR,L). It is constructed as follows: 

(i) If  (a,b) is classified at L' where L' dominates L, then 
(a,b) is not included in the view. 

6i) I f  one (or both) of a,b is classified at L' where L' 
dominates L, then this item (or both items) is 
replaced by a variable (note that the same variahlc is 
used for all occurmaces of this item). The resulting 
mpl¢ is placed in the view. 

(iii) All the remaining ttuples of R are placed in the view 
(i.e., a, b, and (a,b) are dominated by L). 

The Transitive Closure Processor will then compute 
the transitive closure o f  the view (R2..). It can use any 
algorithm in the literature for computing transitive closure of 
relations. If  requested by the user, it could delete those tuples 
belonging to the closmm which contain variables; although 
displaying the variables will not cause security violation as the 
user cannot see the value of the variable. 

The constraints are (xl,x4), (x0,x2), (xl,x2). 

6. TRANSITIVE CLOSURE ALGORITHMS 

We propose two algorithms to compute the transitive 
closure of multilevel relations. The first algorithm is for 
c~ntr.aliTe~ relations and the second is for distributed relations. 
The algorithms that we state here are an adaptation of the 
transitive closure algorithms described in [VALD88] for non- 
multilevel relations. Many of the other algorithms proposed 
in the literature can also be adapted for multilevel relations. 
Describing all of them is beyond the scope of this paper. 
However, the essential points of the argument can be exhibited 
with the algorithms that we dcvdop hoe. 

Section 6.1 describes the algorithm for centralized 
relations and section 6.2 describes the algorithm for distributed 
relations. In these algorithms, we assume that the integrity 
rule defined in section 5 is enforced on the security constraints. 

6.1 A l g o r i t h m s  for  Cen t ra l i zed  Mul t i level  
R e l a t i o n s  

An architecture for computing the transitive closures 
of multilevel relations is shown in figure 3. In this 
architecture, a TDBMS is augmented with a Transitive Closure 
Processor. The TDBMS is responsible for building a view of 
the multilevel relation at the security level of the user who 
requests the transitive closure computation. The security 
constraints enforced on the tuples are used by the TDBMS to 
build the views of the relations. It is assumed that the IRE 
algorithm will generate the necessary constraints from the 
initial set of constraints specified, say, by the systems security 
officer during system initialization. The view computed by 
the TDBMS is given to the Transitive Closure Processor 
which computes the transitive closure. The Transitive Closure 
Processor does not have to be trusted (i~e., it does not perform 
security critical functions) as all of the constraints are handled 
during the computation of the view. 

( - ' 1  

Figure 3. Architecture for Transitive Closure 
Query Processing 

M I T e  Algorithm (Multilevel Iterative Transitive Closure) 

The input is the multilevel relation R and the security 
level L The output is T = TC[I-,R]. 

1. P:= ~ L) /* the TDBMS will compute this*/ 
2. T : = P  
3. D ~ P  

Repeat 
4. D : = D - P  
5. T : = T U D  

untll (D = empty) or (D irlterseetion T is empty) 

end (algorithm MITQ 
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E x a m p l e :  

Consider the relation R illustrated in figure 2. The 
initial constraint is (xl,x4). The algorithm to enforce the 
integrity rule given in the previous section will generate the 
additional constraint (x3,x4). A Is'ace of  MITC given input 
(R, Unclassified) is given below: 

Otherwise, the designated Transitive Closure Processor may 
also have to examine some constraints in order to eliminate 
some sensitive topics and therefore it has to be trusted. I f  a 
list of all the security constraints has to be accessed by each 
TDBM$, then the system security officer should execute the 
Integrity rule enforcement algorithm on the initial set o f  
constraints during system initialization. 

Iteration I: 
1. P ~ {(xl,x2),(x2,x3)} 
2. T .--- { (x Z,x2), x2,x3) } 
3. D ~ {(xl,x2),(x2,x3)} 
4. D := {(xLx3)} 
5. T := T U {(xl,x3)} = {(xl,x2),(x2,x3),(xl,x3) } 

Iteration 2." 
4. D ~ empty 
5. T := {(xLx2),(x2,x3),(xl,x3)} 
Since D is empty, the algorithm terminates. 

6 .2 A l g o r i t h m s  f o r  D i s t r i b u t e d  M u l t i l e v e l  
R e l a t i o n s  

The architecture for computing the transitive closure 
o f  distributed relations is shown in figure 4. In this 
architecture, each node has a Transitive Closure Processor, a 
TDBMS and a Multilevel Database. The multilevel relations 
are distributed across the nodes. It is assumed that the network 
which interconnects the various nodes is multilevel secure. 

Before sending the views of  the multilevel relations 
to the designated site, the variable reference conflicts have to 
be resolved. That is, site 1 could use the variable x for  a 
classified dement 'a' while site 2 could use the variable y for 
the same element. One way to resolve the conflicts is for each 
TDBMS to send the variable name and the actual value of the 
variable to a" trusted process which we call the Global 
Directory Manager. This Global Directory Manager will 
determine the variable to use by analyzing the information that 
it received from each TDBMS. The TDBMS then replaces the 
variable name that it used by the variable name it received 
from the Global Directory Manager. The view of  the relation 
is then sent to the designated site. 

MTCUP Algori thm (Multilevel Transitive Closure with 
Uaique Processor) 

The inputs to this algorithm are the relation R and the security 
levd L The output is T = TC[L,R]. 
Assume that there are n nodes. At each node i (1 <= i <= n) 
the fragment Ri of R is stored. The transitive closure is 
computed at one node only. Let this node be N. 

The algorithm consists of two phases. 

Phase h at each node i (I <= i <= n) do 

Compute (Ri, L) 
Resolve variable name conflicts 

the result be Si 
Send Si to node N, the designated site. 

Phase 2: at node N do 

Fu, m the union of all the fragments Si 
Let the result be S 
Compute S+ 

is the result TC[L,R] 

F i g u r e  4.  T rans i t i ve  Closure  P rocess ing  of  a 
D i s t r i b u t e d  Rela t ion 

In the algorithm to compute the transitive closure of 
a multilevel distributed relation, each TDBMS computes the 
view of  the t~rtion of  the multilevel relation that is stored at 
its site, at the user's security level (note that if R is the 
fragment of  a relation at a site, then (R,L) is the view of that 
fragment at security level L). Then all the views computed at 
the various nodes are sent to a designated site which is 
responsible for computing the transitive closure. The 
Transitive Closmre Processor at the designated site computes 
the transitive closure. 

We assume that the Transitive Closure Processor at 
each node is untrusted. Therefore, the TDBMS at each node 
should have access to the entire list of security constraints in 
order to compute the views of the multilevel relations. 

E x a m p l e  

Consider a distributed system with two nodes. Let R 
be the multilevel relation illustrated in figure 2. Let the 
coustraints enforced be {(xl,x4), (x2,x4), (x3,x4)}. Assume 
that node 1 stores the pairs (xl,x2) and (x3,x4) while node 2 
stores the pair (x2,x3). Also assume that node 2 is the 
designated one. A trace of/vlTCUP is given below. 

Phase I: 

R1 = {(xl,x2), (x3,x4)} 
R2 = {(x2,x3)} 
S1 = {(xl,x2) 
S2 = {(xZ,x3)} 
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Phase 2: 

S = {(xl,x2), (x2,x3)} 
S+ = (xl,x2), (x2,x3), (xl,x3)} 

7. CONCLUSION 

The development of intelligent database systems has 
marked a milestone in technology because database 
management systems can be used not only to process stored 
data but also to deduce new data. In many instances, the new 
data is generated by expressing the request in the form of a 
reeur3ive query. In this section we have discussed the need for 
reeursive query processing in secure database management 
systems and also described an attempt in designing algorithms 
for reeursive query processing in secure database management 
systems. We concentrated on a special type of reeursive query, 
called the transitive closure query which is of practical as well 
as of theoretical significance. 

The results obtained in this paper are the following: 

O) A formula for specifying the transitive closure queries 
for multilevel relations using the least fixed point 
operator, 

(ii) An integrity rule to be enforced on the security 
constraints in order to prevent certain inference 
violations, 

(iii) An algorithm to enforce the integrity rule, 
(iv) Two algorithms for computing the transitive closure 

of a mnitilevel relation. We consider centralized as 
well as distributed relations. 

Future work in this area includes experimentally 
evaluating the algorithms. The performance of these 
algorithms could be determined by varying the parameters such 
as the number of naples or the number of security constraints. 
Such research will eventually lead towards the design and 
development of secure intelligent database systems. 
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